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Abstract

This thesis aims to democratize time series intelligence by making advanced
modeling capabilities accessible to users without specialized machine learning
knowledge. We pursue this goal through three complementary contributions
that build foundation models, improve our understanding of them, and address
challenges emerging in their practical use.

We start by introducing MOMENT, the first family of open source time series
foundation models capable of performing well on a variety of tasks on data
from diverse domains with minimal supervision. We extend these models to
handle long multivariate contexts and integrate multimodal data, enabling their
application to complex real-world scenarios where traditional approaches often
fall short.

Next, we examine what these foundation models learn by investigating
their compositional reasoning abilities, representation structures, and encoded
concepts. We identify practical insights that improve both our understanding of
the models and their performance.

Then, we tackle deployment challenges by developing methods to learn from
distributed unlabeled data, assess label quality, and select robust models when
labeled data is scarce. We conclude this thesis by exploring how Large Language
Model agents can automate the time series intelligence engineering process, using
open-source tools and tools developed in this thesis.

We demonstrate the utility of our methods in clinical settings, where time
series data is plentiful and where modeling it can be impactful. We conclude
that specialized foundation models, combined with practical tools supporting
their real-world deployment, can substantially advance time series intelligence
and yield practical solutions of societal importance.
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Chapter 1

Introduction

A jack of all trades is a master of none, but oftentimes better than a
master of one.

William Shakespeare

1.1 A Motivating Example

Imagine a clinician reviewing a patient's electroencephalogram (EEG) waveform to
detect irregular brain activity (Fig. 1.1). These EEG recordings sample brain electrical

Figure 1.1: Challenge 1: Highly Multivariate & Multimodal Information.

Clinicians routinely review complex , multivariate time series  data alongside
complementary modalities  such as medical notes and lab results to inform critical
patient care decisions. The brain electroencephalogram (EEG) example shown here,
sourced from the CHB-MIT Scalp EEG Databased67), illustrates the intricate neural
activity patterns that neurologists must interpret when evaluating conditions such as
epilepsy, encephalopathy, or sleep disorders.



Figure 1.2: Challenge 2: Building ML Models that Saves Lives is Tedious.

The process ofbuilding ML models for a specic problem is highly manual ,
cumbersome and repetitive . Clinicians must spend countless hours, away from
direct patient care to manually label data, and and work with team of engineers to
build, train, tune, and review multiple ML models.

activity at 240 Hz (that is, 240 measurements per second) across 21 di erent leads. To
identify irregular brain activity, such as seizure$, clinicians must examine extensive
EEG recordings that span several hours. To accurately diagnose patients, in addition
to waveform data, clinicians also review patient biological information such as age and
sex, previous medical conditions, and laboratory test results.

One way of automating some of this manual work is through the use of machine
learning (ML). To build a machine learning model, clinicians must work with a team
of engineers and computer scientists to prepare data, build candidate models, and
evaluate them (Fig. 1.2). Once built, these Machine Learning (ML) models can save
time and lives (9). However, the process of building ML models for a speci ¢ problem
is tedious and repetitive. For example, clinicians spend countless hours away from
direct patient care to manually and pointillistically label vast amounts of data to
train and evaluate ML models 81; 109 245 73, 96). The engineering team will then
manually build, train, and tune multiple ML models. Finally, clinicians and the ML
team must review each of the ML models for egregious errors to ensure patient safety.

At this point, the clinicians and the ML team have invested substantial time,
resources, and e ort developing a potentially useful solution. But if the nature
of the problem changes even slightly, as is common in the real world, this whole
cumbersome process must be repeated (Fig. 1.3). This challenge is particularly
acute in healthcare, where clinical de nitions frequently evolve. Advancing medical
knowledge and needs beget modi cations in classi cation schemas, ultimately changing
the target model, making manual data handling, modeling, and evaluation not only

1A seizure is a brief, abnormal surge of electrical activity in the brain that disrupts normal
functioning. It can cause various symptoms, from subtle changes in awareness to convulsions,
depending on which areas of the brain are a ected. Seizures typically last seconds to minutes and
may occur once or repeatedly (epilepsy).



Figure 1.3: Challenge 3: Problem De nitions Continuously Evolve. Shifting
clinical de nitions or classi cation standards force clinicians and ML teams to repeat
the entire resource-intensive process of data collection, annotation, model development,
and validation. This cycle becomes particularly unsustainable in healthcare, where
advancing medical knowledge continuously re nes diagnostic criteria and treatment
protocols.

ine cient and tedious but impractical in elds with dynamic reference standards such
as clinical research. For example, during our previous collaboration with University of
Pittsburgh Medical Center (UPMC) clinicians?, we discovered over 300 EEG segments
misclassi ed by the original expert annotators. This discrepancy was later attributed
to evolving terminology where burst suppression with identical bursts (a subtype
of burst suppression with epileptiform activity) was not recognized as a discrete
neurophysiological phenomenon in the nomenclature used during initial annotation
(126), but was later recognized and thus in uenced our model development (125).

This speci ¢ example highlights several challenges which limit the widespread
adoption of time series machine learning. Building ML models iwdious and
repetitive . Domain experts must collaborate with a team of ML engineers and
researchers to curate data, build models, and evaluate them. This highly manual
process must be repeated for every new problem, and also when trdgrnitions
change even slightly. Finally, most existing models take univariate xed-length time
series as input and do not model complementary information that exists in tandem.
However, to accurately model many real-world problems, just as domain experts,
ML models must also be able to revielarge volumes of highly multimodal
information to make decisions.

2This anecdote is from a collaboration at the beginning of my Ph.D. with Dr. Jonathan Elmer at
UPMC, Dr. Benedikt Boecking, and Prof. Artur Dubrawski.
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1.2 Thesis Vision and Organization

The overarching aim of this thesis is to empower domain experts with time series
intelligence at their ngertips. With this in mind, we center this dissertation on the
following thesis statement.

Time series intelligence can be substantially advanced by (i) building capablg

foundation models dedicated to time series, (ii) improving our understanding of

these models, and (iii) addressing practical challenges arising when commor
assumptions are violated.

To substantiate this idea, we organize this thesis into three main parts.

Part 1: Foundation Models to Advance Time Series Intelligence

In the rst part of this thesis, we demonstrate how specialized foundation models
for time series data can accelerate the development of time series ML models. There
has been tremendous progress on building large pre-trained languageéy 72, 57)
and vision (161) models, capable of performing well on a variety of tasks on data
from diverse domains, with little supervision. In the rst chapter, we unlock these
key capabilities for time series data and build therst family of open-source

large pre-trained time series models , which we caMOMENThe models in this
family (1) serve as a building block for diverséime series analysis tasks (e.g.,
forecasting, classi cation, anomaly detection, and imputation, etc.), (2) are e ective
out-of-the-box , i.e., with no (or few) particular task-speci c exemplars (enabling
e.g., zero-shot forecasting, few-shot classi cation, etc.), and (3) atenable using
in-distribution and task-speci ¢ data to improve performance.

In the following two chapters, we expand the utility of our foundation models by
building their long-contextand multimodal extensions. MOMENIike most state-of-
the-art time series (foundation) models, can only model short and univariate time
series. However, as illustrated in our example, most real-world applications of time
series demand models that can handle complex multivariate time series spanning long
durations, along with complementary data modalities such as text. In Chapter 3, we
explore approaches to extenlOMENTontext length to model long and multivariate
time series. The subsequent chapter introduce®LT, our rst attempt at multimodal
time series foundation models that can jointly process both time series and textual
data.



Part 2: Understanding Foundation Models for Time Series

Advances in time series foundation modeling are very recent, and as such little is
known about what these models are learning. This part focuses on understanding
foundation models for time series data to gain actionable insights with two goals: to
improve our understanding of these models and their capabilities and to improve their
performance.

The rst chapter examines whether time series foundation models (TSFMs) simply
memorize training patterns and, therefore, must be trained on larger training datasets
to improve their performance, or if they can generalize beyond training patterns by
systematically composing simpler patterns learned during training into more complex
ones during inference. We introduce the notion afompositional reasoningin time
series foundation models and show that certain widely used design choices, such as
input patching, signi cantly improve reasoning capabilities.

The next chapter investigates the nature of learned representations in TSFMs,
including their organizational structure, the human-interpretable concepts they encode,
and how they can be manipulated to integrate prior knowledge for more informed
predictions. We address each of these knowledge gaps by proposing approaches
to systematically analyze probe and intervene in TSFMs through their learned
representations.

The nal chapter shifts our focus to large language models (LLMs) and their
surprising e ectiveness in modeling time series dat®293 116. We believe that these
capabilities can be partly explained if LLMs understand basic time series concepts.
We introduce TimeSeriesExam a scalablemultiple-choice exam designed to assess if
LLMs understand basic time series concepts. Our ndings suggest that closed-source
models such as&sPT-4and Gemini indeed understand simple time series concepts.

Part 3. Practical Challenges with Time Series Intelligence

The nal part of this dissertation addresses critical real-world barriers to the widespread
adoption of time series intelligence. Almost all (time series) machine learning models
are built with the assumption that all training data is centrally located, fully, and per-
fectly annotated. Once built, these models are publicly released, with the expectation
that practitioners without extensive machine learning expertise will be able to use
them e ectively. This assumption sharply contradicts the operational realities most
professionals encounter when attempting to deploy time series models in practice.
In many real-world applications, misaligned incentives and privacy regulations
prevent data holders from sharing their data, severely limiting our ability to learn from
large and diverse datasets39). When large datasets are available, they typically lack
proper annotations. Domain experts must manually and pointillistically label data
a process that is ine cient at best and entirely ine ective when problem de nitions
rapidly evolve (27; 109 73). These labels are useful both for training models and for
evaluating them. Furthermore, even when data is labeled, the labels are not always
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Figure 1.4: A Visual Summary of our Thesis Vision . This dissertation makes
several contributions to advance time series intelligence across the machine learning
pipeline, emphasizing pragmatic, achievable improvements for real-world applications.
We demonstrate the utility of our methods in domains where time series data is
plentiful and where modeling it is impactful, particularly in clinical settings. Our
ultimate vision is to develop LLM-based agents that democratize access to powerful
time series intelligence by providing technology that enables rapid development of
high-performing models across diverse time series tasks, with accurate evaluation
capabilities even in environments constrained by limited time, expertise, and resources.

perfect. In fact, recent studies have shown that widely adopted benchmarks, such
as MNIST and ImageNet, have pervasive labeling error10. Finally, the entire
machine learning lifecycle from data preparation and model development through
hyperparameter tuning, evaluation, and ongoing maintenance demands years of
specialized training in both machine learning and software engineering, yet remains
tedious and repetitive even for experts.

The rst chapter in this part proposes WSHELa novel collaborative approach to
learn from distributed and unlabeled data by strategically querying domain experts.
The subsequent chapter introduces AQUA, an open-source framework of label quality
assessment tools. The following chapter addresses the challenge of selecting robust
time series models when labeled data is unavailable.

We defer discussions on LLM-driven ML engineering agentdd) to Sec. 11.3 of
Chapter 11. We anticipate that these agents will leverage open-source tools and
those developed in this thesis to provide customized ML solutions for domain experts,
ultimately making time series intelligence accessible to nonspecialists. We are actively
working on this research direction at the time of writing this thesis.

3pronounced as wishful.
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