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Abstract

Synthesizing photorealistic human faces from novel viewpoints using only a single frontal
image remains a challenging problem in computer vision. Large viewpoint changes in-
troduce geometric distortions, self-occlusions, and missing visual information, making
identity preservation and high-frequency detail reconstruction particularly difficult. While
recent generative approaches such as diffusion models and 3D-aware neural representations
produce visually compelling results, they typically require expensive training and slow in-
ference. In contrast, lightweight feed-forward models enable efficient inference but often
fail to capture fine-grained details and complex appearance variations.

This thesis presents a geometry-guided framework that integrates explicit 3D structure
with learned image refinement to achieve both efficiency and realism. The method first
builds a geometrically consistent prior by fitting a 3D Morphable Model, estimating a
texture map from the frontal image, augmenting it with a lightweight hair representation,
and rendering the target viewpoint. A convolutional residual network then refines this
prior by predicting residual corrections that restore fine details and enhance local realism
while preserving geometric consistency. Adversarial supervision further improves percep-
tual quality, encouraging sharper textures and more natural appearance without increasing
inference cost.

We compare the proposed approach against Cap4D, a state-of-the-art method, in a
single-image side-view synthesis setting. The results demonstrate substantially improved
computational efficiency—achieving inference within seconds on a single GPU—while
maintaining stronger identity preservation. These findings show that geometry-guided
residual refinement offers a practical and scalable alternative to heavy 3D-aware generative
pipelines for identity-consistent novel view synthesis.
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Chapter 1. Introduction

Chapter 1

Introduction

Synthesizing realistic images of human faces from novel viewpoints is a long-standing
problem in computer vision, with applications in avatar creation, telepresence, and virtual
reality. Given a single frontal image of a person, the novel-view face synthesis task
consists of generating how the face would appear from unseen camera viewpoints while
preserving identity and visual coherence. This problem is particularly challenging under
large viewpoint changes, where geometric distortions arise, facial regions become self-
occluded, and entire areas of the head|such as the sides or back|are not visible in the
input image. Preserving identity and subtle appearance cues under these conditions remains
a non-trivial problem.

Recent advances in generative modeling have signi�cantly improved the quality of novel-
view face synthesis. Di�usion-based methods [20, 42] can produce highly realistic images,
while 3D-aware approaches such as Neural Radiance Fields (NeRFs) [33] and 3D Gaussian
Splatting [25] achieve strong multi-view consistency by explicitly modeling scene geome-
try. Despite their success, these methods typically require expensive training procedures,
substantial computational resources, and incur high inference latency. Such characteristics
limit their applicability in scenarios where fast inference, lightweight deployment, or rapid
experimentation are required.

An alternative class of approaches relies on feed-forward regression models that directly
predict novel views from an input image [13, 44]. While these models enable low-latency
inference, they struggle to model large appearance changes induced by signi�cant viewpoint
variations. In practice, purely regression-based models often produce over-smoothed out-
puts, lose high-frequency details, and fail to preserve identity|particularly in challenging
regions such as hair. These limitations suggest that learning the full novel-view synthesis
task in a single step places an excessive burden on the model.

In this thesis, I propose a geometry-guided formulation of novel-view face synthesis
structured into three main stages: Data Preparation, Residual Re�nement, and Ad-
versarial Supervision. This decomposition explicitly separates geometric reasoning and
coarse appearance generation from learned image re�nement, thereby simplifying the learn-

1



Chapter 1. Introduction

ing problem compared to directly synthesizing novel views from the input image.
During Data Preparation, a geometry-consistent prior image is constructed by �tting

a 3D Morphable Model (3DMM) to the subject [1, 3], estimating a texture map from the
frontal view, and augmenting the representation with a lightweight hair structure based on
triangular primitives. Rendering this representation from a target viewpoint produces a
view-consistent prior image that encodes coarse geometry and appearance while lacking
�ne-grained photorealistic details.

In the Residual Re�nement stage, a U-Net-based generator [39] predicts a residual image
that is added pixel-wise to the prior. The network leverages its encoder{decoder structure
with skip connections to combine coarse geometric cues with �ne-grained identity features
extracted from the frontal image. The generator receives as input the frontal image, which
serves as an identity anchor, the generated prior encoding geometry and coarse appearance,
and two binary foreground maska derived from both images. By predicting a residual rather
than synthesizing the full image, the model focuses on correcting artifacts, restoring missing
high-frequency details, and enhancing realism while preserving the underlying geometric
structure.

Finally, Adversarial Supervision is introduced during training through a PatchGAN
discriminator [21, 27]. The discriminator enforces realism at the level of local image patches,
encouraging sharper textures and improved perceptual quality. Importantly, adversarial
supervision is used only during training; at test time, inference relies solely on the generator,
ensuring low runtime latency.

Figure 1.1 provides an overview of the three stages of the proposed pipeline.
The proposed approach is trained using multi-view data from the NeRSemble dataset [36],

which provides synchronized images and calibrated camera parameters. However, the
method is designed to operate at test time using only a single frontal image, aligning with
realistic deployment scenarios. Rather than aiming to surpass heavy generative pipelines in
large-scale benchmarks, this work explores how far a geometry-guided, feed-forward frame-
work can achieve identity-consistent novel-view synthesis while maintaining computational
e�ciency.

1.1 Contributions

The main contributions of this thesis are as follows:

ˆ I propose a geometry-guided formulation of novel-view face synthesis that explicitly
separates coarse geometric control from learned appearance re�nement.

ˆ I introduce a residual-based re�nement framework that improves rendered 3DMM
priors using a feed-forward generator trained with adversarial supervision.

2



Chapter 1. Introduction

Fig. 1.1: Overview of the proposed pipeline, composed of three stages: Data Preparation,
Residual Re�nement, and Adversarial Supervision.

ˆ I demonstrate that combining geometric priors with residual re�nement enables
identity-consistent novel-view face synthesis with substantially reduced inference
time compared to heavy 3D-aware generative approaches.

1.2 Thesis Organization

The remainder of this thesis is organized as follows. Chapter 2 reviews prior work on
novel-view face synthesis, geometry-aware modeling, and learning-based image re�nement.
Chapter 3 describes the data preparation pipeline used to construct geometry-guided priors.
Chapter 4 presents the proposed model architecture and training objectives. Chapter 5
reports experimental results and comparisons with Cap4D [45]. Finally, Chapter 6 discusses
the limitations of the approach and outlines directions for future work.
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Chapter 2

Related Work

This chapter situates the thesis within prior work on novel-view face synthesis and generative
modeling. A recurring trade-o� in this literature is between visual realism, view/3D
consistency, and computational e�ciency. My work focuses on the single-image setting
and prioritizes identity preservation, view consistency, and runtime e�ciency by combining
an explicit geometry-guided prior with lightweight learned re�nement.

2.1 A Brief Timeline of Face Generation and View Synthe-
sis

Face synthesis has developed through several major stages, moving from parametric face
models, to early convolutional synthesis networks, and later to modern generative models
such as GANs and di�usion models. Early work relied on explicit parametric models,
especially 3D Morphable Models (3DMMs), to represent facial shape and appearance in a
controllable way [1, 3]. These approaches o�ered interpretability and viewpoint control,
but they were limited in photorealistic detail.

Before adversarial generative models became widespread, several works explored face
synthesis using convolutional neural networks that learned structured transformations of
facial images. These methods were often aimed at pose rotation or canonical face recon-
struction rather than fully unconstrained generation. For example, Yim et al. [48] proposed
a multi-task deep network capable of synthesizing rotated views of a face from a single
input image while preserving identity. Similarly, Cole et al. [7] showed that identity features
extracted from recognition networks could be used to reconstruct normalized face images
under canonical pose and illumination. Although these approaches produced promising
results, they were still limited in realism and diversity compared to later generative models.

The introduction of Generative Adversarial Networks (GANs) [16] marked a major shift
in image synthesis and drove rapid progress in high-�delity face generation. Improvements
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in training stability and resolution, such as progressive growing [22], and later style-based
generators such as StyleGAN [23] and StyleGAN2 [24], produced face images realistic
enough to attract broad public attention through demonstrations such as ThisPersonDoes-
NotExist [46]. However, unconditional GAN-based face synthesis does not inherently
guarantee multi-view consistency, which motivated later methods to incorporate 3D priors.

In parallel, 3D-aware generative modeling became increasingly important. Neural Ra-
diance Fields (NeRFs) [33] showed that radiance-�eld representations can produce highly
consistent novel views when multi-view data is available, and later work extended these
ideas to dynamic faces [15]. More recently, 3D Gaussian Splatting (3DGS) enabled e�cient
rendering through explicit Gaussian primitives [25], and has since been adapted to head
modeling [47]. These approaches usually provide strong view consistency, but they often
require substantial compute and, in many cases, multi-view supervision.

Finally, di�usion models [20, 42] have become a dominant paradigm for high-�delity
image generation and editing [2, 31]. While di�usion models can achieve excellent percep-
tual quality, their iterative sampling process leads to high inference latency, and training or
�ne-tuning them remains computationally expensive.

This thesis is most closely related to methods that use explicit geometry to reduce
ambiguity while retaining the fast inference of feed-forward networks.

2.2 Novel View Synthesis of Faces

Novel-view face synthesis aims to generate images of a subject from unseen camera view-
points given one or more observations. In the face domain, this problem is particularly
challenging because subtle identity cues must remain stable under large pose changes,
self-occlusions, and appearance variations. Early work addressed pose variation through
frontalization and normalization [51]. Other classical approaches emphasized separating
geometry and appearance to enable explicit pose control [49]. Learning-based methods
later showed that direct view prediction from images was possible, but they also highlighted
persistent challenges such as ambiguity in unseen regions, identity drift under large view-
point extrapolations, and loss of high-frequency detail [43]. These limitations motivate
approaches that incorporate geometric structure while remaining computationally e�cient.

2.3 GAN-Based Face Synthesis

GANs [16] introduced an adversarial training mechanism capable of producing sharp and
realistic images. In face generation, progressive training strategies improved stability and
enabled high-resolution synthesis [22]. Style-based generators pushed realism and con-
trollability further, yielding high-quality face synthesis with disentangled latent factors in
StyleGAN [23] and improved artifact behavior and image quality in StyleGAN2 [24]. The

6



Chapter 2. Related Work

impact of these models extended well beyond academia; for example, ThisPersonDoesNo-
tExist helped popularize photorealistic GAN-generated faces to a wide audience [46].

Despite their realism, standard GANs do not enforce multi-view consistency. This limi-
tation motivated extensions that incorporate 3D structure or explicit rendering constraints,
as well as pipelines like mine that rely on geometry-guided priors and adversarial training
for re�nement.

2.4 3D-Aware Generative Models and 3D Gaussian Splat-
ting

To improve view consistency, many approaches incorporate either explicit or implicit 3D
representations. NeRFs model scenes as continuous volumetric functions and can synthesize
consistent novel views given su�cient multi-view data [33]. Face-speci�c NeRF variants
further account for deformation and expression changes [15].

More recently, 3D Gaussian Splatting (3DGS) proposed an explicit Gaussian represen-
tation that enables real-time rendering [25], and has been applied to head modeling [47].
In a complementary direction, 3D-aware GANs such as EG3D combine GAN realism with
geometry-aware rendering to improve multi-view consistency [6]. While these 3D-aware
approaches can provide strong geometric coherence, they often require heavier training
pipelines and are less practical under strict single-image and low-latency constraints.

2.5 Di�usion-Based Face Synthesis and Editing

Di�usion models have emerged as a dominant paradigm for high-�delity synthesis and
conditional generation [20, 42]. Their iterative denoising process yields strong perceptual
quality and robustness, and di�usion-based methods have been adapted for image editing and
conditional manipulation [2, 31]. However, iterative sampling incurs signi�cant inference
latency, and training or �ne-tuning remains computationally demanding. These properties
limit their suitability for applications that require fast inference or lightweight deployment.

2.6 Geometry-Guided Regression and GAN-Assisted Re-
�nement

An alternative to fully generative pipelines is to combine explicit geometry with feed-
forward regression networks. Early work showed that convolutional networks can synthesize
images under controlled transformations [13], and later studies explored discriminatively
trained regression networks for view prediction [44]. Although such models enable fast
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inference, direct regression under large pose changes often produces overly smooth outputs
and weakens high-frequency identity cues.

Adversarial training provides a practical way to improve perceptual realism without
increasing inference cost. Image-to-image translation frameworks such as pix2pix [21]
showed that PatchGAN-style discriminators encourage sharper local textures while preserv-
ing the feed-forward nature of the generator at test time. At the same time, incorporating
geometry reduces ambiguity by constraining synthesis to a physically meaningful structure.
Parametric face models such as 3DMMs provide controllable shape and pose [1, 3], and
UV parameterizations allow appearance to be mapped onto a canonical surface for render-
ing [40]. This combination of geometry-guided priors with GAN-assisted re�nement forms
the basis of my approach.

2.7 Summary and Positioning

Across this literature, higher realism and stronger multi-view consistency typically come at
the cost of heavier training pipelines and higher inference latency, as is the case for di�usion-
based methods and many 3D-aware approaches. Pure regression models, on the other hand,
enable fast inference but often struggle with identity preservation and high-frequency detail
under large viewpoint changes. This thesis lies between these two directions by combining
explicit geometry-guided rendering with GAN-assisted feed-forward re�nement, with an
emphasis on e�ciency, controllability, and identity consistency in the single-image setting.
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Chapter 3

Data Preparation

As introduced in Chapter 1, I propose a data preparation pipeline that precedes the learning-
based model. This pipeline constructs a geometry-aware prior representation that simpli�es
the learning task and enables the model to produce more realistic and identity-consistent
results.

In this chapter, I will describe in great detail the two main goals of our data preparation
pipeline:

ˆ Standardize the frontal-view image to look similar across the whole dataset and update
the camera parameters accordingly.

ˆ Create a prior image based on the frontal view that will be the image that our model
would have to re�ne, clean and improve.

Figure 3.1 shows an overview of all necessary steps I need to take to prepare the prior
image.

The step zero was to select an appropriate dataset. I use the NeRSemble dataset [36],
a high-quality multi-view dataset of human heads captured under controlled conditions.
NeRSemble provides synchronized images from multiple viewpoints together with cal-
ibrated camera parameters, making it particularly well suited for geometry-aware face
modeling and controlled rendering.

3.1 Frontal-view Image processing

The �rst stage of the pipeline standardizes the frontal-view images across the dataset. This
process involves three main operations: background removal, image normalization, and
adjustment of the camera parameters.

9
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Fig. 3.1: Overview of the required steps I need to execute to get the generated prior image
that would be used in the next step of the pipeline.

3.1.1 Image Normalization and Foreground Isolation

As the �rst step, the subject is isolated from the background to remove irrelevant visual
variation that could distract the learning process from the facial region. To achieve this
background removal, I decided to apply a combination of a YOLO-based detector [38] and
a segmentation model (SAM3 [5]) to obtain accurate foreground masks for each image.
This step ensures that subsequent processing focuses exclusively on the subject's head.

Using the segmentation masks, besides removing the background, I compute a bounding
box around the subject and crop the image accordingly. I add asymmetric padding such that
all resulting images are approximately square, with a slightly larger margin below the head
to preserve contextual information. The face is centered in the image across all samples,
resulting in a consistent spatial layout throughout the dataset. This normalization de�nes a
canonical image coordinate system that simpli�es both geometric �tting and learning-based
processing.

Figure 3.2 shows representative examples of the original images and their corresponding
normalized versions for di�erent subjects.
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