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Abstract

Standard convolutional neural networks operate on planar grids and are mismatched to
wide field-of-view imagery from fisheye, catadioptric, and panoramic cameras. By Gauss’s
Theorema Egregium, no projection from the sphere S? to the plane can preserve intrinsic
curvature, so every 2D mapping introduces spatially varying distortion. Models trained on
one projection therefore overfit to that specific lens geometry and degrade under camera
changes or in-plane rotations.

We present the Unified Spherical Frontend (USF), a modular framework that elim-
inates these limitations. Given a calibrated camera with an arbitrary projection model,
USF lifts each pixel to S? and resamples the signal onto a near-uniform spherical grid. The
resampled signal is then processed with spatial-domain spherical convolution and pooling
layers that replace their planar counterparts. Convolution kernels depend only on geodesic
distance, which makes the operation SO(3)-equivariant by construction without spectral
transforms or special augmentation. All geometric quantities are camera-specific constants
computed once and cached, so the runtime overhead is minimal.

We validate USF on three tasks spanning classification, object detection, and semantic
segmentation. On Spherical MNIST, USF achieves less than 1% accuracy loss under arbi-
trary SO(3) rotations without rotation augmentation, whereas planar baselines suffer over
50% degradation. On PANDORA panoramic detection with a YOLOv11 backbone and on
Stanford 2D-3D-S panoramic segmentation with DeepLab v3 and UNet backbones, USF
matches or exceeds planar performance while generalizing zero-shot across lens types unseen
during training. We further extend the spherical convolution primitive to SE(3)-equivariant
volumetric convolution for 3D point cloud processing; the same distance-only kernel design
transfers directly from S? to R®.
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Chapter 1

Introduction

Nearly all of computer vision operates on at, rectangular images, yet the visual world is
three-dimensional. This assumption works when a pinhole camera captures a narrow slice of
the scene, but it breaks down as the eld of view widens. Fisheye lenses, panoramic cameras,
and omnidirectional sensors are now standard on autonomous vehicles [1], mobile robots, and
surveillance systems, yet the convolutional neural networks powering these systems were
designed for narrow FoV imagery.

This thesis replaces the planar image with the sphere as the native computational domain.
Every calibrated camera, regardless of its lens, observes the world through a bundle of rays
emanating from a single center of projection, and those rays live naturally on the unit
sphere 8. We lift images onto $ and perform convolution, pooling, and prediction directly

in the spherical domain, yielding a system that is agnostic to lens geometry, free of projection-
induced distortion, and equivariant to three-dimensional rotations.

1.1 The Lens Problem in Visual Perception

Standard vision pipelines assume perspective projections from a pinhole camera: straight
lines in the scene map to straight lines in the image, and a xed grid of convolutional
Iters exploits translation equivariance. This assumption is embedded in every stage, from
convolutional backbones [2] to detection heads [3, 4].

Wide-FoV cameras violate this assumption. A sheye lens with 180~0V introduces severe
radial distortion: objects near the periphery are compressed and warped relative to those
at the center [5]. Equirectangular panoramas su er from latitude-dependent stretching. In
both cases, the same physical object produces di erent pixel patterns depending on where
it appears in the image, so a lter tuned for the center fails at the periphery. Translation
equivariance becomes a liability.

The root cause is mathematical, not engineering. Gauss's Theorema Egregium [6] establishes
that no isometric mapping exists between a curved surface and a at one: every projection
from the sphere to the plane must distort angles, areas, or distances. Equirectangular,
stereographic, cubemap, and Mercator projections each choose di erent tradeo s, but none
avoids distortion.

This impossibility has produced a fragmented landscape of lens-speci ¢ solutions. Distortion-
aware convolutions [7 9] modify lter sampling grids; deformable convolutions [10] learn
o sets that partially adapt; panorama-speci ¢ transformers [11, 12] inject projection-aware
encodings. Each approach ties the model to a particular lens family, and deploying the same



Figure 1.1. Overview of the Uni ed Spherical Frontend (USF). Images from any
calibrated camera (pinhole, sheye, or panoramic) are lifted onto the unit sphere? Sia
ray-direction correspondences. Spherical convolution and pooling operate directly in the
spatial domain using geodesic-distance kernels, producing representations that are
distortion-free, lens-agnostic, and rotation-equivariant by construction. The modular
pipeline decouples projection, sampling, interpolation, and resolution control.

perception stack across multiple camera types demands retraining or extensive augmentation
for each new lens.

1.2 From Pixels to Rays: Vision on the Sphere

A calibrated camera maps each pixel to a ray direction in three-dimensional space. Collecting
all such rays yields a function on a subset of?°S= fp 2 R 2 : kpk = 1g. This mapping is
invertible given intrinsic parameters and distortion coe cients, so the sphere is a universal
intermediate representation: pinhole, sheye, and equirectangular images are di erent charts
on the same manifold.

Processing signals directly on%o ers two major advantages:

1. Distortion-free representation. The geodesic distance d go(pi; p;) faithfully re ects
the angular separation of scene rays. Neighborhoods de ned by geodesic distance are
geometrically consistent everywhere on?S no pole singularity, no boundary artifact,
no latitude-dependent stretching.

2. Rotation equivariance. A rotation R 2 SO(3) actson 'S 2 by p 7! Rp. If the convolu-
tion kernel depends only on geodesic distance, rotating the input produces an identically
rotated output. The network is SO(3)-equivariant by construction. Achieving this in
planar coordinates requires data augmentation (approximate and expensive), steerable
Iters (constrained Iter space), or harmonic analysis (computationally prohibitive at
high resolution).



Figure 1.2. Equivariance versus Invariance. An equivariant network commutes with

the group action: rotating the input and then processing it yields the same result as
processing and then rotating, which preserves spatial structure throughout the network.
Spherical convolution with geodesic-distance kernels achieves SO(3)-equivariance by
construction.

Spherical convolution is not new. Cohen et al. [13] de ned convolution via spherical harmon-
ics and achieved exact SO(3)-equivariance. Esteves et al. [14] extended this to spin-weighted
functions for anisotropic Iters. These spectral methods provide rigorous equivariance but
share a practical limitation: the spherical harmonic transform has Of,,,) complexity, and

all activations must reside on a regular spherical grid [15], which constrains resolution and
complicates integration with standard vision pipelines.

The geometric deep learning framework of Bronstein et al. [16] provides an alternative per-
spective. On $, the symmetry group is SO(3), and the unique invariant is the geodesic
distance. A kernel depending only on @.(pi; p;) is the most general isotropic kernel con-
sistent with the sphere's symmetry, and we can evaluate it in the spatial domain, point by
point, without any harmonic transform. This observation is the starting point for our ap-
proach.

1.3 Contributions of This Thesis

This thesis presents the Unied Spherical Frontend (USF), a modular framework for
distortion-free, lens-agnostic, rotation-equivariant visual perception. The principal contri-
butions are:

1. The USF framework. We develop a complete pipeline that lifts images from any
calibrated camera - pinhole, sheye, or omnidirectional - onto&for downstream neural
processing. Projection, sampling, interpolation, and resolution control are decoupled
modules requiring only intrinsic parameters and distortion coe cients.



2. Spatial-domain spherical convolution with SO(3)-equivariance. We de ne
convolution using kernels that depend solely onggy(pi;p;), wWhich gives exact ro-
tation equivariance without spectral transforms. The operator supports e cient
spatial-domain computation on arbitrary point sets and mirrors the role of translation-
equivariant convolution in planar CNNs, with SO(3) replacing the translation group.

3. Comprehensive evaluation across classi cation, detection, and segmentation.
We evaluate spherical backbones on Spherical MNIST, PANDORA [17], and Stanford
2D-3D-S [18]. The framework maintains less than 1% performance degradation under
random test-time SO(3) rotations without rotational augmentation. It also generalizes
zero-shot to unseen wide-FoV lenses with minimal accuracy loss.

4. Analysis of the expressivity equivariance tradeo. We study how kernel pa-
rameterization, neighborhood size, and sampling strategy a ect equivariance error and
representational capacity. We identify the architectural choices that most strongly in-
uence lens adaptability.

5. Extension to SE(3)-equivariant volumetric convolution. We extend the frame-
work from S to R® and construct volumetric convolution operators on 3D point clouds
that are equivariant to the full rigid-transformation group SE(3).

1.4 Thesis Organization

Chapter 2 establishes the mathematical foundations of spherical geometry, group theory,
and equivariant representation learning. Chapter 3 surveys related work on spherical CNNs,
geometric deep learning, wide-FoV perception, and lens-agnostic methods. Chapters 4 to 5
develop the core technical pipeline: camera-to-sphere lifting, sampling, interpolation, resolu-
tion control, and the spatial-domain spherical convolution and pooling operators with their
equivariance properties. Chapter 6 describes how we adapt standard planar architectures
(YOLOv11, DeepLabV3, UNet) into spherical backbones with detection and segmentation
heads. Chapter 7 reports experimental results on classi cation, detection, and segmentation,
with emphasis on rotation robustness and cross-lens generalization. Chapter 8 analyzes the
expressivity equivariance tradeo , ablation studies, and failure modes. Chapter 9 extends
the framework to SE(3)-equivariant volumetric convolution, and Chapter 10 concludes.



Chapter 2

Mathematical Foundations of Spherical
Geometry and Equivariant
Representation Learning

The previous chapter argued that the sphere is the natural computational domain for vision;
this chapter develops the mathematics that makes that claim precise. We cover the geometry
of & and SO(3), classical results on projection distortion and discretization, harmonic analy-
sis, equivariant representation theory, the gauge-theoretic view of manifold convolution, and
the proof that isotropic kernels yield exact SO(3)-equivariance.

2.1 The Unit Sphere and Spherical Coordinates

De nition 2.1 (Unit sphere). The unit sphere is the two-dimensional compact Riemannian
manifold

$ = x2R?® kxk=1 ; (2.1)
equipped with the metric induced by the Euclidean inner product orf.R

Every point p 2 S? is a unit vector (x;y;z) 2 R® with x> +y2+2z2 = 1. We adopt the
robotics convention (x forward, y left, z up) and parameterize p by latitude 2[ =2; =2]
from the equator and longitude 2 [ ; ) counter-clockwise from +x:

COS CO0S
p(;) = @cos sin A: (2.2)
sin
Here =0 at the equator and = =2 at the poles, matching geographical latitude. This

chart covers all of $ except the two poles, where is unde ned. The coordinate singularity
is intrinsic to every single-chart parameterization and motivates the grid-free approaches in
Chapter 4.

De nition 2.2 (Geodesic distance). For p;gq 2 S 2, the geodesic distance (great-circle dis-
tance) is

dgeo(P; @) = arccos(p q); (2.3)



where p q denotes the Euclidean inner product inR

The geodesic distance satis esggh(p; d) 2 [0; ] and is intrinsic: it depends only on the
Riemannian metric of $, not the ambient embedding. This intrinsic nature makes geodesic
distance a natural choice for kernel parameterization (Section 2.8).

Area element

The Riemannian volume form on 3in spherical coordinates is

d =sin d d; (2.4)
R
sothat ,,d =4. This measure arises in L 2(S?) inner products (Section 2.5) and Monte
Carlo spherical convolution (Chapter 5).
Tangent spaces and local frames

At each p 2 S?, the tangent plane |, S? is the two-dimensional subspace of Forthogonal to
p. Away from the poles, an orthonormal basis is

0 . 1 o 1
sin cos sin
e =% @sin sin A ; e = L @P_@cps A (2.5)
@ cos cos @ 0

A local frame (or gauge) is a smooth choice of such a basis over a region of the sphere. No
globally smooth frame exists on S(the hairy ball theorem), and this impossibility is the

root cause of gauge ambiguity that gauge-equivariant networks must resolve (Sections 2.7
and 2.8).

2.2 The Rotation Group SO(3)

De nition 2.3 (Special orthogonal group). The rotation group in three dimensions is
SO@B) = R2R3*®* R’R=1 5 det(R)=1 : (2.6)

It is a three-dimensional compact Lie group.

SO(3) acts on $ by matrix vector multiplication: R p2S 2 for R2 SO(3), p2S~2.

R p2S? (2.7)
This action is transitive (any point maps to any other) and isometric (deo(Rp; RQ) =
dgeo(P; 4))-
Parameterizations

" Euler angles (; ; ): three successive coordinate-axis rotations. Intuitive but su er
from gimbal lock at =0 or .



" Axis-angle ( #;!): rotation by ! 2 [0; ] about unit axis ©® 2 S?, with the Rodrigues
formula:

R(®;!) = cos!l 3+ (1 cos!) AR + sin![nA] ; (2.8)
where f}] is the skew-symmetric cross-product matrix.

" Unit quaternions q = (q o; th; &; &) with kgk = 1: double cover of SO(3) ( q repre-
sent the same rotation). Singularity-free, numerically stable, and widely used in robotics.

Haar measure

SO(3) admits a unique bi-invariant probability measure d (R), the Haar measure, used in
de ning convolutions on SO(3) [13] and averaging over random rotations (Chapter 7). In
axis-angle coordinates:

d(m) = 8—12(1 coshdld g (2.9)

2.3 Gauss's Theorema Egregium

The central obstruction to applying planar methods on spherical data is a classical result
from di erential geometry.

Theorem 2.4 (Theorema Egregium, Gauss 1827). The Gaussian curvature K of a surface
is an intrinsic invariant: it is preserved under local isometries. If f: § ! S , is a local
isometry, then

Ks, f(p) = Ks,(p) (2.10)
for every point p in the domain of f.

Proof sketch. The full proof expresses K purely in terms of the rst fundamental form and
its derivatives, without reference to the second fundamental form or ambient embedding [6].
Since a local isometry preserves the rst fundamental form, it must also preserve K. [

The unit sphere has K = 1; the Euclidean plane has K = 0. By Theorem 2.4, no local
isometry exists between any open subset of 8nd R?.

Corollary 2.5 (No distortion-free projection). Every smooth map : U S 2! R 2, where
U is an open set, introduces metric distortion: there exist tangent vectors in, % whose
lengths or angles are not preserved by d

Any pipeline that projects spherical data onto a planar grid and applies standard convolution
operates on a distorted representation. The distortion varies spatially, so a single convolu-
tional kernel cannot model the same physical pattern at all locations. Planar convolution on
projected spherical data is geometrically invalid.



Remark 2.6 (Cartographic analogies). Mercator preserves local angles but grossly distorts
areas near the poles; equal-area projections preserve area but distort shapes. No projection
can preserve both, because doing so would require a local isometry froimadSR?, which
Theorem 2.4 forbids.

2.4 The Impossibility of Perfectly Uniform Sphere Dis-
cretization

The sphere also resists perfectly uniform discretization, a second obstacle beyond projection
distortion.

De nition 2.7 (Regular tessellation). A regular tessellation of a surface is a tiling by con-
gruent regular polygons that covers the surface exactly, with every vertex, edge, and face
equivalent under the symmetry group of the tiling.

The Euclidean plane admits three regular tessellations (triangles, squares, hexagons), which
give rise to the translation symmetry that standard CNNs exploit. The sphere is far more
constrained.

Theorem 2.8 (Platonic solids, classical). There exist exactly ve convex regular polyhedra
inscribed in §: the tetrahedron (4 faces, 4 vertices), hexahedron (6 faces, 8 vertices), octa-
hedron (8 faces, 6 vertices), dodecahedron (12 faces, 20 vertices), and icosahedron (20 faces,
12 vertices). No other vertex-transitive regular tessellation o2 ®xists [19].

None provides a dense sampling suitable for high-resolution signal processing. Any practical
discretization into N 12 points necessarily breaks perfect regularity.

Near-uniform approximations

Three families of approximately uniform grids are commonly used:

1. Subdivided icosahedron [20]: each face is recursively subdivided and projected onto
S, yielding N = 10 4% + 2 vertices with icosahedral symmetry.

2. HEALPix [21]: N =12 n 2, pixels of exactly equal area on iso-latitude rings, with

support for hierarchical multi-resolution schemes.

3. Fibonacci lattice [22]: N points along a golden-ratio spiral with low discrepancy and
nearly uniform Voronoi cells, but no exact discrete symmetry.

Quality metrics

Given N points fpigY, S 2, we measure uniformity by Voronoi cell area variance Var(fAg)
(ideal: A; =4 =N) and nearest-neighbor distance uniformity [23]. We evaluate these for our
grid choices in Chapter 4.



Consequences for equivariance

A rotation R 2 SO(3) permutes grid points only if R belongs to the grid's nite symmetry
group; for a generic rotation, the rotated points no longer coincide with the original grid and
interpolation is required. This motivates the continuous, interpolation-based convolution of
Chapter 5.

2.5 Fourier Analysis on the Sphere and Spherical Har-
monics

De nition 2.9 (Hilbert space L ?(S?)). The space of square-integrable complex-valued func-
tions on the sphere is

Z
L%(S?) = f:S2%21C Szjf(p)j Zd(p)<1 : (2.11)

R -
with inner product hf;gi = f(p) g(p)d (p).

De nition 2.10 (Spherical harmonics). For degree ©= 0 and order jmj °, the spherical
harmonic Y™ : S| C is given in spherical coordinates by

S
22+1 (C m)! : i
my . —_ m m .
Y ) = 2 C+m) P™(sin )e™ ; (2.12)
where R" is the associated Legendre polynomial and sin is the third Cartesian coordinate z
of p. (The standard mathematical convention writes P(cos? with colatitude ™= =2 ;

the two forms are equivalent.)

Theorem 2.11 (Orthonormality and completeness). The spherical harmonics fY"g: g jm;*
form a complete orthonormal basis for #(S?):

YYD = o ol (2.13)
Every f 2 L 2(S?) admits the spherical harmonic expansion
X X z
f(p) = P Y™ (p); m = Szf(p) Y™ (p)d (p): (2.14)
o me-

Truncating at = L yields a bandlimited approximation with (L +1) 2 coe cients.

Convolution theorem on S 2

For f 2 L 2(S?) and kernel h 2 L?(S?), the spherical convolution is [15]
Z
(f?h)(R) = f(p) h(R* p)d(p); R 2SOEQ): (2.15)
S

In the harmonic domain this involves Wigner-D matrices, but simpli es dramatically for
zonal kernels.



De nition 2.12 (Zonal function). A function h: S 2! R is zonal (axially symmetric) if it
depends only on the geodesic distance from the north pole: h(p) =dgeo(p; 2) .

Zonal functions havefi.,, = - o with - = P 4=2"+1) fy.

r
4
ﬁ‘;m =  mos T = >+ 1 ﬁ‘;oi (2.16)

For a zonal kernel, convolution reduces to a diagonal multiplication in the harmonic domain:

F2h) ., = - Fs (2.17)

which eliminates the full Wigner-D machinery [24]. This spectral simplicity is the harmonic-
domain counterpart of the gauge-independence of isotropic kernels (Section 2.8).

Computational complexity

A spherical harmonic transform at bandwidth L requires O(E); the generalized FFT on
SO(3) for non-zonal convolution scales as OfLO(L °) [25]. For dense vision tasks (L
10 103), this cost is prohibitive. Accelerated transforms [26] reduce constants but not
asymptotics, which motivates the spatial-domain approach of Chapter 5.

2.6 Symmetry, Groups, and Equivariance

De nition 2.13 (Group action on function spaces). Let G act on a space X. The left-
regular representation on B(X) is

Leflx) = f g' x ; f2L2%X); x2X: (2.18)
The inverse ¢ ensures lg, L g, =L g,

De nition 2.14 (Equivariance). Amap :F ;!F ,is G-equivariant if it commutes with
the group action:

(Lof)=Lgy(f) forallg2G;f2F o (2.19)

De nition 2.15 (Invariance). A map is G-invariant if (L gf) = (f) forall g 2 G.
Invariance is equivariance with a trivial output representation.

Classi cation requires only invariance; dense prediction (segmentation, detection) requires
equivariance because rotating the input must produce a correspondingly rotated output. An
equivariant network yields invariant outputs when followed by global pooling, but the reverse
does not hold. Equivariance is the stronger and more general property.

Standard planar CNNs achieve translation equivariance through weight sharing [27] but are
not equivariant to rotations. A planar CNN applied to a rotated spherical input generally
produces an incorrectly transformed output. This brittleness is what the present thesis
addresses.
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Proposition 2.16 (Goal statement). We seek a convolution operator on L ?(S?) that is
SO(3)-equivariant:
(L rf) =L Rr () for all R 2 SO(3); (2.20)

computable in the spatial domain without spectral transforms, to scale to the resolutions
required by dense visual perception.

2.7 The Geometric Deep Learning Blueprint

The Geometric Deep Learning (GDL) framework of Bronstein et al. [16] uni es neural ar-
chitectures through symmetry and geometry.

The 5G framework

GDL identies ve domains - Grids, Groups, Graphs, Geodesics, and Gauges - as the
geometric structures on which neural networks operate. Standard CNNs exploif Zvith
translational symmetry; G-CNNs [27] lift features to a group G; graph networks handle
permutation symmetries; gauge-equivariant networks [28, 29] handle manifolds with local
symmetries.

Gauges on manifolds

On a Riemannian manifold M, a gauge at p is an orthonormal basis for,M. On S?2,
tangent spaces are two-dimensional, so a gauge is an orientation, an element of SO(2), at
each point. The choice is arbitrary: any two gauges dier by a local SO(2) rotation, and

a meaningful convolution must produce the same result regardless of gauge. This is gauge
equivariance [28].

Fiber bundle structure

The formal setting is a ber bundle with base 8, ber R¢ (feature space), and structure
group SO(2). A convolution kernel is a section of the kernel bundle that must transform
consistently under gauge changes. This structure is identical to Yang-Mills gauge the-
ory [30] in physics, though the full machinery is not required for our isotropic kernels.

Remark 2.17 (Special cases of geometric deep learning). Many architectures are special
cases of the GDL blueprint:

" Planar CNNs: grid = Z 2, group = (Z?; +), trivial gauge.
" G-CNNs [27]: grid = Z 2, group = p4 or p4m.
" Spherical CNNs [13]: base = &, group = SO(3), spectral convolution.

" Gauge-equivariant mesh CNNs [28, 31]: base =2S(icosahedral), structure group =
SO(2).

11



USF uses isotropic kernels on?Swhich collapse the structure group to the trivial group and
give gauge invariance for frée(Section 2.8).

2.8 From Gauge Theory to Isotropic Kernels

Geodesic-distance-only (isotropic) kernels provide exact SO(3)-equivariance the main re-
sult of this chapter.

General convolution on S 2

A general kernel at p depends on the relative position of neighbor g, which on a 2-manifold
has two degrees of freedom: distance d 5(p; q) and direction 2 [0;2 ) (the angle of
the geodesic measured in a local frame):

w(p;q) = (d; ): (2.21)

Gauge dependence of direction

The distance d is intrinsic. The direction is gauge-dependent: rotating the local frame at
p by shifts to ,so (d; ) changes under gauge transformations unless transforms
consistently [29].

The isotropic simpli cation
We restrict the kernel to geodesic distance alone:

w(p;d) = (d geo(p;q)); (2.22)

This kernel is manifestly gauge-invariant because it references no local frame. We call such
a kernel isotropic or zonal.

Theorem 2.18 (SO(3)-equivariance of isotropic convolution). Let f 2 L ?(S?) and let
:[0; ]! R be a continuous isotropic kernel. De ne the spherical convolution
Z

[fl(p) = o (d geo(p; @)) f(q) d (): (2.23)
Then is exactly SO(3)-equivariant: (L r f) =L r (f) for all R 2 SO(3).
Proof. For any R 2 SO(3),

Iwell, not quite.
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Z

[(L rDIP)= - (d geoP; @) (R * @) d(q) (2.24)
= (@olPiRq ) f@ld@9 (substitutingg®=R *q)  (2.25)
Z
=, YR 'p;g) f@d@ ? (2.26)
=[fIR *p) =I[Lr flp): (2.27)
Step (2.25) uses SO(3)-invariance of d. Step (2.26) uses the isometryes(p; RqY =
dgeo(R * P; 09). O

Remark 2.19 (The equivariance expressiveness tradeo ). Isotropic kernels cannot detect
oriented patterns such as edges at speci c angles. This is the same tradeo between scalar
elds (invariant, less informative) and tensor elds (equivariant, more expressive) encoun-
tered in physics. Anisotropic, gauge-equivariant kernels [14, 28] recover this expressiveness
at increased complexity. We show empirically (Chapter 7) that isotropic kernels su ce for a
wide range of dense perception tasks while guaranteeing exact equivariance.

Summary

The chain of reasoning is:
1. Gauss's Theorema Egregium (Section 2.3) forbids isometric projection frorh t8 R2.
2. Spectral convolution (Section 2.5) is exact but prohibitive at high resolution.

3. Gauge equivariance (Section 2.7) is the correct symmetry principle for manifold convo-
lution.

4. Isotropic kernels are the simplest gauge-equivariant choice and yield exact SO(3)-
equivariance (Theorem 2.18).

This is the mathematical foundation of the Uni ed Spherical Frontend.
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Chapter 3

Related Work in Spherical Perception
and Geometric Deep Learning

Chapter 2 established the mathematical foundations % SO(3), and the principles of ge-
ometric deep learning that motivate a spatial-domain, rotation-equivariant approach to
spherical perception. This chapter surveys the methods that have pursued related goals and
identi es where each falls short of the combination USF targets: exact equivariance, linear
scaling, lens agnosticism, and drop-in backbone compatibility.

3.1 Spectral Methods: Spherical CNNs via Harmonic
Analysis

Cohen et al. [13] introduced the rst SO(3)-equivariant CNN by de ning spherical cross-
correlation and computing it via forward and inverse generalized FFTs, guaranteeing exact
rotation equivariance. Esteves et al. [32] learned SO(3)-equivariant representations with
spectrally smooth lIters, matching state-of-the-art 3D shape retrieval without rotation aug-
mentation. The same group introduced spin-weighted spherical CNNs [14], which generalize
scalar convolutions to spin-weighted functions on?Sand enable anisotropic Iters without
lifting to SO(3).

Subsequent work extended the spectral framework in both theory and practice. Kondor
et al. [33] proposed Clebsch Gordan networks that stay entirely in the spectral domain, using
Clebsch Gordan decompositions as the sole nonlinearity. Cohen et al. [34] later proved that
the most general equivariant linear map between feature elds on a homogeneous space is a
convolution with an equivariant kernel, unifying virtually all G-CNN architectures.

Scalability remains a bottleneck. The original spectral formulation has O(€&.°%) complex-

ity. Cobb et al. [35] reduced this to O(CL3logL); Esteves et al. [36] pushed further with
hardware-aware redesigns; and the DISCO framework [37] achieved linear scaling in pixel
count via hybrid discrete-continuous convolution. Open-source libraries (s2cnn [13], e3nn,
torch-harmonics [26]) have helped disseminate these methods. Bonev et al. [38] built Spher-
ical Fourier Neural Operators on these primitives for autoregressive weather simulation.
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Limitation

Even with these improvements, the O(ElogL) O(L °) complexity of harmonic transforms
makes spectral methods infeasible for dense, high-resolution vision (e.g., 1024 2048
panoramic segmentation). All spectral methods also require a xed, global discretization of
S or SO(3), which complicates integration with arbitrary cameras and partial-sphere data.

Positioning

USF avoids spectral transforms entirely. By operating in the spatial domain with isotropic
kernels depending only ong,, USF achieves SO(3) equivariance by construction (Chapter 5)
while scaling linearly in the number of points.

3.2 Spatial Methods: Convolution on Meshes, Graphs,
and Unstructured Points

A parallel line of work de nes convolution directly in the spatial domain on meshes, graphs,
or tangent planes.

Geodesic and mesh-based convolution

Masci et al. [39] introduced the Geodesic CNN, extracting local patches on Riemannian man-
ifolds using geodesic polar coordinates. This generalizes planar CNNs to arbitrary surfaces
but requires choosing a local coordinate frame (gauge) at each point, introducing gauge de-
pendence. Cohen et al. [28] resolved this with gauge-equivariant convolutions; Kicanaoglu
et al. [40] specialized this to § and Weiler and Forré [29] generalized coordinate-independent
convolution to arbitrary Riemannian manifolds via parallel transport.

Graph-based spherical processing

DeepSphere [41] represents the discretized sphere as a graph and applies Chebyshev poly-
nomial lters, o ering a controllable balance between e ciency and approximate rotation
equivariance. Their nding that anisotropic lters may be unnecessary on the sphere aligns
with USF's isotropic design.

Tangent-plane and polyhedron-based approaches

SphereNet [8] adjusts Iter sampling grids to reverse equirectangular distortion, but the
correction is approximate and format-specic. SpherePHD [42] de nes convolution on a
subdivided icosahedron, avoiding polar distortion. UGSCNN [43] uses parameterized dif-
ferential operators on arbitrary $ point distributions. Zhao et al. [9] and Tateno et al. [7]
developed distortion-aware sampling and deformable Iters conditioned on local projection
distortion.
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Tradeo

Spatial methods avoid O(L®)+ harmonic costs and accommodate partial-sphere data, but
often assume xed mesh connectivity, require per-projection distortion modeling, or are only
approximately equivariant.

Positioning

USF belongs to the spatial family but di ers in three ways: (i) it operates on unordered
point sets on $ rather than a xed mesh, (i) its kernel depends only on glo(pi; p;), which

is intrinsic and gauge-independent, and (iii) the weights can be generated by a small MLP,
making the Iter a continuous function of distance rather than a discrete look-up table.

3.3 Dynamic Filter Networks and Continuous Convolu-
tion

Dynamic Iter networks [44] generate convolution weights conditioned on each input, en-
abling spatially adaptive ltering. The framework is general but operates on regular planar
grids and encodes no geometric symmetries.

PointConv [45] extends dynamic Itering to 3D point clouds: a small MLP maps each
neighbor's relative coordinates to a weight vector, and the output is a weighted sum that
approximates a continuous integral via Monte Carlo. KPConv [46] takes a di erent approach,
placing learnable kernel points in the local neighborhood and interpolating Iter responses
from their distances to input points.

Connection to USF

USF's spherical convolution is a direct instantiation of the dynamic Iter paradigm: an
MLP h maps des(pi; pj) to a weight matrix, and the output is the sum of weighted neigh-
bor features (Chapter 5). Because USF operates oR ®ith dge, as the sole kernel input,
it guarantees SO(3)-equivariance by construction a property that PointConv, KPConv,
and other Euclidean-space methods lack. USF combines the exibility of continuous MLP-
generated Iters with the geometric guarantees of spherical harmonic methods, without their
computational cost.

3.4 Point Cloud Processing

USF treats a spherical image as an unordered point set oA, $vhich connects it to the point
cloud literature.

PointNet [47] introduced deep learning on unordered point sets via shared MLPs and sym-
metric aggregation, producing permutation-invariant descriptors but ignoring local geometry.
PointNet++ [48] added hierarchical grouping via farthest-point sampling and ball queries, di-
rectly analogous to USF's spherical convolution layer: both partition points into local neigh-
borhoods, apply a learned function, and produce a down-sampled output. DGCNN [49] con-
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structs dynamic k-NN graphs in feature space; Point Transformer [50] adapts self-attention
to 3D point clouds with vector attention.

Connection to USF

USF operates on Srather than R® and replaces Euclidean distance withgg,. Because gk,
is SO(3)-invariant, the resulting convolution inherits rotation equivariance automatically, a
guarantee no Euclidean point cloud method provides without explicit equivariant design.
The spherical structure also provides a natural multi-resolution hierarchy (e.g., HEALPix
nesting) absent in general R point clouds.

3.5 Panoramic and Wide Field-of-View Perception

Wide-FoV cameras panoramic, sheye, and catadioptric are now common in robotics
and autonomous driving, yet most methods couple their architecture to a single projection
format.

Panoramic depth and layout

HoHoNet [51] compresses indoor panorama features into a latent horizontal representation for
e cient prediction, but relies on gravity-aligned equirectangular input. FreDSNet [52] uses
fast Fourier convolutions for joint depth and segmentation from panoramas. PanoFormer [11]
samples tokens on the spherical tangent domain with learnable ows, but its tokenization is
equirectangular-speci c.

Multi-projection fusion

UniFuse [53] fuses equirectangular and cubemap features for 3@@pth estimation but is
tied to these two projections. Zhang et al. [12] proposed distortion-aware transformers with
deformable attention conditioned on local distortion.

Fisheye perception

Wide-angle sheye cameras are common in automotive systems [1], yet most pipelines apply
planar CNNs to recti ed or raw sheye images. Chou et al. [54] and Dai et al. [55] proposed
spherical loU metrics and bounding boxes, but these address evaluation, not feature extrac-
tion.

Gap

Every method above is tailored to a speci ¢ lens type: equirectangular, cubemap, or sheye
with known distortion. None provides a lens-agnostic framework that processes imagery
from any calibrated camera through the same backbone.
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Positioning

USF lIs this gap by lifting pixels to S? via ray-direction correspondences from camera
calibration, regardless of projection model. The same spherical backbone processes pinhole,
sheye, catadioptric, and panoramic imagery without modi cation. Zero-shot generalization

to unseen lenses follows directly (Chapter 7).

3.6 Equivariant Architectures Beyond the Sphere

USF belongs to the broader programme of symmetry-aware neural networks surveyed by
Bronstein et al. [16].

Group equivariant CNNs

Cohen and Welling [27] introduced G-CNNs, which generalize standard CNNs to discrete
rotation and re ection groups. Worrall et al. [56] extended equivariance to continuous planar
rotations via circular harmonics, and Weiler and Cesa [57] gave the de nitive treatment of
general E(2)-equivariant steerable CNNs.

3D and volumetric equivariance

Weiler et al. [58] constructed SE(3)-equivariant layers for volumetric data via steerable bases
from spherical harmonics. Thomas et al. [59] proposed Tensor Field Networks using tensor
products of spherical harmonic features. The SE(3)-Transformer [60] combined equivariant
self-attention with these building blocks.

Equivariant transformers on the sphere

HEAL-SWIN [61] combines HEALPix with Swin Transformer [62] windowing for distortion-
free spherical vision. SphereUFormer [63] introduces spherical local self-attention in a U-
shaped encoder decoder. Bonev et al. [64] proposed Attention on the Sphere, integrating
guadrature weights into attention for approximately rotation-equivariant spherical process-

ing.

How USF relates

These architectures achieve equivariance through steerable bases, Clebsch Gordan products,
or quadrature-weighted attention. USF achieves the same guarantee through a simpler mech-
anism: isotropic spatial-domain kernels depending only ong (Theorem 5.1). In practice,
this means USF's convolution is a drop-in replacement for planar convolution in any stan-
dard backbone (ResNet, UNet, YOLO), whereas steerable or harmonic architectures require
bespoke designs. The tradeo is that isotropic kernels are zonal (rotationally symmetric
about the query), which limits expressivity relative to directional Iters (Chapter 8).
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Table 3.1. Comparison of Related Approaches along Five Design Axes. X: fully
satis ed; : partially satis ed; : not satis ed.

“
>
Q
xS N S
S & Q 9]
S o § @
@ T $ & S
o & (ofb' X L
o S § s &
Method family 9 < ~ Q Q
Spectral spherical CNNs X
Spatial mesh/graph CNNs X
Dynamic/continuous conv. X X
Point cloud methods X X
Panoramic perception X X
Equiv. transformers (sphere)
USF (ours) X X X X X

3.7 Summary: Where USF Sits in the Landscape

Table 3.1 summarizes properties along ve axes that correspond to USF's design goals.

No prior method satis es all ve desiderata. Spectral spherical CNNs guarantee equivariance
but cannot scale. Spatial and graph methods scale but sacri ce equivariance or assume xed
discretizations. Dynamic lter and point cloud methods handle unstructured inputs but lack
spherical guarantees. Panoramic methods work at high resolution but are locked to specic
projections. Equivariant transformers combine several of these properties but require bespoke
architectures.

USF uniquely combines exact SO(3)-equivariance with linear scaling and lens agnosticism,
while serving as a drop-in replacement for planar backbone layers. The following chapters
develop each of these properties in detail.
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Chapter 4

From Pixels to Points on the Sphere:
Projection, Sampling, and Interpolation

This chapter describes the rst component of the Uni ed Spherical Frontend: constructing

a spherical image from an arbitrary camera. The pipeline has three stages: a lens normal
map associates every pixel with a ray direction on?§Section 4.1); the resulting point set

is optionally resampled onto a near-uniform spherical grid (Section 4.3); and feature values
are transferred to the target grid via interpolation (Section 4.4). Field-of-view detection
(Section 4.5) and geometry caching (Section 4.6) complete the design. The output is a
Sphericallmage consumed by the spherical convolution and pooling operators of Chapter 5.

4.1 Camera Models and Lens Normal Maps

Every pixel corresponds to a light-ray direction; the lens normal map records this correspon-
dence. Once the lens normal map is available, the particular projection model pinhole,
sheye, equirectangular, or otherwise becomes irrelevant; the remainder of the pipeline
operates identically for all cameras.

4.1.1 Pinhole Camera
A 3D point P =[X;Y;Z] > in the camera frame projects to pixel p = [u;Vv] via

2 3
. P
s4vO =K R t ; (4.1)
1
1
where s is a scale factor, R 2 SO(3) and t 2 R are extrinsics, and
2 3
fy 0 ¢
K= 40 f, ¢o: (4.2)
0 0 1

The pinhole eld of view is strictly less than steradians per axis; the model degenerates as
incidence approaches 90

Inverting the intrinsic matrix yields the lens normal map directly. For each pixel (u;v), the
ray direction is
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KZuwviaF o (4.3)

ruiv) = kK 1 [u;v; 1Pk '

4.1.2 Fisheye Camera Models

Fisheye lenses achieve elds of view of 180r more via controlled radial distortion. Given
incidence angle between an incoming ray and the optical axis (not to be confused with
the latitude coordinate of Chapter 2), the projected radius r follows a projection function
r="1 ooj( ). Several classical models exist [5]:

Equidistant: r=f ; (4.4)
Equisolid-angle: r = 2fsin(=2); (4.5)
Stereographic: r = 2ftan(=2); (4.6)
Orthographic: r=fsin ; 4.7)

where f is the focal length. Inverting fyo; yields the lens normal map: compute r =
Klu c «; v cylk, recover =f ! (r)and =atan2(v c ys U C ), then construct

proj
2 . 3
sin cos
r(u;v) = 4sin sin 9 2 S2 (4.8)
cos

Real lenses often deviate from any single analytic model. The generic polynomial model of
Kannala and Brandt [5] approximates r( ) by a truncated odd-power seriesr =k +k 3 3+
ks >+ , subsuming all four classical forms.

4.1.3 Equirectangular (Panoramic) Camera

An equirectangular image of width W and height H represents a full 4 -steradian view.
Pixel coordinates map to spherical coordinates via

Vo _2u
2 T W
where 2 [ =2; =2] is the latitude and 2 [ ; ) is the longitude. The ray direction
follows from (2.2). This projection preserves neither area nor angle: pixel density diverges
at the poles as 1=cos .

(4.9)

4.1.4 The Lens Normal Map: A Uni ed Abstraction

All models above, and any other calibrated projection, are special cases of a single abstrac-
tion:

De nition 4.1 (Lens Normal Map). Given a camera with image domain R 2, the lens
normal map is
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N: IS 2 (u;v) 7! r(u; v); (4.10)
assigning to each pixel (u;v) the unit-norm direction r of its generating light ray.

For parametric models, N is computed analytically from intrinsic parameters. For non-
parametric or complex optical systems - freeform lenses, catadioptric rigs, or lenses with
manufacturing defects - N can be calibrated empirically [65] or estimated via camera model
libraries such as NvTorchCam [66].

Once the lens normal map is available, the remainder of the Uni ed Spherical Frontend
is entirely lens-agnostic: the lens normal map absorbs all camera-speci ¢ geometry into a
single, precomputable artifact, eliminating any projection-speci ¢ code or augmentation.

4.2 Projecting Planar Images onto the Unit Sphere

Given animage |: !R € andits lens normal map N: !'S 2, projection is immediate:
each pixel (u;v) yields a (location, value) pair

(r(u;v); I(u:v)) 2 S 2 R ©: (4.11)

Collecting all N valid pixels yields an unordered set

S= (ri;xp) iNzl; ri 2S% x; 2R¢: (4.12)

This representation has no implicit connectivity, mesh, or ordering. The point set S fully
preserves the spherical geometry of the scene without resampling artifacts.

The Sphericallmage data structure

We store S as a Sphericallmage containing four tensors:

" Value tensor X 2R N€ : per-point feature vectors (e.g., RGB);

"~ Vector tensor V 2 R N3 : Cartesian coordinates r on &;

" Polar tensor 2R N2 : spherical coordinates (; ;);

" Mask m 2 f0; 1g N: binary validity mask.
Both coordinate representations are retained: Cartesian for distance computations and neigh-
bor searches, polar for spherical harmonic evaluations and visualization.

Partial sphere coverage

Real cameras typically cover only a fraction ofS a 90 pinhole covers roughly =2 steradi-
ans, while only panoramic cameras approach the full 4 . The mask m tracks which points
fall within the camera’'s eld of view (Section 4.5).

Figure 4.1 illustrates the full pipeline from planar image through raw projection, resampling,
spherical convolution, and pooling.
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(a) Planar Image (b) Raw Projection (c) Resampled

Figure 4.1. Projection and Resampling. Lifting onto the sphere uni es heterogeneous
cameras but exposes lens-dependent density that resampling corrects. A planar image and
its lens normal map combine to form a spherical image; di erent lenses produce di erent
spatial densities when projected onto the sphere.

4.3 Location Sampling: Tessellating the Sphere

Non-uniform sampling density breaks rotation equivariance, because convolution kernels
receive di erent neighbor counts at di erent locations and thus produce outputs that are
not simply rotated copies of one another (quanti ed in Chapter 8). The raw projected point
set S inherits exactly this non-uniformity from the source camera; an equirectangular image,
for example, oversamples polar regions by 100 relative to the equator.

We address this by de ning target locations, a near-uniform distribution on% and interpo-
lating features from the raw projection onto these targets.

Notation

We denote the M target locations by P = fp; gj“ﬂl S 2 and the interpolated features by
X2 R MC Interpolation itself is described in Section 4.4.

Why uniformity matters

A convolution kernel de ned by geodesic distance (Chapter 5) has a geodesic cap as its
receptive eld. If sampling density varies, caps of equal radius contain di erent point counts,
producing spatially varying e ective Iter widths. Under rotation R 2 SO(3), the density
pattern shifts, so the output changes in a way that is not a simple rotation; equivariance is
broken. Uniform sampling eliminates this failure mode.
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