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Abstract

Visual-inertial (V1) state estimation fuses cameras and inertial measure-
ment units (IMUs) to achieve accurate, metric-scale state estimation for
autonomous systems. The covariance matrices associated with visual
and inertial measurements govern how the estimator weights each sens-
ing modality, making accurate covariance modeling critical for fusion
quality and consistency. However, most existing VI estimators rely on
constant or heuristically tuned covariance parameters that fail to capture
the observation-dependent nature of real sensor uncertainty, requiring
tedious calibration for di erent platforms and environments, and often
yielding suboptimal performance.

This thesis develops learned metrics-aware covariance models for both
visual and inertial modalities and integrates them into principled, tuning-
free VI fusion. Here, metrics-aware means that the predicted covariance
faithfully re ects the true error distribution in physical units, so that it
can be used directly in probabilistic estimation without further scaling
or tuning. On the visual side, we estimated visual pose covariances from
learned feature-matching uncertainties provided by MAC-VO. On the
inertial side, we improve the AirlMU framework with improved encoder
design, a learnable initial covariance and a covariance ne-tuning stage,
producing metrics-aware IMU integration covariances. Building on these
two components, we present two VI systems (MACZland MAC-VIO)
that leverage the learned covariances for downstream estimation.

MAC-I 2 addresses VI initialization and extrinsic calibration in challeng-
ing environments involving illumination changes, dynamic objects, and
occlusions. Empowered by metrics-aware visual pose and IMU integration
covariances, we reformulate initialization and calibration as an uncertainty-
aware joint optimization problem. Unlike loosely coupled methods (e.g.,
VINS-Mono) that fully trust visual poses, or tightly coupled methods
that jointly optimize raw measurements but require good initial values
for stability, our framework enables principled fusion by weighting each
constraint according to its predicted covariance rather than directly trust-
ing either sensor. On the EuURoC benchmark, MACZlachieves a 100%
initialization success rate (compared to 74% for the best baseline) and
a 59% improvement in gravity direction estimation, all without manual
uncertainty tuning. We further demonstrate that the learned covariance



Vi

models generalize across diverse scenes, sensor types, and motion regimes
through evaluation on TUM-VI and TartanAir v2.

MAC-VIO extends metrics-aware covariance to continuous visual-inertial
odometry, performing two-frame optimization with feature-level visual con-
straints and IMU preintegration constraints. On the EuURoC benchmark,
MAC-VIO reduces the absolute trajectory error by 33.4% compared to the
visual-only MAC-VO baseline. Together, these results demonstrate that
learned, metrics-aware covariance modeling enables robust and accurate
VI fusion without hand-tuned uncertainty parameters.
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Chapter 1

Introduction

Accurate and robust state estimation is a foundational capability for autonomous
systems. Whether navigating a micro aerial vehicle through an industrial facility,
guiding a self-driving car along urban roads, or tracking a head-mounted display
for augmented reality, the ability to reliably estimate a platform's position and
orientation in real time underpins virtually every downstream planning, control, and
perception task. Among the diverse sensor modalities available for state estimation,
the combination of cameras and inertial measurement units (IMUs) has emerged
as one of the most compelling choices. Cameras provide rich, high-dimensional
information about the surrounding environment at relatively low cost, while IMUs
supply high-rate measurements of angular velocity and linear acceleration that are
immune to visual degradation. Visual-inertial odometry (VIO) systems fuse these
complementary modalities to achieve accurate and metric-scale estimation under a
wide range of operating conditions [4, 15, 19, 28].

Despite impressive progress over the past decade, a fundamental challenge per-
sists at the heart of visual-inertial fusion: how should a system weight the relative
contributions of visual and inertial measurements? For both the lItering-based and
optimization-based estimation frameworks, the answer is encoded in the covariance
matrices associated with each measurement source. These covariances determine
how much the estimator trusts each sensor observation: an observation with small
covariance exerts a strong pull on the state estimate, while one with large covariance
is e ectively downweighted. Correct covariance modeling is therefore critical for the
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1. Introduction

consistency and accuracy of the fused estimate.

1.1 Motivation

1.1.1 The Covariance Modeling Problem

In practice, most existing VIO systems rely on constant or heuristically tuned co-
variance parameters for both visual and inertial measurementdq 19, 28]. For

the visual front-end, the covariance of a detected feature is typically set to a xed
value regardless of the actual reliability of that particular correspondence. For IMU
measurements, the noise parameters (gyroscope and accelerometer noise densities
and random walk coe cients) are typically taken from sensor datasheets or manually
tuned, and are held constant throughout operation, which fails to accurately re ect

the true measurement errors.

This approach has two signi cant drawbacks. First, constant covariances are
fundamentally suboptimal: real measurement uncertainty varies dramatically across
di erent features, di erent frames, and di erent motion regimes. A feature tracked on
a well-textured, static surface under good illumination is far more reliable than one
on a specular or moving object in a dimly lit scene. By assigning the same covariance
to both, the estimator cannot distinguish reliable from unreliable information, leading
to degraded accuracy and potential divergence in challenging conditions. Second,
achieving acceptable performance with constant covariances requires extensive manual
tuning whenever the sensor con guration or operating environment changes]. Prac-
titioners must adjust noise parameters through trial and error on each new platform
and each new dataset, a tedious and fragile process that limits the generalizability
and deployability of VIO systems.

Recent learning-based methods have begun to address this limitation by predicting
per-observation con dence or uncertainty values. DROID-SLAMJ3] and DPVO [34],
for example, learn con dence weights for each optical ow correspondence used in
their di erentiable bundle adjustment backends. However, these learned con dence
values are scale-agnostic: they capture relative reliability among correspondences
within the learned representation space but do not re ect the actual magnitude of
spatial error in metric units (e.g., meters). This scale-agnostic property introduces

2



1. Introduction

two practical limitations. First, it makes the covariance model inconsistent across
environments that di er in spatial scale, such as indoor versus outdoor scenes. Second,
it complicates sensor fusion with other modalities (e.g., IMU, LIDAR), since the
relative weighting between scale-agnostic visual con dence and inertial covariance
lacks a principled estimation.

D3VO [47) takes a step toward learning pose-level uncertainty by predicting
depth, pose, and associated uncertainty in a self-supervised framework. However,
it operates in the monocular setting where metric scale is inherently unobservable,
and its uncertainty estimates remain entangled with the scale ambiguity. Muhle et
al. [29 propose learning correspondence uncertainty via di erentiable nonlinear least
squares, demonstrating that learned covariances improve visual odometry, but their
formulation does not extend to the full visual-inertial setting. On the inertial side,
traditional covariance propagation through IMU pre-integration [L(] relies on the
assumption that the sensor noise model is accurately speci ed, which is an assumption
that frequently fails in practice.

What is needed, therefore, is a covariance model for both visual and inertial
measurements that is (i) learned from data to capture the complex, observation-
dependent nature of real sensor uncertainty, (ii) metrics-aware so that the predicted
covariances re ect actual spatial errors in physical units, and (iii) generalizable to
unseen test sequences without manual re-tuning. This thesis develops such models
and demonstrates their e ectiveness in the full visual-inertial odometry pipeline.

1.1.2 Challenges in Visual-Inertial Initialization and
Calibration

Before a VIO system can begin producing accurate state estimates, it must undergo
an initialization procedure that bootstraps key quantities including the gravity
direction, initial velocity, IMU biases, and, in the monocular case, the metric scale.
This initialization step is critical: if it fails or produces inaccurate estimates, the
subsequent state estimation may diverge irrecoverably [4, 28].
Classical initialization methods, such as those used in VINS-Mon@§g and

ORB-SLAM3 [4], rst estimate camera motion and scene structure from visual
correspondences (e.g., via structure-from-motion or visual bundle adjustment), then

3



1. Introduction

align these estimates with IMU pre-integration measurements to solve for the unknown
physical quantities. This two-stage approach is e ective when visual feature tracking
is reliable, but its success fundamentally depends on the quality of the recovered
visual poses. In challenging environments with illumination changes, dynamic objects,
texture-less regions, or motion blur, feature tracking degrades substantially, leading
to inaccurate visual pose estimates and, consequently, initialization failure.

Recent work has sought to improve initialization robustness through various
means: decoupling rotation and translation estimationlf], incorporating normal
epipolar constraints B7], or using analytical solutions to avoid iterative optimization
pitfalls [45]. While these methods improve upon classical approaches in certain
respects, they still rely on visual correspondences obtained from geometric features
(e.g., ORB [31]), which remain vulnerable to the visual challenges enumerated above.

In addition to initialization, calibration, i.e., estimating the camera-IMU extrinsics,
is essential for accurate sensor fusion. Traditional target-based calibratidii] relies on
checkerboard patterns and controlled environments, limiting its practicality and ease
of use in real-world deployments. A more desirable approach would enable accurate
and robust calibration under challenging conditions (e.g., aggressive motion) without
requiring calibration targets, while also supporting online re nement to compensate for
extrinsic drift caused by vibration, temperature variations, or assembly tolerance2().

Crucially, both initialization and calibration remain constrained by the quality of
visual correspondences: when visual features are unreliable, accurate state bootstrap
and extrinsic estimation become di cult. Moreover, during both stages, the relative
weighting between visual and inertial measurements is governed by the same constant
covariance parameters used in steady-state operation. When visual measurements are
unreliable, the estimator cannot adaptively downweight them, leading to corrupted
initialization or calibration. A principled approach to both tasks should account for
the observation-dependent uncertainty of both modalities, trusting each measurement
source in proportion to its actual reliability.

1.1.3 Covariance in Full VIO Operation

After initialization, the importance of accurate covariance modeling persists through-
out the lifetime of the VIO system. In optimization-based VIO [L9, 28], the objective

4



1. Introduction

function is a sum of squared residuals weighted by the inverse of the measurement
covariance matrices. Inaccurate covariances lead to inconsistent estimates: if visual
measurement noise is underestimated, the optimizer may over t to noisy correspon-
dences; if IMU noise is overestimated, the inertial constraints are e ectively ignored,
sacri cing the high-frequency motion information they provide.

When both visual and inertial covariances are expressed in consistent, physically
meaningful units (i.e., they are metrics-aware), the optimization naturally balances
the two modalities according to their actual reliability at each moment in time. This
eliminates the need for hand-tuned weighting factors and enables the system to
gracefully handle transient degradation in either modality: when visual features are
poor, the metrics-aware covariance will be large and the estimator will lean on the
IMU, and vice versa.

1.2 Related Work

1.2.1 Visual Odometry

Visual odometry estimates camera motion from image sequences. Geometric ap-
proaches have a long history: feature-based methods such as ORB-SLAM] [detect
and match sparse keypoints (e.g., SIFT2P], ORB [31], SuperPoint [6]) across frames,
then estimate camera motion via epipolar geometry or bundle adjustment. Direct
methods B, 9] instead minimize photometric error directly on image intensities,
avoiding the need for explicit feature detection but requiring careful handling of
illumination changes.

Learning-based visual odometry has emerged as a powerful alternative. Early
methods such as TartanVO 38| use deep networks to directly regress relative pose from
image pairs. More recent architectures such as DROID-SLANJ and DPVO [34]
learn dense correspondences and iteratively re ne both poses and depth through
di erentiable optimization layers. These methods achieve strong performance and
generalization, but as noted above, their internal con dence representations lack
metric grounding.

MAC-VO [ 3(] addresses this gap by introducing a metrics-aware covariance model
for stereo visual odometry. Building on the FlowFormer17] backbone, MAC-VO

5



1. Introduction

trains a covariance decoder that predicts per-correspondence 2D uncertainty in a
metrically supervised manner. This 2D uncertainty is then projected to a full 3D
covariance matrix (including o -diagonal terms capturing inter-axis correlations) via

a geometric projection model that accounts for the stereo baseline, depth, and camera
intrinsics. The resulting metrics-aware 3D covariances serve dual purposes: selecting
reliable keypoints and weighting residuals in the pose graph optimization. MAC-VO
demonstrates that metrics-aware uncertainty signi cantly improves robustness and
accuracy compared to both constant-covariance baselines and scale-agnostic learned
covariance.

1.2.2 Inertial Odometry and IMU Modeling

Inertial odometry integrates gyroscope and accelerometer measurements to propagate
the state forward in time. The IMU pre-integration theory of Forster et al. [LO|
provides an elegant framework for summarizing many IMU measurements between
two keyframes into a single relative motion constraint, along with an analytically
propagated covariance. This pre-integration formulation is the backbone of most
mainstream VIO systems.

However, the covariance propagated through pre-integration assumes that the
IMU noise parameters (white noise density and random walk) are accurately known
and constant, an assumption that is frequently violated in practice, especially for
low-cost MEMS sensors. The discrepancy between the assumed and actual noise
characteristics leads to over- or under-con dent inertial constraints, degrading the
quality of the fused estimate.

Learning-based inertial methods have sought to overcome these limitations.
TLIO [ 2]] uses a neural network to predict displacement and its uncertainty from raw
IMU data, enabling pure inertial odometry with learned uncertainty. AirlMU [29]
takes a di erent approach: rather than replacing the physics-based IMU model
entirely, it learns corrections and uncertainty for each IMU measurement, then propa-
gates the learned covariance through the pre-integration equations via a di erentiable
covariance propagation module. This hybrid approach retains the interpretability and
structure of the physics-based model while adapting to the actual error characteristics
of the sensor.
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1. Introduction

1.2.3 Visual-Inertial Odometry Systems

Visual-inertial odometry systems fuse visual and inertial measurements to achieve
accurate, metric-scale state estimation. The literature can be broadly organized into
lter-based and optimization-based approaches.

Filter-based methods, such as the Multi-State Constraint Kalman Filter (MSCKF)
used in OpenVINS 15|, maintain a state vector augmented with a sliding window
of camera poses and marginalize old states to maintain computational e ciency.
Optimization-based methods, including VINS-Mono 48], OKVIS [19], and ORB-
SLAM3 [4], formulate state estimation as a nonlinear least squares problem over a
factor graph, jointly optimizing poses, velocities, biases, and landmarks over a sliding
window or the full trajectory.

Across all these systems, the accuracy and consistency of the fused estimate
depend critically on the covariance models assigned to each measurement source.
Despite this, most systems use constant or heuristically tuned covariance parameters,
limiting their ability to adapt to changing conditions.

1.2.4 Uncertainty and Covariance Estimation in SLAM

The importance of uncertainty estimation in visual SLAM has driven a growing body
of work on learning observation-dependent covariances. Dexheimer and Davisgn [
propose learning a depth covariance function that captures spatially varying depth
uncertainty for dense SLAM. Nie et al. 27] develop a self-improving framework that
uses predicted uncertainty to iteratively re ne depth estimates. Wannenwetsch et
al. [41] introduce ProbFlow, which jointly estimates optical ow and its uncertainty,
providing a probabilistic treatment of correspondence estimation. Costante and
Mancini [5] learn to predict the uncertainty of data-driven visual odometry estimates,
demonstrating that incorporating learned uncertainty improves downstream state
estimation.

A key distinction that emerges from this body of work is between scale-agnostic
and metrics-aware uncertainty. Scale-agnostic methods learn relative con dence or
weight values that are useful for a single modality but do not work well for sensor
fusion since scale-agnostic covariances don't correspond to physical error magnitudes.
Metrics-aware methods, in contrast, predict covariances whose trace or eigenvalues
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1. Introduction

re ect actual spatial errors in meters (or degrees), enabling principled fusion with
other metrically grounded measurements.

1.3 Contributions

This thesis leverages metrics-aware visual covariance from MAC-VO, improves the in-
ertial covariance model building on AirlIMU, and demonstrates their joint e ectiveness
in principled, tuning-free visual-inertial fusion. The key contributions are:

1. Metrics-aware visual pose covariance from learned feature-matching
uncertainty. MAC-VO [ 3(] provides per-correspondence metrics-aware 3D
covariances from a learned matching network trained on synthetic data. In
MAC-12, we derive full 6-DoF visual pose covariances from these feature-level
covariances through the pose graph optimization, yielding metrically grounded,
observation-dependent pose covariances that enable the visual-inertial optimizer
to adaptively weight visual constraints according to their actual reliability.

2. Metrics-aware IMU covariance with an improved IMU model. Building
on AirIMU [ 29|, we improve the learning-based IMU model to better capture
the covariance of IMU pre-integration measurements. The improved model
introduces a learnable initial covariance and supports covariance ne-tuning,
yielding more accurate inertial constraints that re ect the true uncertainty of
IMU integration under varying dynamic conditions.

3. MAC-I 2: Tuning-free visual-inertial initialization and calibration. We
propose MAC-F (Chapter 3), a framework that leverages the metrics-aware
visual and inertial covariances to perform visual-inertial initialization and
camera-IMU extrinsic calibration without manual parameter tuning. Because
both modalities produce metrically consistent covariances, the initialization
optimizer can principally balance visual and inertial constraints, achieving robust
initialization even in challenging conditions. On the EuRoC benchmark3],
MAC-1?2 achieves a 100% initialization success rate, compared to 74% for the
best-performing baseline. We further demonstrate the generalizability of the
learned covariance models on TUM-VI and TartanAir v2.

4. MAC-VIO: Visual-inertial odometry with metrics-aware covariance.
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We propose MAC-VIO (Chapter 4), a visual-inertial odometry system that
extends the metrics-aware covariance framework to continuous two-frame state
estimation with feature-level visual residuals and IMU preintegration constraints.
On the EuRoC benchmark, MAC-VIO with the learned IMU model reduces
the absolute trajectory error by 33.4% compared to the visual-only MAC-VO
baseline.

1.4 Thesis Outline

The remainder of this thesis is organized as follows.

Chapter 2 provides the technical background necessary for the subsequent
chapters. We review the foundations of visual odometry, IMU pre-integration theory,
and visual-inertial fusion. We also present the prior work on which this thesis builds:
MAC-VO [ 30, which introduces metrics-aware covariance of the matching features
for stereo visual odometry, and AirlMU R9], which proposes learning-based IMU
uncertainty propagation.

Chapter 3 presents MAC-I 2, our tuning-free visual-inertial initialization and
calibration framework. We describe how metrics-aware visual pose covariances are
derived from learned feature uncertainties, how the improved IMU covariance model
captures integration uncertainty, and how these two covariance sources are combined
for principled initialization and extrinsic calibration. We evaluate on the EuRoC
benchmark and demonstrate robustness and accuracy over state-of-the-art geometry-
based methods, followed by analyses of pose estimation improvement via visual-
inertial fusion, comparison with the original AirIMU, ablation studies, covariance
generalizability across di erent scenes and sensors, and sensitivity to keyframe count.

Chapter 4 presents MAC-VIO, which extends the metrics-aware covariance frame-
work to continuous visual-inertial odometry. We formulate a two-frame optimization
that fuses feature-level visual residuals from MAC-VO with IMU preintegration
constraints, weighted by their respective metrics-aware covariances. Experimental
evaluation on EuRoC demonstrates consistent improvement over the visual-only
MAC-VO baseline.

Chapter 5 summarizes the contributions of this thesis, discusses limitations, and
outlines directions for future work.



1. Introduction

10



Chapter 2

Background

This chapter provides the theoretical foundations for the contributions presented in
this thesis. We begin with an overview of visual odometry (Section 2.1) and inertial
measurement units (Section 2.2), including the on-manifold preintegration theory that
enables e cient fusion of high-rate IMU data. We then discuss multi-sensor fusion
paradigms and factor graph optimization (Section 2.3). Finally, we present detailed
descriptions of two prior systems, MAC-VO (Section 2.4) and AirlIMU (Section 2.5),
that form the foundation upon which this thesis builds.

2.1 Visual Odometry

Visual odometry (VO) is the process of estimating the ego-motion of a camera by

represents the camera pose at time VO is a core component of autonomous
navigation systems, providing real-time motion estimates without reliance on external
infrastructure such as GPS.

2.1.1 Geometric Methods

Classical VO methods rely on hand-crafted features and geometric constraints. These
approaches typically follow a pipeline of feature extraction, feature matching or

11



2. Background

tracking, outlier rejection, and motion estimation via epipolar geometry or point
cloud registration. Feature correspondences across frames can be established either
by descriptor matching or by optical ow tracking.

Feature-based methods extract salient keypoints from images using descriptors
such as SIFT p2] or ORB [31], match them across frames via descriptor similarity,
and estimate camera motion through the fundamental or essential matrix. ORB-
SLAM [26] and its successor ORB-SLAM34] exemplify this paradigm, combining
ORB feature detection and matching with bundle adjustment and loop closure to
achieve accurate and robust SLAM. Parallel Tracking and Mapping (PTAM) 18|
pioneered the idea of splitting tracking and mapping into parallel threads, enabling
real-time performance. Alternatively, sparse optical ow methods such as the KLT
tracker [23] establish correspondences by tracking features across consecutive frames
using local image brightness patterns rather than explicit descriptors.

Direct methods bypass feature extraction and instead operate directly on
pixel intensities, minimizing the photometric error between frames. LSD-SLANB[
and LDSO [1L3 are representative direct methods. Direct Sparse Odometry (DSO)
formulates a joint optimization over a set of selected pixels, achieving high accuracy in
texture-rich environments. LDSO extends DSO with loop closure capabilities. Direct
methods can exploit more image information than sparse feature-based approaches,
but they are sensitive to photometric calibration and illumination changes.

2.1.2 Learning-Based Methods

In recent years, deep learning has been increasingly applied to visual odometry,
either replacing individual components of classical pipelines or providing end-to-end
solutions.

TartanVO [38] is an end-to-end learning-based VO system trained on the syn-
thetic TartanAir dataset [39]. It uses an optical ow network followed by a pose
regression head to estimate relative camera motion. TartanVO demonstrates strong
generalization to real-world datasets without ne-tuning, showcasing the bene t of
training on diverse synthetic data.

DROID-SLAM [ 33 introduces a di erentiable Dense Bundle Adjustment (DBA)
layer that jointly optimizes camera poses and dense depth maps. The system uses a
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recurrent network to iteratively update optical ow estimates and then performs DBA
to recover globally consistent trajectories. DROID-SLAM achieves state-of-the-art
accuracy on multiple benchmarks while operating on monocular, stereo, and RGB-D
inputs.

DPVO [34] (Deep Patch Visual Odometry) introduces a patch-based formulation
that tracks small image patches through a learned recurrent update operator. By
restricting the optimization to patches rather than dense ow elds, DPVO achieves
a favorable trade-o between accuracy and computational cost.

DUSt3R [36] takes a fundamentally di erent approach by formulating 3D re-
construction as a regression problem. Given a pair of images, DUSt3R directly
predicts dense 3D point maps for both views in a common coordinate frame. This
approach bypasses the traditional pipeline of feature matching, triangulation, and
bundle adjustment, demonstrating that learned priors can simplify geometric vision
problems.

2.1.3 Challenges in Visual Odometry

Despite signi cant progress, VO systems face several persistent challenges:

~

lllumination changes: Both feature-based and direct methods can fail under
rapid or extreme illumination variations, such as transitions between indoor
and outdoor environments or driving into direct sunlight.

Dynamic objects: Moving objects in the scene violate the static world
assumption underlying most VO systems, leading to incorrect motion estimates
if not properly handled.

Texture-less scenes: Regions with little visual texture (e.g., white walls,
uniform surfaces) provide insu cient constraints for feature matching or photo-
metric alignment.

Uncertainty quanti cation: Most VO systems provide camera motion esti-
mates without reliable uncertainty information, which limits their accuracy and
the further utility in multi-sensor fusion tasks.
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2.2 IMU and Kinematic Model

An Inertial Measurement Unit (IMU) is a sensor that measures linear acceleration
and angular velocity using a combination of accelerometers and gyroscopes. IMUs
provide high-frequency motion information (typically 100{1000 Hz) that complements
the lower-frequency updates from cameras (typically 10{30Hz). This section reviews
the IMU measurement model and the on-manifold preintegration frameworki()
that enables e cient incorporation of IMU data into optimization-based estimation
systems.

2.2.1 IMU Measurement Model

An IMU consists of a 3-axis accelerometer and a 3-axis gyroscope. The accelerometer
measures the speci c force (linear acceleration minus gravity) in the body frame,
while the gyroscope measures the angular velocity.

The raw accelerometer measureme@t 2 R® at time t is modeled as:

a=Ry@ g ")+bi+ & (2.1)

where &' 2 R3 is the true acceleration in the world frame, § 2 R3 is the gravity
vector in the world frame, R% 2 SO(3) is the rotation from the world frame to the
body frame at timet, b2 2 R? is the accelerometer bias, and2 N (0; 2)is
additive white Gaussian noise.

Similarly, the raw gyroscope measuremerit, 2 R is modeled as:

A=l +bi+ O (2.2)

where! ; 2 R3 is the true angular velocity, ¥ 2 R3 is the gyroscope bias, and
2 N(O; 9)is additive white Gaussian noise.
The biases are typically modeled as slowly varying quantities driven by a random
walk process:

bf = "% bf= ™ (2.3)

where "2 N (0; ") and P9 N (0; "9 are the bias random walk noise densities.
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The noise parameters 2, 9, b3 and " are typically provided in the IMU
speci cation or obtained through calibration.

2.2.2 IMU Preintegration

Given two keyframes at times andj with many IMU measurements in between, a
nawve approach would integrate all IMU measurements to predict the state at timg
from the state at time i. However, this integration depends on the state estimate
at time i, meaning that whenever the state estimate changes during optimization,
all IMU measurements would need to be re-integrated. This is computationally
prohibitive.

The on-manifold preintegration framework proposed by Forster et all{)] addresses
this problem by de ning preintegration terms that summarize the relative motion
between two keyframes in the body frame, independent of the state estimates at the
keyframe times. These terms can be computed once and reused across optimization
iterations, with only a rst-order correction needed when the bias estimate changes.

Preintegration Terms

The preintegration terms for rotation, velocity, and position between frameg and b
are de ned on the SO(3) manifold as follows [10]:

M
5= Exp(fct);
k=i
5= Rp &t (2.4)
k=i
x 1
b — b b 2 .
q - by t+ ERbK akt y

where ™ and &, are the bias-corrected IMU measurements at time stdp t is the
time interval between consecutive IMU measurements, andg;"Rdenotes the relative
rotation from frame b to frame b, computed incrementally from the gyroscope
measurements.

The rotation preintegration 3 2 SO(3) accumulates the relative rotation through
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a product of incremental rotations on theSO(3) manifold, whereExp : R®! SO (3)
denotes the exponential map. The velocity preintegrationg 2 R? accumulates the
velocity change, and the position preintegration Ejj 2 R® accumulates the relative
displacement, both expressed in the body frame at time i.

State Prediction

Using the preintegration terms, the state at timej can be predicted from the state
at time i as:

ay =af b

Vi SV +gYt g +RY (2.5)
1

Py =PR VRt + 507t §+RY g

where @) 2 SO(3) denotes the rotation from the body frame at timei to the world
frame (with R}y being its matrix representation), W 2 R® and p} 2 R? are the
velocity and position expressed in the world frame,"gis the gravity vector, and

tj =t t;is the elapsed time. The operator denotes quaternion multiplication.

A key advantage of this formulation is that the preintegration terms , , and
depend only on the IMU measurements and the bias estimates, not on the absolute
state at time i. When the bias estimate changes by a small amounb, the preinte-
gration terms can be e ciently updated via rst-order corrections using precomputed
Jacobians, avoiding costly re-integration.

2.2.3 Covariance Propagation

Beyond estimating the preintegrated motion, it is essential to propagate the measure-
ment uncertainty through the integration to obtain the covariance of the preintegration
terms. This covariance is used to properly weight the IMU factor in the optimization.

The covariance propagation for the preintegration terms follows the recursive
formula derived by Forster et al. [10]:

w1 =A KA’ +B diag( ¢; a) B~”; (2.6)
where j 2 R%? is the covariance of the preintegration terms { ; ] accumulated
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from time i to time k. The matrices 92 R33 and 22 R332 are the gyroscope
and accelerometer measurement noise covariances, respectively. The propagation is
initialized with  j =0g9 .

The state transition matrix A 2 R°® and the noise input matrix B 2 R°% are

de ned as: 2 3
R ;k+l 0 0
A= 2 R ik aﬁ t I 0 g ;
IR wapt2 It | (2.7)
h i
B= By Ba
where the sub-matrices corresponding to gyroscope and accelerometer noise are:
2 3 2 3
JE t 0
5922 0 g; Bazﬁ R it g: (2.8)
0 IR t?

2

Here, R w+1 = Exp("'¢ t) is the incremental rotation at time stepk, R i =
RﬁK is the accumulated relative rotation from frameh, to frame b, aﬁ denotes
the skew-symmetric matrix of the corrected accelerometer measurement and
J& =3, (M DbY) t)is the right Jacobian of SO(3) evaluated at the rotation
increment of the k-th time step.

The resulting covariance j captures the uncertainty of the preintegration terms
due to measurement noise and is essential for constructing properly weighted IMU
factors in the optimization. In classical systems, the noise parameters and @
are xed to values from the IMU datasheet or manually tuned. As we discuss in
Section 2.5, learning-based approaches can predict these noise covariances from the
data, leading to more adaptive and accurate uncertainty estimates.

2.3 Multi-Sensor Fusion

Combining information from multiple sensors is essential for robust state estimation
in challenging environments. Cameras provide rich environmental information but can
fail in low-texture or high-dynamic-range scenarios, while IMUs provide continuous

17



2. Background

motion information but su er from drift due to bias and noise accumulation. Fusing
visual and inertial measurements yields systems (known as Visual-Inertial Odometry
(VIO)) that are more accurate and robust than either sensor alone.

2.3.1 Loosely Coupled and Tightly Coupled Methods

Multi-sensor fusion approaches are broadly categorized by how closely the measure-
ments from di erent sensors are integrated.

Loosely coupled methods process each sensor independently to produce separate
motion estimates, which are then fused at the pose level. For instance, a visual
odometry system might estimate relative camera poses while an inertial navigation
system integrates IMU measurements independently; the two pose streams are then
combined using a Iter or optimization framework. The advantage of loose coupling
is simplicity and modularity: each sensor subsystem can be developed and tuned
independently. However, information is lost at the interface between subsystems and
the correlation structure between sensors is not fully exploited.

Tightly coupled methods jointly process raw measurements from all sensors
within a single estimation framework. In a tightly coupled VIO system, individual
feature observations, depth measurements, and raw IMU data are all incorporated as
constraints in a uni ed optimization or Itering problem. VINS-Mono [ 28 and ORB-
SLAMS [4] are prominent examples of tightly coupled VIO systems. Tight coupling
enables the system to exploit correlations between visual and inertial measurements;
for example, IMU data can inform the expected feature positions between frames,
and visual observations can help estimate IMU biases. The trade-o is increased
system complexity and computational cost.

Super Odometry f4] introduces an IMU-centric fusion framework that tightly
couples visual, inertial, and LIDAR measurements with dynamic weighting based on
environmental conditions, demonstrating the importance of adaptive sensor weighting
in challenging environments.

The quality of multi-sensor fusion fundamentally depends on the accuracy of the
uncertainty (covariance) associated with each measurement source. If one sensor
provides overcon dent estimates, the fused solution will be biased toward that sensor's
measurements, potentially degrading overall performance. This observation is a key
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motivation for this thesis: by learning metrics-aware covariances for both visual and
inertial measurements, we enable principled fusion without manual tuning of noise
parameters.

2.3.2 Factor Graph Formulation

Factor graphs provide a powerful and exible framework for formulating multi-sensor
fusion problems. A factor graph is a bipartite graph consisting of two types of nodes:
variable nodes representing the unknown quantities to be estimated, and factor nodes
encoding probabilistic constraints between variables.

In a typical VIO system, the variable nodes include:

" Camera/body poses T 2 SE(3) at each keyframe K,

" Velocities v 2 R? at each keyframe,

IMU biases b = [b ;b{] 2 R® at each keyframe.
The factor nodes encode measurement constraints:

" IMU factors connect consecutive keyframe states and encode the preintegrated
IMU measurements with their associated covariance (Sections 2.2.2 and 2.2.3).

~

" Visual factors encode constraints from feature observations. In a tightly
coupled system, these constrain the 3D structure and camera poses jointly.
In a loosely coupled system, they provide relative pose constraints between
consecutive keyframes.

" Prior factors encode initial state estimates or constraints from other sources.

" Bias factors connect consecutive bias estimates, encoding the random walk
model from Equation (2.3).
The maximum a posteriori (MAP) estimate of all variables is obtained by maxi-
mizing the joint posterior probability, which, under Gaussian noise assumptions, is
equivalent to solving a nonlinear least-squares problem:

? X 2
X =argmin kri (X)k* (2.9)
X

where X denotes the set of all variable nodes; (X) is the residual associated with
factor i, and krk? =r> ! ris the squared Mahalanobis distance weighted by the
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covariance ;. The covariance ; determines how much in uence each factor has on
the nal estimate: factors with smaller covariance (higher con dence) exert greater
in uence.

This optimization is typically solved using iterative methods such as the Gauss{
Newton or Levenberg{Marquardt algorithm. At each iteration, the nonlinear problem
is linearized around the current estimate, yielding a sparse linear system whose
structure mirrors the factor graph topology. Exploiting this sparsity is key to
achieving real-time performance.

The factor graph formulation makes the role of covariance especially clear: the
covariance matrices ; are the mechanism by which each sensor's con dence is
communicated to the optimizer. When these covariances accurately re ect the true
measurement uncertainties, the MAP estimate is statistically optimal. Conversely,
inaccurate covariances (whether from hand-tuned noise parameters or oversimpli ed
noise models) lead to suboptimal or even divergent estimates. This underscores the
importance of learning principled, metrics-aware covariances, which is the central
theme of this thesis.

2.4 MAC-VO: Metrics-Aware Covariance for
Visual Odometry

MAC-VO [3(] is a learning-based stereo visual odometry system that introduces
a metrics-aware covariance model to bridge the gap between learned front-end un-
certainty and geometric back-end optimization. Unlike prior learning-based VO
methods that either ignore uncertainty or use it only heuristically, MAC-VO provides

a principled framework for propagating 2D matching uncertainty into 3D covariance
and incorporating it into pose estimation through weighted least-squares optimiza-
tion. This section provides a detailed description of MAC-VO, as it forms a critical
foundation for the contributions in this thesis.

2.4.1 System Overview

The MAC-VO pipeline consists of four main components:
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1. An uncertainty-aware matching network that estimates optical ow and per-pixel
uncertainty between consecutive stereo frames.

2. An uncertainty-based keypoint selector that Iters out unreliable features using
the predicted uncertainty.

3. A metrics-aware 3D covariance model that projects 2D matching and depth
uncertainties into full 3D covariance matrices.

4. A pose graph optimizer that estimates camera motion by minimizing the Maha-
lanobis distance between registered 3D keypoints, weighted by the propagated
covariance.

A de ning characteristic of MAC-VO is that it is trained entirely on the synthetic
TartanAir dataset [39] and generalizes to real-world datasets (EuRoG]| KITTI [ 14])
without any ne-tuning. This generalization is achieved because the covariance model
captures the geometric structure of uncertainty propagation rather than dataset-
speci c statistics.

2.4.2 Uncertainty-Aware Matching Network

The matching network estimates both the optical owf 2 R2 and the corresponding
per-pixel uncertainty "¢ = diag( 2. 2) between two consecutive frames. MAC-VO
adopts the FlowFormer architecture 17] as the backbone for optical ow estimation,
leveraging its transformer-based design that captures global context through cost
volume encoding.

The recurrent decoder in FlowFormer iteratively re nes ow predictions by cap-
turing ambiguities in feature correspondence within the cost volume's matching space,
utilizing global context from the encoded cost memory. To extend this framework,
MAC-VO introduces a covariance decoder that predictéog , the iterative updates
of the uncertainty in log space, in parallel with the ow updates at each iteration.

Operating the uncertainty update in log space has several advantages: it facilitates
additive updates (sincelog( 1 ) = log 1+ log ), ensures that the predicted vari-
ances are always positive, and stabilizes gradients during training. After all iterative
updates, the accumulated log-variance passes through an exponential activation to
obtain the nal uncertainty estimate.
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The uncertainty is supervised using the negative log-likelihood (NLL) loss:

X
Lcov = vy Byt f)+logdet N (2.10)

i=1

where y is the ground truth optical ow, f denotes the ow prediction at the
i-th iteration, and ; is a weight for each iteration that decreases exponentially
with a ratio of 0:8. The NLL loss naturally balances the prediction accuracy (the
Mahalanobis distance term) against the uncertainty magnitude (the log-determinant
term): predicting overly large uncertainty reduces the Mahalanobis distance but
is penalized by the log-determinant, encouraging the network to predict calibrated
uncertainties.

The encoder network is initialized with pre-trained FlowFormer weights, and the
full model (including the covariance decoder) is trained on the synthetic TartanAir
dataset. Experiments demonstrate that the learned uncertainties generalize to real-
world datasets without ne-tuning.

2.4.3 Uncertainty-Based Keypoint Selection

Unlike the random keypoint selector used in DPVO34] or the hand-crafted feature

extractors used in ORB-SLAM B1], MAC-VO leverages the learned uncertainty to

identify and Iter out unreliable features. The keypoint selection pipeline consists of
three Iters applied sequentially:

1. Non-maximum suppression (NMS): Applied to the product of ow and
depth uncertainty to prevent clustering of keypoint candidates, ensuring a
spatially well-distributed set of features across the image.

2. Geometry Iter: Removes keypoints located at image boundaries and those
outside the valid depth observation range, ensuring the minimum disparity of
keypoints is at least one pixel.

3. Uncertainty lter: Eliminates pixels whose depth or ow uncertainty exceeds
1:5 times the median uncertainty of the current frame.

The uncertainty Iter is particularly e ective because it implicitly handles sev-
eral challenging scenarios without explicit modeling. For instance, on the KITTI
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dataset, the uncertainty Iter removes keypoint candidates on moving vehicles, as
the network assigns high uncertainty to features on dynamic objects whose motion
is inconsistent with the scene-level ow. Similarly, the Iter removes keypoints on
occluded regions, re ective surfaces, and texture-less areas, all of which produce high
matching uncertainty.

2.4.4 Metrics-Aware 3D Covariance Model

A central contribution of MAC-VO is the metrics-aware 3D covariance model that
bridges the 2D pixel-level uncertainty from the matching network to the 3D space
where pose optimization occurs. This section describes how the 2D uncertainties
are projected into full 3 3 covariance matrices in 3D, including the often-neglected
o -diagonal terms.

Projecting 2D Uncertainty to 3D Covariance

Following the pinhole camera model with focal lengths ff, and optical center (;c,),
the 3D coordinates of a keypoint are computed from its pixel coordinates;(v) and

depth d as:
Ucod _wecyd

fX ' fy '
Given independent uncertainties in pixel coordinates and depth (UN (u; 2),
v N (v; 2,andd N (d; 2)), the 3D coordinates are products of random
variables. Using the exact variance of products of independent random variables, the
diagonal terms of the 3D covariance matrix for the i-th keypoint at time t are:

z=d: (2.11)

2 2 2 2 2
+ di +(Uix € x)° §,

2 _ Ui di Uit
Xt 2 !
i fx
2 2 2 2 . 2 2
2 _ Vit dit + Viit di;t + (V it C y) dix | (212)
Yit - 2 1]
fy
2 — 2.
Zjit dit -

Crucially, the projected 3D coordinates are not independent because they share
the common depth multiplier d. This coupling introduces non-zero o -diagonal
covariance terms that are essential for accurately representing the 3D uncertainty.

23



2. Background

The o -diagonal terms are derived as:

— iU c ),
Xz fX ]
2(v ¢
yz = M; (2.13)
y
_ Guc)vocy).
Xy — .
fufy

The full 3 3 covariance matrix of the i-th 3D keypoint in the camera frame is:

2 3
)% Xy Xz
¢ |pt = 9 Xy 5 yzg: (2.14)
Xz yz z

The inclusion of o -diagonal terms is critical for accurate pose estimation. The
o -diagonal terms capture the elongated, tilted uncertainty ellipsoids that arise from
the projective geometry: a keypoint far from the optical center has its 3D uncertainty
tilted along the ray direction, which a diagonal covariance cannot represent. Ablation
studies in the MAC-VO paper con rm that using the full covariance (including
o -diagonal terms) provides signi cant improvements over a diagonal approximation.

Depth Uncertainty Correction After Keypoint Matching

The depth uncertainty of a matched keypoint depends not only on the stereo depth
estimation accuracy but also on the local scene geometry. If a matched keypoint lies
near a depth discontinuity (e.g., the edge of an object), even a small perturbation
in the feature matching location can lead to a drastically di erent depth value,
amplifying the e ective depth uncertainty.

To account for this e ect, MAC-VO corrects the depth uncertainty of matched
keypoints using the depth variation in a local patch. LeD;; denote the depth values
in a local patch of size 32 around the-th matched keypoint at time t. The corrected
depth uncertainty is computed as:

2 X 2
g = i(di o py)T (2.15)
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where' is a 2D Gaussian kernel with covariance matching the ow uncertainty
G 4. ) g is the depth at pixelj within the patch, and p, = ;' d; is the
weighted mean depth. The Gaussian kernel weights ensure that nearby pixels (within
the expected matching uncertainty) contribute more to the depth variance estimate.
This correction mechanism naturally assigns higher depth uncertainty to keypoints

near depth discontinuities and lower uncertainty to keypoints on planar surfaces.

2.45 Pose Graph Optimization

With the 3D keypoint positions and their full covariance matrices, MAC-VO estimates
the camera pose by solving a weighted least-squares optimization. The pos&@TSE(3)
at time t is estimated by minimizing the Mahalanobis distance between matched 3D
keypoints: X

T?=argmin  kpix T (°pik’® ;

oo (2.16)
i = iF;)tl +R ¢ ir;)th>;

where p.1 is the 3D position of thei-th keypoint in the world frame at time t 1,
°pi: Is its position in the camera frame at timet, and ; is the combined covariance
that accounts for the uncertainty in both frames. The rotation R transforms the
camera-frame covariance to the world frame.

The notation krk? =r> ! r denotes the squared Mahalanobis distance. Unlike
DROID-SLAM [ 33], which employs a diagonal con dence weighting, MAC-VO uses the
full covariance matrix to capture the correlations between thg, y, and z uncertainties.
This allows the optimizer to properly account for the anisotropic, direction-dependent
uncertainty of each 3D keypoint.

The initial camera pose for the optimization is provided by TartanVO 3§], and
the optimization is solved using the Levenberg{Marquardt algorithm implemented in
PyPose [35].
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2.5 AirIMU: Learning Uncertainty Propagation
for Inertial Odometry

AirIMU [ 29] is a learning-based approach to IMU processing that jointly estimates
measurement corrections and per-sample uncertainty for inertial data. Rather than
relying on xed noise parameters from the IMU datasheet, AirIMU trains a neural
network to predict the measurement-dependent covariance that is then propagated
through the preintegration framework. This section describes the AirlMU architecture,
its di erentiable covariance propagation mechanism, and the limitations that motivate
the improvements in Chapter 3.

2.5.1 Network Architecture

The AirIMU network takes as input a window of raw IMU measurements§; "] and
produces two outputs: (1) corrections to the raw measurements, and (2) per-sample
uncertainty estimates.

The architecture consists of a shared CNN encoder that extracts features from the
raw IMU data, followed by a Gated Recurrent Unit (GRU) that encodes temporal
patterns. Two separate decoder heads branch from the shared representation:

" A correction decoder that predicts additive corrections [ 2°¢; 9] to the

raw measurements.

" An uncertainty decoder that predicts per-sample measurement uncertainty
[ acc- gyro]_

The corrected measurements are formed as:

( acc; ger) — g (a1 V)’ ( acc; ger) — (a, V)’
a=a+ 4 (2.17)

= N4 gyro 4 gyro.

where denotes the network parameters. The correction terms?¢ and 9™ are
deterministic outputs that compensate for systematic errors (e.g., unmodeled biases,
scale factors, axis misalignments), while the uncertainty terms®°and 9" represent
the residual stochastic uncertainty after correction.

26



2. Background

Unlike TLIO [ 21], which directly regresses position covariance from IMU data,
AirIMU takes a more principled approach by predicting per-measurement uncer-
tainty and propagating it through the physics-based preintegration equations. This
fundamental di erence gives AirIMU better generalization capabilities, as the propa-
gation naturally captures how measurement uncertainties compound over di erent
integration windows.

2.5.2 Dierentiable Covariance Propagation and Training

The key innovation in AirIMU is the use of di erentiable covariance propagation for
end-to-end training. The predicted per-measurement uncertainties®*“ and 9" are
used to construct the measurement covariance matrices:

9 =diag(( #"°)?); * =diag(( **)%); (2.18)

which are then propagated through the same recursive covariance propagation formula
as in Equation (2.6):

iK+1 =A ikA>+Bg gBS"‘Ba aBZ; (219)

with ; = 0. The matrices A, B 4, and B, are de ned in Equations (2.7) and (2.8),
but now the corrected measurementa and Fare used in their computation.

The entire pipeline (from raw IMU measurements through the network to the
corrected preintegration terms and propagated covariance) is di erentiable. This
enables joint supervision of both the integrated state and the propagated covariance.

Training Losses

Given ground truth states qg, ‘g and p‘g, the correction is supervised with a Huber
loss on the integration error:

L,

Log(@3} at)  ;
Lv= vy 5 . (2.20)
Lp= Py Py L
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where k k, denotes the Huber norm.
The covariance is supervised with the NLL loss, which encourages the predicted
covariance to match the actual distribution of integration errors:

1 2

Leov = 5 Log(g? a5 ) [ +In(det  §) ;
ij
cov — 1‘ w w 2 v .
Ly = 5 v Oy +In(det ) ; (2.21)
ij

cov 1 w w 2 P .
Lo = > Py Py . +In(det ) ;

ij

where §, | ,and fj’ are the rotation, velocity, and position blocks of the propagated
preintegration covariance ;. The NLL loss balances calibration: if the network
predicts too-small covariance, the Mahalanobis distance term dominates and drives
the covariance up; if the covariance is too large, the log-determinant term dominates
and drives it down.

The network is trained on sequences from datasets with ground truth pose and

velocity information, such as EuRoC [3].

2.5.3 Limitations

While AirIMU demonstrates the viability of learning IMU uncertainty, it exhibits
several limitations that motivate the improvements proposed in this thesis:

1. GRU-dependent temporal patterns: The GRU encoder in the uncertainty
decoder learns to produce high uncertainty for the initial frames of a prein-
tegration window and lower uncertainty for subsequent frames. This pattern
arises because, after correction, the integration error exhibits a characteristic
behavior: a relatively large initial error followed by a much slower growth
rate (more details are provided in Chapter 3). While this pattern is captured
by the GRU, it creates a dependency on the temporal position within the
preintegration window: the model must always start from the rst frame of a
segment, preventing it from leveraging information from earlier measurements.

2. Overcon dent covariance on unseen data: When deployed on test se-
guences not seen during training, the correction quality of AirlMU degrades.
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However, the uncertainty decoder, having been trained jointly with the correc-
tion decoder, does not account for this degradation. As a result, the predicted
covariance on unseen test sets tends to be overcon dent: the actual integration
errors are larger than what the predicted covariance suggests. This is prob-
lematic for downstream fusion, as overcon dent IMU covariance will cause the
optimizer to over-trust the IMU measurements.

These limitations directly motivate the improvements to the learned IMU model
presented in Chapter 3, including the introduction of a learnable initial covariance,
the removal of the GRU from the uncertainty branch, and a covariance ne-tuning
strategy to address overcon dence on unseen data.
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Chapter 3

MAC-1 4 Metrics-Aware
Covariance for Visual-Inertial
Initialization and Calibration

Visual-inertial initialization and calibration are critical for the performance of VI
systems, as they provide camera-IMU extrinsics and physically consistent initial state
estimates for downstream sensor fusion. However, traditional methods rely heavily
on geometric feature correspondences and often struggle in challenging environments
involving illumination changes, dynamic objects, and occlusions. In this chapter, we
present MAC-I2, a robust VI initialization and online calibration framework that
leverages learning-based visual features and uncertainty modeling. Speci cally, we
derive visual pose covariances from learned feature-matching uncertainties and adopt
an improved learning-based IMU model to predict IMU integration covariances. Both
visual and inertial covariances are metrics-aware, enabling principled and tuning-free
VI initialization and calibration. Extensive experiments demonstrate that MAC-

12 achieves signi cantly improved robustness and accuracy across a wide range of
challenging scenarios where geometry-based methods often fail.
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