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Abstract

Understanding real-world human–object interactions in images is an
inherently many-to-many problem, where disentangling fine-grained and
concurrent physical contacts is particularly challenging. Existing semantic
contact estimation methods are either limited to single-human settings
or require object geometry (e.g., meshes) in addition to the input image.
Current state-of-the-art method leverages a powerful VLM for category-
level semantics, but it still struggle in multi-human scenes and scales
poorly at inference time.

We introduce Pi-HOC, a single-pass, instance-aware framework for
dense 3D semantic contact prediction across all human–object
pairs. Given an input image, Pi-HOC detects human and object instances,
enumerates all human–object pairs, and represents each pair with a
dedicated human–object (HO) token. An InteractionFormer jointly refines
HO tokens and image patch features to produce interaction-aware pair
representations. A SAM-based contact decoder then predicts dense contact
on SMPL human meshes for each pair. On the MMHOI and DAMON
datasets, Pi-HOC significantly improves accuracy and localization over
state-of-the-art methods while achieving 20� higher throughput. These
results establish Pi-HOC as an efficient and scalable solution for dense
semantic contact reasoning in complex scenes.

We further show that the predicted contacts improve SAM-3D image-
to-mesh reconstruction through a test-time optimization procedure and
enable referential contact prediction from language queries without addi-
tional training.
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Chapter 1

Introduction

Human{object interactions in real-world scenes are rarely one-to-one. For example,

two people may interact with the same wheelchair simultaneously, with one person

seated and the other pushing (Fig. 1.1). Correctly disambiguating such interactions is

essential for human{scene reconstruction [7, 19, 31, 35] and human{object interaction

understanding [4, 22, 30], with downstream impact on augmented reality, robotics,

and surveillance.

Why contact matters. Physical contact provides strong geometric and semantic

constraints: it indicates where interaction occurs, which object is involved, and which

person is interacting with it. These cues are particularly valuable in cluttered scenes,

where appearance alone is often ambiguous. Therefore, dense semantic contact

prediction can improve both scene understanding and controllable 3D reconstruction.

Early contact-estimation approaches predicted binary 2D contact masks on im-

ages [3], which are not directly usable for 3D reasoning. Subsequent methods advanced

to dense contact localization on SMPL [20] and improved human{scene reconstruc-

tion [8, 9, 28, 31]. However, these methods typically model contact with the scene as

a whole and do not explicitly assign contact to distinct object instances. As a result,

they degrade in multi-object settings where semantic attribution is necessary.

InteractVLM [ 5] addresses part of this gap by predicting semantic contacts for

human{object interactions. Given an image and an object name, it uses a VLM and

an LLM to reason about likely contact and then guides a SAM-based decoder to lift

the predicted contact to 3D. Despite strong category-level reasoning, this design has

1



1. Introduction

Figure 1.1: Instance-level contact (Pi-HOC) vs. category-level contact
(InteractVLM). In scenes with concurrent interactions among multiple humans
and objects, several contacts can occur simultaneously (circled regions). Left: In-
teractVLM does not distinguish instances within the same category and therefore
mixes contacts across the human, 
ower, and wheelchair categories. Right: Pi-HOC
resolves contacts over multiple human{object instance pairs and assigns each object
contact to the correct person. Pi-HOC is also substantially faster (7.9 FPS) than
InteractVLM (0.15 FPS).

two key limitations: (1) it is restricted to single-human scenes, and (2) it processes

one object category per query, which makes inference expensive and di�cult to scale

to scenes with many objects.

In this thesis, we address these limitations with Pi-HOC, a single-pass, instance-

aware semantic contact model for all human{object pairs in a scene. Our object-

centric pipeline detects human and object instances, enumerates all human{object

pairs, and represents each pair with a dedicated human{object (HO) token. An

InteractionFormer jointly re�nes HO tokens and image patch features to produce

interaction-aware pair representations. A SAM-based contact decoder then predicts

dense contact on SMPL human meshes for each pair. This design enables e�cient

instance-level reasoning without relying on large VLMs at inference time.

We evaluate Pi-HOC on two complementary datasets. MMHOI [13] emphasizes

multi-person, multi-object scenes where instance disambiguation is critical. DA-

MON [28] contains in-the-wild images with a single human and multiple candidate

objects, emphasizing �ne-grained semantic contact. Across both settings, Pi-HOC

improves contact accuracy and localization while achieving substantially higher

throughput than prior state-of-the-art methods [5], making it practical for real-time
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1. Introduction

deployment.

Beyond contact prediction, we demonstrate two downstream applications. First,

we improve SAM3D [27, 32] image-to-mesh reconstruction by adding contact-based

constraints at test time, thereby correcting �ne-grained errors such as missing hand{

object contact. Second, we show referential contact prediction: given a free-form

language query describing a human{object interaction, Pi-HOC predicts contact for

the referenced pair in a zero-shot manner, without additional training.

Contributions. The key contributions of this thesis are as follows.

ˆ Multi-human, multi-object semantic contact formulation. We formulate

dense, per-vertex semantic contact prediction for every human{object pair in a

scene.

ˆ Single-pass, instance-aware architecture. We propose Pi-HOC, which

constructs HO pair tokens, re�nes them with an InteractionFormer, and decodes

dense contact with a SAM-based module in one forward pass.

ˆ Accuracy and e�ciency gains. On MMHOI and DAMON, Pi-HOC improves

semantic contact accuracy and localization (over 10% F1) while running around

20� faster than the previous state of the art [5].

ˆ Broader utility beyond contact estimation. We demonstrate referen-

tial contact prediction and improved SAM-3D reconstruction using predicted

contacts as test-time constraints.
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Chapter 2

Related work

2.1 Human{object interaction (HOI) detection

HOI detection aims to recognize interactions as tripletshhuman, object, verbi [1,

10, 11, 14, 15, 34]. A common pipeline �rst detects humans and objects using an

o�-the-shelf detector (e.g., DETR [2]), enumerates candidate human{object pairs,

and then predicts an interaction label for each pair.

Although HOI methods provide useful interaction semantics, their supervision is

typically coarse: they indicate what interaction occurs, but not precisely where physical

contact occurs on the human surface. This limitation is critical for downstream

tasks such as 3D reconstruction and �ne-grained scene understanding, which require

localized contact cues [18, 22]. Pi-HOC complements HOI-style pair reasoning with

dense, per-vertex contact localization for each human{object pair.

2.2 Binary contact classi�cation

Early contact-estimation methods [3, 6, 7, 8, 9, 21, 25, 28] primarily determine whether

a human is in contact with the surrounding scene, without modeling object semantics.

Across this line of work, representations range from 2D image-space contact regions

to dense 3D per-vertex labels on a body mesh.
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2. Related work

2D contact. HOT [ 3] provides crowd-sourced 2D contact annotations as coarse

polygons and trains an RGB-based model to predict image-aligned contact heatmaps,

optionally decomposed by body-part groups. These annotations are relatively easy to

collect, but they do not directly establish correspondence on the 3D human surface.

Dense 3D contact. Subsequent work predicts contact directly on the 3D body

surface, typically as binary labels on SMPL vertices [20]. For human{scene contact,

POSA [8] exploits correlations between body pose and contact patterns through a

conditional generative model (cVAE). BSTRO [9] formulates contact as structured per-

vertex prediction and uses transformer-style reasoning over vertex features. RICH [9]

supports this setting with high-quality multi-view reconstructions of humans and

environments across diverse scenes.

To improve generalization to in-the-wild images, DAMON [28] introduces large-

scale annotations by allowing annotators to \paint" contact vertices on a canonical

SMPL template [20] while specifying the contacted object. Built on DAMON,

DECO [28] uses cross-attention between body-part and scene features to classify

contact. Overall, these methods signi�cantly advance dense contact prediction, but

they remain largely scene-centric and do not explicitly resolve contact to speci�c

object instances in multi-object scenes. In contrast, Pi-HOC is object-centric: it

predicts vertex-level human contact while associating each contact with a speci�c

object instance.

2.3 Semantic contact estimation

In this thesis, semantic contact refers to predicting both (i) binary per-vertex contact

on the human surface and (ii) the semantic identity of the contacted object. CON-

THO [22] integrates contact cues into joint human{object 3D reconstruction and

predicts contact on both human and object surfaces. LEMON [33] jointly models hu-

man contact, object a�ordance, and 3D human{object spatial relations by exploiting

correlations between interaction counterparts.

A common limitation of these approaches is their reliance on stronger paired

supervision (e.g., human contact with object a�ordance) and, in many cases, additional

object geometry such as point clouds or meshes as input during both training and

6



2. Related work

inference. InteractVLM [5], the method most related to ours, predicts semantic human

contact with a CLIP-based VLM, a 13B-parameter LLM, and object-conditioned

prompting via a dedicated<HCONTACT>token. However, due to the use of an object-

conditioned prompt and the lack of unambiguous descriptions of the referred human

and object contact, these methods are unable to disambiguate contact across multiple

humans and multiple instances of the object. Furthermore, predicting contact for

all human{object instances is computationally expensive because it relies on a large

VLM and requires one forward pass for each human{object pair. In contrast, we

propose a lightweight model that predicts multiple human{object contacts from a

single image in one forward pass, making it suitable for real-world applications.
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Chapter 3

Method

Given an RGB imageI , our model predicts �ne-grained human{object contact on

the human mesh. For each person, it identi�es the contacted object instances and

the corresponding body-submesh contact regions.

3.1 Problem formulation

We decompose the task into two sub-problems: (1) resolving instance-level contact

among multiple human-object pairs and (2) localizing �ne-grained contact regions on

the human body. We de�ne the key terms below.

ˆ Human and object instances. Let H and O denote the sets of human and

object instances in input imageI . For h 2 H and o 2 O, their 2D boxes are

bh 2 R 4 and bo 2 R 4, with coordinates (xmin ; ymin ; xmax ; ymax). Each object

instance has a category label co 2 C, where C is the set of object categories.

ˆ Human Body Mesh. Each human instance h is represented as a SMPL

mesh [20] with Nv = 6890 vertices. The vertex coordinates Vh 2 RN v �3 are in

a canonical \star" pose.

ˆ Contact Mask. For each human{object pair ( h; o), our method predicts a

binary per-vertex contact mask mh;o 2 f 0; 1gN v , where mh;o(j ) = 1 indicates

that the human mesh vertexj is in contact with the object o, and mh;o(j ) = 0

otherwise.

9



3. Method

Figure 3.1: Pi-HOC Architecture. Given an input image I , a frozen DETR detector
localizes human and object instances. A human{object pair constructor enumerates
candidate pairs and encodes them as HO tokens (orange). InteractionFormer jointly
re�nes HO tokens and image patch tokens (green) overL blocks. A contact-presence
MLP �rst �lters non-contact pairs, and a contact decoder then predicts a per-vertex
contact mask mh;o 2 f 0; 1gN v for each retained pair, yielding contact instances� (h; o)
(N v: number of human-mesh vertices).

ˆ Contact Instances. A person h and an objecto in contact are de�ned as a

contact instance

� (h; o) =
�
bh; bo; co; mh;o

�
: (3.1)

Formulated problem. Based on the terminology above, our goal is to detect all

contact instances f� (h; o) j h 2 H; o 2 Og from an input image I.

Model overview. Figure 3.1 summarizes the Pi-HOC pipeline. Given an input

imageI , we �rst apply a frozen DETR detector [2] to obtain human/object instances

(H; O ) and their boxes (bh; bo). We then enumerate candidate pairs (h; o) and encode

each as a human-object (HO) token(Sec. 3.2.1).L InteractionFormer blocks (Sec. 3.2.2)

jointly re�ne HO tokens, accompanied by image patch tokens. Finally, the contact

decoder (Sect. 3.2.3) predicts a binary per-vertex contact mask mh;o 2 f 0; 1gN v for

each contact instance � (h; o) in Eq. (3.1).
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