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ABSTRACT

Although ‘robot’ may seem synonymous with autonomy, robots in the real
world rarely work without human interaction. Whether because they need
to be re-configured to suit a specific task or user need, or because they are
intended to work closely with their users, robot development at all stages—
from broad concept to fine-tuned behavior—must learn from people in order to
satisfy user needs and expectations. These expectations and concerns, which
influence human-robot interactions, are themselves influenced by society’s nar-
ratives dating back to the origins of robotics.

In this thesis, I discuss two topics in human-in-the-loop robotics. In Part I,
I show work on planning and safety for guide robots, a form of assistive tech-
nology where blind and low-vision human users interact physically with a
robot during navigation. In this area, gathering user requirements is critical
but difficult, and personalization is necessary. In Part II, I look at online pa-
rameter optimization from human preference information, for which I explore
information-geometric methods of black-box optimization. I demonstrate the
efficacy of the popular CMA-ES algorithm for fast convergence from noisy sig-
nals, and discuss a multimodal algorithm based on Gaussian mixture models.
Finally, in Part III, I look at how broader ideas and expectations of robots
have been influenced by society as a whole by showing how the origin of the

term has roots in cultural narratives about disability.
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Chapter 1

INTRODUCTION

Robots come with the promise of enabling people: of allowing us to do things
that we could not otherwise do, or else do them faster, safer, or better than
before. From the factory to the cockpit, robots have already shown bene ts
in e ciency and safety; at the same time, there are many places in robotics
where the gaps between expectation and result remain large. Nowhere is this
exempli ed so well as in assistive technology, where countless new devices are
put forth and yet rarely see great uptake with their target populations|a
challenging goal, not least because disability is diverse in the sense that it
often requires closely personalized solutions.

This thesis, quite broadly, is about human-robot interaction at three dis-
tinct stages of robot development, with a bias towards the intersection of
robots and disability. In order to design robots that have a chance of accep-
tance, we need to understand how they can and do learn from people. At a
societal scale, cultural concepts of what a robot is in uence both designers|in
what they are interested in studying and what they believe is possible|and
users|in the expectations and preferences they have about robot behavior. At
the scale of a robot design, taking the behavior of intended bene ciaries into
account is critical. Finally, at the scale of an individual robot, the ability to
customize behaviors allows for ner-grained personalization and the potential
to serve not just the median, but the long tail of users as a whole.

In Part | , chapters 2 and 3, | discuss safety in guide robots, a form of
assistive technology intended to help blind and low vision users navigate. Solo
travel for this group can be di cult and even dangerous, yet most attempts
at creating navigation aids have seen little uptake in the community.

The two major components of successful navigation are mobility, which can
be seen as analogous to obstacle avoidance in robotics, and orientation, which
encompasses localization and path planning. To take steps towards improving



mobility, | propose a method of ensuring real-time safety to a model of a
human-robot pair with a highly irregular shape using control barrier functions.
Since safety is not necessarily a function of obstacle avoidance alone, | follow
up by designing a user study to investigate the impact of robot path planning
characteristics on user comfort and acceptance.

In Part Il , chapters 4 and 5, | discuss information-geometric optimization
(IGO) as a method of optimizing parameters from user preferences. Complex
robotics systems do not always have a readily accessible quantitative goal,
and parameter optimization from human feedback can be used to personalize
algorithms based on user preference or simply nd satisfactory parameter sets
for systems that lack easy-to-use metrics.

IGO algorithms have properties that make them interesting in the con-
text of tuning from human feedback: they are generally good at optimizing
over irregular and noisy functions, which is useful in the context of imperfect
user actions; they are invariant to certain reparameterizations of the implied
utility function; and they do not require quantitative values, but rely only on
comparative information. | show how SortCMA, an interface to CMA-ES, is
useful for quick discovery of good parameter sets using social navigation as a
case study. | then derive a multimodal algorithm for nding multiple options
and study its behavior.

In Part Il , chapter 6, | turn to the history of robots to better understand
our cultural narratives around both robots and disability. While history is
not a traditional topic for a primarily technically-oriented robotics thesis,
user interactions have been shown to be a ected by prior expectations about
what robots are like; similarly, as highlighted by work in the eld of assistive
robotics, the topics that roboticists choose to focus on are themselves a ected
by robot narratives. The ‘robot', which is just over a hundred years old,
represents both people and the technology they use and re ects our hopes and
anxieties about technological progress. | discuss the context of how the robot
became popular, and how its origins were in uenced by disability history.



Part |

Robots and Blind Travelers



The classic symbol of a blind person is that of a gure holding a cane. The
cane, in its modern incarnation, is painted white and red; unlike canes meant
as fashion items or support devices, it is straight. The cane used only as an
identi er may be relatively short, but to be used as a navigation tool, it should
be long enough to, at minimum, reach the user's sternum [211]. Modern long
cane techniques were popularized in the 1940s, although they have precedents
from at least the 1870s [~2]. Like other visible assistive devices, the cane is
not universally accepted, but it remains not only symbolically but practically
the most widespread tool for navigation among blind and low-vision (abbr.
BLV) people. The guide dog, while of similar age|the rst training school in
the United States was established in 1929|trails behind in popularity, due to
both expense and the practical considerations of working with an animal.

For BLV travelers, particularly those with little to no functional vision, solo
travel is often di cult and dangerous. A 2011 survey found that of 307 (mostly
American) blind or legally blind participants, thirteen percent reported hitting
their head at least once a month, and seven percent reported falling [122]. The
survey population was biased towards younger participants more likely to be
skilled at independent travel; for those without the same level of experience,
the incident rate is likely higher. Even when travelers avoid injury, apparently
minor changes in the environment can cause disorientation and confusion while
travelling. For instance, construction noises can mask normal auditory cues
that blind travelers use to navigate [109], and people with limited vision can
be thrown o by lighting changes or decorative design patterns that conceal
slopes and stairs [220].

Many techniques and technologies have been developed to aid blind trav-
elers. These days, the smartphone is probably the most impactful piece of
technology developed in the last two decades for both blind users and the main-
stream; successive surveys of Australian BLV people found that smartphone
use increased by over 300% from 2015 to 2020, with a previously observed
gap in ownership for people over 65 signi cantly reduced [126]. Equipped
with various apps that use anything from computer vision to crowdsourcing
to substitute for the user's sight, the smartphone can o er assistance with
object identi cation, reading, and navigation (although in the same survey,
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researchers found that only about 50% of users regularly used such apps).
Yet, despite a more-than century long history of development of electronic
assistive technology for the blind, the smartphone stands out as one of the few
devices that has achieved any signi cant uptake. Beginning in the late 1890s
with Noiszewski's photocell based electroftalm [198], engineers have attempted
to produce devices to aid blind travelers. They have sometimes cited, not
necessarily with proof and sometimes with misrepresented statistics, the low
usage of canes and guide dogs to motivate development (see e.g., from 1968 and
2023 respectively, [17, 1). From the Laser Typhlocane [16] to modern robot
quadrupeds [77, , 86], these devices regularly fail to overcome the combined
threshold of cost, usefulness, and acceptability in order to see habitual use
The two major components of independent travel are mobility, or the abil-
ity to physically travel between places without incident (i.e., obstacle avoid-
ance), and orientation (also known as way nding), the ability of a person to
determine where they are in space and how to reach their destination (i.e., lo-
calization and path planning). In this chapter, | discuss two avenues of work
towards improving the performance of guide robots, as well as their draw-
backs. In the rst, | apply provable safety techniques towards the kind of
irregular system observed with a human-guide robot pair. In the second, | in-
vestigate planner characteristics for guide robots, and whether accounting for
orientation and mobility techniques a ects users' experiences with the robot.

1A common explanation for this failure is a lack of communication between designers
and end-users, and in recent years, calls for greater attention to user-assisted design have
appeared more regularly in the literature [210, ]. But while this gulf certainly exists, it is
valuable to remember that user studies are not a new invention, and engineers have worked
with subject matter experts for decades (e.g., the cited paper on the Laser Typhlocane);
more importantly, blind engineers have also been involved in and critical to the development
of computer technology, including that designed as mobility aids [225, ]
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Chapter 2

MOBILITY: LOCAL SAFETY FOR IRREGULAR SYSTEMS

Mobility in the context of BLV traveling skills is roughly analogous to obstacle
avoidance in robotics. Both involve the local problem of maintaining safety
while e ciently traversing an area. For a robot to provide mobility assistance,
it must keep track of the user's physical safety as well as its own.

While human-aware planning approaches exist, as in [147] and [154], these
rely on accurate mapping and localization. Although a robot may have a
well-de ned map of a particular location, such as a transit station, the actual
environment is constantly changing due to other agents in the area (including
people, animals, and vehicles). Likewise, the area may contain unmarked
stationary obstacles such as trash cans, luggage carts, and temporary fencing.
Work has been done to crowdsource information on these kinds of obstacles
[140], but this method is only e ective when users are able and motivated to
regularly add updates, and then only for obstacles that rarely move. Thus,
the robot must also be capable of rapidly responding to new information.

Control barrier functions, as described in [12], are one method of ensuring
robot safety. Much work on control barrier functions assumes well-known
environments and/or a limited set of robot shapes, which are often roughly
equally sized across dimensions (e.g., square- or circle-like). This is insu cient
for safety in a robot guide application where the e ective system shape is
highly irregular and/or changing in response to the user's relative motion,
and where the environment is likewise neither fully known nor xed in time.

In this section, we present an algorithm for constructing a secondary con-
troller that improves safety in unknown environments for robots described
by an arbitrary convex shape. Using input from a LIDAR sensor, it deter-
mines a set of points and normal vectors that describe the local environment
(Fig. 2.1a). It adds the robot's shape to this point set and applies a visibil-
ity lter to nd the most relevant collision points (Fig. 2.1b), then repeats



(a) Environment (b) Summation

(c) Point Cloud (d) Safety Index

Figure 2.1: Labeled environment points and normal vectors are calculated
from LIDAR input. The convex hull of the robot is subtracted from the
environment, and the resulting set of points is Itered for visibility. This
process is repeated for a sample of robot orientations to form a 3D point
cloud with orientation as the third dimension. A distance function is tted to
the cloud to create the safety index.

this process for a set of sampled robot orientations to form a 3D point cloud
(Fig. 2.1c). This cloud, plus the original normal vectors, are used as param-
eters in a surface interpolation problem that de nes a safety index for the
robot (Fig. 2.1d). This index is used as part of a control barrier function for-
mulation to modify the nominal control of the robot and avoid unsafe regions.
We demonstrate the algorithm in simulation and test runtime on real LIDAR
data from the OpenLORIS-Scene dataset [183].



2.1 Background

2.1.1 Control Barrier Functions

Safety guarantees in robotic systems are often viewed through the lens of
forward set invariance. That is, given some setS of safe states, a system is
considered safe if for all starting pointsx(0) 2 S, all future system statesx(t)
are also inS.

Control barrier functions, rst introduced in the following form by [17],
are a class of energy function-based methods that guarantee forward set in-
variance. The energy function is a scalar, continuously di erentiable function
h:R"! R representing system performance; viewed in terms of safety guar-
antees, h is referred to as a safety index. The functionh is de ned in tandem
with the safe set, such that

S=fx2D R":h(x) Og; (2.2)
S=fx2D R":h(x)=0g; (2.2)
Int(S)=fx2D R":h(x)> 0g; (2.3)

where D is all possible system states (including unsafe states). That is, on
the boundary of the safe set, the safety index is equal to zero, and it is pos-
itive everywhere else in the set. The unsafe se8® = D nS is the relative
complement of S, and h is negative onSC.

Assume that the robot is described by a nonlinear a ne control system,

x = f(x)+ g(x)u; (2.4)

where f and g are Lipschitz-continuous. Then we have thath is a control
barrier function on D if a) r h(x) 6 0 for all x 2 S and b) there exists an
extended classK function and some control inputu for all x 2 S such that

Lih(x) + Lgh(x)u (h(x)): (2.5)

The resulting condition on the system's control can then be used as a con-
straint in a quadratic program, where the cost is often the di erence between
a given nominal control u and the safe controlu}
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Control barrier functions have been applied to a number of robotic systems,
including quadrotors [208], xed-wing aircraft [191], mobile robot swarms
[207], and bipedal walking robots [4]. For robots with inexact sensing or
modeling, robust and probabilistic barrier functions can be de ned that alle-
viate the general sensitivity of this framework to the exact model [41, ].
High-order control barrier functions, which de ne safety recursively over suc-
cessive derivatives of the safety index, allow their use for systems where the
control input is not found in the rst derivative of h [227].

Several other works ([108, , ]) use point clouds to generate on-the-
y control barrier functions. In particular, [192] takes a similar approach
to function generation, using Gaussian kernels in a support vector machine
classier. In [120] and [1927], the con guration space is not directly taken
into account, and the robot hull in [108] must be de ned by a di erentiable
function.

2.1.2 Surface Reconstruction

The problem of de ning a di erentiable safety index with a well-de ned inte-
rior that takes on a zero-value at known points can also be viewed as a surface
reconstruction problem.

Radial basis function (RBF) interpolation creates an implicitly de ned
function that interpolates accurately between many nodes [203] and acts as
a signed distance function to points on a surface boundary in the context of
surface reconstruction. The interpolated function h(x) depends on a choice
of kernel (jjx ¢ijj), where jjx gjj = r is the distance betweenx and a
constraint point. h(x) is equal to a weighted sum of relative to each ofn
nodesc, plus a polynomial term of order k:

X
h(x)=" [wi (ix cij))l+ Pi(x): (2.6)
i=1
Note that this is not to be confused with the radial basis function kernel, which
is a popular term for the Gaussian kernel (and one of the possible choices for
RBF interpolation).



The following linear system is then used to solve for the weights (letting
Xi = (Xi;yi) and k = 1 for illustration):

2 32 3 2 3
11 12 0o 1 Xy oyio owg hy
21 22 i o 1 X2 ya2b@W h2
ni n2 0 a1 Xn Yn WhZ = ghn (2.7)
1 1 x> 1 0 0 O Po 0
X1 X2 it Xp 0 0 0524p1x 0
YI Y2 it ya 0 0 0 piy 0

2.2 Approach

In this section, we describe our algorithm for generating safe control for an ar-
bitrary convex robot given range data from a LIDAR sensor and some nominal
(or “unsafe") control.

As in Eqg. (2.4), we assume that the robot is nonlinear and a ne in control,
and furthermore that system states are dened asx 2 D = [x;y; ]'. The
convex hull of the robot is de ned by the set of extreme points as measured
from its center of rotation. The center of the LIDAR sensor is xed to some
point on the robot. For ease of calculation, we will also assume that the
robot is holonomic with full control authority over its state space, that is,

u=[xy; J".

2.2.1 Con guration Space

We view the environment as a surface sampled by the LIDAR scan. First, we
discard points beyond a look-ahead distancel,, as far-away scanned points
add complexity and are not relevant to local safety. We also downsample the
total number of points by some factor M to further reduce complexity.

To determine the orientation of the surface, each point on the boundary
is assigned a normal vector (perpendicular to the surface) pointing into the
region. We use a simpli ed version of the method in [95]. First, for each
point, we estimate the tangent line to the point by calculating the total least-
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squares line that passes through a set of nearest neighbor points. Next, for
consistency of the surface orientation, we check that the resulting normal
vectors are pointed towards the origin of the LIDAR scan.

We choose a desired point spacingl, as the minimum distance between
the set of sampled points. If two adjacent points are further apart than this
distance, we linearly interpolate to Il the gap. This will ensure performance
in the next step, generating the estimated con guration space from the envi-
ronment points and the robot hull.

In general, the Minkowski sum of the environment and robot points gives
us the environment in con guration space for a xed choice of . Because the
orientation of an asymmetric robot also matters for safety, we precompute a
set of rotations of the robot around its center of rotation. The rotations range
from r .min 10 1 .max , With @ spacing in radians the same agi,. If the points
de ning the robot hull are not su ciently close, we also perform a similar in Il
step as we did for the environment points.

To estimate the Minkowski sum, we add the inverse of each hull vectoh;
to each environment point p;, then apply a visibility Iter to choose only the
closest of the resulting points. This bears a resemblance to the more general
technique of computing point-cloud based Minkowski sums found in [121], but
as we are not concerned about interior holes we can use the one-step Hidden
Point Remover Iter seen in [105]. This Iter transforms a point cloud into
an inverse representation, then computes the convex hull of the transformed
points to nd the set visible from the LIDAR origin. It admits a choice of
kernel, for which we use the mirror kernel, and a radiusR parameters that
roughly describes the amount of Itration (with larger R returning more visible
points).

Finally, normal vectors are assigned to each of the resulting ltered points
by using the normals calculated for the original environment point (that is, if
a ltered point fy = h; + p;, the associated normal vector tof; is the same
as that of ).
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2.2.2 Safety Index

With this set of Itered points and normals, we next use RBF interpolation
to generate a safety index function.

We select our kernel by investigating properties of three candidates: the
linear kernel, = r, which is an intuitive choice given that it represents the
raw distance to any given constraint; the Gaussian kernel, = e (1)?, which is
a popular default choice for interpolating functions; and the thin-plate spline,

=r?inr.

In Fig. 2.2, we see that the linear RBF fails to provide the necessary
di erentiability guarantees at node points. The Gaussian RBF requires a
choice of shape parameter, and for poor choices of outputs a badly-shaped
function. The thin-plate spline, in contrast, does not require tuning, and the
derivatives exist at boundary points. Given the addition of the polynomial
term to the linear system, we can show thatr h(x) is indeed nonzero on the
boundary as long as at least one polynomial term is nonzero. Thus, we use
the thin-plate spline as our choice of basis function. To ensure controllability
acrossx, y, and , we augment the resulting distance matrix with a polynomial
term Py of order k = 1.

For our constraint point inputs c, we use two types of label: zero, or
points on the boundary of the set; and one, or points on the interior of the
set. We calculate interior points by adding the associated normal vectors to
each boundary point. Here, it is also possible to add an additional envelope of
safety by shifting both boundary and interior points along the normal direction
by the desired distance. Solving this system using ridge regression with a small
regularization constant gives us the safety indexh.
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Figure 2.2: A one-dimensional example of radial basis function interpolation.
The linear basis lacks di erentiability at constraint points. While the Gaussian
basis approximates the function well when = 1, its performance is highly
dependent on the value of as seen when = 10. The other bases do not have
additional parameters.

2.2.3 Safe Control

With h known, we can now generate the constraints for safe control as given
in (2.5):

h= Wi jix  Giji° In( jix  Gijj)+ pot PuxX+ puyy+ pr 5 (2.8)
i=1
h= w @2In(C jix ¢cjj)+1) (x(x cx)+yly cy)+ L )
i=1
+ prxXt PryyYt pr; -~
(2.9)
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and so (for a system of relative degree one) we have the following constraint,

2P 312 3
in=1 Wi [2In(ri)+1)(x  Gix)] + Pux X

"W @IN(r)+1(y )l + pyb dvE
w0 6 e - (2.10)

2
[WirfInri]+ po+ puxX + pryy + pr;
i=1
wherer; = ° jx ¢jj. For a minimally-invasive safe controller, we use this as
one constraint in an optimization problem:

moinjju 0jj%; (2.11)

whereu is the output of the nominal control and additional constraints (such
as maximum velocity, etc.) may apply. This gives us a safe control input to
the robot.

2.3 Experiments

2.3.1 Application To Holonomic Guide Robot

We demonstrate the algorithm in simulation on a holonomic robot guiding

a person through several scenarios: turning a corner, navigating a cluttered
hallway, and passing through a door. These are scenarios where a robot or
inexperienced human might guide a person who is blind into a static object.
We ran the same system both under nominal control only and with safe control
applied.

2.3.1.1 Setup

We performed the simulations using the MATLAB Mobile Robotics Simula-
tion Toolbox [135]. The nominal controller was a pure pursuit path tracking
algorithm already implemented in the simulation toolbox. The simulation was
run with control inputs at 100Hz, and the barrier function was updated once
per second when safe control was enabled. The environment was de ned with
a gridded occupancy map, and the simulated lidar had a range of 5m with
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Figure 2.3: The convex hull of the human-robot system. The robot's center
of rotation is at (0;0); the human is de ned by a region of occupancy in an
arc behind the robot.

an angle step size of 0.084rad (for 75 rays). We used ridge regression with a
regularization coe cient k;, =10 “ to solve the interpolation system, and we
chose (x)= x.

The convex hull of the system was determined by taking parameters from
[147] to describe a region of occupancy in which users stood while following a
wheeled robot. The robot was equipped with a handle similar to that used in
guide dog harnesses; except for being required to continue holding the handle,
the users were free to move relative to the robot. This resulted in the long,
narrow robot-human combined shape seen in Fig. 2.3, for which the minimum
bounding circle has signi cantly more area than the actual system.

We tracked time to nish and time in collision for each combination of
scenario and controller. As the simulation software has no native collision
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checking, we manually annotated the resulting trajectories to nd time in
collision.

2.3.1.2 Results

Simulation time results are shown in Table 2.1, and sample trajectories in Fig.
2.4. The robot under safe control spends considerably less time in collision.
In a signi cant portion of the time in collision, the part of the robot system
making contact with a wall or obstacle was the back end, which corresponds
to the region of occupancy of the user.

There is a distinct tradeo between e ciency (total time taken to reach
goal) and safety (total time spent in collision). Note also that the safer tra-
jectories are not as smooth.

Table 2.1: Simulation Results

Total Time (s) Time In Collision (s)

Scenario | Nominal Safe Nominal Safe
Corner 5.48 5.35 0.76 0.00
Doorway 6.21 8.11 1.60 0.06
Hall 3.17 4.29 2.08 1.90
Average 4.95 5.92 1.48 0.65

2.3.2 Runtime Analysis

This initial implementation of our algorithm, which ran at a relatively slow 1
Hz, motivates the next set of experiments. For safety, especially with dynamic
obstacles, it is critical that the generated function can be computed rapidly.
Because the interpolation step requires a matrix inversion, runtime scales on
the order of n® where n is the total number of interpolated points. However,
reducing the number of points leads to potential loss of delity with the real
environment or insu cient information about further-away obstacles.
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(a) Turning a corner. (b) Narrow door. (c) Cluttered hall-
way.

Figure 2.4: Simulated trajectories for three common scenarios. Each path
begins near the bottom of the gure.

2.3.2.1 Setup

We tested the runtime of the function generation portion of the algorithm
on four environments from the OpenLORIS-Scene dataset (‘o ce', “corridor’,
“cafe’, and "home'; the fth environment, "market’, does not contain LIDAR
data). For each scene, of which there are 19 in total, we continually generated
the safety index and tracked the average rate of message publishing using the
rostopic hz command.

Five parameters a ect the number of constraint points used: look-ahead
distanced;, point spacing d,, the angle sweep of the robot hullr :max 1 :min ,
the radius of the visibility Iter R, and the downsample factorM . We repeated
the experiments with three sets of parameters: a ‘minimal’ set that generates
few points, a ‘maximal' set that looks further away and includes a greater
density of points, and an “average' set between the two.

2.3.2.2 Results

The runtime of the function rises signi cantly with the number of points,
which increase withd,, angle sweeps, an®R and decrease withd, and M . For
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(a) Runtime of safety index genera- (b) "Minimal' parameter set safety in-
tion. dex.

(c) "Average' parameter set safety in-(d) "Maximal' parameter set safety in-
dex. dex.

Figure 2.5: Average runtime with di erent parameter sets of the safety index
function generator on the OpenLORIS-Scene dataset, and examples for each
set of the index generated on a frame of the “cafe' environment.

the maximal parameter set, the coe cient of variation is increased from the
two other sets with — = (0:078 0:085, 0:395) respectively (Fig. 2.5a). While
the minimal set runs quickly{on the order of 75 Hz{it captures relatively less
of the environment (Fig. 2.5b). Conversely, although the maximal set results
in a higher- delity boundary (Fig. 2.5d), it can require seconds to compute
which is impractical for a mobile robot.

2.4 Discussion

Our algorithm runs in real time for a robot moving at human walking speeds
and improves user safety in several common guiding scenarios. Parameters can
be chosen to provide dierent levels of environment speci city in a tradeo
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with speed: the minimal parameter set allows runtimes on the order of 75 Hz
for just-in-time safety, while the average set still runs at an acceptable 6-10
Hz. However, since the complexity of the matrix inversion step isO(n?), small
changes that increase the number of points signi cantly increase runtime.
Techniques to extract points with the highest information|e.g., corners and
moving surfaces|would improve calculation speed without sacri cing delity.

Functions generated across adjacent times of the example environments
are largely coherent, which minimizes potential jitter or oscillations from con-
stantly changing control laws. Applying a normalization term to the function
in the future may further improve consistency across time.

In the demonstration portion, we assumed a 360 view of the environment,
which is not achievable for a real guide robot where the user is necessarily
blocking backwards-facing rays. For such cases, the constraint points should
be augmented to provide a conservative estimate of the unknown space.

Although taking into account the position of the user improves safety,
the trajectories generated are not as smooth as their non-safe counterparts
and may be less comfortable to follow. Thus far, we have e ectively treated
the user as a reactive agent who follows the robot without additional obstacle
avoidance or sensing of their own. In reality, people are adaptable and capable
of taking action to protect themselves, which may help to alleviate some of the
performance-safety tradeo s common with safe control. Furthermore, physical
safety for people may not just mean simple obstacle avoidance: for instance,
surprise, a sense of control, or the force of a contact may be more important
than whether contact occurs. Thus, in the next section, we investigate user
agency and safety in the context of guide robots and path planning.
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Chapter 3

ORIENTATION: PATH PLANNING FOR GUIDE ROBOTS

In this section, we test whether path planners that explicitly account for spe-
ci ¢ techniques from orientation and mobility methods a ect users' experience
with a guide robot. This section is excerpted with small changes from [184];
for description of a simultaneous co-design study focused on eliciting broader
requirements for guide robots as well as an in-depth qualitative analysis, see
that work.

3.1 Related Works

3.1.1 Navigation Skills and Experiences

The experience of independent travel for BLV people is an active area of
research that encompasses existing navigation techniques as well as hazards
associated with travel. Primary areas of di culty include wide-open spaces
with no clear boundaries, overhead obstacles, and changes in the level or
texture of the oor [214, ]; many travelers report injuries during travel
[123]. Small changes in the environment, such as construction noise or objects
obstructing a path, can cause disorientation even on well-traveled routes [109].

The most common tools for orientation and mobility are sighted guides,
guide dogs, and the long white cane. Each of these requires speci c training
and has speci ¢ drawbacks.

Sighted guides can provide plenty of information about the environment
and allow users to travel quickly, but untrained guides may make incorrect
assumptions about how BLV people prefer to be guided [214]. Furthermore,
many BLV travelers emphasize a desire for independence, and prefer not to ask
other people (particularly strangers) for help nding their destination [145].

The use of guide dogs promotes more independence than relying solely on
sighted guides. Although dogs' ability to provide navigational assistance is
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limited to well-known routes or known objects (e.g., \ nd elevator"), they are
able to assist in various mobility-related tasks.

In this document, we use “cane' to refer to the long white cane used as a
mobility aid, as opposed to other cane types (e.g., support and identi cation
canes). The cane is a lightweight, relatively cheap method of providing local
tactile information about obstacles. Besides direct obstacle avoidance, cane
users employ speci ¢ techniques to maintain orientation such as shorelining,
where the cane is dragged or tapped along a tactile boundary such as the edge
of a sidewalk [71]. The cane can also inform users of clues and landmarks that
help situate them along a route: some guide dog users report traversing routes
without their dog, in order to learn about objects that a dog would avoid [39].

Research has also investigated dead reckoning ability and spatial awareness
in the absence of vision. Techniques include asking participants to reproduce
or complete walking paths, produce maps of or point to objects in a room,
or navigate through an environment [128, , 63, 66]. In general, people
are able to reproduce the length of a path with reasonable accuracy, but are
relatively worse at reproducing turns. Paths with su ciently gradual curves
are perceived as straight, a ecting people's ability to stay oriented to their
environment in the absence of other cues. This contributes to the relative
di culty BLV people experience in navigating and learning wide-open spaces
with few landmarks.

3.1.2 Assistive Technologies for Orientation and Mobility

Many prior works propose or evaluate new technologies for navigation assis-
tance. These include phone-based technologies, such as found in [149, 74];
wearable devices, including sensory substitution devices that convert informa-
tion in the visual world to auditory or haptic feedback [57]; various types of
smart canes, which range from those that use sonar to give information about
additional obstacles to fully actuated robots [58, 49]; and guide robots in form
factors including wheeled robots, quadrupeds, and drones [124, 86, , 9]
Some surveys of the literature include [49], which provides a general overview
of proposed devices; [158], which looks at way nding assistance apps, and [94],
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which focuses on guide robots.

Of these prior works, most do not evaluate with potential end users: due
to the relative di culty of recruiting BLV participants, some evaluate their
device or algorithm with blindfolded sighted participants. However, sighted
participants may di er in their orientation skills from BLV participants, par-
ticularly those with congenital conditions [180]; studies performed with assis-
tive devices that speci cally evaluate both sighted and BLV populations found
that results from the former do not replicate in the latter [58]. A few recent
works do perform studies with applicable populations [106, 73, 58, , 671

As opposed to assistive technologies that primarily provide additional in-
formation about the environment or directions for a user to follow, guide
robots must both plan and follow paths to reach their goal while keeping their
user safe. Generally, works on guide robots use standard path planning and/or
obstacle avoidance algorithms, sometimes explicitly taking into account the
estimated position of the user [97].

However, in certain works developing route guidance systems targeted to
BLV people, landmarks as experienced by BLV users are speci cally taken
into account to allow users to better orient themselves in their environment.
In particular, Swobodzinski argues that when planning paths for sighted peo-
ple, pure distance minimization can be used as a cost function; however, when
planning paths for cane users, their informational needs become a signi cant
secondary consideration [195]. They develop a path planner that prioritizes
the user's ability to contact landmarks, including walls, with their cane in
order to stay oriented to their surroundings and successfully reach their goal.
Unfortunately, their planner was not evaluated in the real world. Similarly, a
planner developed for the Navatar system uses tactile landmarks to provide
route guidance and orient users, assuming that users are actively sensing their
environment with their cane [60]. In a user study involving six BLV partici-
pants, they found evidence that longer paths with more landmarks increased
the likelihood that users would nd their destination, indicating better orien-
tation to their environment.

Neither of these examples involve another agent that the user can rely on
for sensing in the way that sighted guide technique does. When a sighted guide
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Figure 3.1: Example paths resulting from the four planner con gurations.
The start position is notated by a circle, and the stop position by a star.

is available and in physical contact with the BLV person, the BLV person can
generally assume the guide will not run them into hazards; however, active
cane use is still recommended when another agent is providing direct physical
guidance as a guide robot would [214, ]. In this section we evaluate two
planner settings|one based on shorelining cane technique and the other on
di erentiating turnsjfor their impact on the user's comfort and orientation.

3.2 Study Procedure

The study took place indoors on our institution's campus. Participants con-
sented to the study on a secure survey platform prior to arrival. Upon arriving
at the study location, the purpose of the study was reiterated and consent re-
conrmed. Our study protocol was approved by our Institutional Review
Board. It lasted up to 150 minutes and participants were compensateds90.
Participants were asked demographic questions and completed the Mobility-

Related Quality-of-Life Measure for Individuals with Vision Impairments [119].
They were then introduced to the space where they would be interacting with
the robot. Next, they were familiarized with the robot: rst with a verbal
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description followed by the opportunity to touch and ask questions about the
system, then by following the robot on a simple rectangular path.

In the main phase of the study, we tested whether robot path planners de-
signed to enable cane users to better sense the route and environment a ected
users' comfort with and perceived safety of the guide robot, as well as their
ability to stay oriented in their environment.

Our rst factor pair ( Far/Close) modi es a standard (A*) path planner's
cost function in a manner similar to that found in Swobodzinski's work [195].
In the "Far' condition, the path planner penalizes only potential collisions and
total path length: this corresponds to a default path without consideration
of tactile sensing using a cane. In the "Close' condition, an additional term
is added to the planner cost to penalize routes that bring the robot greater
than 0.7m from all static environmental features. This condition was designed
to allow cane users to employ shorelining techniques to orient themselves to
obstacles as desired.

The second factor pair (Smooth/Discrete), based on the relative di culty
of distinguishing the degree of turning in the absence of vision, was used to test
whether paths with clear di erences in walking direction will aid with overall
orientation. In the "'Smooth' condition, the robot planner was able to use turn
angles as small as 22.5 degrees, resulting in relatively gradual turns. In the
"Discrete' condition, the planner was constrained to use (rounded) 90-degree
turns, resulting in paths with discrete forward/turn phases.

These two sets of factors were crossed to obtain four total condition sets
corresponding to four path planners. To avoid learning e ects while allowing
each patrticipant to experience all four condition sets, we designed four course
maps with xed obstacles and start/stop locations chosen to elicit clearly
di erent behaviors from the planners. The courses t inside a 9.1x19.3-meter
perimeter, which was delineated by two walls of the building and two 0.5-meter
high walls made of cardboard. In order to enable rapid assembly/disassembly
of each course, the obstacles were also made of 0.5-meter high cardboard in
two xed dimensions: 1x1l-meter squares and 0.25x2-meter rectangles. The
resulting robot paths ranged from 29 to 66 meters long. Participants were
counterbalanced across the map/condition set pairs in two di erent four-way

24



Latin Squares (maps, conditions). Figure 3.1 shows examples of the resulting
paths for one of the courses.

To reduce the risk of robot failure, we opted against running a fully-
autonomous system and instead used a modi ed Wizard-of-Oz approach to
perform trajectory tracking. For all sets of conditions, we used ROS naviga-
tion running the SBPL lattice planner [123] to pre-plan paths in a simulated
course map. Each such generated path was drawn on the oor of the course.
One researcher, who was trained and aware of the di erences in path planners,
teleoperated the robot while walking alongside the participants during the en-
tirety of the study. Participants followed the robot by holding onto its handle
as it moved along the paths. While participants were encouraged to hold the
handle in the way that was most comfortable for them, nearly all chose to
hold it with their non-cane hand and remain directly behind the robot rather
than to one side while traveling forwards (e.g., as observed in [114]).

We used a Pioneer P3-DX robot modi ed to include a handle and onboard
computing (Figure 3.2). The base robot was small, weighing 14kg without
accessories and with a 26cm swing radius not including the handle. The
handle was a plastic suitcase handle attached to the base of the robot by a
spring-loaded rotational joint that allowed for a small amount of compliance
along the yaw axis. The robot was constrained to a maximum linear velocity
of 0.75 m/s.

To evaluate di erences in experience, we used two measures. The rst, in-
tended to elicit feelings of comfort, safety, and acceptance, was a 10-question
Likert scale drawn from the Emotions, Attitude, and Comfort subscales of
the Questionnaire for the Evaluation of Physical Assistive Devices (QUEAD)
[181]. Participants were verbally asked to rate each item immediately after
following the robot from the start to the stop position. The second measure,
intended to evaluate the user's sense of orientation and ability to navigate the
space, was a timed return task where participants were asked to walk back to
their starting point without the robot guide. Before each trial, participants
were given a tactile map of the course, including start and stop positions; ad-
ditionally, an auditory cue at the start point played during the trials. Timing
began when one of the researchers told participants to \Go", and ended when
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Figure 3.2: The robot, a Pioneer 3DX, used for the study. Based on previous
work with guide robots, it has been equipped with a suitcase handle oriented
akin to a guide dog harness, as well as space for additional sensors and onboard
computing.

the participant pressed a button located next to their starting position.

We hypothesized that the "Close' condition would improve performance on
the return task relative to the “Far' condition, and that the "Discrete' condition
would likewise improve performance relative to the “Smooth' condition. We
also hypothesized that the "Close' condition would have a positive e ect on
users' comfort with the route as measured by the QUEAD.

To obtain open-ended, general impressions of the robot and its behavior,
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after each trial and before asking for ratings, we asked participants if they had
any additional comments and gave them time to respond freely.

3.2.1 Participants

We recruited 16 legally blind participants (eleven female, ve male) from the
local community (Table 3.1). Five participants had no functional vision; 8 had
residual light perception; and 3 were low vision with varying visual acuity and
eld loss. Participants used a range of mobility devices: 8 used both guide
dogs and canes, 6 used only a cane, and 2 used neither. Most participants
also used smartphone apps for navigation. Participants were between 35 and
78 years of age (mean 58, median 64). In general, participants were highly
con dent in their ability to navigate: scores on the mobility questionnaire
ranged from 55 to 77 out of a possible 77 (mean 686, median 675). All
participants except one reported having been in at least one prior research
study with a guide robot or navigation system. No participants were students
at our institution.

3.3 Results

3.3.1 Data Screening and Exclusion

For quantitative analyses, we excluded the rst two participants, who experi-
enced the robot interaction phase without the tactile maps or auditory cue.
We also excluded two low-vision participants who did not habitually use a
cane or a guide dog to travel. We retained twelve participants' data (3 male,
9 female; 6 guide dog users): these twelve were fully counterbalanced via the
Latin squares.

3.3.2 Analysis Methods

We treated both the summed user ratings (with reversed items corrected)
on the QUEAD and the return task time as parametric outcome variables
in a linear mixed-e ects model. Participant and course map were modeled
as random e ects, while the Far/Close factor, Smooth/Discrete turn factor,
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and whether participants used guide dogs for travel were modeled as xed
e ects. The interaction of the Far/Close and Smooth/Discrete factors was
also included in the model. Positive coe cients indicate the outcome variable
is higher for the "Close’, "Discrete', and "Dog user' conditions. The model was
t using the Python package statsmodels .

3.3.3 Findings

We report means and 95% con dence intervals on the estimated coe cient for
each e ect, and include p-values for additional clarity; the latter correspond
to the likelihood that the coe cient is equal to zero. No signi cant e ect of
either the Far/Close (ratings: mean 0:42, 95% CI [ 4:0;3:2], p = 0:822;
return: mean 5:56, 95% CI.[ 238;127], p=0:551) or the Smooth/Discrete
(ratings: mean 1:33, 95% CI [ 5:0;2:3], p = 0:471; return: mean 1:88,
95% CI: [ 20:2;16:4], p = 0:841) conditions were observed. No signi cant
interaction e ects for the path parameters appeared, although there was a
trend towards an increased return time when the paths were both "Close'
and "Discrete' (ratings: mean 075, 95% CI [ 4:4;5:9], p = 0:774; return:
mean 249, 95% CI: [ 0:9;50:8], p = 0:059). There was a trend towards dog
users giving higher ratings (mean 746, 95% CI [ 0:2;15:1], p=0:057), but a
di erence was not seen in the return times (mean %8, 95% CI [ 29:0;48.0],
p = 0:629).

In Fig. 3.3, we show histograms of users' total ratings (with a possible range
from 10-70) split by condition. Note that each participant corresponds to four
sets of ratings, one per course. No user gave any total rating below 40, and we
note ceiling e ects in the distribution. Likewise, in Figure 3.4, we show raw
return time split by condition, where again each participant corresponds to
four times. Means and distributions across all conditions are similar, although
the 75%ile mark for the "Discrete' condition may be higher. User ratings split
between guide dog users and cane-only participants are shown in Figure 3.5;
no guide dog users gave a total rating below 60, while the distribution for cane
users is a wider spread. However, as dog and cane users were not balanced
across conditions, additional work is required to draw rm conclusions.

28



(a) Ratings by Far/Close. (b) Ratings by Smooth/Discrete.

Figure 3.3: User ratings of the robot system based on path planner charac-
teristics; each participant corresponds to four sets of rating totals per factor

pair. Mean ratings are similar across conditions, although a ceiling e ect is

apparent.

(a) Return by Far/Close. (b) Return by Smooth/Discrete.

Figure 3.4: Performance on a return task based on path planner characteris-
tics; each participant corresponds to four sets of return times per factor pair,

and raw times are plotted for illustrative purposes. Mean and quartiles are

shown; mean times are similar across conditions.

3.4 Discussion

In the rst phase of the study, we found that changes in robot path planners
that respectively enabled tactile sensing and created paths with discrete turns
did not result in signi cant di erences for either user ratings of comfort, ac-
ceptance, and safety or users' orientation in space as measured by the time to
return. While previous work on direction-only guidance systems found that
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Figure 3.5: User ratings of the robot system based on guide dog use. Guide
dog users' responses tended to be more positive, although a ceiling e ect is
seen in both cases.

improvements to orientation occurred when planners emphasized routes with
greater opportunities for non-visual sensing [60], this did not appear to hold
for the embodied guide robot in this study. Some results point to guide dog
users being more comfortable with the guide robot overall, perhaps because
of a greater familiarity with joint navigation.

In their responses to the QUEAD, users tended to rate the robot very
highly: Fig. 3.3 displays ceiling e ects, where many responses reached the
maximum possible score. At the same time, during the re ection phase of
the interview and in comments made during the trials, participants frequently
commented on speci ¢ behaviors or incidents they did or did not like. For in-
stance, in some of the Close paths, participants brushed up against an obstacle
or wall. Some participants found this detrimental to their experience, but that
was not necessarily re ected in their ratings: we did not observe a correla-
tion between safety ratings and obstacle contact. Likewise, many participants
commented on discomfort associated with following the robot through sharp
turns, but continued to rate it highly. This suggests that the QUEAD, al-
though previously validated as a measure for similar assistive technologies, is
not su cient to discriminate between robot behaviors in these circumstances.

Because the course was cardboard, participants commented that they did
not in general feel at risk regardless of the robot's actions. Participants of-
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ten commented on the ease of following the robot, especially in regards to
the cognitive load: representative of this opinion, P16 commented, \I didn't
have to think. 1 just followed." Particularly for the population interested in
participating in robot studies, any new assistive device that provides an addi-
tional function may be exciting and garner high praise. Also, answers to the
survey were given verbally, and participants may have been reluctant to give
low scores directly to the researchers. As direct rankings have been shown to
be able to elicit ner gradations between systems [173, ], where possible
(given the limits of human memory) similar studies may consider making use
of a rank-based evaluation instead.

In early trials with the robot, the rst two participants were not provided
with a map or auditory cues to aid in their return task. This version of
the task was extremely di cult due to the deliberately sparse nature of the
course, where no additional environmental landmarks existed. However, after
the auditory cue was added, many participants stated that they simply went
towards the sound and avoided obstacles as necessary|signi cantly reducing
the expected e ect of the robot's path on the return task. Other participants
relied primarily on their memory of the tactile map provided, having planned
out a route to return beforehand. Dierences between guide dog and cane-
only users also arose during the re ection portion. Guide dog users tended
to nd the robot easier to follow, often based on their experiences with dogs;
cane-only users were more likely to nd it awkward or unintuitive.

Of note, and a potential limitation of the work, is that all our participants
scored highly on self-reported mobility-related quality of life, indicating their
general con dence in their mobility and ability to navigate with existing tools.
Furthermore, no participants reported cognitive disabilities. Users who are
less pro cient in orientation and mobility skills may have di erent responses
to a guide robot, and di erent preferences for the amount of assistance it
provides. These users may overlap with those who have cognitive disabilities,
and options for a guide robot that impose a higher cognitive load (e.g., turn-
by-turn instruction) may be less preferred.
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CONCLUSION

In this section, | discussed two approaches towards the development of guide
robots for blind and low-vision travelers. Modern approaches to training for
BLV travel distinguish between orientation and mobility, which can be con-
ceptually mapped to the robot planning and safe controls.

In the rst section, | discussed the application of control barrier functions
to safe control for a human/robot guide system. By using surface reconstruc-
tion techniques on LIDAR scans, we can construct a just-in-time valid barrier
function for irregular systems moving through unknown environments, which
allows the use of a standard CBF secondary controller to provide safe guaran-
tees for the human-robot pair. However, while less conservative than a simpler
CBF method, this approach assumes little agency from the user of the guide
robot.

In the second section, | investigated path planners for robots that take
into account the orientation and mobility skills of BLV users, including their
ability to sense the environment via shorelining and the relative di culty of
sight-free sensing of turns. Participants were asked to follow a robot along
trajectories generated by distinct planners and evaluate their comfort and
safety along the route. While no signi cant di erence in user experience was
found between planner types, there is some evidence that participants with
experience traveling with guide dogs found walking with the robot to be more
natural.

Despite a long history of interest in and development of electronic and/or
computerized tools for blind travelers, very few devices have been adopted
widely by the community. Overcoming the adoption threshold of cost, useful-
ness, and acceptability is a classic problem in assistive technology; as evidenced
by the high ratings given by participants to even our prototype research plat-
form, eliciting true and useful feedback is nontrivial.
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Part |l

Optimization From
Preferences
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Robotics algorithms are often highly parameterized, and require tuning
in order to perform to their best ability. These complex systems can come
with a variety of performance metrics|e.g., speed, cost, or estimated value|
or can, instead, be free of easily acquired metrics altogether. In the case
of the former, it is not always clear how to build a composite metric, even
when a user understands the behavior they would like to see. Although in
certain situations, large amounts of data across a population can be gathered
to build a model of required behavior, there are other robotics applications
where there is little access to data and bespoke algorithms must be tuned,
e.g. in accessibility technology (where the relative scarcity and diversity of
users can mean that datasets are unavailable) or in classi ed or niche systems
(where algorithms may not have common uses or be widely studied).

In order to tune parameters without metrics, we turn to optimization from
preferences, or value-free optimization: equivalently, using ranking informa-
tion to nd better parameter sets. Unlike in metric-based optimization, we
may not have access to gradients; we may not even have access to function val-
ues. However, it is relatively easy to elicit preference information from people,
who are generally better at discrimination than at assigning numerical values.
Indeed, we have seen in Part | that rating systems can be awed due to ceil-
ing e ects, whereas rankings have been shown to be a more consistent and
ner-grained method of gathering preferences [113].

In this section, | look at an information-geometric framework for black-
box optimization as a potential method of parameter tuning from preferences.
Beginning with an interface for CMA-ES, | show proof of concept for using this
style of black-box optimizer to elicit diverse and di cult-to-capture algorithm
behavior. Next, | derive a multimodal black-box optimization method from
IGO principles in order to investigate its behavior from the standpoint of
e ciency and robustness.
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Chapter 4

BACKGROUND

Mathematically, optimization from preferences is the problem of optimizing
from ordinal information. That is, given parameters and the output of a
function or processf ( ), we can say for each pair (1; 2) which of the following
istrue: T (1) >f (2);f(2)>f (1), f(1)= f( 2);or(insome casesf ( 1) k
f( 2), i.e. they are incomparable. Whereas e.g. rst-order optimization can
make use of gradients and zeroth order (or black-box) optimization can make
use of function values, ordinal optimization has access to neither.

This may seem needlessly restrictive. As zeroth order optimization tech-
niques can make use of rst order techniques by e.g. calculating nite di er-
ences, so too can an ordered list be given zeroth order information by assigning
arbitrary values (which can then of course be used to generate a gradient, and
so forth). Indeed, some of the methods used to optimize by preferences e ec-
tively do just that. However, while this is useful methodologically, it does not
erase the underlying problem nor the circumstances under which it arises.

When is ordinal optimization useful? In short, when it is easier to deter-
mine whether something is better than its alternative than it is to actually
nd a cardinal value for either. This arises primarily in two situations: rst,
where no such value exists; and second, where even if such a value exists, it is
prohibitively di cult to calculate. The rst case arises most obviously in the
context of human preferences.

The other situation in which ordinal optimization becomes of interest is
when a cardinal metric could theoretically be calculated, but either the calcu-
lation process is much more expensive than it is worth or it is unclear how to
actually perform the calculation. In multi-objective optimization problems,
for example, many metrics are available to optimize over. We have the option
of nding a Pareto front, where no single metric can be improved without
reducing performance in other dimensions; however, depending on the un-
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derlying function, this process can scale poorly, and we may prefer to nd
a “good-enough' solution quickly rather than accurately describing the entire
space. In other cases, the available metrics may not directly correspond to
‘good' behavior, and the input of a human expert is required to e.g. tune a
reward function.

4.1 Information Geometric Optimization

In the next chapter, | will investigate the use of information-geometric opti-
mization (IGO) as a method of optimization from preferences. IGO, proposed
by Ollivier et al [155], is a framework derived from the lineage of estima-
tion of distribution algorithms that promises (in its idealized form) mono-
tonic improvement over the underlying utility function f; invariance to order-
preserving transformations of f ; invariance to certain transformations and
reparameterizations of the search space; and a tendency to preserve diversity
in solutions. These properties make it appealing as a robust optimization
method when using human feedback.

4.1.1 Estimation of Distribution Algorithms

Estimation of distribution algorithms (EDAS) are a type of evolutionary algo-
rithm that iteratively update a probability distribution P on the search (or
solution) space X encoding the likelihood that optimal solutions are found
within a given region of X [160, , 38]. Generically, evolutionary algorithms
operate by evaluating the utility f of a population of solutionsx 2 X ; creat-
ing a new generation of o spring based on a selected subset of this population
(the parents); and repeating until convergence or timeout, returning the best
evaluated solution. Instead of updating a discrete set of solutions for each
generation, EDAs draw random samples fromP , for evaluation and form the
next generation by updating ;! +1. Unlike non-probabilistic evolutionary
algorithms, EDAs tend to represent the entire solution space rather than a lo-
cal set (although the quality of this representation depends signi cantly on the
type of distribution chosen). While EDAs were originally applied to discrete-
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domain problems, an appropriate selection oP allows for continuous-domain
EDAs.

For example, the compact genetic algorithm, a relatively simple EDA, [22]
represents function parameters as a binary vector = [Xg; X1;:::]; Xij 2 f 0; 1g.
The probability distribution P is a product of Bernoulli distributions, with
pixi =1) = ;0 i 1. Two samplesx;y are drawn from P and
compared; for every indexi where x; 6 y;, ; is adjusted towards the better
sample. The algorithm is run until ; 2 f 0; 1g for everyi.

Modulo convergence criteria, many EDAs rely solely on ranking informa-
tion to perform updates, making them essentially value-free methods. Stan-
dard methods of parent selection along these lines includ®urnament selec-
tion, where the population is repeatedly sampled (i.e., as in seeding a tourna-
ment) and the best-performing member of each sample is added to the next
generation; ranking selection, where the in uence of each member on the next
generation is determined based on its rank in the current population; and
truncation, a popular instance of ranking selection where the highest-ranked
members of the population are used to de ne the next generation and the
remainder are discarded [/0].

The probability distribution associated with an EDA may be seen as anal-
ogous to the acquisition function in Bayesian optimization, which also seeks to
guide sampling based on expectations about solution quality. However, acqui-
sition functions are de ned with the explicit goal of improving the accuracy
of a surrogate reward model, and therefore encode information (depending on
the exact method) about potential improvements of said model, rather than
information about the solution landscape (which is handled by the surrogate
itself).

4.1.2 The IGO Framework

Information-geometric optimization can be viewed as a general estimation of
distribution algorithm that serves as a theoretical basis for and recovers a
number of other popular EDAs. The core IGO ow is derived for a continu-
ous setting, and treated as the solution to a di erential equation is invariant to
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both reparameterization and order-preserving (strictly monotonically increas-
ing) transformation of the utility function. Although originally presented as
zeroth-order, this second feature makes it trivially also a value-free method.
Furthermore, its parameterization invariance is attractive for developing al-
gorithms that perform well on utility functions with complex and emergent
behaviors. Here, | will give a high-level overview of the approach; for more
details, see the original paper by Ollivier et al [155].

IGO takes its name and underlying theory from information geometry,
which is the study of statistical manifolds [11]. Briey, a statistical manifold is
composed of a smooth manifoloM where each point represents a probability
distribution, a Riemannian metric g that de nes the inner product for the
tangent space at each pointP 2 M , and an a ne connection that allows for
linear transformation between nearby tangent spaces. Through the lens of
information geometry, standard optimization techniques like gradient descent
can be applied towards tting statistical models.

IGO formalizes the process of updating its probability distribution by rep-
resenting the update as natural gradient ascent on the manifoldM containing
the family of distributions P ; use of the natural gradient results in its invari-
ance to reparameterization. Because natural gradient descent on a statistical
manifold is equivalent to steepest descent while minimizing the KL divergence,
this also tends to preserve solution diversity when the initial distribution is
close to uniform.

To provide invariance to transformation of f, IGO uses a proxy objective
function. Rather than optimizing based on the sampled valued (x) (which in
the value-free setting are unavailable), it optimizes a weighted function of the
samples' quantile under the currentP ; this is analogous to ranking selection,
as in practice the quantile is determined by ranking the population. This can
also be seen as maximizing the expected value of the log-likelihood of preferred
samples, weighted by the degree of preference. The function mapping quantiles
to the new objective function is the weighting schemew : [0;1]! R, and the
objective function is denoted bnyt (x).

In practice, any IGO-based algorithm must be discretized, in which case
the resulting steps are as in Algorithm 1. ¢ parametrizes the initial distribu-
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tion; t is the timestep; is the population size, or number of samplesw; is
the weight of each ranked sample according to the weighting scheme; anfl
denotes the natural gradient.

Algorithms that have been shown to be recoverable from the IGO frame-
work include the compact genetic algorithm; population-based incremental
learning; natural evolution strategies; and a simpli ed version of the covari-
ance matrix adaptation evolution strategy, or CMA-ES.

Algorithm 1 IGO

1: select: parameterized distribution P , weighting schemew
2: procedure IGO( o; t; )

3: t= o0

4 repeat

5: sample:xq; ;X P,

6 rank: rk(x;) =# fjjf (x;) >f (xi)g
7 weight: Wi = w(rk(xi))

t+t = t+ U 4 wi€ [InP (xi)j = N
t=t+ t

9: until stopping criteria reached
10: end procedure

8: update:

41.3 CMA-ES

CMA-ES [280] is a popular black-box optimization technique that performs well
on non-separable problems (i.e., where the in uence of any given parameter
depends strongly on the other parameters), on nhon-smooth and noisy utility
functions, and on ill-conditioned problems where a small step size leads to large
changes in utility. Originally developed as a principled method of adapting
step sizes for individual parameters in an evolution strategy [79], its simpli ed
(rank- ) form is an example of a pure IGO algorithm [&, ], and its rank-one
update can be explained using the IGO framework paired with a prior [75].

The underlying distribution P in CMA-ES is a multivariate Gaussian pa-
rameterized by a meanm and covarianceC, resulting in the rank- update
step seen in Algorithm 2 (with learning rates ¢, and ¢ as well as overall step
size ).
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Algorithm 2 CMA-ES [Rank- ]

1: select: weighting schemev
2: procedure CMA-ES (my; ; ;C m;C)

3 Mg=mMog;Cqg=1

4 repeat

5: sample:xq1;:5x N (m; 2C)

6 rank: rk (x;) =# fjjf (x;) >f (xi)g

7 weight: v = w(rk(x;))
2Mgi1 = Mgt G iz Wi(Xi  mg)

8: update:  Cgiy = Cg+c oy Wi((Xi  mg)(X; mgT)
g=g9g+1

9: until stopping criteria reached
10: end procedure

In practice, CMA-ES also updates the covariance via the rank-one update
term, which is derived from the evolution path, or history of the distribu-
tion mean. This can be interpreted as a momentum term, or the e ect of a
prior on the distribution [/6]. Additionally, CMA-ES incorporates a step-size
adaptation that governs the overall evolution speed; broadly, it increases the
step-size when recent steps are correlated, and decreases it when they are
anti-correlated.
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Chapter 5
INFORMATION-GEOMETRIC OPTIMIZATION FROM
PREFERENCES

In this chapter, | investigate the use of IGO-based algorithms for optimiza-
tion from preferences. Because they are value-free, requiring only ranking
information that can be elicited through pairwise comparison, and are robust
to non-smooth, noisy, and ill-conditioned optimization problems, they are an
interesting avenue of exploration for applications where human feedback is
available but may be (naturally) imprecise.

First, | discuss SortCMA, an interface to the CMA-ES that allows users
to quickly tune parameter sets without de ned metrics. Then, | derive and
investigate a multimodal IGO algorithm based on a Gaussian mixture model,
drawing comparisons to existing multimodal versions of CMA-ES.

5.1 Unimodal Optimization: SortCMA

SortCMA is an interface to the CMA-ES intended to allow parameter opti-
mization from a user's pairwise comparison. Like CMA-ES, it is appropriate
for use for a moderately high-dimensional parameter space (10 100 param-
eters) where neither gradients nor a useful quantitative metric is available. In
this chapter, | will discuss a case study of parameter tuning for a classic social
navigation algorithm; however, SortCMA is a general method that applies to
any parameterized system where the user can reasonably compare two outputs
(for example, see our original paper, where we also tune a commercial depth
sensor [107]).

SortCMA proceeds as follows: rst, an instance of CMA-ES is initialized.
Parameter samples are drawn from the initial distribution, and the system
is run under each parameter set. The resultsh(x) are saved, then passed to
a standard sorting function where the sort key is given by user input: for
each pair of comparisons X;; X;) required by the sorting algorithm, the user
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choosesh(x;) > h (xj), h(xj) > h (x;), or a third option that indicates no clear
preference between the two results. If the third option is selected, a heuristic
is applied instead. The nal ranked list is passed back to CMA-ES, which up-
dates its distribution and resamples. The optimization is terminated when the
user believes acceptable results have been found. A nal ranking between top
parameter sets from each generation is used to determine the best-satis cing
con guration. We use the pycmaversion of CMA-ES for implementation.

Heuristic Option. To assist users during optimization, SortCMA provides
access to simple heuristic rewards for users to rely upon in cases where they
cannot decide on a preferred option (e.g., if the two system behaviors are
incomparable or very similar). While 1GO algorithms are technically capable
of dealing with ties, CMA-ES as implemented in pycmadoes not accept them.
In practice, the option to allow the user to defer the pairwise choice to a
heuristic is used frequently (Fig. 5.1). In later iterations, when parameter
sets are more likely to be of overall good quality, this occurs nearly half of the
time. Since optimization can produce example pairs that are similar, forcing a
preference over all pairs can be cognitively demanding. The availability of the
heuristic function may reduce cognitive load for the user and is a signi cant
factor in the usability of our method for tuning in practical applications.

Robustness to Input Error. When learning from user preferences, com-
parison errors may arise due to user uncertainty or mistakes in collecting
feedback (e.g., a wrong button press). In theory, IGO methods are robust to
noise, and CMA-ES performs well under these circumstances.

To evaluate the e ect of potential input errors on convergence, we run
SortCMA on four hard-to-optimize black-box test functions: Ackley's, Rosen-
brock's, Zakharov's, and the multidimensional sphere [101]. We study how our
method behaves under the well-studied noisy comparison model with cross-
over probability p [72, 61]. Each individual comparison used during sorting
has ap 2 (0O; %) probability of crossover: that is, if p = 0:25 there is a 25%
probability that the disfavored option will be selected as better. Under this
model of error, p = 0:5 gives no information. Final parameter selection is
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Figure 5.1: Reward heuristics are frequently used when tuning.

(@d=4 (b) d=8

(c) d=16 (d) d=32

Figure 5.2: SortCMA performs well under noisy conditions: for example,
on the Ackley test function across a range of dimensionsl and crossover
probabilities p, it converges exponentially to the optimum.
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done using a noisy nal sort across the best candidates from each iteration of
the algorithm.

SortCMA shows convergence at exponential rates, even under noisy com-
parisons, in high dimension, and across a wide range qf values. Figure 5.2
shows log-loss versus function evaluations for the Ackley function; performance
was similar for the other three test functions. We found that the largest errors
often came from noisy sorting in the nal sort across the best of all batches.
To improve overall performance, a future implementation of the nal sort
could use a modi ed, multi-query sorting function to achieve well-bounded
behavior [72].

5.2 Case Study: Social Navigation

To demonstrate SortCMA in a high-complexity area with di cult to model
rewards, we turn to social navigation: creating robot trajectories that conform
to social norms. While robot motion planning is well-studied, generating so-
cially appropriate robot paths is challenging. Whether a behavior is considered
socially appropriate is mediated by culture, attitudes towards robots, and the
robot's appearance and task [127].

We study social navigation in the context of the recent benchmark Soc-
NavBench [21], a simulation environment that contains pedestrian interaction
scenarios sourced from the ETH and UCY datasets [118, ]. A scenario in
SocNavBench consists of a map, a set of real pedestrian paths, and start/goal
locations for the robot. The output when running a given algorithm on a sce-
nario is a top-down video of the robot following a trajectory, including markers
of pedestrian collisions, as well as numerous performance metrics ranging from
path length to distance from pedestrians. Despite this array of metrics, there
is no de nition of “best'. Out of the scenarios in the benchmark, we focus on
a set of four, each with a di erent map and dense crowds.

5.2.1 Parameter Tuning

Using SortCMA, we found parameter sets for the classic social forces algorithm
(d = 12) that achieved our qualitative goals. Visualizations of the resulting
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trajectories are found in Figs. 5.3 to 5.5.

In the "Hotel' environment (Fig. 5.3), within seven generations we tuned
parameters so that the robot\wait[s] to cross, and go[es] behind people when
possible”. The SortCMA-tuned robot avoids passing through the pedestrians'
forward path, then heads directly towards the goal.

In the “Zara' environment (Fig. 5.4), we show that we can ne-tune for
hard-to-enumerate solutions. We tuned the robot to \follow the crowd, then
wait before crossing”in three generations. SortCMA nds a parameter set that
results in the robot crossing the crowd without darting in front of pedestrians,
a goal di cult to enumerate with a loss function.

In the "ETH' and "Univ' environments (Fig. 5.5), we show that we can
achieve speci ¢ behaviors with preference tuning. Respectively, we tuned pa-
rameters so that the robot \use[s] the inner lane without hitting people”, and
\navigate[s] safely through the crowd' In both cases, after the seventh gen-
eration of tuning, the robots use a lane of pedestrian tra c to reach their
goal.

5.2.2 User Study

To compare the learned parameter sets, we designed an internet survey-based
user study. The study and recruitment were approved by our Institutional
Review Board.

We used four methods to generate parameter sets, again for the social
forces algorithm. They are as follows:

Default: Parameter settings as given in SocNavBench that achieved

the most success in the original benchmark set. These were originally
chosen based on [144], a study of pedestrian behavior in crowds, and are
intended to produce human-like robot behavior.

Metric:  Parameter settings found by optimizing over a hand-designed
loss function. We use the geometric mean of the following metrics in
SocNavBench: a) success (if goal was reached); b) goal traversal ratio
(partial success); c) path irregularity (measuring e ciency); d) travel
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Figure 5.3: In the Hotel environment, robots cross two lanes of pedestrian
tra c. SortCMA and metric tuning perform similarly.

Figure 5.4: In the Zara environment, robots must cut across a tra c at the
appropriate time. SortCMA is overall preferred.

Figure 5.5: In the Univ. and ETH environments, robots must cross dense
crowds with multiple oncoming pedestrians.
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time; e) thresholded distance to pedestrians; and f) thresholded time
to collision. Other than the design of the loss function, this does not
require user feedback.

" PrefGP: Parameter settings tuned by user preference using the active
guerying algorithm from [22]. We use pairwise preferences to t a reg-
ularized logistic regression to SocNavBench metrics, and pick the best
con guration based on the resulting reward function.

" SortCMA: Parameter settings tuned using our method.

Models were tuned for each environment individually. The optimizers ran
for a total of 165 sampled trajectories ( 14 ). We pre-speci ed a qualitative
goal for each environment before tuning the preference-based parameter sets,
and chose the better of each trajectory pair based on subjective similarity to
that goal. When two trajectories appear the same, we used a heuristic which
rates them based on the loss function from the Metric parameter set.

In the rst part of the study, participants viewed single robots navigating
through each scenario (16 videos, one for each optimized parameter set and
environment pair). They then rated trajectories with 7-point Likert-style re-
sponses (strongly disagree to strongly agree) to the following statementst
found the robot to be competentand | am wary of the robot In the second
part of the study, we showed all four trajectories for a given environment in a
single video, and asked users teank the robots based on how [they] think the
robots should move Robots could not be ranked equally. For ease of viewing,
collisions with pedestrians were not marked in this phase.

We collected results from 150 Proli ¢ workers over the age of 18 based
in the United States. Of the 150 participants, we exclude 5 who failed our
attention check and 5 who took over an hour to nish the survey (which
had a median completion time of 15 minutes). Because we are interested in
evaluations of robot behaviors over the entire trajectory, we split the remaining
participants into two groups: those who did not nish watching each video
and those who only occasionally skipped the ending of a video. We ran a
Mann-Whitney-Wilcoxon test over the Likert responses of both groups, and

48



found di erences in responses [ < 0:001). We focus our analysis on the set
of completionists, with n = 113.

Survey responses for competence and safety were analyzed with a two-
way repeated-measures ANOVA across optimizer and environment. Results
for both competence and wariness showed signi cant results for optimizer,
environment, and their interaction (p < 0:0001 in all cases). Competence and
safety were somewhat correlatedr( = 0:646 p < 0:001): optimizers viewed as
competent were also viewed as safe.

5.2.3 Results

Our user study included two evaluations: independent Likert scale ratings of
each trajectory, shown with person-robot collisions; and ranked preferences
from a video where all robot paths were shown, but collisions were not.

Under the Likert-style evaluation (Section 5.2.3), where collisions were
visualized, our SortCMA tuned con guration was always among the most
preferred, either alone ("Hotel', "Univ') or within one standard error of another
method ("Zara', "ETH'). Our other preferential tuning baseline (PrefGP) was
always among the least preferred, either alone (‘Hotel', "Univ', "ETH") or
tied with others ("Zara'). In "Hotel', SortCMA's con gurations were highly
preferred to the other three. In "Zara', all methods performed similarly. In
“Univ', SortCMA slightly outperformed the Default and Metric baselines, and
PrefGP performed poorly. In "ETH', SortCMA and Metric outperformed the
Default while PrefGP performed poorly. Our study had separate Wariness
and Competence questions, and we found that both questions captured similar
performance preferences among trajectories.

Under the ranked order evaluation (Table 5.1), where collisions were not vi-
sualized, our results are less consistent across environments. In “Zara', where
Likert scores were all similar, SortCMA is signi cantly preferred to other
methods, highlighting that rank order analysis can extract ner di erences.
In "Hotel', the lack of collision visualization led to a statistical tie between
SortCMA and Metric as winners, despite a clear preference towards the for-
mer in Likert scores. In both "Univ' and "ETH', SortCMA tuned trajectories
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Table 5.1: Pairwise preferences extracted from ranked orders with 95%
Clopper-Pearson intervals [44].

Prefer To [LB, UB] Prefer To [LB, UB]

Metric | CMA |55% [45, 64] [CMA  Metric 68% [59, 77]

Metric 'Def, 76% [67, 84] CMA |Def 81% [73, 88]

Metric GP  88% [80, 93] CMA GP 91% [84, 96]

CMA |Def| 77% [68, 84] Metric Def 53% [43, 63]

CMA | [GP 87% [79, 92] Metric |GP 82% [74, 89]

Def GP 73% [64, 81] [Def GP 74% [65, 82]
(a) Hotel (b) Zara

Prefer To [LB, UB] Prefer To [LB, UB]

Metric '‘Def 76% [67, 84] [Det Metric 56% [46, 65]
Metric |CMA 73% [64, 81] [Def CMA 81% [72, 87]
Metric GP  68% [59, 77] |Def GP 88% [80, 93]
Def CMA 69% [60, 77] Metric [ CMA 73% [64, 81]
Def GP 66% [57, 75] Metric GP 81% [73, 88]
CMA GP 55% [45, 64] CMA GP 64% [54, 73]

(c) Univ (d) ETH

were not the most preferred under ranked choice evaluation, which lacked
visualization of collisions.

While our tuned preferences for social navigation do not always match
those of the survey population, our user study demonstrated that preference
tuning with SortCMA can readily generate social forces models that produce
robot trajectories that are broadly preferred in a survey population.

5.2.4 Discussion

Linear Reward Learning. Based on the preferences shown during the
SortCMA optimization, we t a logistic regression-based classi er of predicted
user feedback using all available metrics from SocNavBench as features. We
optimize for a new set of parameters over the resulting reward function. How-
ever, these learned reward trajectories are unable to reproduce the desired be-
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Figure 5.6: Likert-style evaluation of social navigation policies in our user
study. Mean and one standard error for competence and wariness are shown.

havior. For example, in Fig. 5.7, the parameter set tuned via learned reward
does not make it to the goal. This behavior was similar across environments.

Viability of Batch Learning. We would like to use preferences to tune a
generalized set of parameters across di erent scenarios; however, simultaneous
pairwise comparison across multiple environments quickly becomes di cult for
users to evaluate. As a surrogate, we compare optimization results for metric
tuning under di erent evaluation schedules.

We use three schedules during these ablations: global, which optimizes
based on the total cost across all environments; local, which is the sum cost of
the four individually tuned parameter sets; and batch, which shu es the four
environments then cycles through the set. In all cases, the cost decreases with
iterations, and the cost is similar across schedules (Fig. 5.8). This implies
that the batch method is a viable way of allowing a user to tune a global
optimizer.
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Figure 5.7: Learned linear rewards can be insu cient to capture desired be-
havior.

Figure 5.8: Training schedule robustness appears to exist in SortCMA.
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5.3 Multimodal Optimization: GMM-IGO

As discussed in the heuristic section, users may believe that multiple system
behaviors, although qualitatively di erent, are equally preferred. In this case,
their implicit utility function can be considered multimodal; there is more than
one local optimum and may be more than one global optimum. A limitation
of the basic CMA-ES is its unimodal nature: although it is good at nding
global optima even given highly multimodal objectives [21], by the nature of
its underlying distribution it cannot nd more than one given a single run.

A number of multimodal versions of CMA-ES have been proposed, usually
involving multiple subpopulations that run in parallel or series. Restarting
strategies, developed to improve performance on multimodal functions that
nevertheless have a single global optimum, run multiple instances of CMA-ES
with di erent starting parameters consecutively in order to discover di er-
ent basins of attraction [129]. Various other strategies provide approaches to
maintaining diversity among parallel instances of CMA-ES, such as main-
taining only subpopulations that maximize distance between means [171];
reducing the tness of individual samples according to their proximity to
already-known samples [162]; and resampling individuals that fall too close
to already-explored regions [5].

EDAs in general have been noted to preserve solution diversity during
optimization [228]. In theory, the IGO ow in particular minimizes loss of
diversity in its probability distribution, since the natural gradient update can
be viewed as a steepest ascent on the unit sphere de ned by the Kullback-
Liebler divergence [3]. This has been demonstrated by applying the 1GO
method to a restricted Boltzmann machine, for which preliminary experiments
showed consistent convergence to multiple global optima [155].

We would like to derive a multimodal 1IGO algorithm similar to CMA-
ES. Therefore, we need to select a multimodal probability distribution that
can capture the required complexity for a continuous parameter space. A
relatively simple and well-studied distribution that satis es these requirements
is a Gaussian mixture model, de ned such that the probability at a given point
is given by a linear combination of weighted Gaussians, Eq. (5.2).
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P (x)= iN(xjm;;Cj); (5.1)
j=1
Xk
j =1; (5.2)
j=1
where the distribution parameters are = f q1;:::; k;Mmaq;:::;Mg;
C1;:::;Ckg and representk mixture components.

Hl= te ¢t wl [InP (x)j = ,]; (5.3)
i=1

therefore, we need to determine the natural gradient of the log-likelihoods.

Although the natural gradient of a single Gaussian is closed-form, the nat-
ural gradient of a mixture of Gaussians is not as easily found. It is possible
to use Monte Carlo estimation to obtain its estimate; however, we instead
use an approximate closed-form solution following Ji, and adopt the reparam-
eterization used there [102]. This reparameterization, which preserves local
optima, represents each mixture component as a zero-centered Gaussian with
an augmented covariance matrix:

Xk
Q (vi)= i (2e %N (vij0; Sj); (5.4
o
yil" = hxi 1IT; (5.5)
" #
_ Cj+ m;m§ m;
S; . L (5.6)

The natural gradients of the log-likelihood for the ith sample are then
given by:
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Algorithm 3 GMM-IGO
1: select: weighting schemev

& fj=gmi=mdCi=1g,

4 repeat

5: sample: X 1; i X P (x)

6 rank: rk(xi) =# fjjf (x;) >f (xi)g
7 weight: w = w(rk(x;))

37 = gt jimwil =y DSk

8: update:gsj“tzsjw t izlwi% yiyT  St;j=1;::1k
Tt=t+ t

9 until  stopping criteria reached

10: end procedure

F,nQ ()= ir ,NQuN= 4 i
ranQ 0= 2255 nQ 6s = L 5 vl S |
= p iN (vijSj)

522 N (viiSy)

where jj is the probability that sample i is drawn from componentj,
i.e. its responsibility. We then combine Eq. (5.7) and Eqg. (5.3) to obtain
Algorithm 3.

Note that ! can be factored out of [* ' (since itis in ); this implies
that components vanish entirely when they become small. Additionally, in
practice, we must ensure that the results of each step remain on the space of
symmetric positive semi-de nite matrices (i.e., the probability manifold we are
optimizing over), which we do (again following Ji [102]) by using a retraction

map to take the update steps inS:

(5.7)

j
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= Wib yivi S} ; (5.8)
i=1 ]

2
Sitt=siet o+ (sh b (5.9)

5.4 GMM-IGO Behavior

The base GMM-IGO algorithm is not necessarily intended to provide a state-
of-the-art alternative to current multimodal methods; as a point of compar-
ison, that would be similar to comparing the performance of rank- -only
CMA-ES to CMA-ES with all updates included. However, we would like
to investigate its behavior in terms of the following: a) does this algorithm
preserve solution diversity as expected from IGO theory, i.e. is it capable of
nding multiple global optima; and b) how do the mixture components evolve
during an optimization run/under what circumstances is it bene cial to run
populations in parallel (i.e., k > 1) versus in series (i.e.k =1)?

We use a benchmark test suite proposed by Ahrari et al. as an update to
older (and largely well-solved) benchmarks [7]. The suite allows for the com-
positing of eight common test functions with various di cult-to-optimize fea-
tures, including asymmetry, multimodality, and ruggedness. A recommended
set of sixteen test problems derived from these base functions are included, for
which the dimensionality and number of optima can be adjusted. An example
2-dimensional test function, the skewed Ackley function, is shown in Fig. 5.9.

We make a few key choices regarding actual implemention. First, in-
spired by the default parameters used inpycmafor CMA-ES, we set our
batch/population size = 4 + b3In(d)c, where d is the dimensionality of
the parameter space. Likewise, our selection scheme (or weighting) is also
that used by default in pycmaand is given by

wi =In %1 In(i): i=1:: (5.10)

We allow components to terminate individually, and for several reasons:

a) divergence, where the e ective step sizes taken by the component become
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Figure 5.9: An example of a test function: the two-dimensional version of
the skewed Ackley function with ten optima, variation 1. The left side shows
the 3-dimensional projection, while the right side shows the 2-dimensional pa-
rameter space in the process of optimization. Black dots mark global optima,
purple hexagons show converged solutions, and blue hexagons show current
component means.

too large; b) convergence, where the e ective steps taken along a coordinate
or axis become close to zero; and c) ill-conditioning, where the covariance
matrix creates numerical instability. Rather than allowing components to
vanish due to a low weight , we set a minimum value for each and clip.
When a component converges, we evaluate its mean as a potential optimum,
and randomly reinitialize a new component to maintain the same total number
of componentsk.

5.4.1 Sample E ciency

We run the optimizer across the sixteen test problems, each with ten global op-
tima and ve variations. We vary the number of componentsn = [1;2; 5; 10; 20],
and track the number of distinct global optima and the total number of func-
tion evaluations (i.e., the number of timesf (x) must be called, not the number
of generations). We nd that the GMM-IGO algorithm is able to converge
to multiple global optima, but that an increase in the number of components
makes no di erence (ford = 2) or worsens performance (ford 5) (Fig. 5.10),
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e.g. it is more sample-e cient to run a single component at a time.

When we examine the behavior of the component weights over the course
of an optimization, we tend to see an implicit exploration phase followed by
exploitation. The are initialized to be equal, then vary for the rst gener-
ations as their respective components explore. When one of the components
falls into a basin of attraction with su ciently good function values, its weight
increases as it takes on the majority of the probability density. At this point,
the optimizer is nearly unimodal, exploiting the area covered by the primary
component as it converges (Fig. 5.11).

5.4.2 Conicting Feedback

Next, we test how the number of components a ects success in the face of
conicting feedback from di erent sources. In this situation, we give the
optimizer two dierent test functions, each with a single, disparate global
minimum. At each generation, results are evaluated by a random choice of
the two functions, i.e. the rankings may be determined byf (x) or g(x),
where argminf 6 argmin,g. We set the probability of choosing function f
asp =[0:5;0:55;0:75].

In this scenario, we would expect a fully unimodal version (i.e.,k = 1) to
fail to converge for values ofp close to 05, as it would e ectively be pulled
evenly back and forth between the two optima. Indeed, we see this behavior
for p = 0:5, where the unimodal version nds no optima, and the likelihood
of discovering both rises with the number of components. As we increase
p, however, the unimodal version is more likely to converge; conversely, the
multimodal versions tend to nd only a single optimum (Fig. 5.12).

5.4.3 Discussion

The results of our preliminary investigation show that, in general, it is optimal
to choosek = 1 and simply run unimodal optimizers sequentially. Although
performance at very low dimensions is similar for varied, the additional com-
putation required makes an increase irk less appealing. This is in line with
other results in the literature: Ahrari et al, who has proposed (quite successful)
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