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Abstract

Robot learning is fundamentally data-constrained. Internet-scale human
data is a promising source of additional data about human environments,
tasks, and common skills. This data comes in diverse representations, such
as human videos and Large Language Models, and can provide supervision
and priors at all levels of robot reasoning and control. However, leveraging
this data for robot learning is not trivial. Regardless of the representation,
human data often lacks physical details and contains drastically different
embodiments and environments from our target robot deployments. In
this thesis, I argue that one of the keys to effectively leveraging human data
for robot learning lies in identifying appropriate features and modalities
in this human data for each level of robot reasoning. My work on robot
learning from human data follows a three-step process: analyze deployed
robot learning systems augmented with human data on common tasks,
identify appropriate features and failure modes, and integrate models
trained on these appropriate features into existing robot learning and
reasoning paradigms. This thesis demonstrates these strategies across both
task planning and skill learning domains. In task planning, we identify
high-level language representations of visual details as good features and
design an approach that leverages Bayesian reasoning about information
gain to better ground LLM-based planners to their environment. In skill
learning, we identify visual motion representations as good features and
present an approach that uses dense reward signals learned from human
video to rapidly improve robot performance in real-world experiments.
In addition to the specific methods and approaches presented here, the
work in this thesis offers a general strategy for robot learning from diverse
human data.
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5.1 Modeling human preferences using Motion Prediction Reward
improves robot skill learning from human video data. To learn
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the cabinet task, MPR outperforms VIP in the microwave tasks and
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5.3 Comparison of reward signals across 50 successful demonstra-
tions for the simulated \Open Microwave" task. This plot shows
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Chapter 1

Introduction

Conventional wisdom in robotics states that it takes one graduate student-year to

program a robot for a speci�c task in a given environment. While this cost in human

e�ort may vary based on the complexity of the task or the scope of the task variations,

it represents a signi�cant time investment by a trained individual to program a robot

for a single task. Robot learning promises to reduce the e�ort required to program

robots and allow non-technical users to add robot behaviors by enabling robots

to learn from demonstration, observation, and experience. However, regardless of

whether we are training a large, multitask generalist robot model or adding a single

new behavior to a robot, robot learning is most often limited by the availability of

robot data. Robot data is most typically collected via teleoperation, which can be a

slow, cumbersome process that requires training a teleoperator and limits the rate at

which data is collected. This raises the central question of this thesis: How do we

reduce the human cost of robot programming by e�ciently leveraging human data

for robotics?

Human data holds great potential for mitigating robot data limitations in robot

learning. It exists in large quantities on the internet in many forms, including general

text, instructional diagrams, human video demonstrations of most common tasks,

and Large Language Models (LLMs), which, in some form, encode most of human

knowledge from the internet. This data contains valuable information about human

environments, tasks, and skills that would be very costly to collect with robots and can

o�er supervision for many robotics subproblems, from high-level reasoning to low-level

1
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visuomotor control. Moreover, a robot learning system designed to leverage human

data would enable humans to provide feedback and guide robot behaviors using more

natural modalities such as language-based corrections or task demonstrations, as

opposed to teleoperation demonstrations or tuning cost or reward functions. However,

there are a wide range of challenges that must be overcome to e�ectively leverage

human data for robotics. Internet human demonstrations, collected by humans with

di�erent morphologies than our robots and in environments our robots have not seen,

present large embodiment and environment gaps when being used for robot learning.

In machine learning terms, we observe a very large distribution shift between internet

human data and robot deployments. Almost all forms of human data, regardless

of representation, lack physical information such as muscle activations, contacts, or

forces that are crucial for an embodied agent, such as a robot. Furthermore, humans

are experts at tasks; human data rarely contains examples of failure or recovery from

said failures, which would be valuable information for a robot when it makes mistakes.

The combination of distribution shift, missing physical information, and lack of failure

examples makes attending to salient features crucial when learning from human data

to properly leverage this data and mitigate these challenges.

The space of prior work on robot learning from human data is large; signi�cant

e�ort is currently being invested to make progress in this area (thorough reviews of

prior work are present in later chapters as it relates to the contributions in those

chapters). One of the current prevailing approaches in robot learning from human

data is Vision Language Action models (VLAs). VLAs combine large-scale human

language data, vision-language reasoning data, visual demonstrations, and robot data

into a single model by augmenting an LLM with vision encoders and action heads.

While this approach represents a convenient method to leverage these diverse sources

of data, it fails to consider the relative e�ectiveness of di�erent representations and

features in human data for di�erent robotics subproblems. As a result, many studies

have observed VLAs do not retain the full reasoning capabilities and knowledge

of their component models and training data [83, 119, 144, 162] and while recent

work on VLAs has made progress towards generalist robot models, these models still

require signi�cant robot data to adapt to new tasks and domains due to their large

size [20, 58]. This extra data is most often collected via teleoperation and still requires

signi�cant human e�ort and time. By studying and understanding the impact of
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di�erent modalities and features in human data on various robotics subproblems, we

can make signi�cant gains in e�ciency.

This brings us to the question, what are the most e�ective features for robot

learning from human data, and how do we identify them? Robotics has classically

been broken up into hierarchical reasoning and control paradigms, where high-level

reasoning approaches operate on abstracted observation and action spaces and large

time steps to construct long-horizon plans, and low-level control approaches leverage

full, high-dimensional observation and action spaces for higher frequency control

with a more limited control horizon. It stands to reason that these di�erent levels of

abstraction in di�erent robotics subproblems would bene�t from di�erent forms of

supervision and di�erent features in human data.

In this thesis, I highlight strategies for both identifying and leveraging appropriate

features for robot learning from human data. I demonstrate these strategies across

contributions in both task planning and skill learning, two crucial components of a

hierarchical robot reasoning and control. There are several themes common to my

work. First, my work has a strong emphasis on deploying robot learning systems

augmented with human data on realistic and representative tasks and studying their

performance. This functions both to test various features and representations and

to identify bottlenecks currently limiting performance. When leveraging data with

signi�cant disparities from the target domain and from datasets too large to manually

inspect, the study of deployed systems trained with this data becomes all the more

important to truly understand the impact of this data in our domain. Second, I see

signi�cant bene�ts from integrating models trained on and leveraging these identi�ed

features into existing robot reasoning and learning paradigms. From an academic

perspective, integrating human data into existing reasoning and learning paradigms

enables us to directly quantify the progress of that application of human data towards

our stated goals. For example, when evaluating reward functions learned with human

data in the paradigm of learning from demonstration and practice, we can demonstrate

the policy improvement rate with the learned reward function closely approaches or

matches that with a hand-designed reward function. From this result, we can argue

we have eliminated much of the human e�ort associated with designing, tuning, and

instrumenting a reward function. From a utility standpoint, integrating human data

into existing paradigms lets us strongly build on the body of work in that paradigm
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and gives us greater interpretability of the human data.

These strategies are highlighted in Figure 1.1 which serves as a general overview

of my approach to robot learning from human data. From our task planning study,

we identify textual representations of visual details as more performative features

than the more commonly utilized learned visual embeddings. We also identify poor

visual grounding, or attending to visual information when planning, to be a signi�cant

limitation in vision language model-based planners. To address this limitation, we

develop a method grounded in Bayesian reasoning to measure the information content

of various visual details and seek out details useful to our planning problem. From our

skill-learning study, we identify low-level visual motion features such as optical 
ow

or point tracks as e�ective features for providing supervision to robot skill learning

from human video datasets. Leveraging this insight, we build a reward learning

from human video method that models human preferences by learning to predict

short-term point motion. We show that rewards computed with this model enable

rapid improvement in robot performance through a set of reinforcement learning

experiments on real robot hardware.

In these two domains, we observe that the level of abstraction between a tar-

get robotics subproblem and the human data most e�ective for that subproblem

tends to match. In some senses this is intuitive. Task planning is a more abstract

subproblem than visuomotor control. Given the same video, task planning bene�ts

from representing visual details as language, a more abstract representation, while

visuomotor control bene�ts from extracting visual motion features from video, a less

abstract and more �ne-grained representation. However, I believe the insights from

this trend are not fully utilized across approaches to robot learning from human

data. For example, we pretrain vision-language backbones in VLAs with classi�cation

and reasoning-based vision-language data, which maps visual information into more

abstract representations. Then we �ne-tune these models to output robot actions,

but important visual information may have been lost in the higher abstraction rep-

resentation. The recent trend towards vision-action models, which leverage video

prediction models that preserve more �ne-grained visual details as pretrained back-

bones [67, 125, 156], over VLAs, is indicative of this insight. I believe this observation

can lead us to develop more e�ective methods for robot learning from human data in

future work.
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Figure 1.1: I believe the key to enabling robots to learn e�ectively from human
data lies in identifying the appropriate features and modalities for each problem. My
work has focused not only on utilizing speci�c instances of e�ective features across
task planning and skill learning, but also on a general approach to identify and utilize
these features. My work highlights the value of studying deployed learning systems
augmented with human data to identify appropriate features and representations and
then e�ectively utilizing these features by integrating models trained on them into
existing robot reasoning and learning paradigms.

1.1 Organization

This thesis is organized into two lines of work: task planning and skill learning.

In task planning, we �rst present a study on the performance and limitations of

VLM-based task planners in real-world cooking tasks. From the insights gained from

this study, we present work on improving the ability of VLM task planners to attend

to visual information about their environment by leveraging ideas from Bayesian

reasoning and information gain. In skill learning, we �rst present a study on the

ability of various modalities and features in large human video datasets to select

primitive robot behaviors to execute common cooking skills. Based on the insights

from this work, we develop a reward learning method that learns to predict point

motion and showcase the quality of the learned reward functions via reinforcement

learning on real robot hardware.

1.2 Contributions

Our core contributions in this thesis are as follows:

ˆ We conduct a �rst-of-its-kind study on Vision Language Model (VLM) task
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planners and identify e�ective architectures and features, as well as highlight

current bottlenecks and limitations.

ˆ We use the insights from this study to develop a structured approach to VLM

reasoning about visual history in task planning

ˆ We conduct a study on the ability of three di�erent modalities of internet data

to score robot performance across 16 di�erent cooking skills and identify the

best representation for this task.

ˆ We develop an approach to reward learning from human video that signi�cantly

outperforms prior work and approaches the performance of hand-designed

reward functions, without the need for design, tuning, or instrumentation of

these reward functions.

ˆ Overall, we highlight the importance of feature selection when learning from

human data and present general strategies to identify and leverage the most

e�ective features from human data for any given robotics subproblem.
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Abstract

Our research investigates the capability of modern multimodal rea-

soning models, driven by Large Language Models (LLMs), in facilitating

vision-powered assistants for multi-step daily activities. Such assistants

require 1) encoding of relevant visual history from the assistant's sensors

e.g., camera, 2) forecasting of future actions for accomplishing the activity,

and 3) replanning based on the user in the loop. To evaluate the �rst two

capabilities, grounding visual history and forecasting in short and long

horizons, we conduct benchmarking of two prominent multimodal LLM

approaches { Socratic Models [160] and Vision Conditioned Language

Models (VCLMs) [101] on video-based action anticipation tasks using

o�ine datasets. These o�ine benchmarks, however, do not allow us to

close the loop with the user, which is essential for evaluating replanning

capabilities and measuring the successful completion of an activity in

assistive scenarios. To that end, we conduct a user-study, with 18 partici-

pants performing 3 di�erent multi-step cooking activities while wearing

an egocentric observation device called Aria [129] and following assistance

from multimodal LLMs. We �nd that Socratic models outperform VCLMs

in both o�ine and online settings. We further highlight how the grounding

of long visual history, common in activity assistance, remains a challenge

in current models, especially for VCLMs, and how o�ine metrics do not

indicate online performance.
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Figure 2.1: Online deployment and evaluation of multimodal LLMs for
vision-powered assistive systems. 1) Users equipped with Aria [ 129], which
captures an egocentric video stream of their actions, perform multi-step activities
while following assistance from multimodal LLMs. 2) These models encode the video
stream using text-based representations and optionally vision embeddings and predict
future actions relevant for completing the activity. 3) These actions are replanned as
the user performs the activity to provide real-time assistance.

2.1 Introduction

Imagine a vision-powered assistant capable of empowering its users in multi-step daily

activities like cooking, assembling, etc. by detecting mistakes and recommending

corrections. Two fundamental capabilities of such an assistant are a) the ability to

understand task-relevant steps and progress accomplished by the user from the past

visual observations e.g., video [109] and b) the ability to recommend the next actions

the user should take by forecasting and planning of future actions [35, 44]. In addition

to encoding history and forecasting, such assistants must also account for the user

in the loop and re-plan on the 
y to ensure successful task execution. With the

advent of various vision-language models powered by modern-day LLMs, a natural
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question is how these models fare towards the aforementioned capabilities. To that

end, our work makes two contributions. First, we perform benchmarking on o�ine

datasets to understand a) the e�ective approach for grounding the visual history in

multimodal LLMs and b) the forecasting capabilities of these models in short and

long horizons. Second, we test these models in online settings to understand whether

the performance in o�ine experiments translates to real-world assistive scenarios with

a user in the loop. To the best of our knowledge, our work is the �rst to perform

such an online evaluation.

Two approaches for grounding visual history stand out in recent multimodal

LLMs { Socratic Models and Vision-conditioned Language Models (VCLMs). The

Socratic approach [160] converts the visual history into text using pre-trained VLMs

such as action and object detectors or narration models. Figure 2.1 shows the visual

history represented as text e.g., \chop tomato", \slice mozzarella" etc. obtained

from a video narration model for the activity of making a caprese salad. On the

other hand, VCLMs such as Flamingo [5], AnyMAL [ 101] etc. can embed the visual

information as continuous embeddings along with text tokens. Speci�cally, VCLMs

split up the available input tokens of their inbuilt LMs into continuous embeddings

derived from a pretrained vision encoder and text tokens. Such implicit representation

of visual information through continuous embeddings may allow capturing details

that are di�cult to encode in text. However, current VCLMs can only process a

limited number of frames from a long video and tend to uniformly sample these

frames [101]. Consequently, they may miss key-frames and crucial details pertaining

activity assistance. A natural question then is { which of these two approaches is

more e�ective for activity assistance?

To that end, our o�ine benchmarking evaluates these multimodal LLM approaches

using existing video-based action anticipation and visual planning tasks that are

representative of challenges in real-world activity assistance [44, 109]. Speci�cally,

our benchmarks span the spectrum of medium to long visual history and forecasting

horizon (Tab. 2.1). We �nd that Socratic approaches outperform VCLMs in tasks

requiring the grounding of a long visual history, regardless of forecasting horizon. The

coarse-level information spanning the entire visual history as captured by Socratic is

more important than �ne-grained information implicitly captured by VCLM from a

limited set of frames for e�ective planning in tasks with long visual histories. Current
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VCLMs succeed at providing e�ective grounding only for short to medium visual

histories. Further, such implicit vision representation in VCLMs is only helpful for

planning with small-sized LLMs.

While these benchmarks evaluate SOTA models in o�ine settings, it is unclear

how such models would perform in online settings while the user is actually performing

the activity. Unlike o�ine datasets, online settings have compute and inference time

constraints and require accounting for the user in the loop. The interaction with

the user enables the unique opportunity to evaluate the correctness of predicted

actions toward successful activity completion, which is not possible with o�ine videos.

Speci�cally, conventional edit distance or success rate metrics for evaluating action

plans in action anticipation and planning benchmarks consider matching a single plan

present in a given o�ine video. Instead, online evaluation enables considering all

possible action plans that lead to activity success. Albeit, the model must replan at

each step, as the user performs the task while grounding the observed task progress

from the incoming untrimmed video. To test the ability of multimodal LLMs in such

settings, we conducted a study with 18 participants performing 3 di�erent multi-step

cooking activities while wearing an egocentric observation device called Aria [129]

(Fig. 2.1). During activity execution, each participant is instructed to ask for and

follow the next action assistance from Socratic and VCLMs at di�erent points in

the activity to accomplish it. We �nd that Socratic outperforms VCLMs even in

such online settings. E�ective online assistance requires identifying task-relevant

steps from long, untrimmed, and unsegmented videos while ignoring distractors.

Akin to o�ine settings, the text-based representations of visual history in Socratic

models appear better suited to capture such information in comparison to the implicit

representations in VCLMs. Lastly, a head-on comparison between online and o�ine

metrics in our study also highlights that o�ine metrics such as mean Intersection

over Union (mIoU) are an in
ated measure of online performance.

2.2 Related Work

LLMs for multimodal reasoning. Inspired by the capabilities of LLMs, Zeng et

al. [160] pioneered the Socratic approach to leverage LLMs for multimodal reasoning.

Recently, Palm [53] and AntGPT [ 164] have employed a similar approach using LLMs
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to anticipate future actions in videos. Speci�cally, they transform videos into text

using narration models like BLIP-2, action recognition models [164], or a combination

of the two [53]. The LLM is then used to model the text sequence to predict future

action in a sentence completion fashion [112]. However, these approaches have only

been evaluated on o�ine video datasets. In this work, we evaluate such models in an

online manner by deploying them in a real-world assistance setting.

Vision-conditioned Language Model (VCLM). Instead of a text-based represen-

tation of vision modality for LLM-based reasoning in vision tasks, another approach

is to have a uni�ed model that combines visual and linguistic information by aligning

these modalities. Examples of these models include Flamingo [5], OpenFlamingo [11],

Palm-E [38], BLIP-2 [77], InstructBLIP [ 30], LLaVA [ 84], IDEFICS [72], MiniGPT-4

[167] and many more [40, 42, 75, 91, 133, 155]. These models are generally �ne-tuned

using large-scale datasets containing multimodal data [79, 84] and are evaluated on

image captioning [150] and visual question answering (VQA) tasks [6, 9, 36]. Building

on these, VideoLLM[25], AnyMAL [ 101], VideoChat [78], Video-ChatGPT [94], and

Video-LLaMA [161] �ne-tuned VCLMs for a set of video tasks. Instead, we speci�cally

focus on few-shot VCLMs without any task-speci�c �netuning for only future action

prediction in videos. Note that various other multimodal multitask transformer

models such as GATO [114] operate on multimodal tokenized input/output from

a variety of modalities such as text, image, video, robot actions, etc. for planning.

However, our focus is on multimodal models that use LLMs as a backbone.

2.3 Multimodal LLM Approaches

Activity assistance requires grounding information from untrimmed video history

for future action prediction. If the visual history is appropriately represented, the

future action prediction task can be framed as a sentence completion task using

an LLM [136, 137]. We evaluate two predominant approaches to represent visual

history for such reasoning with LLMs to predict future actions. Figure 2.2a shows an

overview of our Socratic and VCLM models.

Socratic model. The main idea behind the Socratic approach is to use pretrained

vision-language models (VLMs) to convert non-textual modalities into text for a

downstream LLM. One could extract and represent di�erent task-relevant information
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from the untrimmed video history as text such as objects, actions, and open-set

narrations describing the events in the video. We �nd that such narrations tend to

be a superset of various contextual information that could be extracted from video,

including objects and actions. Appendix A.3 provides this quantitative comparison

for LTA. Instead of using objects, actions, and narrations, we choose only narrations

from a video narration model to represent visual history as text in our Socratic

models, akin to various existing works [53, 160]. As an example, Socratic models

would represent visual information corresponding to visual history in a curry-making

activity such as \Add oil in pan", \Add onions in pan" etc.

Vision-conditioned language models (VCLMs). These models embed the

visual modality as continuous tokens that can be concatenated with text tokens

and then passed as input to an LLM. A linear [84, 101] or a non-linear projection

layer [109] is �ne-tuned to align these continuous tokens with the embedding space

of text tokens for a given LLM. Thus, unlike Socratic Models, VCLMs can process

both embedded visual information and text. Such implicit representation may allow

capturing nuanced and �ne-grained visual information e.g., \state of the fried onions"

while making a curry, which might decide if the user should stir more or add the next

ingredient.

VCLMs typically split up the input tokens to their inbuilt LLM into continuous

embeddings and text tokens, with continuous embeddings coming from visual encoders.

The encoders in current SOTA VCLMs use limited and uniformly sampled frames from

input videos for video tasks. For instance, AnyMAL processes only 8 frames of video

irrespective of its length [101]. This poses a challenge in our benchmarks that require

grounding on average> 500 frames corresponding to multiple task-relevant steps. To

ensure that VCLMs could be applied to our benchmarks, we use both text tokens and

continuous embeddings to encode the visual history in our VCLMs.1 Appendix A.3

shows an ablation comparing VCLMs that only use continuous embeddings for the

encoding history with those that use both continuous embeddings and text tokens in

LTA.

1This is in contrast to VCLMs used for image captioning and VQA tasks, where visual information
is only encoded using the continuous embeddings [5].
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Task Dataset Metric
Visual
history

Forecasting
horizon

Prediction
space

Visual Planning
for Assistance (VPA) [109]

CrossTask [168]
Mean Accuracy",

Mean IoU",
Success Rate "

Medium
(3-4 actions)

Medium
(3-4 actions)

118 actions

Long-term
Action Anticipation (LTA) [44]

Ego4D [44] Edit Distance #
Long

(>= 8 actions)
Long

(20 actions)
115 verbs, 478 nouns

3542 actions

Table 2.1: O�ine benchmarks. We consider benchmarks spanning the spectrum
of medium to long visual history and forecasting horizon, which capture the needs
of real-world vision-powered activity assistants. Note that we only consider feasible
actions in our prediction space, instead of all possible combinations of verbs and
nouns.

2.4 O�ine Benchmarks

Our goal is to make progress toward vision-powered assistants that can reason

about their user's context such as the user's progress in a daily activity from visual

sensors and provide relevant recommendations on future actions. Various action

anticipation benchmarks previously proposed by the research community also require

such reasoning capabilities. Therefore, we choose them to evaluate SOTA multimodal

LLM approaches.

2.4.1 Benchmark Tasks

While a plethora of video-based action anticipation benchmarks exist [103], we choose

two representative ones such that they cover the space of medium to long visual

history and medium to long forecasting horizon { the settings closest to activity

assistance in real-world vision-powered systems2 Speci�cally, we choose Long-term

action Anticipation (LTA) from Ego4D [ 44], and Visual Planning for Assistance

(VPA) task on the CrossTask dataset from [109]. As summarized in Table 2.1, LTA

focuses on predicting a sequence of future actions with a length ofZ = 20 after

grounding a long untrimmed visual history corresponding to approximately 8 or

more actions. Compared to LTA, VPA on CrossTask operates on a medium-range

untrimmed visual history corresponding to 3-4 actions for medium-horizon forecasting

2We exclude anticipation benchmarks like EpickKitchens [35] as they consider short visual
histories (1s) and are not aligned with real-world activity assistance.
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Figure 2.2: Architecture for Socratic and VCLM with few-shot exam-
ples. We perform few-shot inference of future actions in our benchmark tasks using
untrimmed video history as input. Both Socratic and VCLM convert the video his-
tory into text narrations using video narration models (as highlighted in the shaded
box). Apart from the narrations, VCLM also embeds the video history as continuous
embeddings using a video encoder and Perceiver sampler [101]. The output is a
sequence of natural language sentences, which are then mapped to a closed set of
actions for each benchmark.

of Z = 3 � 4 future actions.While not part of the original benchmark, we also look at

LTA with Z = 5 to help disambiguate the challenges of long-history and long-horizon

in prediction. The output is mapped to a closed set of verbs, nouns, and actions i.e.,

(verb, noun) pairs in each benchmark. We use the same evaluation metrics as were

proposed by the original benchmarks for consistency with prior work. The predicted

action sequences in LTA are evaluated using the edit distance. VPA is evaluated

with action prediction accuracy at each step (mean accuracy), order-agnostic mean

Intersection over Union (mIoU), and a strict order-respecting metric Success Rate for

the predicted sequence (de�ned as in [109]).

2.4.2 Experiment Setup

Figure 2.2 shows an overview of Socratic and VCLMs used in our experiments. Both

Socratic and VCLMs use the same VLM i.e., a video narration model to encode the

visual history as text. In addition, VCLMs also use continuous embeddings from

Internvideo [142] for encoding the visual history implicitly. Both Socratic and VCLM

use instruction-tuned 13B and 70B Llama2 [137] as their backbone. Furthermore,

both models use a context length of 2048 tokens. While Socratic models use all 2048
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of these tokens for text-based representation of history, VCLMs use 256 tokens out of

2048 for continuous visual embeddings of the history. Since our goal is to understand

the capability of these SOTA multimodal LLMs for real-world assistive systems where

in-domain data is scarce, we consider these models in the in-context regime only.

Thus, we don't train any models and use existing pre-trained models for inference

only. Speci�cally, we use pre-trained Llama2-based VCLMs from AnyMAL [101].

Narrations for visual history. To obtain the text-based representation of visual

history for Socratic and VCLMs, we leverage video captioning models. Speci�cally,

we used LaViLa [165]) pre-trained on the Ego4D[44] dataset for Ego4D LTA and

VideoCLIP [149] pre-trained on CrossTask [168], following previous work [109] for

VPA. We ensure the best performance in terms of grounding for these multimodal

LLMs by a) using �netuned video narration models and b) by using ground-truth

segments of the visual history following previous work [53, 164] in LTA and segments

from a �netuned segmentation model VideoCLIP based on previous work [109] in

VPA.

Prompts for in-context learning. For each benchmark task, we generate a set of

in-context examples by running the narration model on full action sequences from

the training set. At test time, we use retrieval-based prompting following [53] to

select a set of in-context examples that are semantically similar to the narrations

corresponding to the visual history of the input video. Our �nal LLM prompt shown

below consists of a prompt describing the task of predicting future actions, the set of

in-context examples, and the narrations corresponding to the input video's history

as shown in Figure 2.2(b).For VPA, following previous work [109], we also include

the goal of the activity in the video in the prompt by concatenating in front of the

narration history. All tasks use 8 in-context examples except where the number of

tokens exceeds the LLM's context window.

Mapping free-form predicted sentences to closed-set action classes. The

output of our multimodal LLMs consists of free-form sentences containing predicted

future actions. We map the predicted sentences into the closed-set noun and verb

classes for each benchmark by �nding the closest word in our class label vocabulary to

each word in the output sentence based on the Euclidean distance in the SentenceBERT

embedding space [135].

Baselines. We compare VCLMs and Socratic models with a set of existing LLM-
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based and supervised approaches (Tables 2.2 and 2.3). We select these baselines

based on the availability of code or results in the Ego4D LTA v1 validation set

[44] and the VPA task [109]. LTA baselines. We include the supervised baseline

provided by the Ego4D paper [44] to represent the vision-only approach (not using

LM) and a �netuned LLM-based baseline VLaMP [109] 3. Lastly, we consider few-

shot LLM-based approaches { AntGPT [164] and Palm [53], which exhibit SOTA on

the Ego4D LTA task. AntGPT utilizes the activity goal inferred by Llama2-Chat-

13B[137] and the history of recognized actions in the video history as prompts for

Llama2-7B to predict future actions. Likewise, Palm uses the history of recognized

actions and narrations from the video history as prompts to GPTNeo-1.3B [21] for

future action prediction. VPA baselines. Akin to LTA, we provide a supervised

non-LM (supervised Ego4D model [44, 109]) and a �ne-tuned LLM-based approach

(VLaMP [ 109]) as baselines for VPA. In addition to the Ego4D supervised baseline,

which uses a SlowFast video encoder followed by classi�cation heads, we also provide

a random action prediction and an LSTM-based supervised baseline called DDN [23]

from the VPA paper [109].

2.4.3 Quantitative Results

Text-based representation of visual history is more e�ective than implicit

representation when encoding long visual history. We �nd that the Socratic

models outperform VCLMs for predicting actions in Ego4D LTA irrespective of the

model size (Table 2.2). Our results suggest that the visual embeddings used by

VCLMs are less amenable for encoding long visual histories. Speci�cally, the implicit

information contained in these visual embeddings does not add much beyond the

text-based representation of visual history for future prediction tasks that require

grounding longer visual histories. This �nding is consistent across di�erent future

prediction horizons as highlighted byZ = 5 and Z = 20 results. Recall that

irrespective of the history lengths, our Socratic and VCLMs have a �xed context

window. While Socratic models use the entire context to encode text, VCLMs use

12:5% of their available tokens in the context window for visual embeddings. For

3We choose VLaMP over VideoLLM [25] as our �neteuned LM baseline because of the availability
of code for the former. VideoLLM also only provides results on LTA's test set preventing a direct
comparison on v1 set.
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Model Visual History Visual Encoder
ED@(Z=5)# ED@(Z=20)#

Verb Noun Action Verb Noun Action

AntGPT[164] T CLIP - - - 0.756 0.725 -
Palm* 4 [53] T Blip2 - - - 0.732 0.812 0.958
Socratic 13B T LaViLa 0.689 0.681 0.919 0.731 0.732 0.929
Socratic 70B T LaViLa 0.683 0.661 0.917 0.726 0.712 0.928

VCLM 13B V+T Internvideo+LaViLa 0.698 0.685 0.925 0.740 0.751 0.932
VCLM 70B V+T Internvideo+LaViLa 0.696 0.669 0.923 0.739 0.731 0.931

Ego4D (supervised) [44] V SlowFast - - - 0.745 0.779 0.941
VLaMP (supervised) [109] V+T S3D - - - 0.730 0.772 0.932

Table 2.2: Long-term action anticipation on Ego4D. Edit distance values for
forecasting horizon of Z = 5 and Z = 20 actions are shown on v1 validation set.

long-history tasks, our results suggest that it is better to use the available context

window to encode the history as text rather than devoting tokens to capture implicit

information.

Smaller LLMs bene�t from implicit representation of visual information

for short to medium-range visual history. In contrast to LTA however, VCLMs

show competitive performance in the VPA task requiring grounding of medium visual

history (Table 2.3). Speci�cally, VCLM 13B outperforms the Socratic 13B model

by a large margin (mAcc: 21:2 ! 25:5 and mIoU: 37:4 ! 45:5 for Z = 4) in VPA

on CrossTask (Table 2.3). In Appendix A.3.1, we further show that VCLM 7B vs.

Socratic 7B follow a similar trend i.e., the mAcc gap in VPA task for VCLM 7B

vs. Socratic 7B at Z = 1,3,4 is 5.6%, 3.8%, and 3.2% respectively. However, this

performance gap between the VCLMs and Socratic models disappears for 70B models

in VPA. Thus, the implicit vision representation may capture signals that help in

forecasting especially when using smaller LLMs (7B, 13B) with limited reasoning and

planning capabilities. However, such implicit information may not be essential for

larger LLMs, which may be able to plan well with coarse-level grounding.

Larger language models lead to better planning with limited, unstructured

information from the visual history. Akin to many existing works [ 63], we �nd

that scaling laws hold for our video-based planning tasks. Overall action prediction

performance improves in both LTA and VPA for both categories of models as LLM

size increases from 13B to 70B (Tables 2.2,2.3). Furthermore, in comparison to

existing SOTA approaches such as AntGPT [164] (7B/13B) and Palm [53] (1.5B/7B)

4We include Palm� as the reproduced version of Palm [53].
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Model
Supervised Z = 1 Z = 3 Z = 4

Samples mAcc SR mAcc mIOU SR mAcc mIOU

Random 0.9 0.0 0.9 1.5 0.0 0.9 1.9
Socratic 13B 8 22.8 5.6 22.2 35.6 3.0 21.2 37.4
VCLM 13B 8 27.2 6.9 25.2 41.7 4.3 25.5 45.5
Socratic 70B 8 28.1 9.1 26.6 43.6 5.5 25.5 45.7
VCLM 70B 8 28.1 8.9 26.9 43.4 6.1 26.8 46.9

DDN (supervised) [23, 109] 1756 33.4 6.8 25.8 35.2 3.6 24.1 37.0
Ego4D (supervised) [44] 1756 26.9 2.4 24.0 35.2 1.2 21.7 36.8

VLaMP (supervised) [109] 1756 50.6 10.3 35.3 44.0 4.4 31.7 43.4

Table 2.3: Short and medium horizon visual planning (VPA) on CrossTask.
Mean accuracy, mean IoU, and Success Rate (SR) percentages are shown for short,
Z = 1, and medium, Z = 3; 4, horizons. VideoCLIP [149] is used as the narration
model while Internvideo [142] is used as the video encoder for VCLM as in LTA.

in Table 2.2, our Socratic model (70B) achieves better performance with limited and

unstructured information from visual history. Speci�cally, AntGPT uses Llama2 13B

to infer the overall goal of actions in visual history and leverages it with Chain of

Thought (COT) prompting [ 146] to predict future actions. Palm uses an additional

action recognition model { EgoVLP [82] to extract actions present in the visual history

and uses them along with the narrations to represent the visual history. Instead, our

models only use narrations to represent the visual history.

LLMs reduce the need for supervision in long-horizon planning. Few-shot

Socratic and VCLMs achieve performance comparable to the fully supervised models

on LTA (Table 2.2) as well as on VPA for longer-horizon predictionsZ = 4 (Table 2.3).

Notably, as highlighted in Tab. 2.3, such competitive performance is achieved while

using only a fraction of supervision (8 examples in few-shot models vs. 1756 examples

for �netuning VLaMP). Overall, the ability of the models to capture a broader but

probable distribution of action cooccurrences and dependencies given coarse context

may be more important for longer horizon predictions. Consequently, the common

sense of LLMs shines in these settings leading to competitive performance despite no

task-speci�c �netuning.
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Figure 2.3: Overview of the 
ow of steps for the activity of making caprese
salad. Unassisted actions performed by the participants in the partial progress phase
of the activity followed by multimodal LLM assisted activity execution is shown.

2.5 User-in-the-loop Evaluation

Our benchmarking experiments on LTA and VPA highlight the strengths and weak-

nesses of VCLMs and Socratic models to predict future actions based on video history.

However, it is unclear how these actions would manifest with a user in the loop and

whether these actions { when executed { would actually enable the successful comple-

tion of real-world activities. To that end, we conduct an online evaluation of VCLMs

and Socratic models in real-world assistive scenarios. We recruit 18 participants to

perform multi-step cooking activities while wearing an egocentric observation device

called Aria [129] and following assistance from one of these models. We measure the

true activity completion success rate, which is di�cult to measure o�ine, and the

correctness of recommended actions using mean IoU.

2.5.1 Study Design

Multi-step activities. We choose three cooking activities for our study: 1) espresso

latte, 2) caprese salad, and 3) BLT (bacon lettuce and tomato) sandwich. These

activities consist of a variety of ingredients including meat, vegetables, breads, and

liquids, and require di�erent types of actions, including pouring, chopping, spreading,

and plating. Furthermore, these activities also have some ordering constraints among

the steps. For instance, the milk needs to be frothed before pouring into the espresso

for making latte and the BLT ingredients need to be stacked on the bread before
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closing the sandwich. Lastly, we account for the ease of doing these activities in an

o�ce kitchen, which required omitting really long activities or activities using a stove,

oven, etc.

Study protocol. Each participant performs two of the three aforementioned ac-

tivities. They are instructed by either a VCLM or a Socratic model in these two

activities. We use Latin-square counterbalancing for the ordering of multimodal LLM

that o�ers them assistance as well as the type of activity that they perform across

participants to reduce learning e�ect [61].

Each activity entails a script that a participant can follow. Full scripts of the

three activities can be found in Appendix A.4. Each activity script is split into two

phases { 1) Partial progress: In the initial phase of the activity, participants are asked

to make partial progress in the activity by doing a set of steps, which they could

do any way they like. For example, in the caprese-making activity, participants are

instructed to slice tomatoes and mozzarella, tear basil, and place tomato slices on

the plate in any feasible order. They are also free to slice varying amounts of these

ingredients in whatever manner they like e.g., small vs. large slices. 2) Assistance

evaluation: In this phase of the activity, the multimodal LLM assistant engages

and guides the participant through completing the remaining steps. Speci�cally,

participants iteratively request the next task step from the assistant and then execute

what the assistant asks them to do to the best of their ability. Figure 2.3 gives an

overview of these phases for caprese-making activity. Participants are allowed to skip

recommended actions from the assistant that are infeasible, irrelevant, or already

completed. Skipping such actions is done solely at the participant's discretion. The

activity episode is considered complete if the assistant returns a \done" step (for

example, asking the participant to serve their dish), if the participant chooses to skip

3 instructions in a row, or after the participant executesn + 2 actions, wheren is the

number of steps in the evaluation section of the script. We allown + 2 actions so as

to account for multiple successful action sequences including ones with optional steps

(Fig. 2.4).

Evaluation protocol. At the end of each activity episode, we ask the participants

to evaluate whether what they produced with the assistant's help is consistent with

their idea of the food item that they were supposed to prepare in that activity. If

they are unfamiliar with the food item, they are allowed to conduct an internet search
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�rst to determine the steps required for the food item. Independently, the study

administrator also evaluates whether the participant's product matches the food

description. We consider the activity episode to be successful if both the participant

and the administrator rate the episode as successful. Since the activity can be

accomplished in multiple ways and with optional steps, our approach of using two

human ratings for estimating activity success ensures a conservative and robust

measurement. We also record individual actions recommended by the assistant and

whether they were skipped, executed, or infeasible to compute the mean IoU and

analyze the types of errors.

2.5.2 Real-world Deployment of Multimodal LLMs

We frame the multimodal LLM assistance in our online study after the VPA task [109]

used in our o�ine benchmarking experiments (Sec. 2.4), since we believe its de�nition

is closest to vision-based assistants. Following VPA, the VCLMs and Socratic models

are given an untrimmed and unsegmented egocentric video stream from the partial

progress phase of the activity. This usually corresponds to 3-5 high-level actions on

average. We also provide the models with a natural language goal describing the

activity, as in VPA. The models are then prompted to iteratively output single-step

action predictions to guide the user through the remaining 2-3 steps in the assistance

evaluation phase of each activity. Akin to our o�ine benchmarking, the models in

our study did not have access to the activity scripts, nor had they seen the kitchen

environment where the experiments were conducted. We use the same retrieval-based

few-shot prompting strategy as in our o�ine experiments to obtain predictions from

these models.

Model modi�cations for o�ine ! online. To keep inference times short during

the study, we only use 13B versions of our VCLMs and Socratic models. However,

direct deployment of these o�ine models on the online video stream from Aria

does not work out of the box. The visual history accumulated in partial progress

phase of activities in the study can consist of up to 1500 frames, corresponding to

2+ minutes of video, and are akin to the visual histories in LTA. However, unlike

LTA, where ground-truth segmentation of these long video histories is available to

generate text-based representations and vision embeddings for Socratic and VCLM
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respectively, the video history from Aria is unsegmented. To support the grounding

of long, unsegmented visual history in Socratic and VCLM, we make two main

modi�cations. First, we perform segmentation. However, the addition of yet another

model e.g., a video segmentation model in our processing pipeline could increase

computation time and lead to interaction delays in our user-in-the-loop setup. There-

fore, we uniformly segment the Aria stream into clips before passing them to our

narration model { LaViLa. To compensate for unrelated and repeated narrations

emerging from the uniformly segmented stream, we generate and cluster multiple

narrations per segment as well as across segments based on the semantic similarity of

narrations. Despite such stream segmentation and narration clustering, we �nd that

the narrations tend to be extremely low-level, which leads to a very long narration

history { ultimately exceeding the context window of our multimodal LLMs. Hence,

our second modi�cation entails the addition of a goal-conditioned summarization

step to produce the �nal set of narrations for encoding the long visual history in

online settings. Appendix A.1.2 provides additional details about these modi�cations.

Lastly, unlike o�ine benchmarking experiments where we match the open-set model

outputs to a closed-set of actions (Sec 2.4), we directly use the open-set output for

easier interactions with the user in the loop. No other modi�cations were made to

the models for online deployment.

System setup. We obtain the RGB video stream from Aria donned by our partic-

ipants at 10 frames per second over wi� to a local machine. The frames are then

center-cropped and downsampled in resolution (1400� 1400! 288� 384) to match

the resolution of the LaViLa encoder. These frames are then sent to a remote server,

which hosts the multimodal LLMs. The step suggestions returned by the models are

parsed and communicated to the user via text-to-speech over wireless earbuds. The

LaViLa narrator model runs on two-second clips of video and outputs 10 narrations

per clip pre-clustering. The summarization step is run over the entire clustered

narration history before every prediction step.

2.5.3 Quantitative Results

Socratic models outperform VCLMs at user-in-the-loop activity assistance.

Table 2.4 shows the results of our online study. Akin to our o�ine experiments that
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Method Visual History Success Rate mIoU

Socratic 13B T 27.8 30.4
VCLM 13B V+T 16.7 23.0

Socratic 13B (O�ine) T - 40.3
VCLM 13B (O�ine) V+T - 44.0

Table 2.4: Activity completion success rate and mean IoU metrics in
percentage for the online study across all participants and activities.
Socratic models outperform VCLMs in online settings. We also rerun the models
o�ine on the videos collected from our study to compare o�ine vs. online metrics.
While success rate cannot be compared across o�ine and online settings, we �nd that
mIoU also doesn't translate across the two settings.

showed Socratic models outperforming VCLMs in LTA (Table 2.2) and demonstrate

competitive performance with VCLMs in VPA (Table 2.3), we �nd that Socratic

models enable higher activity completion success rate as well as mIoU across the

18 participants and 3 activities in our online study. Note that online Socratic

models do not leverage �netuned video narration models like our o�ine experiments.

Nevertheless, they exhibit superior performance. Despite the low overall success rate

of both models, in 40% of successful trials, the Socratic model enabled a user to

complete a task they had not previously done.

O�ine metrics do not capture online performance. The success rate of

activity completion cannot be truly measured in o�ine datasets. However, it is

unclear whether other metrics used for evaluating video-based action anticipation

and planning such as mIoU and edit distance (Sec. 2.4) translate from o�ine settings

to online settings. Despite being small scale as compared to datasets in our o�ine

benchmarking experiments, the video data from our online experiments enable a

unique opportunity to compare these metrics head-on in both online and o�ine

settings. To this end, we rerun Socratic and VCLM o�ine in the videos from our

study. Speci�cally, we provide the models with videos from the partial progress

phase of the activities along with the activity goal e.g., \make Caprese salad with

mozzarella, tomato, basil, olive oil" following the VPA task (Sec. 2.4). The models

are then prompted with few-shot examples, following our prompt setup from o�ine

experiments, to predictn + 2 steps. Heren is the expected number of steps remaining

in the activity from the assistance evaluation phase of the activity. We observe higher
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Figure 2.4: Various error modes of multimodal LLMs in the latte activity.
Models fail to ground the steps that are already completed, recommend steps with
incorrect ordering (planning error), or fail to recognize that the activity is complete.

mean IoU rates for both models when run o�ine compared to their mIoU when

they provided user-in-the-loop assistance online. Furthermore, VCLM outperforms

Socratic in o�ine mIoU. However, it lags behind in both online mIoU and real-world

success rates, indicating that o�ine mIoU may be an unreliable predictor of real-world

performance. The gap between o�ine and online mIoU may partly be attributed

to the single multi-step prediction of all the remaining actions in the o�ine setting,

versus iterative single-step predictions i.e., with replanning in the online setting. The

iterative single-step predictions are more likely to make repeat suggestions, often due

to grounding errors, which lead to a lower intersection between suggested steps and

ground-truth steps.

2.5.4 Qualitative Analysis of Model Errors

Grounding errors, planning errors, and failure to detect activity end/suc-

cess are the main failure modes. We also evaluate the cases where a participant

skipped actions recommended by the assistant. Recall that participants could skip

action recommendations that were redundant, infeasible, or irrelevant. Appendix A.5

shows a detailed analysis and breakdown of these reasons for actions skipped by

the participants across the VCLM and Socratic models per activity. Such analysis

enabled us to identify three main error modes { grounding errors, planning errors,

and failure to detect activity end/success. Figure 2.4 shows these error modes for

the espresso latte activity across all participants. Redundant skipped actions often
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correlate to grounding mistakes, where the models fail to recognize a step that has

already been completed. Infeasible skipped steps also often correlate with grounding

errors. Here, the models may suggest something that works for a di�erent variation

of the activity. For example, grinding co�ee might work for a di�erent version of

co�ee-making activity, but participants used an automated espresso machine in our

study. These grounding errors are often much more subtle than grounding errors

from redundant steps. Finally, irrelevant skipped steps often correlate to planning

errors, where the models suggest a step that is not part of the activity. We also �nd

that in 50% of the successful activity episodes, the models fail to recognize that the

activity is completed.

O�ine metrics don't capture error modes. The failure of models to detect

activity end/success state does not a�ect the success rate metric, which would count

such activity episodes as successful. However, it does lower mIoU scores due to

redundant suggested actions. Overview of the participant step sequences for making

the latte in Fig. 2.4 also succinctly highlights the known issues with o�ine metrics.

Speci�cally, mIoU as a permissive metric, would consider adding milk before steaming,

a planning error, as a success. Conversely, o�ine success rate being a restrictive

metric, would discount 4 of the 5 present paths to success for making latte as

failures. Furthermore, mIoU and edit distance metrics do not capture optional actions

sometimes suggested by such models that do not a�ect activity success e.g., adding

sugar.

Grounding errors are the dominant mode of failure for models online. The

bulk of the errors that both models exhibit pertain to grounding. In particular, past

participant actions that are either not captured by the narrations or visual embedding

of their activity history, or are present in the long history but not attended to by

the models during prediction lead to grounding errors. We �nd that 63% of the

skipped action recommendations are due to redundant action suggestions emerging

from erroneous grounding (Appendix A.5). The distribution of skipped actions is

consistent across both models and indicates that recognizing previously completed

actions in an activity is an ongoing challenge for these models. In contrast, both

models make fewer planning errors i.e., they suggest fewer irrelevant actions or actions

with incorrect orderings. Overall, our analyses of skipped actions and errors in the

study indicate that the primary challenge with visual assistants still lies in reasoning
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about activity progress and activity success/failure via grounding { more so than

task knowledge or planning.

2.6 Conclusion

We evaluate two predominant multimodal LLM-based approaches: Vision Conditioned

Language Model (VCLM) and Socratic Model for vision-based activity assistance

through two video-based action anticipation benchmarks on o�ine datasets and in a

real-world online study with 18 participants. To the best of our knowledge, our online

evaluation is the �rst of its kind for multimodal LLMs towards real-world activity

assistance systems. Our experiments show that Socratic models are better equipped

to capture coarse visual details across a long visual history. Current VCLMs capture

more �ne-grained details but only for short visual history. Encoding long videos and

aligning long videos with text tokens as needed by VCLMs would thus be rich avenues

for future work. In the interim, Socratic models demonstrate competitive behaviors

on video-based action anticipation and planning tasks spanning short to long visual

history both o�ine and online.

Our work sets important directions for future research on multi-modal LLMs as

vision-based assistants. Our online study highlights how grounding is the largest

source of errors for these types of models and grounding at di�erent granularity

remains an open problem, which, when improved, will greatly enhance activity

assistance systems. Furthermore, we show how o�ine metrics do not provide a

good indication of performance in online settings, demonstrating the importance of

real-world evaluation of models for assistive scenarios.
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Abstract

We present QUERI, a novel method for grounding Large Language

Model (LLM) robot task planners to long visual task histories via iterative

question-answering. Many existing LLM task planners struggle to process

long visual histories due to the high dimensionality of this data. Visual

Question Answering (VQA) can help LLMs hunt for visual details in

visual history, but this relies on the LLM asking \good" questions, and the

responses are not always informative. We pair VQA with an Information

Utility Evaluation (IUE) module based on ideas from information gain to

evaluate the utility of visual details returned by VQA. Together, these

methods can iteratively search a long visual history for information relevant

to the task planning problem. We evaluate QUERI in a custom visual

task planning benchmark and on real hardware and show QUERI has a

28% higher success rate than baselines.
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3.1 Introduction

Large Language Models (LLMs) have great potential to improve the generality of

robot task planning, particularly for household tasks in human environments. The

basic reasoning capabilities of LLMs, combined with the large amounts of \common

sense" information they contain about human environments and tasks, can give robots

strong priors about how to perform these tasks. To further improve task planning

performance, LLMs can condition their predictions or plans on the task history and

the environment. Often, the richest representations of the environment come in the

form of visual representations, such as multiple images or videos. This presents a

challenge for LLMs. Multi-modal LLMs (MM-LLMs) and Vision Language Models

(VLMs) that can directly process video have limited success on problems relating

to task planning from visual history [140]. These models struggle to attend to the

relevant details in a long visual task history, resulting in redundant or irrelevant

suggestions or task plans.

In this work, we introduce QUERI (QUestion, answER Iteration) to improve the

ability of LLM task planners to consider visual history by leveraging two key ideas.

The �rst is to treat seeking visual information for task planning, also referred to

as grounding the planner to vision, as a visual question-answering (VQA) problem.

Many existing LLM task planning approaches attempt to consume information and

then generate a plan [38, 81, 147, 160], an approach we will refer to as \ground

�rst, plan later" (GFPL). Instead, our approach constructs a preliminary plan to

determine a set of high-likelihood options and then seeks information to choose among

these options by posing questions and answering them with VQA. We refer to this

approach as \plan �rst, ground later" (PFGL). Unfortunately, even with with this

framework, LLMs can sometimes pose irrelevant or vague questions that result in

uninformative answers. At best, these irrelevant details fail to choose among plans,

and at worst, they pollute the LLM context window, reducing the performance of

LLM task planners. To �x this, we introduce our second key idea: information utility

evaluation. LLM task planners generate a probability distribution across the next

actions, and this distribution changes as new details are added to the LLM's prompt.

Measuring the information gain between the LLM's prior action space distribution

and the posterior distribution after the addition of a visual detail gives us a heuristic
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for the task-relevant utility of the information in that detail. Combining these two

ideas, we create a reasoning structure where an LLM task planner poses a question,

answers it using the visual task history, re
ects on the utility of the new information,

and then improves its question in an iterative manner. This reasoning structure

improves the ability of LLM task planners to consider visual history.

We evaluate our approach in both a custom simulated benchmark and on a real

bi-manual robot system on a set of cooking tasks. Cooking tasks contain many of

the common challenges in long-horizon task planning, including ordering constraints

and multiple solution paths. Our results show our approach to visual grounding

consistently outperforms baselines and improves the success rate of long-horizon

cooking tasks by up to 28%. Our contributions are as follows:

ˆ We propose QUERI, a \plan �rst, ground later" approach to grounding LLM

task planners to visual input that combines visual question answering and

information utility evaluation to iteratively pose disambiguating questions,

answer them, and evaluate the utility of the new information.

ˆ We create and release a new, challenging visual planning benchmark in sim-

ulation for cooking tasks, which can be used to evaluate the e�cacy of task

planning from visual history.

ˆ We evaluate our approach on both the simulated benchmark and a real-world

bi-manual robot setup.

ˆ We show that our approach to visual task planning has a 28% higher success

rate than baselines at the longest planning horizons.

3.2 Related Works

3.2.1 Robot Task Planning with Large Language Models

Prior works have leveraged Large Language Models in a plethora of methods to

generate a series of high-level actions to control a robot or other agent. Many

methods directly use a language model to generate natural language tags for the next

steps [38, 54, 55, 56, 57, 81]. Other works have used language models to generate code

to control robots [80, 128, 141], or as world models to predict future states [106, 159].
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Figure 3.1: The QUERI reasoning process searches the visual task history
to �nd the correct next step, slice the lettuce. Visual Question Answering
(VQA) is a powerful tool to search for relevant information in a long visual task
history, but by themselves, Large Language Model task planners don't always ask
good questions. Information Utility Evaluation (IUE) helps guide the LLM to ask
better questions and helps �lter out irrelevant information from future prompts that
can lower the planner's performance. By combining VQA with IUE, we create a
system capable of conditioning its plans on long visual histories.

Language models have also been used to learn human preferences [147] or to interface

with an external planning framework [26, 81, 127]. All of these approaches take

a task speci�cation in the form of natural language and a set of skills, primitives,

or functions representing possible actions the robot or agent can take, and output

a series of next actions. Many approaches also process some representation of the

task state to inform planning. These task representations most commonly take the

form of text-based state representations [55, 81, 147, 160], and occasionally implicit

representations from vision encoders [38]. Unfortunately, these approaches don't

scale well to planning from long visual histories [140]. Due to limitations in the LLM

transformer architecture's attention mechanism and context window, LLMs cannot

e�ciently process information from the entire visual history, and it is challenging to

know what information is relevant to a task planning problem beforehand, even with

background knowledge of the speci�c task.
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3.2.2 Interactive Reasoning for Processing Visual

Information with Large Language Models

To improve the ability of LLMs to process visual information, several works have

explored interactive approaches that employ chain-of-thought or other iterative

reasoning structures to better attend to visual details. At a high level, the approaches

alternate between using a multimodal language model to extract information from

the visual input and reasoning about the new visual information. These approaches

can be described using two axes. The �rst is whether they use static reasoning

chains prede�ned before reasoning begins [39, 50, 87, 134, 160, 163], or use dynamic

reasoning chains that adapt the next segment of visual information they seek based on

the previous reasoning step [52, 152]. These dynamic reasoning chains are similar to

some of the behaviors seen in modern LLMs like the OpenAI \o" series of models or

DeepSeek-R1 that are trained to spend a longer time reasoning before answering than

previous models [2, 37]. The second axis is to what extent the reasoning chain follows a

previously-de�ned structure (that may be task dependent) [39, 50, 52, 87, 160, 163], or

whose structure is freeform determined by the LLM [50, 134, 152]. For example, AVIS

[52] uses a previously de�ned task-speci�c graph reasoning structure but dynamically

traverses the graph to determine the next visual information to seek, given the result

from the previous reasoning step. Meanwhile, ViperGPT [134] generates a freeform set

of code-based vision API calls to make, depending on the task, but then procedurally

executes that set of calls without replanning given the visual information.

We draw a few insights from this space of approaches. The �rst is that these

approaches often leverage VQA-style queries to seek visual information [52, 87, 152,

160]. Their results show MM-LLMs are generally competent at visual question-

answering, likely because their training sets contain many VQA examples. This

informs our decision to treat visual grounding for the task-planning problem as a

VQA problem. In addition, works by Himakunthala et al. [50] and Hu et al. [52]

demonstrate that freeform generation and dynamic reasoning chains can exhibit

strong reasoning performance and generality in challenging VQA tasks. However,

when the information space is very large, these methods can struggle to e�ectively

seek relevant information. By employing a \Plan-First Ground-Late" framework,

our approach uses potential next actions to guide the search for visual information
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while maintaining the generality and performance of freeform generation and dynamic

reasoning chains.

3.2.3 Value Functions for Planning

Value functions are commonly used to evaluate proposed plans, both in classical

planning and in LLM-based planning. Many LLM-based planning methods use forms

of self-evaluation to score reasoning chains or plans [18, 59, 117, 153, 154]. These

methods employ self-consistency scores or extra reasoning steps to generate values.

However, LLMs cannot always judge the value of their own generations. Meanwhile,

it is common in robotics to measure the information gain resulting from an action to

in
uence decision-making. Maximizing information gain across actions can be used to

drive exploration or reduce uncertainty about the robot's state [1, 16, 48, 62, 70, 132].

Information gain is commonly measured as the predicted reduction in entropy across

some belief space after taking an action. In this formulation, information gain is also

referred to as the mutual information between two random variables. Information

gain can be measured across many di�erent belief spaces, but the most common

are the robot's own state [132] or the environment [1, 48, 62]. In this work, we use

information gain as a score to evaluate the relevance of visual details and guide LLM

reasoning, as we �nd it more robust than using LLM self-evaluation.

3.3 Methods

In this work, we consider the visual task planning problem. A task planner is given a

task description l t , a visual task history V, and a library of skills the robot is capable

of executing � and must select the next action� 2 � for the robot to take. This

visual history may come from a camera on the robot itself or another agent equipped

with a camera, such as a human with whom the robot is collaborating.

Ideally, VLMs and MM-LLMs would be able to use a multi-modal chain of thought

reasoning framework, such as MM-ReAct [152], to �nd the relevant visual information

in V to select the next action. However, the set of useful visual information for a

planning problem is a relatively small subset ofV, and initial experiments showed

that without any guidance, these chain-of-thought reasoning approaches are unable to
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extract useful information (See Appendix section C.1). Instead, we use the set of next

possible actions as a framework to guide the search for useful visual information that

would disambiguate among these actions. Our approach is comprised of an initial

planning phase, where the planner generates a prior distribution across the next

actions, and a question-and-answer re�nement phase, where, if needed, the planner

hunts for additional information to improve its con�dence in which action to take

next.

3.3.1 Initial Planning Phase

To construct a prior distribution across the next actions, we use an LLM-based

task planner. These planners take in a representation of task historyH , a task

description l t , and a library of actions the robot is capable of executing �, and output

a distribution across the next possible actionsPLLM (�jH) . These distributions can

be directly sampled from or used as scores in a larger search function. While some

methods directly use token log probabilities [56, 57] for action language tagsl � to

select the next actions, we found it more e�ective for our domain to select the next

action via a multiple choice question and answer (MCQA) following Ren et al.[115].

MCQA can only e�ectively reason about a small (fewer than �ve) number of actions

due to the length of typical MCQA questions in LLM training sets. We �rst prompt

the LLM with the task history and a question asking if each action in the library is

an appropriate next step. Then, we examine the relative log probabilities for the "yes"

and "no" tokens and select the �ve most likely actions. To use MCQA for planning,

we prompt the LLM with the task history, an MCQA prompt, and then each of

the �ve most likely actions, labeled from "A" to "E". We use the normalized token

probabilities for the letters "A" through "E" to give us a categorical distribution

PLLM (�jH ) across high-likelihood actions. Detailed prompts can be found in the

appendix section C.2.

We assume access to a set of high-level natural language descriptionsl i for the

previous actions in the task history. These can come either from the robot's own

execution history or be generated by o�-the-shelf segmentation and narration models,

and prior work has shown these models generalize well to in-the-wild scenarios [140].

To represent the visual historyV in a form the LLM planner can easily processH,
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we use the set of these language tagsH = fl 0; l1; : : : ; lng as the task history prompt.

Following [140] and [53], we also prepend relevant few-shot examples to the task

history retrieved from the Ego4D Goal Step dataset annotations [131].

3.3.2 Question and Answer Re�nement Phase

If the maximum of the next-action distribution PLLM (�jH ) is above a threshold� ,

then the planner is su�ciently con�dent about the next action. If this condition is not

met, the planner needs to seek useful visual information to disambiguate among the

next actions. We achieve this via an iterative process of posing questions, answering

them with VQA, and evaluating the information gained from that answer to determine

if the new information is useful to the planning problem.

Visual Question Answering

In the visual question-answering (VQA) problem, a model takes in a visual inputV,

such as an image or video, and a provided question in the form of natural languagelq
and outputs an answer to that question, either from a set of options or as a free-form

statement la. VQA provides a directed approach to seeking speci�c details in a large

set of visual information. To perform VQA on video input with multiple frames, we

draw on techniques from SeViLa [157]. This approach uses two �ne-tuned models. A

\localizer" model �rst samples a large set of frames fromV and uses the questionlq to

identify the frame with the most relevant information to answerlq. The \answerer"

model then answers the question using that frame. While the original work used two

�ne-tuned Blip2 models for localizer and answerer, we found that modern MM-LLMs

such as Llama3.2 11 billion vision [43] can perform the functions of both models

o�-the-shelf without any �ne-tuning.

Information Utility Evaluation

While VQA helps the planner search for speci�c visual details, it relies on a good

question to guide the search. On their own, LLMs do not reliably pose useful and

answerable questions. Questions like "What should the person do next?" are useful

for planning but not answerable by VQA models. Conversely, "What color is the

cutting board?" is answerable by VQA but not useful for planning. From our initial
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experiments, we found LLMs were prone to proposing both these types of questions

without any additional structure. To compensate for this, we can evaluate the utility

of new information to determine whether a question-answer pair is relevant to the

task-planning problem. This utility can be used both to guide question generation

and to �lter out irrelevant information.

For a given history H, the action-space distribution has an entropy:

H
�
PLLM (�jH)

�
= �

X

�2�

PLLM (�jH)log
�
PLLM (�jH)

�
(3.1)

whereH is the calculated entropy andlog is the natural log. Upon the addition of a

new visual detail in the form of a text question-answer pairD to the prompt, our

LLM outputs a new distribution across the next actionsPLLM (�jH; D ) which has

entropy H
�
PLLM (�jH; D )

�
. The di�erence between the prior and posterior entropy

is the information gain:

I(D) = H
�
PLLM (�jH)

�
� H

�
PLLM (�jH; D)

�
(3.2)

By measuring information gain in the action belief space, we get a simple heuristic

for the task-relevant information utility of a given visual detail D. Intuitively, this

makes sense. If a visual detailD adds useful information to the planning problem

that helps the LLM disambiguate amongst the next possible actions, it will reduce

the entropy in the decision space and will be measured as having high information

utility.

Question Answer Iteration (QUERI)

By combining our methods from Visual Question Answering and Information Utility

Evaluation, we obtain the pipeline highlighted in Figure 3.2. If the probability

of the highest likelihood action inPLLM (�jH ) is greater than the threshold� , the

planner returns the highest likelihood action. Otherwise, we enter Question-Answer

Re�nement and iteratively execute the following steps. The LLM �rst generates a

questionQ to disambiguate amongst the highest likelihood actions. This question

is then passed to our VQA module, which generates �ve possible answers to the

question fD 0; D1; : : : ; D4g to capture multiple details from the visual historyV. The
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Figure 3.2: The QUERI reasoning process. QUERI iterates between generating
question-answer pairs, and evaluating the utility of the information in those pairs
to seek out relevant visual details to a robot task planning problem. Information
utility evaluation helps steer the LLM to ask more informative, as explained below,
questions and decides when the LLM has found su�cient information to proceed with
planning.

language model is then re-prompted to give usPLLM (�jH; D i ) where D i is formed

by combining the question with each of the �ve answers. The entropy of the visual

detail that leads to the minimum posterior entropymin i H
�
PLLM (�jH; D i )

�
, the most

informative visual detail, is then compared to the entropy of the prior distribution to

get the information gain I(D i ).

If I (D i ) � 0, then the visual detail was not useful to the planning problem, and the

LLM is prompted with \this was not a helpful question and answer, what's another

question you can ask?" to encourage it to choose a di�erent line of questioning. If

0 < I (D i ) � 
H
�
PLLM (�jH )

�
, the information gain is less than some small
 times

the prior entropy, the visual detail is slightly useful and we prompt the LLM with

\This was a helpful question and answer, what's another question you can ask?" to

encourage it to choose another question in the same line of reasoning. Finally, if

I (D i ) > 
H
�
PLLM (�jH )

�
we say the visual detail is su�ciently informative to the

planning problem and select the highest likelihood action inPLLM (�jH; D i ). In the

�rst two cases, the generated question is passed back to the VQA module, and the

process repeats until the third case is reached or it exceeds a maximum number of
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iterations. Parameters for� and 
 , as well as detailed prompts, are available in the

Appendix section C.2.

Information utility evaluation serves three important functions. First, the feedback

based onI (D) helps guide question generation towards questions that might yield

useful information. Second,I (D) also helps determine when the LLM has su�cient

information to proceed to action selection, and only retains the most useful detail.

Finally, IUE helps �lter or irrelevant information from the planning prompt and

focuses the attention of the LLM on useful information. In experiments, we found

that including irrelevant details dilutes the impact of useful details in LLM planning.

3.4 Experiments

3.4.1 Simulation Experiments

ALFRED Benchmark

We �rst evaluate our approach on the popular ALFRED task-planning bench-

mark [126]. This benchmark, built on top of the iThor simulation platform [68],

contains 7 di�erent tasks that manipulate a wide variety of di�erent objects across

diverse scenes. We use the LLM task planning setup from work by Song et al. [130]

which provides the agent with a set of basic skills, including navigating to objects,

picking and placing objects, opening and closing receptacles, and toggling appliances

on and o�. We use a set of 100 ground truth task plans from the training dataset

as our few-shot prompt bank and report results from unseen task variants in the

validation set.

As shown in �gure 3.3, on the ALFRED benchmark, QUERI can make modest

gains on top of the base LLM task planner [130] from prior work. Importantly,

across multiple models, adding visual input to the task planning prompt actually

signi�cantly reduces performance. This reinforces the trend observed in our prior

work and highlights the challenges LLM task planners have with attending to visual

information. We also use the ALFRED benchmark as a chance to examine the number

of LLM calls our model uses. Across the full unseen validation set with 740 tasks, the

base LLM-Planner makes about 2000 LLM calls. Rather than considering multiple
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Figure 3.3: Task planning performance on the ALFRED benchmark with
QUERI across di�erent language models.

possible options, this approach generates single plans and executes them until failure,

whereupon it replans. In order to generate multiple diverse plans to search across,

our method makes an additional 12,000 LLM calls. Finally, to run QUERI across

these diverse plans, our method makes an additional 7,000 calls. While the ALFRED

benchmark is commonly used to evaluate task-planning agents in diverse scenes, it

unfortunately doesn't stress the visual grounding. Agents are given a ground truth

set of previously completed actions and objects in the scene. Error messages are also

informative and tell the agent where an object can be found in the scene if an object

interaction skill fails. These properties do not re
ect realistic task planning scenarios.

As such, we design our own benchmark in the same environment designed to better

stress the visual grounding ability of LLM task planners.

Simulated Visual Task Planning Benchmark

To evaluate our approach, we construct a custom visual task planning benchmark

in simulation for a set of seven di�erent cooking tasks. We build our benchmark on

top of the iThor simulation platform [68] as it supports a wide variety of symbolic

states for di�erent objects. To construct cooking tasks in our benchmark, we �rst
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collect egocentric videos of a human performing each of the tasks in a real kitchen

environment. We then annotate the videos with action segments describing both

the action in natural language and the corresponding simulator action, if applicable.

This allows us to sync the simulator task state to the real task state at any action in

the video. To �nish creating each task, we de�ne valid starting states, compatible

simulation environments, and task success criteria.

During the evaluation, the agent starts from various points in the task to test

planning for di�erent horizons and uses the human videos as the visual historyV to

avoid any sim-to-real gap between the renders in simulation and models trained on

real images or videos. As the agent takes actions, the simulated environment checks

the validity of those actions, and if successful, the corresponding segments from the

human videos are added to the visual history V.

Baselines

We compare our approach to a set of baselines for visual task planning. The �rst

is the base planner without QUERI that selects the highest likelihood action in

PLLM (�jH ). This follows standard practice for LLM Task planners and is similar

to models found in [56, 57, 140, 160]. This baseline attempts to compress a large

visual history in a set of high-level language descriptions, but risks losing information.

We refer to this as the Socratic baseline, as it follows the approach outlined in Zeng

et al. [160] for converting visual information into text history. We also evaluate two

vision-equipped variants of ReAct [154], a common iterative reasoning framework

that can utilize external tools. ReAct is a "reason, act, observe" framework where

LLMs iteratively reason, make calls to external tools, and then process the result,

and is commonly used in LLM-based agents. The �rst variant is VQA-ReAct, a

version of ReAct that has access to the same VQA module used by QUERI. The

second is Multimodal-ReAct (MM-ReAct) [152], a ReAct variant designed to use a

set of vision tools to do visual processing. We equip our MM-ReAct baseline with an

object detector, an image-captioning tool, and an action classi�er. We also provide

MM-ReAct with access to a segmented and labeled version of the visual history,

enabling it to direct its visual queries to speci�c portions of the history. All methods

generate one action at a time and replan after the action is executed. They also
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Success Rate

Method
Z=1 Z=2 Z=3 Z=4 Z=5

Socratic Baseline 75.0 68.6 46.7 16.0 13.3
VQA React 70.0 68.6 30.0 32.0 20.0
MM React 80.0 71.4 40.0 36.0 13.3

QUERI VQA Only 80.0 51.4 40.0 12.0 33.3
QUERI Self Evaluation 90.0 45.7 36.7 28.0 40.0
QUERI (Ours) 93.0 58.3 55.7 40.0 48.0

Table 3.1: Performance on the simulated task planning benchmark. Perfor-
mance is measured as the task success rate across di�erent planning horizons, where
Z is the number of actions left in a canonical version of that task.

receive information about whether the previous action succeeded or failed in the

simulation. All methods were tested with the Llama3.2 11B Vision model [43]. More

details on baseline implementation can be found in the appendix section C.3.

Results

QUERI has a 28% higher success rate at the longest task horizon and an

average 13.4% higher success rate across all horizons than the next best

method. Table 3.1 shows the success rate of each method across seven di�erent

cooking tasks and �ve di�erent simulated environments for various task horizons.

LLM-based task planners tend to struggle with longer horizons, where challenges

such as ordering constraints and multiple success paths become more prominent. As

shown in the example in Figure 3.1, QUERI performs better at identifying the current

task state from the visual history by e�ectively utilizing VQA. This allows QUERI

to accurately determine which variant of a task is being completed and whether the

constraints or preconditions of certain actions have been met. Empirically, we also

found that IUE helps cut down on LLM-hallucinations, as visual information that

contradicts the hallucination reduces decision space entropy.

Interactive grounding frameworks do not outperform ground-�rst plan-

later frameworks without information utility evaluation. Both VQA-ReAct
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and MM-ReAct have similar performance to our Socratic baseline, despite being able

to iteratively reason and query the visual history. This con�rms our earlier observation

that, without a method to evaluate the utility of new information, iterative visual

reasoning frameworks struggle to �nd useful information for planning in long visual

histories.

Ablation Studies

We also run ablation studies to validate the design decisions in QUERI. To test the

value of IUE, we test two di�erent variants. The �rst is QUERI without any form of

utility evaluation for question-answer pairs. This ablation is similar to VQA-ReAct

but with the same prompts as QUERI. The second is a variation of QUERI that

replaces IUE with an LLM self-evaluation value function inspired by work from

Islam et al. [59]. This ablation follows the exact same structure as QUERI, but asks

the LLM to rate whether a question-answer pair is useful, and uses the normalized

probability of the yes token as a score.

We �nd the QUERI without IUE performs similarly to the ReAct variants and

further con�rms that VQA and other interactive grounding methods are less e�ective

for grounding LLM-based task planners without an evaluation module. Importantly,

we also �nd that among evaluation methods, LLM self-evaluation, which is much

more common among LLM-based agents and reasoners, is actually less e�ective than

our information gain-based IUE method.

3.4.2 Hardware Results

Method Success Rate" E�ciency"

Socratic Baseline 67.7 55.6

MM-React 55.6 37.7

QUERI 67.7 67.7

Table 3.2: Performance on robot hard-
ware setup. Performance is measured as
the task success rate and e�ciency, where
e�ciency is the optimal number of actions
over the number of actions each method
took.

To evaluate QUERI on real robot hard-

ware, we set up a Bi-Manual robot sys-

tem equipped with two parallel jaw grip-

pers for manipulating ingredients. We

use a set of manually de�ned skills, such

as pick, place, slice, and transfer, to

enable the planners to act in the real

world. We use the simulated visual task

planning benchmark we created to keep
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track of predicates in the environment

and return a set of feasible actions at

each planning step. More details on

our robot setup can be found in the ap-

pendix section C.5.

We test three tasks from our simulated benchmark, \Make a BLT", \Make Tomato

Toast", and "Make an Apple and Peanut Butter Sandwich". As our focus was not

on skill learning, we started the task by having a human execute certain challenging

skills, like spreading mayonnaise or peanut butter. The robot was given a visual

history of these actions that had been completed. We also allowed skills to be re-tried

in cases where the skill failed due to a controller error, but if the skill failed due to

infeasibility, we reported that back to the planner.

We tested our Socratic baseline, MM-React, and QUERI. Each method was run

three times on each task until task success, or the method executed ten actions. We

measured both the task success rate and the e�ciency as the optimal number of

actions divided by the number of actions each method took. While we found that

both QUERI and the Socratic baseline had similar success rates, QUERI was more

e�cient as it was able to better ground its planning to the task state and did not rely

on trial and error like the other two methods. We also observed undesirable behaviors

in both the Socratic baseline and MM-React, such as putting a whole, uncut tomato

into the sandwich, likely due to issues with grounding.

3.5 Conclusion

In this work, we presented QUERI, a method that combines Visual Question-

Answering (VQA) and Information Utility Evaluation (IUE) to better ground LLM-

based robot task planners to long visual history. We showed that QUERI signi�cantly

outperforms baselines, particularly for longer horizons, and is capable of searching a

visual task history for details relevant to the planning problem. Interactive reasoning

methods that better enable LLMs to process visual information are increasingly

common, and we found that an external evaluation module to determine the value of

visual details signi�cantly boosts the performance of these approaches for visual task

planning. We also found that among evaluation methods, our information gain-based
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evaluation performs better than the commonly used LLM self-evaluation. In future

work, we would like to explore other applications of IUE in the context of LLM-based

planning and decision making. It is possible that IUE can be used to determine the

relevance of a broader range of information, such as strategies or priors derived from

internet databases, prior knowledge of the environment, or measurements from other

sensors. Overall, we believe QUERI represents a promising direction of work and

another step towards open-world robot task planners capable of completing a wide

variety of tasks in many environments.

3.6 Limitations

In this work, we considered only single-step task planning, which is a simpli�cation

of the task planning problem. In future work, we would like to explore generating

questions to disambiguate among a sequence of planned actions. This can be achieved

with techniques like beam search or tree search, which are common in the LLM-

planning literature. While we found IUE to be more e�ective than self-evaluation

in our setting, there are still questions about whether IUE is the best evaluation

metric. Maximizing information gain by minimizing entropy is commonly used as

an exploration metric and drives the agent to seek certainty. However, when using

LLMs and VLMs that produce hallucinations in the loop, false information can

disrupt the information-seeking process. In our tests, we observed rare cases where

the planning LLM would update its decision space to be signi�cantly more con�dent

based on incorrect information returned by VQA, and IUE would falsely believe that

incorrect information was important. While the inner workings of LLMs are opaque,

we believe there may be extensions and modi�cations to IUE to further reduce LLM

hallucinations and improve robustness. Finally, in this work, we only considered

searching for visual information in the task history. However, a natural extension

of this work would be to also allow the robot to take information-seeking actions in

the real world. This could more e�ectively seek out information, and also possibly

further reduce hallucinations or mistakes. We are excited to continue working in this

area and look forward to addressing these limitations in future work.
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Skills Made to Order: E�cient

Acquisition of Robot Cooking Skills

Guided by Multiple Forms of

Internet Data

49



4. Skills Made to Order: E�cient Acquisition of Robot Cooking Skills Guided by
Multiple Forms of Internet Data

50



4. Skills Made to Order: E�cient Acquisition of Robot Cooking Skills Guided by
Multiple Forms of Internet Data

Abstract

This study uses various internet data sources to select template robot

behaviors to perform skills. Learning contact-rich skills involving tool use

from sources of internet data has typically been challenging due to the

lack of physical information present in this data. We hypothesize that

internet data and foundation models trained on this data may be better

suited to selecting among a set of basic robot behaviors to perform these

contact-rich skills. We explore three methods of template selection: large

language models, comparison to retrieved human video using features

from pretrained a video encoder, and comparison to human video using

learned optical 
ow features. Our results show that LLMs are surprisingly

capable template selectors despite their lack of visual information, optical


ow encoding signi�cantly outperforms video encoders trained with an

order of magnitude more data, and important synergies exist between

various forms of internet data for template selection. By exploiting these

synergies, we are able to create a template selector using multiple forms

of internet data that achieves a 79% success rate on a set of 16 di�erent

tool-use cooking skills.
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4.1 Introduction

Robot skills requiring tool use like cutting, peeling, scrubbing, or stirring are par-

ticularly challenging to learn from internet data such as language, images, or videos

due to the lack of physical information such as force or contact. As a result, methods

that learn robot skills using internet data either also require a signi�cant amount of

robot data [22] or focus on learning relatively easier skills such as pick-and-place or

manipulating rigid objects with articulated joints, such as doors and drawers [14].

In this work, we explore acquiring these tool-use skills involving contact by using

internet data to select among a library of behavior templates. Our primary insight

is that while directly optimizing a policy for these tasks from internet data can be

challenging, internet data is well suited to select among an existing set of templates,

and di�erent internet resources, such as language and vision foundation models, can

be synergistic.

We consider the setting where a robot receives a natural language description

of a tool-use skill to perform and must then select a behavior template from its

library to best achieve this skill. We de�ne a behavior template as a task-agnostic

basic robot behavior, such as moving along a contact, and a skill as a task-relevant

action, such as scraping a cutting board. In general, skills can be comprised of single

templates, sequences of templates, sequences of other skills, or any combination of

other templates and skills. In this study, we limit our exploration to skills comprised of

a single template. Despite this simpli�cation, we show we can still achieve reasonable

performance on a wide range of cooking skills. We choose to focus our evaluation

on cooking as it requires signi�cant tool use, there is readily available data, and

deformable cooking tools and ingredients provide an extra challenge.

We seek to answer the following questions: what forms of internet data are

best suited to perform template selection, and how synergistic are di�erent forms

of internet data? Natural language is the most prevalent form of internet data

and comes nicely distilled into large language models. A signi�cant body of work

has already shown the potential of these large language models for informing robot

actions [80][57][147]. On the other hand, video data is by far the richest form of

internet data and has seen some success for learning simpler manipulation policies

and basic physical priors [24][13][124].
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We evaluate a large language model and two methods of comparing template

execution to retrieved reference videos to identify their bene�ts, drawbacks, and

overall performance for selecting templates. This evaluation is performed across 8

di�erent cooking skills with 16 total variations, including cutting, peeling, scrubbing,

wiping, stirring, spreading, slicing, and scraping. Our evaluation is done in the real

world with o�-the-shelf tools like spatulas, knives, peelers, and sponges and real

ingredients like vegetables, sauces, and bread. We get independent human evaluations

to rate the success and quality of the executed skills. We �nd that large language

models and visual comparison to reference videos are both reasonably capable of

selecting templates to achieve skills. Interestingly, large language models and visual

comparison are each pro�cient at di�erent types of skills, and by combining them, we

get our best performance of a 79% success rate across our suite of evaluated cooking

skills.

4.2 Related Work

4.2.1 Template Selection from Internet Data

Ichter et al. [57] used a large language model to evaluate the likelihood of skills to

make progress toward a goal based on the skill's language tag and a�ordance model.

This approach greedily selects a skill to use at each planning step. We draw from their

work to enable LLMs to select templates. This was followed by work from Liang et al.

[80], who used an LLM trained on code to write programs to select both visual and

temporal templates represented as code. They showed that a code LLM can build

hierarchical representations of both vision and action behavior through a function

call. Wu et al. [147]also used an LLM to select skills for cleaning an area based on

summarized preferences from a user. While a wide body of work has explored LLMs

to select robot behavior, other modalities of internet data are relatively underexplored

for informing selection.
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4.2.2 Learning to Select Templates

Learning tasks by learning a model to select among skills or templates has shown

great promise for accelerating robot learning. Schaldenbrand et al.[121]captured

the visual results of a set of brushstroke templates and used a di�erential renderer to

optimize a set of brushstroke to paint a desired picture. [31] and Nasiriany et al.[105]

both used reinforcement learning to select and sequence basic parameterized robot

templates and saw signi�cant gains in performance over reasoning about joint torques.

Both these methods used a special template to operate directly on joint torques when

needed and enable the robot to use behavior not contained in its template library.

4.2.3 Template Selection via Task Planning

Task planning also investigates sequencing behaviors to accomplish longer-horizon

goals. These works over learn or use value functions [3], preconditions [71][145],

transition functions [102] to inform behavior selection and sequencing. Works like

Konidaris et al. [69] have done extensive investigation into ways to build and organize,

select from, and sequence libraries of robot behaviors.

4.3 Methods

This work explores selecting among templates to accomplish a skill using various

modalities of internet data. A natural language tagls speci�es the skill to accomplish,

the tool to use, and the objects to act on. This language tag could come directly

from a human wishing to add a new skill to the robot's library or a task planner

identifying a skill needed to complete a task that the robot does not currently possess.

We evaluate the following methods: using a large language model to select among

templates based on natural language descriptions, comparing executions of templates

in the real world to retrieved video of humans performing the skill using pretrained

video encoders, and performing the same comparisons with features from an optic


ow encoder trained on human cooking videos.
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4.3.1 Background

We get our library of behavioral templates from [? ]. These templates consist of three

phases. In the �rst phase, the robot moves its grasped tool towards a target object

until a given force threshold is met and contact is made. In the second phase, the

robot moves its grasped tool following a trajectory parallel to the contacted surface

while maintaining the given force in the contact direction. Finally, the robot breaks

contact between the tool and the object. The library templates are programmatically

generated by combining a trajectory selected from a set of periodic and directional

trajectories with a desired force level selected from a set of discrete levels. Trajectories

are executed relative to the center of an object and scaled relative to the object's

bounding box.

4.3.2 Template Selection with Large Language Models

For a large language model to select among templates, the templates need some form

of natural language description for the LLM to consider. We assign a language tag

to each template to describe both its trajectory and the level of force used. These

language tags can be easily generated from the template parameters. Finally, while

an LLM may be able to reason about the applicability of a general template for a

speci�c skill, we �nd the LLM performs better if the template is described in the

context of the tool and other objects involved in the skill. To accomplish this, the

template language descriptions have placeholders that can be �lled in. For example,

the language tag for the template with medium force and a small circle trajectory is:

Move the [tool] in a small circle while applying medium pressure to

the [recipient]

where [tool] refers to the object grasped by the robot and [recipient] refers to

the object being acted upon. Following notation from [57], we refer to our set of

templates as �, an individual template as � , the set of template language tags asl � ,

and an individual template language tag as l�

Given a set of templates and their language descriptors, as well as the natural

language tag describing the desired skill, the LLM outputs a score for each template,

indicating the likelihood this template may be appropriate to accomplish the desired
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skill p(l � jl s). We follow the language model scoring method outlined in Ichter et al.

[57].

Recall that an LLM models the distribution of subsequent tokens conditioned on all

previous tokensp� (tk+1 jt k ; : : : ; t0). For a template language descriptorl � tokenized as

[tk+1 ; : : : ; tk+n ], we can evaluate the likelihood an LLM would generate that language

descriptor given a prompt as:

p� (t k+1 ; : : : ; tk+n jt k ; : : : ; t0) =
k+nY

i=k+1

p� (t i jt i�1 ; : : : ; t0) (4.1)

where [tk ; : : : ; t0] is the tokenized representation of the prompt. With the prompt:

To successfully [skill] you should

we can evaluate the likelihood, according to the LLM, that each template might

successfully complete the given skill. In practice, we normalize the individual token

probabilities in a logarithmic space to avoid penalizing longer templates with longer

descriptors. We use the Llama3 8 billion parameter model running in 16-bit precision

for all LLM evaluations.

4.3.3 Template Selection by Comparison to Retrieved Video

Comparing a video of the execution of a template to a retrieved reference video

can o�er more discriminative template selection at the cost of requiring rollouts of

templates in the real world or a very high-�delity simulator. Due to the limited

availability of simulators that can simulate complex interactions like cutting and

peeling vegetables and spreading sauce, we choose to perform template execution in

the real world.

Retrieving Relevant Human Videos

In this work, we use the Epic Kitchens dataset [32][34], which features egocentric

videos segmented into semantic actions. While the Epic Kitchens dataset contains

verb-noun pairs to describe each action, we �nd that pretrained video and language

dual encoders perform better for retrieving relevant videos. These dual encoders

contain separate video and language encoder heads that both project into the same
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latent space. By training both encoders with video-language pairs and contrastive

learning, these encoders can learn to map paired data, i.e., a video of someone stirring

a pan and the text "stir a pan," to the same point in the latent representation. We

�rst encode each video action segment with the video encoder. Then, given a language

tag for a desired skill, we encode that language tag using the language encoder and

�nd the closest video action segments in the latent space. Finally, to ensure the

retrieved video is valid for our task, we use an open-set object detector to verify the

objects in the natural language skill description are present in the video. We use

LaViLa [165] pretrained on Ego4D and �ne-tuned on Epic Kitchens as our use the

dual encoder for video retrieval and Detic [166] as our open set object detector.

Computing Video Similarity Scores

These retrieved reference videos can o�er a strong signal for evaluating the performance

of templates. However, this ability depends entirely on �nding the right feature set

to compare retrieved videos to template videos. Intuitively, we might use the same

pretrained video encoder to generate a single feature vector describing each video.

However, while these video encoders do an excellent job of capturing high-level

information from videos, they often lose low-level motion information, which is crucial

to determining if a skill has been successfully executed. To try to overcome this, we

also examine encoding dense optic 
ow.

Dense optic 
ow inherently captures motion between frames of a video. Further-

more, optic 
ow can track both how a deformable tool like a spatula moves and

its e�ect on rigid and deformable objects in the environment. Unfortunately, it is

infeasible to compare raw optic 
ow between videos. The relevant objects are not

necessarily in the same position, orientation, or scale in a frame, nor are the videos

temporally aligned. Instead, we want to compute an invariant set of features across

both position and time to measure video similarity. We train a Vector-Quantized

Variational Autoencoder (VQ-VAE) on a set of � 100,000 
ow frames extracted from

relevant videos in the Epic-Kitchens dataset. The VQ-VAE encodes an image through

a bottleneck like a normal Variation Autoencoder, but at the bottleneck, it maps each

spatial feature to the nearest vector from a discrete set of vectors called a codebook.

This codebook is also optimized for during training. Our learned 
ow encoder gives
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us a set of discrete 
ow features for each optical 
ow frame. We collect these features

across a video and add them to a histogram where each bin corresponds to the number

of times that vector from the codebook appeared in the 
ow encoding. To determine

the similarity between two videos, we calculate the Euclidian distance between the

normalized 
ow feature histograms for each video. This metric evaluates the similarity

between the distributions of 
ow features found in each video, irrespective of when or

where those features occur.

We use the LaViLa video encoder as the pretrained encoder to generate features

to measure video similarity. We consider the selected template as the one with the

smallest average cosine distance between the encoding of that template's video, and

the encoding of all retrieved videos. Optic 
ow is extracted using GMFLow trained

on the FlyingThings3D dataset [148]. For our VQ-VAE 
ow encoder, we use all

the default parameters from the original paper [139] except we reduce the codebook

size from 512 to 64. This forces the network to learn a compressed set of discrete

feature vectors and signi�cantly improves performance. The selected template has

the smallest average Euclidean distance between its histogram and the histograms

of all retrieved videos. Further details on models and training can be found in the

appendix.

Finally, collecting videos of all 36 templates for each of the 16 tasks for video

comparison is not feasible and would generate signi�cant food waste. Instead, we use

the LLM scores as a prior and only test the 5 most likely templates according to the

LLM.

4.4 Experimental Results

4.4.1 Experimental Setup

Templates are performed by an xArm7 robot equipped with a 6-axis force-torque

sensor and parallel jaw gripper. For template execution, the robot starts with the

tool object grasped. Functional grasps for tool use is a well-studied problem and

is outside the scope of this work. During execution, the recipient object is �xed to

the table to prevent movement. This is equivalent to the case where a second arm

might hold the object in place. Video of the templates is recorded by an overhead
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RealSense D435 RGB-D camera to approximately match the egocentric perspective.

This camera is also used to localize the recipient object using an open-vocabulary

object detector (Detic [166]) and identify its dimensions.

We test the selections from the LLM, pretrained video encoder, 
ow encoder, and

a weighted combination of the LLM and 
ow encoder scores:Scombined = �S LLM +(1 �

Sf low ). Where SLLM are the normalized likelihoods from the LLM selector andSf low

are the normalized histogram distances from the 
ow encoder. These selections are

evaluated across 16 skills comprising four cutting skills (cutting carrots, cucumbers,

bell peppers, and mushrooms), two peeling skills (peeling carrots and cucumbers),

two stirring skills (stirring chopped peppers and stirring tomato sauce), two scraping

skills (scraping a cutting board with a knife, and with a bench scraper), two scrubbing

skills (scrubbing a cutting board and a plate), two wiping skills (wiping a cutting

board and a plate), spreading tomato sauce, and slicing a pizza.

The �nal templates generated by each selection method are re-evaluated on a

variation of the skill. These variations may include di�erent versions of tools, di�erent

sizes or colors of vegetables, and di�erent consistencies of sauces. Videos of the

evaluations are sent to human evaluators to score performance. Evaluators were asked

to view all videos for a given skill, indicate for each video if the skill was successfully

performed, and give a quality rating from 1-5 for the skill. With 1 indicating poor

performance and 5 indicating excellent performance. The quality ratings are given

independent of the success rating and give us an additional performance signal in

cases where success may be very easy or di�cult. Ratings were collected from 10

people. Details about task variations and videos of task execution can be found in

the appendix and supplement.

4.4.2 Results

Large Language Models Can Perform Template Selection Without Visual

Information

Large language models do not process any visual input when performing template

selection. While this makes them very cheap to run across a large library of templates,

it also means they cannot condition their selection on environment setup or the

e�ects of templates. Despite this limitation, the LLM in our study was able to
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Method Cut Peel Scrape Scrub Slice Spread Stir Wipe Average
LLM 0.4 1.0 0.0 0.8 0.8 1.0 0.5 0.8 0.67
Vision Encoder 0.2 0.0 0.5 0.8 0.0 1.0 0.65 0.85 0.50
Flow Encoder 0.03 0.55 1.0 0.7 0.8 1.0 0.95 0.9 0.74
Combination 0.35 1.0 1.0 0.7 0.8 1.0 0.5 0.95 0.79

Table 4.1: Success rate from independent human evaluators for each type
of skill. Human evaluators were asked to determine whether a video of a selected
template executing a skill was successful. The average success rate across 10 human
evaluations is reported.

select successful templates two-thirds of the time (table 4.1). Furthermore, the optic


ow-based encoder outperformed the LLM while only selecting among the LLM's

top 5 templates instead of the whole library. This result suggests that even in cases

where the LLM does not directly pick a good template for a skill, a good template

may still exist in the LLM's other top choices. In conjunction with their ability to

quickly score an entire template library, this result suggests that LLMs have great

potential as a funnel for template selection, picking high-likelihood templates to pass

o� to other expensive but more performative selectors.

Learned Optic Flow Encoding Outperforms Pretrained Video Encoders

Table 4.1 shows that our learned 
ow encoder signi�cantly outperforms the pretrained

LaViLa video encoder across almost every type of skill. This result comes despite the

LaViLa video encoder being trained on signi�cantly more video frames from Ego4D

and EpicKitchens (pretrained on 4 million video-text pairs from Ego4D and �ne-tuned

on multiple samples from 67 thousand video clips in Epic Kitchens [165]). Dense

optic 
ow contains rich information about motion but relatively little information

about objects and their appearance. Conversely, while video encoders do get some

information about motion between video frames, because they subsample frames

from the video (LaViLa subsamples 16 evenly spaced frames), they lose a lot of

low-level motion information. This result indicates that when comparing videos

for the purposes of template selection or other scoring tasks, this low-level motion

information is more signi�cant than high-level semantic features.
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Figure 4.1: Quality scores from human evaluators for each type of skill.
Human evaluators were asked to rate how well the template chosen by each approach
performed the skill. The approaches tested were an LLM-based template selector,
template selection by comparing executed templates to human video using features
from a pretrained video encoder (LaViLa), the same comparison using learned optic

ow features, and a combination of LLM and 
ow.

Good Synergies Exist Between Language and Vision Internet Data

Examining table 4.1 shows that while encoding optic 
ow for selection generally

outperforms language-based selection, this performance gap is inconsistent, and each

modality has its own strengths and weaknesses. Language-based template selection

performs better for skills like cutting and peeling, while vision-based selection performs

better for scraping, stirring, and wiping skills. This is partly due to the varying

extents of visual change during the execution of these two groups of skills. When

cutting or peeling vegetables, the visual change in the scene outside of the motion of

the tool itself is minimal. However, during scraping, stirring, and wiping, chopped

vegetables are pushed around, sauce 
ows around a spatula, and a cloth is dragged

along an object. These all induce signi�cant visual change and optic 
ow in the

scene. This contrast in visual change can be seen in �gure 4.2. Conversely, as our

large language model processes no visual input, it can struggle when the optimal

template depends on the scene. For example, cutting is almost always performed

with the blade pointing away from the user and moving along the same axis that

the blade is pointing. However, many stirring methods exist, and the best method

depends entirely on the items in the pan that need to be stirred. These varying
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