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Abstract

Recovering three-dimensional structure from two-dimensional observa-
tions is a foundational problem in computer vision. Classical multi-view
geometry showed that the problem becomes tractable when correspon-
dence is known: given 2D points tracked across views, triangulation and
factorization recover 3D. Modern learning systems took a different path:
they resolve the ambiguity of single-view 2D observations by supervising
on large-scale 3D labels. This requirement has become the dominant
bottleneck in 3D learning. Capturing 3D ground-truth requires geodesic
camera domes, controlled lab conditions, and millions of dollars of equip-
ment; as a result, 3D data is three to five orders of magnitude scarcer
than 2D data on the web, and most of what exists consists of synthetic
CAD models rather than real-world capture.

This dissertation revisits a counterintuitive alternative: learning 3D
lifting from 2D-only supervision. Prior work (2017–2019) demonstrated
that neural networks can recover coherent 3D structure when trained
with only a 2D reprojection loss, leveraging the implicit inductive bias of
gradient descent toward smooth, plausible shapes. But these methods did
not scale: each object category required a bespoke architecture with fixed
keypoint schemas and category-specific bottlenecks. Transformers, with
their permutation-equivariant attention, seemed to offer the scalability that
was missing. Yet under 2D-only supervision they fail catastrophically, and
the community responded by scaling 3D supervision instead - a trajectory
that reinforces rather than removes the 3D-data bottleneck.

The central question of this dissertation is: what went wrong in the
transformer era, and can we recover scalable 2D-only 3D lifting?

The main answer is that preserving correspondence, rather than
adding supervision - is what unlocks scale. We formalize a non-
identifiability result (Proposition 1): under permutation-equivariant ar-
chitectures and permutation-invariant 2D reprojection loss, token identity
is mathematically unidentifiable from 2D supervision alone. The very
property that makes transformers scale (permutation equivariance) is
incompatible with the loss function required for 2D-only learning. We
resolve this tension with a simple architectural change: injecting positional
encoding at every attention layer, rather than only at the input. This
preserves token identity throughout the forward pass without sacrificing
the scalability advantages of transformer architectures. The empirical
consequence is an 18� reduction in reconstruction error - from >150mm
to 8.1mm on Pascal3D+ from a single architectural change, with no new
parameters and no category-specific design.
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The resulting 2D Lifting Foundation Model (2D-LFM) trains on 45+
heterogeneous object categories simultaneously using only 2D keypoint
annotations, matches the accuracy of fully 3D-supervised counterparts,
and exhibits strong cross-category transfer behavior: data-poor categories
(e.g., Drosophila with 80 training samples) benefit enormously from ge-
ometric patterns learned across the full taxonomy, reducing error from
23.4mm in isolated training to 1.8mm when co-trained - with zero 3D
labels at any stage.

Beyond the core contribution, the dissertation presents three sup-
porting results that establish the unifying theme of geometric structure
as a substitute for supervision cost : (i) Multi-view Bootstrapping in
the Wild (MBW), which reduces 2D annotation requirements by 98%
through automatic geometric verification; (ii) 3D-LFM, which estab-
lishes transformer-based lifting as a foundation-model paradigm under
3D supervision and demonstrates strong cross-category transfer across
30+ categories, along with its temporal extension 3D-LFM-Time; and
(iii) RAT4D, which extends sparse landmark lifting to dense, animatable
reconstruction by coupling Gaussian splatting with rendering-pose joint
optimization, without category-specific surface templates.

The thesis argues that Kanade’s long-standing emphasis on “corre-
spondence, correspondence, correspondence” remains a useful guide in
the foundation-model era. Understanding why correspondence matters,
and designing architectures that preserve it - enables a different scaling
trajectory for 3D learning: one grounded in the widely available 2D ob-
servations of the internet, rather than in the expensive multi-camera rigs
of the laboratory.
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Chapter 1

Introduction

\Correspondence, correspondence, correspondence." | Takeo Kanade

1.1 The 3D Data Crisis

In 2026, the dominant paradigm for training large-scale vision models is abundance:

trillions of tokens of text, billions of images, millions of hours of video. Scaling laws

govern the frontier. More data, larger models, better results.

Three-dimensional data does not participate in this regime. The largest 3D

datasets - Objaverse-XL with approximately 10 million objects are three to �ve orders

of magnitude smaller than their 2D counterparts. Most of what exists is synthetic

CAD data; real-world 3D capture remains prohibitively expensive. To collect high-

�delity 3D ground truth of a human body performing natural motion, the Panoptic

Studio at Carnegie Mellon employs 480 VGA cameras and 31 HD cameras distributed

over a geodesic sphere [52]. To capture Rhesus macaques, OpenMonkeyStudio uses 62

hardware-synchronized cameras [6]. To capture hands in contact, InterHand2.6M uses

140 calibrated views [88]. These systems cost millions of dollars, require controlled

laboratory environments, and cannot be scaled to the long tail of object categories

that comprise the visual world.

The imbalance is not accidental. Real-world 3D geometry lives in a metric space

that the web cannot directly observe. Images and videos are projections - shadows

of 3D structure onto 2D sensors. No amount of web crawling recovers the depth
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1. Introduction

information that was lost at the moment of image formation. To reconstruct 3D from

2D, we need either (i) additional physical measurements (multi-view geometry, depth

sensors) or (ii) learned priors about what 3D structures are plausible.

This dissertation addresses the second path. We ask: given only 2D supervision

- the landmark positions visible in a single image, how far can we scale 3D under-

standing? Can we train transformer-based foundation models for 3D lifting using

the abundant 2D data we already have, without relying on the multi-camera capture

infrastructure that does not scale?

1.2 The 3D Lifting Problem

To sharpen the question, we focus on the speci�c task of 3D lifting: givenN 2D

keypoints X 2 RN�2 detected on an image (the joints of a human skeleton, the

corners of a chair, the landmarks on a face), recover their 3D positions Y2 RN�3 in

a canonical coordinate frame.

The problem is ill-posed by construction. Projection from 3D to 2D is a many-

to-one mapping: in�nitely many 3D con�gurations produce the same 2D shadow.

A 
ashlight shone on a wireframe cube projects the same 2D silhouette regardless

of how the cube is stretched or compressed along the optical axis. Given only the

silhouette, we cannot distinguish among these 3D interpretations.

Classical geometry resolved this ambiguity by leveraging multiple views. Tomasi

and Kanade's 1992 factorization theorem [123] proved that if 2D correspondences

are tracked across multiple views of a rigid object, 3D structure and camera motion

can be recovered jointly from the measurement matrix. Bregler, Hertzmann, and

Biermann generalized this to non-rigid structure in 2000 [11]. The central insight,

articulated by Kanade in the epigraph above, was that correspondence is the necessary

condition: if we know which point in one view corresponds to which point in another,

triangulation yields 3D.

But what if we have only a single view?

In the single-view case, correspondence across time or cameras is unavailable.

The problem appears strictly underdetermined. Yet the deep learning era brought a

surprising result: neural networks can recover coherent 3D structure from a single

view using only 2D supervision.
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1. Introduction

1.3 The Promise of Inductive Bias

In 2017, Deep NRSfM [65] demonstrated that a simple neural network, trained to

predict 3D structure from 2D keypoints and supervised only by 2D reprojection loss,

learns to produce non-degenerate, plausible 3D geometry. The network never sees 3D

ground truth; yet it converges to meaningful 3D reconstructions rather than to the

degenerate least-squares solution that sets all unknown depth to zero.

The explanation is inductive bias. Consider a simple 1D example. Given a

handful of observed points, in�nitely many functions pass through them with zero

training error. The least-squares solution - the minimumL2-norm reconstruction

produces a \spiky" function: equal to the observations at the training points and

zero everywhere else. This solution is mathematically optimal under the training

loss, yet it is obviously not what a practitioner wants. Neural networks trained by

gradient descent do not �nd the spiky solution. They �nd the smooth interpolation:

a function that passes through the training points and varies smoothly elsewhere.

The smooth solution is preferred not by the loss function but by the optimizer

and the architecture. The spectral bias of gradient descent on neural networks [103]

causes them to �t low-frequency components �rst; the �nite capacity and implicit

regularization of overparameterized models disfavors high-frequency solutions that

memorize observations. The loss function cannot distinguish between smooth and

spiky solutions with equal training error, yet gradient descent reliably chooses the

smooth one.

For 3D lifting, this inductive bias is remarkably well aligned with reality. Real-

world 3D geometry is smooth: bodies are smooth, faces are smooth, objects are

smooth. The least-squares 3D solution - setting all unknown depth to zero - produces

a degenerate 
at plane. Neural networks instead recover non-trivial depth structure

that, empirically, often corresponds to the true 3D geometry.

Methods such as Deep NRSfM [65], C3DPO [90], and PAUL [132] exploited this

insight to achieve 2D-supervised 3D lifting for speci�c object categories. The inductive

bias of neural networks, combined with category-speci�c architectural priors, was

su�cient to resolve the 2D-to-3D ambiguity.

This was a conceptual breakthrough. But it did not scale.
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1. Introduction

Figure 1.1: The scalability gap. Top: Deep NRSfM-era methods required category-
speci�c architectures with �xed input dimensions and manually designed bottlenecks.
A model trained on human poses could not process chair keypoints or animal skeletons.
Bottom: a uni�ed transformer architecture processes any number of keypoints across
any object category, enabling weight sharing and knowledge transfer. But this
scalability comes with its own challenge: the correspondence problem.

1.4 The Scalability Problem

Deep NRSfM-era methods shared a critical limitation: each object category required

its own architecture. A network trained on human poses could not process chair

keypoints; a hand model could not generalize to faces. Fixed input dimensions,

category-speci�c shape priors, and manually designed bottleneck structures were all

hard-coded.

This limitation is visualized in Figure 1.1. The scalability gap is not incidental

- it is a direct consequence of how the inductive bias was encoded. Each category

required its own architectural prior because no mechanism existed to share geometric

knowledge across categories with di�erent keypoint con�gurations.

Transformers o�ered a natural solution. Their permutation-equivariant attention

mechanism processes sets of tokens without requiring a �xed ordering. One model

can, in principle, handle humans (17 keypoints), cars (12 keypoints), and hands (21

keypoints) with weight sharing across all three. The knowledge gained from data-rich
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categories could transfer to data-poor categories.

1.5 3D-LFM: Scalability Through Transformers

In 2024, we introduced 3D-LFM (Lifting Foundation Model), demonstrating that a

single transformer could lift 30+ object categories with state-of-the-art accuracy [19].

The model exhibited true foundation-model behavior: categories with limited training

data bene�ted enormously from patterns learned on data-rich categories. For the

Drosophila dataset with only 80 training samples, isolated training gave 23mm error;

co-training with 30 other categories reduced this to 1.8mm - a 92% improvement

driven purely by shared geometric structure.

The empirical success of 3D-LFM validated the transformer approach to scalable

3D lifting. But it carried a requirement that undermined the broader vision: 3D-LFM

required 3D supervision.

The model needed 3D ground truth to train. This limits applicability to categories

where expensive 3D capture already exists - primarily humans, hands, and a handful

of common objects with dedicated datasets. For the long tail of categories that

motivated scalability in the �rst place, 3D supervision is precisely what we do not

have.

The community's response was predictable: collect more 3D data. Projects such

as VGGT [135], SAM-3D, and Depth Anything V3 pursued massive 3D annotation

e�orts, achieving impressive scene-level depth estimation through scale. This strategy

reinforces rather than removes the 3D-data bottleneck we began with.

This thesis asks a di�erent question.

1.6 The Central Question

Can we utilize the inductive bias of neural networks for scalable

2D-supervised 3D lifting in the transformer era?

The Deep NRSfM methods showed that inductive bias alone su�ces for 2D-

supervised 3D lifting, but they could not scale beyond single categories. 3D-LFM

showed that transformers scale across categories, but they required 3D supervision.
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The natural question is whether both properties can be achieved simultaneously:

scalable transformer architectures trained with only 2D supervision.

Our �rst attempt was direct. We took the 3D-LFM architecture and replaced the

3D supervised loss with a 2D reprojection loss. Training on the same data, with the

same model capacity, under otherwise identical conditions.

The result was catastrophic failure. Reconstruction error exceeded 150mm -

an order of magnitude worse than any baseline. The network produced structurally

incoherent geometry, with no discernible 3D shape emerging from 2D supervision.

This was not a minor regression. It was a complete collapse.

Critically, the failure was not explained by insu�cient data or model capacity.

Training on millions of additional samples did not improve the result. Scaling the

architecture from 6 layers to 24 layers made the result worse, not better. The standard

levers of deep learning - more data, bigger models - had no e�ect. The failure mode

was structural, not statistical. Why?

1.7 Core Discovery: Correspondence Preservation

The answer connects back to the foundational principle we began with: correspon-

dence.

Transformers are permutation-equivariant by architectural design. Given input

tokens X and a permutation matrix �, the forward pass satis�es f (�X) = � f (X).

This is the property that enables scalability - one model can process any permutation

of any number of keypoints, and it is deeply baked into the self-attention mechanism.

The 2D reprojection loss, meanwhile, is permutation-invariant. The 2D loss

compares predicted 2D projections to observed 2D keypoints, and this comparison

is invariant to the ordering of the points: a chair reconstructed with its \back-left

leg" and \front-right leg" labels swapped produces an identical 2D silhouette, and

therefore an identical 2D reprojection error.

These two properties - permutation equivariance of the model, permutation

invariance of the loss - are individually desirable. Combined, they are catastrophic. As

illustrated in Figure 1.2, the network has no mechanism to learn which token represents

the left shoulder versus the right elbow. Any assignment of tokens to semantic

keypoints produces the same loss. The gradient carries no signal to distinguish among
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