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To everyone who taught me something new – now it’s my turn!





Abstract

Even as we near the limits of what human-generated data we can
scrape from the Internet, today’s decision-making agents — from robots
to large language models (LLMs) — are still far from perfect. Thus, as
we start to move past the era of simply scaling up training datasets, an
increasingly urgent question that cuts across much of decision-making is
how we can learn more from less data.

In theory, agents collecting their own data and learning from this
experience might allow us to transcend the limits of static datasets.
However, there are two core challenges that have made delivering on this
promise of reinforcement learning (RL) practically challenging. The first is
exploration: experiencing the right outcomes. The second is specification:
knowing if what you experienced was good or bad. In short, this thesis
focuses on algorithms that address both of these challenges in tandem:
on making good decisions efficiently, even when “good” is hard to specify.

In greater detail, we begin by formalizing when interaction is necessary
and sufficient for learning performant decision-making policies (Part I).
We then derive imitation learning algorithms that learn recovery behavior
without needing to solve global exploration problems (Part II). Next, we
derive preference fine-tuning algorithms that robustly handle inconsistent
feedback that complicates specification (Part III). Lastly, we present
both theoretical and practical evidence that learning reward models and
performing RL rather than directly learning policies allows us to squeeze
more out of the same amount of data due to generation-verification
gaps (Part IV). Put together, this thesis argues that interactive learning
presents a particularly promising path towards more capable decision-
making agents and makes progress the two key bottlenecks required to
deliver on this promise.
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6.6 (a): When the preferred trajectory is that with the higher ground-truth reward,
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robustness ofSPOand reward-model based approaches to preference feedback being


ipped w.p. � . Despite the fact that SPOdoesn't learn an extra model to average

out the noisy feedback, on some environments, it is able to match the performance

of RM. (c) We compareSPOand RM-based approaches on a non-Markovian task:

maximize the reward subject to the constraint that the total reward accrued during

the last quarter must be at most rmax . SPOlearns policies that exploit their freedom

early in the episode while RM struggles to cross the 4� r max threshold. Standard
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Chapter1
Introduction

\It is easy to see the beginnings of
things, and harder to see the ends."

Joan Didion, Goodbye to All That

Most of machine learning focuses onprediction. For example, insupervised learning,
we are given inputs from somem �xed distribution (e.g., images) and asked to predict
labels (e.g., whether there is a cat in said image). However, making a prediction
without then making a downstreamdecision is without purpose. Fundamentally,
unless that prediction is used to do something { to take action in the world { what
was the point? Of course, once we take an action, we change the world in some way,
and therefore in
uence the distribution of what we see next. A self-driving car that
merges onto a highway needs to deal with fast tra�c. A large language model (LLM)
needs to continue the conversation it started. In short, we have afeedback loop.

At its core, this thesis focuses on training decision-makingagentsthat understand
the consequences of their actions. The simplest approach to this problem is to frame
it as supervised learning: to ignore feedback loops and cast decision-making as merely
prediction. However, even for the relatively simple decision-making problem of lan-
guage modeling where one doesn't have to deal with the complexities of embodiment
(e.g., grounding, stochastic dynamics, partial observability, safety), using an entire
Internet's worth of data for supervised learning wasn't enough to provide the perfor-
mance and reliability we ultimately desire from our decision-making agents [Sti+20;
Ouy+22]. Thus, as we start to reach the point of diminishing returns on simply
scaling up static, human-generated training sets, this thesis focuses on an increasingly
pressing question that cuts across a variety of decision-making applications:

how can we learn more from less data?
In theory, learning from experience { e.g., viareinforcement learning (RL) { could
allow us to go beyond the limits of static, human-generated datasets. However, there
are two core challenges that have made delivering on this promise of RL practically
challenging. The �rst is exploration: experiencing the right outcomes. The second is
speci�cation: knowing whether an outcome you experienced was good or bad.
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Figure 1.1: Consider a decision-making agent (e.g., a robot or an LLM) starting
from the top of a binary tree and making a sequence of decisions (i.e., left or right)
until they reach one of the leaf nodes of the tree. One can view reach of these
decisions as an abstraction for something like a torque in the robotics context or
a token in the language modeling context. The �rst core challenge isexploration:
experiencing the right outcomes. If our agent makes a sequence ofH decisions, the
total number of outcomes they could observe can growexponentiallywith this task
horizon and be orderO(2H ) { they can be forced to �nd a needle in an exponentially
large haystack. The second core challenge isspeci�cation: knowing whether an
outcome you experienced was good or bad. In contrast to something like a game of
Go where it is clear whether an outcome was good or bad { you won or lost the game
{ speci�cation is often complex in the robotics or language modeling context as one
has to deal with the complexity of perception and nuanced user preferences.

Realizing the promise of RL hinges onjointly solving exploration and veri�cation
with limited human data. Thus, across its four parts, this thesis focuses on interactive
learning algorithms that handle exploration and speci�cation in tandem { ontechniques
for learning to make good decisions e�ciently, even when \good" is hard to specify.

1.1 Key Contributions

We divide the key contributions of this thesis into four coupled thrusts.

1.1.1 Part I: The Necessity of Interaction For Decision-
Making.

Whether due to imperfect optimization, limited data, partial observability,
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Figure 1.2: Small errors
an agent makes (orange)
can take them out of
the support of the o�ine
dataset (green), causing
more mistakes. Interac-
tion lets us sample from
this online distribution.

or other actors, an agent trained on a �xed, o�ine dataset
can make mistakes that take it out of the support of its
training data. Confronted with such unseen situations, it
may continue to err and eventually spiral out of control, a
phenomenon known ascompounding errors. Generalizing
prior algorithm-speci�c analyses via techniques from game
theory, we establish fundamental barriers for o�ine imi-
tation learning algorithms to prevent compounding errors.
Conversely, we also prove that interactive imitation learn-
ing learning is su�cient to prevent compounding errors,
outlining speci�c structural conditions under which strong
performance is guaranteed for inverse reinforcement learn-
ing (IRL) algorithms. Intuitively, this is because with
interaction, what you see is what you get: we train the
agent on the states it will visit. Many of the results from
this part of the thesis appeared previously in the work of
Swamy, Choudhury, Bagnell, and Wu [Swa+21].

1.1.2 Part II: Exploration in Interactive Learning.

Inverse reinforcement learning (IRL), a popular form of interactive imitation learning,

Figure 1.3: We intro-
duce inverse reinforce-
ment learning algorithms
that produce performant
policies without needing
to repeatedly solve global
exploration problems.

alternates between(i) training a classi�er (i.e., a reward
model) between desired and agent behavior and(ii) using
this classi�er to provide supervision for an inner RL loop.
While we proved in Part I that IRL has strong performance
guarantees, the need to repeatedly solve global exploration
problems had limited IRL's applicability mostly to prob-
lems where exhaustive search was feasible (i.e., relatively
short horizon tasks with fast and accurate simulators). We
derive a novel family of IRL algorithms that replace expen-
sive global exploration with cheaper local exploration (e.g.,
just at states from the expert demonstrations) while main-
taining strong performance guarantees, anexponential
speedup over classical techniques. To make these algo-
rithms practical in the robotics context where resetting
an agent to an arbitrary expert state is often challenging
(e.g., placing a humanoid mid-way through a back-
ip),
we derive an extension that learns a localworld model (learned partial simulator) to
facilitate such local exploration. We brie
y describe how we applied these techniques
to help prevent dexterous manipulation and higher-level semantic errors on real robot
setups. Many of the results from this part of the thesis appeared previously in the
work of Swamy, Choudhury, Bagnell, and Wu [Swa+23a] and Ren, Swamy, Wu,
Bagnell, and Choudhury [Ren+24].
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1.1.3 Part III: Speci�cation in Interactive Learning.

Parts I and II focused on the imitation learning setting where we have some kind

Figure 1.4: Aggregating
preferences across raters
can lead tointransitivity ,
making all reward mod-
els wrong. We propose us-
ing self-play to e�ciently
compute equilibria of the
preference game, which al-
ways exist with desirable
properties.

of expert behavior we want to reproduce. In Part III, we
focus on the setting ofpreference �ne-tuning (PFT), where
speci�cation becomes more challenging. In particular, to
collect preference data (e.g., ranked pairs of completions
to a prompt) at the scale required to �ne-tune today's
LLMs, it is necessary to aggregate data across multiple
raters. However, when these raters have con
icting per-
spectives, there may be no total ordering over responses
consistent with the data, as the raters themselves cannot
agree upon one. Under these sorts ofintransitive pref-
erences (e.g., rock-paper-scissors),no reward model can
accurately �t the preference data. We propose lifting a
notion of preference aggregation { theminimax winner {
from the social choice theory literature that is robust to
intransitive preferences. Prior techniques for computing
minimax winners required adversarial training, which is
computationally challenging at the scale of today's LLMs.
In response, we propose a simpleself-play algorithm that
provably e�ciently computes minimax winners, enabling a far greater degree of
scalability. We brie
y discuss how we applied this algorithm to learning from con-

icting LLM (rather than human) preferences on nuanced instruction-following and
low-resource language reasoning problems. Many of the results from this part of the
thesis previously appeared in Swamy, Dann, Kidambi, Wu, and Agarwal [Swa+24].

1.1.4 Part IV: The Value of Interaction For Decision-Making.

If one looks at the �ne-tuning pipeline of most of today's most powerful foundation

Figure 1.5: When veri�cation is
easier than generation, learning a
relatively simple veri�er ( r̂ 2 R sim)
�lters down the search space of
policies to �( R sim), requiring less
data than direct policy learning
over all of �.

models, one will notice a consistent pattern:
rather than directly training a policy from hu-
man data (e.g., preferences), practitioners will
�rst train a reward model on the human data,
before solving the exploration problem it de�nes
to back out a performant decision-making pol-
icy. From a �rst-principles perspective, this may
seem odd: we can onlylose information via pass-
ing through a reward model and cannot create
any new information via on-policy sampling. To
understand the value provided by this detour
through a reward model, we scrutinize several hy-
potheses on the value of RL in FT through both
theoretical and empirical lenses. Of the hypothe-
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Figure 1.6: An overview of the key contributions of the four parts of this thesis.

ses considered, we �nd the most support for the explanation that on problems with
a generation-veri�cation gap, (1) it is relatively easy to learn the relatively simple
RM (veri�er ) from the preference data. Then,(2) the downstream RL procedure
only returns policies (generators) that are optimal for such relatively simple veri�ers.
Thus, end-to-end, two-stage online FT only has to search over a reduced subset of the
full space of policies, requiring less data than o�ine FT. Put di�erently, RL allows
us to learn more from less by learning the simpler object (the veri�er) from data,
before using computation to back out the more complicated object (the generator),
e�ectively trading compute for data. Many of the results for this part of the thesis
�rst appeared in Swamy, Choudhury, Sun, Wu, and Bagnell [Swa+25].

Put together, this thesis argues that beyond being necessary for strong
performance, interactive learning also allows us to make more out of
human data than supervised learning. Furthermore, it makes progress
on the two core challenges (exploration and speci�cation) required to
deliver on this promise of interactive learning.

1.2 A Note to the Reader

Much of the work in this thesis appeared previously as conference Note:
Throughout
this
document,
you may
notice notes
like these that
contain
asides.

publications. We
have tried to unify the notation across these sections as well as removing redundancies.
However, if you are interested in a stand-alone version of one of the chapters, reading
the conference version linked at the top of each chapter might be a better idea.

Chapter 2 provides background information for all the chapters that follow. We
state the key lemmas and proof techniques we utilize repeatedly. All page numbers are
hyperlinks back to the table of contents. Each entry bibliography contains back-links
to where it was cited.

5



6



Chapter2
Background

We outline three key ingredients we use across our algorithmic advancements: online
learning, game-solving, and the performance di�erence lemma.

2.1 Online Learning

In supervised learning, we receive some number of samplesf x i ; yi gN
i =1 , where (x i ; yi ) �

p(x; y) and our goal is to pick a functionf in some hypothesis classF that minimizes
population risk (i.e. the expected value of some loss function` over samples from the
training distribution): minf 2F Ex;y � p(x;y ) [`(f (x); y)]. A standard strategy for doing
this is empirical risk minimization (ERM), in which one picks the hypothesis that
minimizes the risk on the training set:minf 2F

1
N

P N
i `(f (x i ); yi ). Informally, if N is

large enough andF is \simple" enough, we can assert that with high probability,
the function that minimizes training error will have low population risk (i.e. we
generalize). One usually proves such claims via a uniform convergence argument (a
Hoe�ding bound + a union bound overF ). As Vapnik points out in the introduction
to his monograph [Vap99], the keyinductive principle we're utilizing in the above
argument is that we're being tested on the same distribution we trained on.

Much of this work in this thesis is instead based on theonline learning paradigm,
in which we make no distributional assumptions about the data we see. Note: Online

learning is a
more natural
paradigm for
sequential
problems
than
supervised
learning as
the learner
induces a
di�erent
distribution
of inputs
based on past
choices.

Online
interaction proceeds in a set of rounds. At roundt,

1. The learner makes some decisionx t 2 X .

2. The learner receives loss functioǹt and su�ers loss` t (x t ).
With so much 
exibility in the selection of ` t at each round (we can, and in fact

often will assume it is chosen by an adversary), making absolute claims about the
loss a learner receives over the horizon is challenging. So, we will instead consider a
relative performance metric,regret. We de�ne (static) regret as follows:

Reg (T) =
TX

t

` t (x t ) � min
x2X

TX

t

` t (x): (2.1)
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Notice that we are comparing to a single, �xed best choice in hindsight. Ano-regret
algorithm is one for which, no matter the sequence of` t , the average regret goes to 0.
Formally,

lim
T !1

Reg (T)
T

= 0: (2.2)

A natural question at this point might be as to how statistical learning and online
learning are connected. If we setX = F and ` t (f ) = `(f (x t ); yt ), we can see that
online learning generalizes statistical learning. Furthermore, a no-regret algorithm is
one that eventually converges to a predictor with the same loss as the population
risk minimizer. So, online learning allows us to achieve the same goals as statistical
learning if our data is truly i.i.d., but still handle the case when our distribution shifts
(even adversarially).

Perhaps surprisingly, it turns out that no-regret algorithms are not particularly
exotic and you've likely seen some before. Some examples:

ˆ Gradient Descent is no-regret if your loss functions̀t are convex inx t [Zin03].
ˆ Multiplicative Weights is no-regret if X is �nite [AHK12].
ˆ Follow the (Regularized) Leader (i.e. minimizing over the history of losses seen

thus far) has the no-regret property for a variety of loss functions [McM11].
At a more intuitive level, a no-regret algorithm is one that does not repeatedly make
the same mistakes (otherwise, there would exist a single choice that would achieve
lower loss on all rounds, making average regret nonzero). The way this usually
happens is if your learner keeps switching between two options which are myopically
optimal but ignoring a third option that is optimal over the horizon. For example,
consider the following setup:

`1 `2

x1 1 0
x2 0 1
x3 0.01 0.01

Against an adversary that kept switching betweeǹ1 and `2, a no-regret algorithm
must eventually settle onx3. Thus, a su�cient condition for an algorithm to be
no-regret is for it to make slow and steady changes and not be too a�ected by a single
data point (see Ross and Bagnell [RB11] for a more formal version of this point).

Throughout this thesis, we will performreductions to an arbitrary no-regret online
learning algorithm: the particular choice of which is left up to the end-user.

2.2 Zero-Sum Game Solving

Equilibria of zero-sum games emerge naturally as solution concepts to problems for
which we want to to ensure a property holds across a set of options. If we know
this property holds for the \worst-case" option, we know it holds forall options.
For example, if our agent has bounded suboptimality with respect to an expert
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demonstrator under the reward function that maximally distinguishes it from the
expert, we know that it must have bounded suboptimality under the ground-truth
reward function. We now study the properties and computation of equilibria.

In a zero-sum game, two players operate over strategy spacesX and Y to solve
optimization problem

min
x2X

max
y2Y

U(x; y); (2.3)

whereU is referred to as the \payo�" function and is usually assumed to be convex
in x and concave iny to ensure boundedness. A (Nash)� -approximate equilibrium
strategy is a pair (x̂; ŷ) 2 (X ; Y) such that

max
y2Y

U(x̂; y) �
�
2

� U(x̂; ŷ) � min
x2X

U(x; ŷ) +
�
2

: (2.4)

In words, neither player can gain more than�
2 by unilaterally deviating from (x̂; ŷ).

A beautiful idea pioneered by Freund and Schapire [FS97] is that we can use no-
regret online learning algorithms to e�ciently (usually poly( 1

� ) iterations) to compute
approximate Nash equilibria of two-player zero-sum games. The core idea is that the
sum of the player's regrets upper-bounds Nash gap� . There exist two paradigms for
equilibrium computation:

ˆ No-regret vs. Best Response: one player uses a no-regret algorithm to chose
their sequence of strategies while the other player greedily best-responds to the
other player's last iterate. One gets abest-iterateguarantee for the no-regret
player.

ˆ No-regret vs. No-regret: both players use no-regret algorithms to compute their
strategies at each round. One gets aaverage-iterateguarantee for both players.

Let us consider the �rst paradigm. By computing a best response, the other player is
e�ectively picking the worst-case loss function for the online learner. We know that
from the previous section, we can use a no-regret algorithm to converge to a strategy
with loss no worse than the best-in-hindsight even under adversarially chosen loss
functions. Then, if we note that the loss function we're picking at each round is also
quite similar to the LHS or RHS of the de�nition of an approximate Nash equilibrium,
it becomes more clear how all of these notions are connected.

Proof. More formally, let's assume that we use a no-regret algorithm to selectx t

at each round, de�neyt = argmaxy2Y U(x t ; y), and set ` t (x) = U(x; yt ). Via the
no-regret property, we know that for any� > 0, 9T s.t.

Reg(T)
T

=
1
T

TX

t

` t (x t ) � min
x2X

1
T

TX

t

` t (x) � �: (2.5)

Then, substituting in the de�nition of ` t ,

1
T

TX

t

max
yt 2Y

U(x t ; yt ) �
�
2

� min
x2X

1
T

TX

t

U(x; yt ) +
�
2

: (2.6)

9



We then note that at least one element in an average must be at most the mean,
which means9x̂ 2 x1:T such that

max
y2Y

U(x̂; y) �
�
2

� min
x2X

1
T

TX

t

U(x; yt ) +
�
2

: (2.7)

Then, if we setŷ to be the uniform mixture over y1:T , we have proved that (̂x; ŷ)
is an � -approximate Nash equilibrium.

Notice that the only property we assumed was no-regret. A similar argument can
be made for the second paradigm outlined above. We will repeatedly make arguments
of a similar form to the above in the following chapters.

2.3 Sequential Decision Making

Consider a �nite-horizon Markov Decision Process (MDP) [Put14] parameterized by
hS; A ; T ; r; T; � 0i whereS, A are the state and action spaces,T : S � A ! �( S) is
the transition operator, r : S � A ! [� 1; 1] is the reward function,T is the horizon,
and � 0 is the initial state distribution. We assume we are searching for policies
in some class �, where each� 2 � is a mapping from S ! �( A ). A trajectory
� � � = f st ; atgt=1 :::T refers to a sequence of state-action pairs generated by �rst
sampling a states1 from � 0 and then repeatedly sampling actionsat and next states
st+1 from � and T for T � 1 time-steps. We use� t

� to denote the state-action
distribution of the policy at timestep t. We de�ne our value and Q-value functions as

V �
t (s) = E

� � � jst = s

"
TX

t0= t

r (st0; at0)

#

; (2.8)

Q�
t (s; a) = E

� � � jst = s;at = a

"
TX

t0= t

r (st0; at0)

#

: (2.9)

We also de�ne the advantage function as

A �
t (s; a) = Q�

t (s; a) � V �
t (s) (2.10)

Lastly, let performance beJ (� ) = E� � � [
P T

t=1 r (st ; at )]. The goal of the learner is
to maximize performance, i.e.

max
� 2 �

J (� ): (2.11)

A result we will use extensively in the following sections is the Performance
Di�erence Lemma (PDL) of Kakade and Langford [KL02].
Lemma 2.3.1 (Performance Di�erence Lemma). Consider two policies� , � 0 operating
in the same �nite-horizon MDP. Then, we have that

J (� ) � J (� 0) = E� � �

"
TX

t

A � 0
(st ; � (st ))

#

: (2.12)
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Proof. Consider a single start states0. Observe that

V � (s0) � V � 0
(s0) = V � (s0) � Ea0 � � (s0 ) [Q� 0

(s0; a0)] + Ea0 � � (s0 ) [Q� 0
(s0; a0)] � V � 0

(s0)

= Es1 � T (s0 ;a0 ) [V � (s1) � V � 0
(s1)] + Ea0 � � (s0 ) [A � 0

(s0; a0)]: (2.13)

Taking an expectation over both sides of the above expression with respect to the
start state distribution tells us that

J (� ) � J (� 0) = Es1 � � 1
�
[V � (s1) � V � 0

(s1)] + Ea0 ;s0 � � 0
�
[A � 0

(s0; a0)]: (2.14)

Recursing on the �rst term,

J (� ) � J (� 0) =
TX

t

Eat ;st � � t
�
[A � 0

(st ; at )] = E� � �

"
TX

t

A � 0
(st ; � (st ))

#

: (2.15)

For more background on the foundations of this thesis, interested
readers are encouraged to read the notes for the author's RL course.

11



12



Part I

On The Necessity and Su�ciency
of Interaction for Decision-Making
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Chapter3
A Game-Theoretic Perspective On
Imitation Learning

\The best laid plans of mice and
men often go awry."

Robert Burns, To a Mouse

3.1 Author's Note

In Part I, we argue that interaction is both necessary and su�cient for performant
decision-making. It is necessary because we cannot tell whether a policy recovers
from mistakes out of distribution purely by evaluating it on states from the o�ine
dataset. It is su�cient when the structure of the MDP allows for recovery from
mistakes (i.e., ruling out problems like walking along the edge of a cli� where even if
we can tell we've made a mistake via interaction, there is nothing we can do about it).
While prior analyses had proved similar properties for speci�c algorithms, we instead
adopt a game-theoretic perspective to prove upper and lower bounds forclassesof
algorithms that can be written in the form of one of our games. We mostly ignore
the complexity of exploration in this part before addressing it head-on in the next.
Most of the content of this chapter previously appeared in an ICML '21 paperOf
Moments and Matching: A Game Theoretic Framework for Closing the Imitation
Gap by Swamy, Choudhury, Bagnell, and Wu [Swa+21].

3.2 Introduction

Note: In
short, we care
about value
equivalenceto
the expert.

When formulated as a statistical learning problem, imitation learning is fundamentally
concerned with �nding policies that minimize some notion of divergence between
learner behavior and that of an expert demonstrator. Existing work has explored
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Figure 3.1: We consider three classes of imitation learning algorithms.(a) On-
policy reward moment-matching algorithms require access to the environment to
generate learner trajectories.(b) O�-policy Q-value moment-matching algorithms
run completely o�ine but can produce policies with quadratically compounding errors.
(c) On-policy Q-value moment-matching algorithms require access to the environment
and a queryable expert but can produce strong policies inrecoverableMDPs.

various types of divergences including KL [Pom89; Boj+16], Jensen-Shannon [RKV18],
Reverse KL [KNT19], f [Ke+19], and Wasserstein [Dad+20].

At heart, though, we care about the performance of the learned policy under
an objective function that is not known to the learner. As argued by [AN04] and
[Zie+08a], this goal is most cleanly formulated as a problem ofmoment matching,
or, equivalently, optimizing Integral Probability Metrics [Sun+19] (IPMs). This is
because a learner that in expectation matches the expert on all the basis functions
of a class that includes the expert's objective function, ormatches moments, must
achieve the same performance and will thus be indistinguishable in terms of quality.
Additionally, in sharp contrast to recently proposed approaches [Ke+19; KNT19;
JBS20; RKV18], moments, due to their simple forms as expectations of basis functions,
can be e�ectively estimated via demonstrator samples and the uncertainty in these
estimates can often be quanti�ed to regularize the matching objective [DPS04]. In
short: these moment matching procedures are simple, e�ective, and provide the
strongest policy performance guarantees we are aware of for imitation learning.

As illustrated in Fig. 3.1, there are three classes of moments a learner can focus
on matching: (a) on-policy reward moments, (b) o�-policy Q-value moments, and
(c) on-policy Q-value moments, each of which have di�erent requirements on the
environment and on the expert. We abbreviate them asreward , o�-Q , and on-Q
moments, respectively.

Our work makes the following three contributions:
1. We present a unifying framework for moment matching in imitation
learning. Our framework captures a wide range of prior approaches and allows us
to construct, to our knowledge, the �rst formal lower bounds demonstrating that the
choice between matching \reward", \o�-Q", or \on- Q" moments is fundamental to
the problem of imitation learning rather than an artifact of a particular algorithm or
analysis.
2. We clarify the dependence of imitation learning bounds on problem
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structure. We introduce a joint property of an expert policy and moment class,
moment recoverability, that helps us characterize the problems for which compounding
errors are likely to occur, regardless of the kind of feedback the learner is exposed to.
3. We provide three novel algorithms with strong performance guarantees.
We derive idealized algorithms that match each class of moments. We also provide
practical instantiations of these ideas,AdVIL, AdRIL, and DAeQuIL. These algorithms
have signi�cantly di�erent practical performance as well as theoretical guarantees in
terms of compounding of errors over time steps of the problem.

3.3 Related Work

Imitation Learning. Imitation learning has been shown to be an e�ective method
of solving a variety of problems, from getting cars to drive themselves [Pom89], to
achieving superhuman performance in games like Go [Sil+16; Sun+18], to sample-
e�cient learning of control policies for high DoF robots [LK13], to allowing human
operators to e�ectively supervise and teach robot 
eets [Swa+20]. The issue of
compounding errors in imitation learning was �rst formalized by [RGB11], with the
authors proving that an interactive expert that can suggest actions in states generated
via learner policy rollouts will be able to teach the learner to recover from mistakes.
Adversarial Imitation Learning. Starting with the seminal work of [SBS08; HE16],
numerous proposed approaches have framed imitation learning as a game between a
learner's policy and another network that attempts to discriminate between learner
rollouts and expert demonstrations [FLL18; Son+18]. We build upon this work by
elucidating the properties that result from the kind offeedbackthe learner is exposed
to { whether they are able to see the consequences of their own actions via rollouts
or if they are only able to propose actions in states from expert trajectories. Our
proposed approaches also have stronger guarantees and less brittle performance than
the popular GAIL [HE16].
Mathematical Tools. Our algorithmic approach combines two tools that have
enjoyed success in imitation learning:functional gradients [RSB09] and theIntegral
Probability Metric [Sun+19]. We de�ne two algorithms,AdRILand AdVIL that are
based on optimizing the value-directed IPM, withAdRILhaving the discriminative
player perform updates via functional gradient descent. The IPM is linear in the dis-
criminative function, unlike other proposed metrics like the Donsker-Varadhan bound
on KL divergence. Speci�cally, the Donsker-Varadhan bound includes an expectation
of the exponentiated discriminative function, which makes estimation di�cult with a
few samples [MS20]. Our analysis makes repeated use of thePerformance Di�erence
Lemma [KL02; Bag+03b] or PDL, which allows us to bound the suboptimality of the
learner's policy.

Our proposed algorithms bear some resemblance to previously proposed methods,
with AdRILresembling SQIL [RDL19b] andAdVIL resembling ValueDICE [KNT19].
We note that AdVIL, while cleanly derived from the PDL, can also be derived from an
IPM by using a telescoping substitution similar to the ValueDICE derivation. Notably,
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becauseAdVIL is linear in the discriminator, it does not su�er from ValueDICE's
di�culty in estimating the expectation of an exponential. This di�culty might help
explain why ValueDICE can underperform the behavioral cloning baseline on several
benchmark tasks [JBS20]. Similarly,AdRILcan avoid the sharp degradation in policy
performance that SQIL demonstrates [Bar+20]. This is because SQIL hard-codes
the discriminator while AdRILadaptively updates the discriminator to account for
changes in the policy's trajectory distribution. DAeQuILcan be seen as the natural
extension of DAgger [RGB11] to the adversarial loss setting.

3.4 Moment Matching Imitation Learning

We begin by formalizing our setup and objective.

3.4.1 Problem De�nition

De�nition 3.4.1. We de�ne the imitation gap as:

J (� E ) � J (� ) (3.1)

The goal of the learner is to minimize(3.1) and close the imitation gap. The
unique challenge in imitation learning is that the reward functionr is unknown and
the learner must rely on demonstrations from the expert� E to minimize the gap. A
natural way to solve this problem is to empirically matchall moments ofJ (� E ). If
all the moments are perfectly matched, regardless of the unknown reward function,
the imitation gap must go to zero. We now delve into the various types of moments
we can match.

3.4.2 Moment Taxonomy

Broadly speaking, a learner can focus on matching per-timestepreward or over-the-
horizon Q-value moments of expert behavior. We useF r : S � A ! [� 1; 1] to denote
a class of reward functions,FQ : S � A ! [� T; T] to denote the set ofQ functions
induced by sampling actions from some� 2 �, and FQE : S �A ! [� Q; Q] to denote
the set ofQ functions induced by sampling actions from� E . We assume all three
function classes are closed under negation. Lastly, we refer toH 2 [0; 2Q] as the
recoverability constantof the problem and de�ne it as follows:
De�nition 3.4.2. A pair ( � E ; FQE ) of an expert policy and set of expertQ-functions is
said to beH -recoverable if 8s 2 S, 8a 2 A , 8f 2 F QE , jf (s; a)� Ea0� � E (s) [f (s; a0)]j <
H .

H is an upper bound on all possible advantages that could be obtained by the
expert under aQ-function in FQE . Intuitively, H tells us how many time-steps it
takes the expert to recover from an arbitrary mistake. We defer a more in-depth
discussion of the implications of this concept to Section 3.5.5.
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Moment Class Env. � E Queries

Reward F r : [� 1; 1] 3 7
Off-Policy Q FQ : [� T; T] 7 7
On-Policy Q FQE : [� Q; Q] 3 3

Table 3.1: An overview of the requirements for the three classes of moment matching.

Reward. Matching reward moments entails minimizing the following expansion of
the imitation gap:

J (� E ) � J (� )

= E
� � � E

X T

t=1
r (st ; at ) � E

� � �

X T

t=1
r (st ; at )

= E
� � �

X T

t=1
� r (st ; at ) � E

� � � E

X T

t=1
� r (st ; at )

� sup
f 2F r

E
� � �

X T

t=1
f (st ; at ) � E

� � � E

X T

t=1
f (st ; at )

In the last step, we use the fact that� r (s; a) 2 F r . Crucially, reward moment-
matching demands on-policy rollouts� � � for the learner to calculate per-timestep
divergences.

Instead of matching moments of the reward function, we can consider matching
moments of the action-value function. We can apply the Performance Di�erence
Lemma (PDL) to expand the imitation gap (3.1) into either on-policy or o�-policy
expressions.
O�-Policy Q. Starting from the PDL:

J (� E ) � J (� )

= E
� � � E

[
X T

t=1
Q�

t (st ; at ) � E
a� � (st )

[Q�
t (st ; a)]]

� sup
f 2F Q

E
� � � E

[
X T

t=1
E

a� � (st )
[f (st ; a)] � f (st ; at )]

Note: We
will revisit
this
observation
re: Q
function
complexity in
Part IV.

In the last step, we use the fact thatQ�
t (s; a) 2 F Q for all � 2 � and r 2 F r .

The above expression is o�-policy { it only requires a collected dataset of expert
trajectories to be evaluated and minimized. In general though,FQ can be a far more
complex class thanF r because it has to capture both the dynamics of the MDP and
the choices ofany policy.
On-Policy Q. Expanding in the reverse direction:

J (� E ) � J (� )

= � E
� � �

[
X T

t=1
Q� E

t (st ; at ) � E
a� � E (st )

[Q� E
t (st ; a)]]

� sup
f 2F Q E

E
� � �

[
X T

t=1
f (st ; at ) � E

a� � E (st )
[f (st ; a)]]
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In the last step, we use the fact thatQ� E
t (s; a) 2 F QE for all r 2 F r . In the realizable

setting, � E 2 �, FQE � F Q. While FQE is a smaller class, to actually evaluate this
expression, we require aninteractive expert that can tell us what action they would
take in any state visited by the learner as well as on-policy samples from the learner's
current policy � � � .

With this taxonomy in mind, we now turn our attention to deriving policy
performance bounds.1

3.4.3 Moment Matching Games

A unifying perspective on the three moment matching variants can be achieved by
viewing the learner as solving a game. More speci�cally, we consider variants of a
two-player minimax game between a learner and a discriminator. The learner selects
a policy � 2 �, where � , f � : S ! �( A )g. We assume � is convex, compact and
that � E 2 �. 2 The discriminator (adversarially) selects a functionf 2 F , where
F , f f : S � A ! Rg. We assume thatF is convex, compact, closed under negation,
and �nite dimensional.3 Depending on the class of moments being matched, we
assume thatF is spanned by convex combinations of the elements ofF r =2, FQ=2T, or
FQE =2T. Lastly, we set the learner as theminimization player and the discriminator
as themaximization player.
De�nition 3.4.3. The on-policy reward , o�-policy Q , and on-policy Q payo�
functions are, respectively:

U1(�; f ) =
1
T

( E
� � �

[
TX

t=1

f (st ; at )] � E
� � � E

[
TX

t=1

f (st ; at )])

U2(�; f ) =
1
T

( E
� � � E

a� � (st )

[
TX

t=1

f (st ; a)] � E
� � � E

[
TX

t=1

f (st ; at )])

U3(�; f ) =
1
T

( E
� � �

[
TX

t=1

f (st ; at )] � E
� � �

a� � E (st )

[
TX

t=1

f (st ; a)])

When optimizing over the policy class � which contains� E , we have a minimax
value of 0: forj 2 f 1; 2; 3g,

min
� 2 �

max
f 2F

Uj (�; f ) = 0

Furthermore, for certain representations of the policy,4 strong duality holds: for

1See Sup. 8.5 for mixed moments and an alternativeQ-moment scheme that can be extended to
the IL from observation alone setting.

2The full policy class satis�es all these assumptions.
3Our results extend to in�nite-dimensional Reproducing Kernel Hilbert Spaces.
4One option is a mixture distribution over class � 0 where optimization is now performed over

the mixture weights. This distribution can then be collapsed to a single policy [SBS08]. A second
option is to optimize over the causal polytopeP(A T jjST ), as de�ned in [Zie10].
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Moment Matched Upper Bound Lower Bound

Reward O(�T ) 
( �T )
Off-Policy Q O(�T 2) 
( �T 2)
On-Policy Q O(�HT ) 
( �T )

Table 3.2: An overview of the di�erence in bounds between the three types of moment
matching. All bounds are on imitation gap (3.1).

j 2 f 1; 2; 3g,
min
� 2 �

max
f 2F

Uj (�; f ) = max
f 2F

min
� 2 �

Uj (�; f )

We now study the properties that result from achieving an approximate equilibrium
for each imitation game.

3.5 From Approximate Equilibria to Bounded Re-
gret

Note: This
section is all
about how
training error
translates to
test-time sub-
optimality.

A learner computing an equilibrium policy for any of the moment matching games will
be imperfect due to many sources including restricted policy class, optimization error,
or imperfect estimation of expert moments. More formally, in a game with payo�Uj ,
a pair (�̂ 2 � ; f̂ 2 F ) is a � -approximate equilibrium solutionif the following holds:

sup
f 2F

Uj (f; �̂ ) �
�
2

� Uj (f̂; �̂ ) � inf
� 2 �

Uj (f̂; � ) +
�
2

We assume access to analgorithmic primitive capable of �nding such strategies:
De�nition 3.5.1. An imitation game � -oracle 	 f � g(�) takes payo� function
U : � � F ! [� k; k] and returns a (k� )-approximate equilibrium strategy for the
policy player.

We now bound the imitation gap of solutions returned by such an oracle.

3.5.1 Example MDPs

For use in our analysis, we �rst introduce two MDPs,Loop and Cliff . As seen in
Fig. 3.2, Loop is an MDP where a learner can enter a state where it has seen no
expert demonstrations (s2) and make errors for the rest of the horizon.Cliff is an
MDP where a single mistake can result in the learner being stuck in an absorbing
state.

3.5.2 Reward Moment Performance Bounds

Let us �rst consider the reward moment-matching game.
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Figure 3.2: Left: Borrowed from [RGB11], the goal ofLoop is to spend time ins1.
Right: a folklore MDP Cliff , where the goal is to not \fall o� the cli�" and end up
in sx evermore.

Lemma 3.5.2. Reward Upper Bound: If F r spansF , then for all MDPs, � E ,
and �  	 f � g(U1), J (� E ) � J (� ) � O(�T ).

Proof. We start by expanding the imitation gap:

J (� E ) � J (� )

� sup
f 2F r

E
� � �

X T

t=1
f (st ; at ) � E

� � � E

X T

t=1
f (st ; at )

� sup
f 2F

E
� � �

X T

t=1
2f (st ; at ) � E

� � � E

X T

t=1
2f (st ; at )

= 2T sup
f 2F

U1(�; f ) � 2T �

The �rst line follows from the closure ofF r under negation. The last line follows
from the de�nition of an � -approximate equilibrium.

In words, this bound means that in the worst case, we have an imitation gap that
is O(�T ) rather than an imitation gap that compounds quadratically in time.
Lemma 3.5.3. Reward Lower Bound: There exists an MDP, � E , and �  
	 f � g(U1) such thatJ (� E ) � J (� ) � 
( �T ).

Proof. ConsiderCliff with a reward function composed of two indicators:r (s; a) =
� 1sx � 1a2 and a perfect expert that never takesa2. If with probability � the learner's
policy takes actiona2 only in s0, the optimal discriminator would not only be able to
penalize the learner for takinga2 but also for the next T � 1 timesteps for being insx .
Together, this would lead to an average cost of� per timestep. Underr , this would
make the learner�T worse than the expert, giving usJ (� E ) � J (� ) = �T � 
( �T ).

Notably, both of these bounds are purely a function of thegame, not the policy
search algorithm and therefore apply forall algorithms that can be written in the
form of a reward moment-matching imitation game. Our bounds do not depend on
the size of the state space and therefore apply to continuous spaces, unlike those
presented in [Raj+20]. Several recently proposed algorithms [HE16; BSH20; Spe+21;
Yan+20] including GAIL and SQIL can be understood as also solving this or a related
game.
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3.5.3 O�-Q Moment Performance Bounds

We contrast the preceding guarantees with those based on matching o�-Q moments.
Lemma 3.5.4. O�- Q Upper Bound: If FQ spansF , then for all MDPs, � E , and
�  	 f � g(U2), J (� E ) � J (� ) � O(�T 2).

Proof. Starting from the PDL:

J (� E ) � J (� )

� sup
f 2F Q

E
� � � E

[
X T

t=1
E

a� � (st )
[f (st ; a)] � f (st ; at )]

� sup
f 2F

E
� � � E

[
X T

t=1
E

a� � (st )
[2T f (st ; a)] � 2T f (st ; at )]

= 2T2 sup
f 2F

U2(�; f ) � 2�T 2

The T in the second to last line comes from the fact thatFQ=2T � F . Thus, a policy
� returned by 	 f � g(U2) must satisfy J (� E ) � J (� ) � O(�T 2) { that is, it can do up
to O(�T 2) worse than the expert.

Lemma 3.5.5. O�- Q Lower Bound: There exists an MDP,� E , and �  	 f � g(U2)
such thatJ (� E ) � J (� ) � 
( �T 2).

Proof. Once again, considerCliff . If the learner policy instead takesa2 with
probability �T in s0, the optimal discriminator would be able to penalize the learner
up to �T for that timestep and � on average. However, on rollouts, the learner would
have an�T chance of paying a cost of 1 for the rest of the horizon, leading to a lower
bound of J (� E ) � J (� ) = �T 2 � 
( �T 2).

These bounds apply forall algorithms that can be written in the form of an o�-Q
imitation game, including behavioral cloning [Pom89] and ValueDICE [KNT19].

3.5.4 On-Q Moment Performance Bounds

We now derive performance bounds for on-Q algorithms with interactive experts.
Lemma 3.5.6. On- Q Upper Bound: If FQE spansF , then for all MDPs with
H -recoverable(FQE ; � E ), and �  	 f � g(U3), J (� E ) � J (� ) � O(�HT ).

Proof. Starting from the PDL:

J (� E ) � J (� )

� sup
f 2F Q E

E
� � �

[
X T

t=1
f (st ; at ) � E

a� � E (st )
[f (st ; at )]]

� sup
f 2F

E
� � � E

[
X T

t=1
2T f (st ; at ) � E

a� � E (st )
[2T f (st ; a)]]

= 2T2 sup
f 2F

U3(�; f ) � (�
H
2T

)2T2 = �HT

As before, theT in the second to last line comes from the fact thatFQE =2T � F .
The H=2T factor comes from the scale of the payo�. Thus, a policy� returned by
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	 f � g(U3) must satisfy J (� E ) � J (� ) � O(�HT ) { that is, it can do up to O(�HT )
worse than the expert.

Lemma 3.5.7. On- Q Lower Bound: There exists an MDP,� E , and �  	 f � g(U3)
such thatJ (� E ) � J (� ) � 
( �T ).

Proof. The proof of the reward lower boundholds verbatim because every policy,
including the previously considered� E will be stuck in sx after it falls in.

Note:
DAgger
technically
doesn't solve
this game in
the non-
realizable
setting { see
appendix for
more.

As before, these bounds apply for all algorithms that can be written in the form
of an on-Q imitation game, including DAgger [RGB11] and AggreVaTe [RB14a].
For example, in the bounds for AggreVaTe,Qmax is equivalent to the recoverability
constant H .

3.5.5 Recoverability in Imitation Learning

The bounds we presented above beg the question of when on-Q moment matching
has error properties similar to those of reward moment matching versus those of
o�- Q moment matching. Recoverability allows us to cleanly answer this question and
others. We begin by providing more intuition for said concept.

Concretely, in Fig. 3.2,Loop is 1-recoverable for the expert policy that always
moves towardss1. Cliff is not H -recoverable for anyH < T if the expert never
ends up insx . A su�cient condition for H -recoverability is that the state occupancy
distribution that results from taking an arbitrary action and then H � 1 actions
according to� E is the same as that of takingH actions according to� E . We emphasize
that recoverability is a property of the set of momentsmatched and the expert, not
just of the expert, as has been previously considered [Pan+19].
Bound Clari�cation. Our previously derived upper bound for on-Q moment
matching (J (� E ) � J (� ) � O(�HT )) tells us that for O(1)-recoverable MDPs, on-Q
moment matching behaves like reward moment matching while forO(T)-recoverable
MDPs, it instead behaves like o�-Q moment matching and has anO(�T 2) upper
bound. Thus, O(1)-recoverability is in a certain sense necessary for achievingO(�T )
error with on-Q moment matching.

Another perspective on recoverability is that it helps us delineate problems where
compounding errors are hard to avoid for both on-Q and reward moment matching.
Let l(s) =

P
a02A j Ea� � E (s) [1a0(a)] � Ea� � (s) [1a0(a)]j be the classi�cation error of a

state s. We prove the following lemma in Supplementary Material 8.1.1:
Lemma 3.5.8. Let � > 0. There exists a (� E , f r; � r g) pair that for any H < T is
not H -recoverable such thatl(s) = � on any state leads toJ (� E ) � J (� ) � 
( �T 2).

Because some states might not appear on expert rollouts, evaluatingl(s) can
require an interactive expert. However, even with this strong form of feedback,
a classi�cation error of � on a single state can lead to 
(�T 2) imitation gap for
O(T)-recoverable MDPs. This lemma also implies that in such an MDP, achieving
O(�T ) imitation gap via on-policy moment matching would require the learner to
have a classi�cation error/ �=T , or to make vanishingly rare errors as we increase the
horizon. We note that this does not con
ict with our previously stated bounds but
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reveals that achieving a moment-matching error of (time-independent)� might require
achieving a classi�cation error that scales inversely with time forO(T)-recoverable
MDPs. Practically, this can be rather challenging. Thus, neither on-Q nor reward
moment matching is a silver bullet for gettingO(�T ) error for O(T)-recoverable
problems.

3.6 Structural Conditions for Performant Inverse
Reinforcement Learning

In this setting, we provide a more detailed discussion of structural conditions under
which inverse reinforcement learning (i.e., on-reward algorithms) learn recovery
behavior without needing to have a per-timestep error that scales inversely with
the horizon as in our above, more simplistic analysis implicitly assumes on cli�-like
problems.

Consider the standard game-theoretic formulation of inverse RL:

min
� 2 �

max
f 2F r

J (� E ; f ) � J (�; f ): (3.2)

We de�ne the policy-dependent state-wise recoverability constant as

K � (sh) = max
f 2F r
a2A

A � (sh; a): (3.3)

Note: As
mentioned
above,K E

captures the
recovery of
on-Q
algorithms

Intuitively, this capture the maximum irrecoverable cost another policy can in
ict
on � in a single timestep and can be thought of as a property of the policy, reward
class, and underlying dynamics. Below, we will be concerned with bothK E (i.e. how
well the expert can recover) andK � (i.e. how well the learner can recover).

25



3.6.1 On-Policy Recoverability Structural Condition

Our �rst structural condition can be derived via a straightforward application of the
PDL and H•older's:

min
� 2 �

max
f 2F r

J (� E ; f ) � J (�; f ) = min
� 2 �

max
f 2F r

E� � �

"
HX

h

AE (sh; ah)

#

(PDL)

= min
� 2 �

max
f 2F r

E� � �

2

4
HX

h

AE (sh; ah) � Ea0� � E (sh )

�
AE (sh; a0)

�

| {z }
=0

3

5

(3.4)

= min
� 2 �

max
f 2F r

E� � �

"
HX

h

X

a2A

(� (ajsh) � � E (ajsh))AE (sh; a)

#

(3.5)

� min
� 2 �

E� � �

"
HX

h

max
f 2F r

X

a2A

j(� (ajsh) � � E (ajsh))AE (sh; a)j

#

(3.6)

� min
� 2 �

E� � �

"
HX

h

K E (sh) k� E (�jsh) � � (�jsh)k1

#

(H•older's)

In words, this structural conditions says thatif there exits a policy that only makes
mistakes that the expert can recover from well, the equilibrium strategy for the inverse
RL game won't su�er from compounding errors.
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3.6.2 O�-Policy Recoverability Structural Condition

We can also get a bound by performing the PDL expansion in the reverse direction.

min
� 2 �

max
f 2F r

J (� E ; f ) � J (�; f ) = min
� 2 �

max
f 2F r

E� � � E �

"
HX

h

A � (sh; ah)

#

(PDL)

= min
� 2 �

max
f 2F r

E� � � E

"
HX

h

A � (sh; ah)

#

(Closure under negation ofF r )

= min
� 2 �

max
f 2F r

E� � � E

2

4
HX

h

A � (sh; ah) � Ea0� � (sh ) [A � (sh; a0)]
| {z }

=0

3

5

(3.7)

= min
� 2 �

max
f 2F r

E� � � E

"
HX

h

X

a2A

(� (ajsh) � � E (ajsh))A � (sh; a)

#

(3.8)

� min
� 2 �

E� � � E

"
HX

h

max
f 2F r

X

a2A

j(� (ajsh) � � E (ajsh))A � (sh; a)j

#

(3.9)

� min
� 2 �

E� � � E

"
HX

h

K � (sh) k� E (�jsh) � � (�jsh)k1

#

(H•older's)

In words, this structural conditions says thatif there exits a policy that only makes
mistakes on expert states that it can recover from well, the equilibrium strategy for
the inverse RL game won't su�er from compounding errors.

3.6.3 Looseness in Above Bounds

Unfortunately, both the on-policy nor o�-policy bounds we derived above can be
loose in a way that means they don't capture the underlying phenomenon of interest:

ˆ Intuitively, the on-policy bound says that "if the expert can recover from
mistakes on my distribution and I am close in action probabilities to the expert,
I must be doing well." While this is indeed true, it does not capture situations
where the expert is performant on their own distribution but not on the learner's
state distribution. How well the expert can recover out of support shouldn't
gate the performance of our learned policy.

ˆ Intuitively, the o�-policy bound says that "if I can recover from arbitrary
mistakes on the expert's state distribution and I am close in action probabilities
to the expert, I must be doing well." Again, while this is indeed true, it does
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not capture situations where the learner is performant on their own state
distribution but not the expert's state distribution. This is an issue in the
agnostic setting.

Intuitively, both of our bounds depend too much on the expert policy. The �rst
depends too much on their actions out of support, while the second depends too
much on their state distribution (which might di�er greatly from the learner's in the
agnostic setting).

3.6.4 A Tighter Bound

Observe that forany � ?, including those that are not in our policy class, the following
holds true:

min
� 2 �

max
f 2F

J (� E ; f ) � J (�; f ) = min
� 2 �

max
f 2F

(J (� E ; f ) � J (� ?; f )) + ( J (� ?; f ) � J (�; f )) :

(3.10)
As this holds uniformly, we can take the minimum overall � ?:

min
� 2 �

max
f 2F

J (� E ; f ) � J (�; f ) = min
� 2 � ;� ?

max
f 2F

(J (� E ; f ) � J (� ?; f )) + ( J (� ?; f ) � J (�; f )) :

(3.11)
We can then use the same set of steps for our on-policy bound on the second term to
arrive at the following expression:

min
� 2 �

max
f 2F

J (� E ; f )� J (�; f ) � min
� 2 � ;� ?

max
f 2F

(J (� E ; f )� J (� ?; f ))+ E� � �

"
HX

h

K ?(sh) k� ?(�jsh) � � (�jsh)k1

#

:

(3.12)
Intuitively, this gives us a relatively expert agnostic and policy class agnostic principle:
if (a) there exists any policy� ? that has a similar performance to the expert's such
that (b) there exists some policy in our class that only makes mistakes� ? can recover
from and rarely disagrees with� ? on its own state distribution, solving the IRL game
will recover a strong policy. Two observations:

ˆ Setting � ? = � makes the inequality into an equality. Thus, this bound is tight
on the above problem.

ˆ Setting � ? = � E recovers Condition 1, so this bound can only be tighter.
In short, this the above bound provides a structural condition under which inverse

RL algorithms learn performant policies that recover from their mistakes without
making unrealistic assumptions on the scaling of per-timestep error with problem
horizon.

3.7 Finding Equilibria: Idealized Algorithms

We now provide reduction-based methods for computing (approximate) equilibria for
these moment matching games which can be seen as blueprints for constructing our
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previously described oracle (Def. 3.5.1). We study, in particular, �nite state problems
and a complete policy class. We analyze an approach to equilibria �nding where an
outer player follows ano-regret strategy and the inner player follow a (modi�ed)best
responsestrategy, by which we can e�ciently �nd policies with strong performance
guarantees. Note: See

Chapter 2 for
more details
on
equilibrium
computation.

3.7.1 Preliminaries

An e�cient no-regret algorithm over a classX produces iteratesx1; : : : ; xH 2 X that
satisfy the following property for any sequence of loss functionsl1; : : : ; lH :

Regret(H ) =
X H

t
l t (x t ) � min

x2X

X H

t
l t (x) � � X (H )

where� X (H )=H � � holds for H that are O(poly( 1
� )).

3.7.2 Theoretical Guarantees

We are interested in obtaining a policy e�ciently that is a near-equilibrium solution
to the game. We consider two general strategies to do so:
Primal. We execute a no-regret algorithm on the policy representation, while a
maximization oracle over the spaceF computes the best response to those policies.
Dual. We execute a no-regret algorithm on the spaceF , while a minimization oracle
over policies computesentropy regularizedbest response policies.

The asymmetry in the above is driven by the need to recover the equilibrium
strategy for the policy player and the fact that a dual approach on the original,
unregularized objectiveUj (�; f ) will typical not converge to a single policy but rather
shift rapidly as f changes.5

By choosing the the policy representation to be a causally conditioned probability
distribution over actions, P(A T jjST ) =

Q T
t=1 P(A t jS1:t ; A 1:t � 1), we �nd each of the

imitation games isbilinear in both policy and discriminator f and strongly dual
.6 Thus, we can e�ciently compute a near-equilibrium assuming access to the
optimization oracles in eitherprimal or dual above:
Theorem 3.7.1. Given access to the no-regret and maximization oracles in either
primal or dual above, for all three imitation games we are able to compute a
� -approximate equilibrium strategy for the policy player inpoly( 1

� ; T; ln jSj; ln jAj )
iterations of the outer player optimization.

This result relies on a general lemma that establishes we can recover the equilibrium
inner player by appropriately entropy regularizing that inner player's decisions. We
prove both in Sup. 8.1.

5The average over iterations of the policies generated in an unregularized dual will also be
near-equilibrium but can be inconvenient. Entropy regularization provides a convenient way to
extract a single policy and meshes well with empirical practice.

6Following [Zie10] we can represent the policy as an element of the causal conditioned polytope
and regularize with the causal entropyH (P(A T jjST )) to denote the causal Shannon entropy of a
policy. An equivalent result can be proved for optimizing over occupancy measures[HE16].
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By substituting � = � in Theorem 3.7.1 and combining with our previously derived
bounds, we can cleanly show that these theorems can also be viewed as certi�cates of
policy performance. Thus, our framework enables us to e�cientlyclose the imitation
gap.

3.8 Practical Moment Matching Algorithms

We now present three practical algorithms that match reward moments (AdRIL), o�- Q
moments (AdVIL), or on-Q moments (DAeQuIL). They are speci�c, implementable
versions of our preceding abstract procedures. At their core, all three algorithms
optimize an IPM. IPMs are a distance between two probability distributions [M•ul+97]:

sup
f 2F

E
x� P1

[f (x)] � E
x� P2

[f (x)]

Plugging in the learner and expert trajectory distributions, we end up with our
IPM-based objective:

sup
f 2F

TX

t=1

E
� � �

[f (st ; at )] � E
� � � E

[f (st ; at )] (3.13)

As noted previously, this objective is equivalent to and inherits the strong guarantees
of moment matching and allows our analysis to easily transfer.

3.8.1 AdVIL: Adversarial Value-moment Imitation Learning

Algorithm 1 AdVIL
Input: Expert demonstrationsDE , Policy class �, Discriminator class F , Perfor-
mance threshold� , Learning rates� f > � �

Output: Trained policy �
Set � 2 �, f 2 F , L(�; f ) = 2 �
while L(�; f ) > � do

L(�; f ) = E(s;a)�D E [Ex� � (s) [f (s; x)] � f (s; a)]
f  f + � f r f L(�; f )
�  � � � � r � L(�; f )

end while

We can transform our IPM-based objective(3.13) into an expression only over
(s; a) pairs from expert data to �t into the o�- Q moment matching framework by
performing a series of substitutions. We refer interested readers to Supplementary
Material 8.2.1. We arrive at the following expression:

sup
v2F

E
� � � E

[
TX

t=1

E
a� � (st )

[v(st ; a)] � v(st ; at )] (3.14)
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Algorithm 2 AdRIL
Input: Expert demonstrationsDE , Policy class �, Dynamics T , Kernel K , Perfor-
mance threshold�
Output: Trained policy �
Set � 2 �, f = 0 , D� = fg , D0 = fg , L(�; f ) = 2 �
while L(�; f ) > � do

f  E� � D � [
P

t K (sa;�)] � E� � D E [
P

t K (sa;�)]
�; D0  MaxEntRL(T = T ; r = � f )
D�  D � [ D 0

L(�; f ) = E� � D 0[
P

t f (s; a)] � E� � D E [
P

t f (s; a)]
end while

Intuitively, by minimizing (3.14) over policies� 2 �, one is driving down the extra
cost the learner has over the expert. We term this approachAdversarial Value-moment
Imitation Learning (AdVIL) because if we view� as optimizing cumulative reward,
� v could be viewed as a value function. We set the learning rate forf to be greater
than that for � , making AdVIL a primal algorithm.

Practically, AdVIL bears similarity to the Wasserstein GAN (WGAN) framework
[ACB17], though we consider an IPM rather than the more restricted Wasserstein
distances. However, the overlap is enough that techniques from the WGAN liter-
ature including gradient penalties on the discriminator [Gul+17] and orthogonal
regularization of the policy player [BDS18] help.

3.8.2 AdRIL: Adversarial Reward-moment Imitation Learning

Figure 3.3: Our proposed methods (in orange) are able to match or out-perform the
baselines across a variety of continuous control tasks.J (� )s are averaged across 10
evaluation episodes. Standard errors are across 5 runs of each algorithm.

We now present our dual reward moment matching algorithm and refer interested
readers to Supplementary Material 8.2.2 for the full derivation. In brief, we solve
for the discriminator in closed form via functional gradient descent in Reproducing
Kernel Hilbert Space (RKHS) and have the policy player compute a best response
via maximum entropy reinforcement learning. LetDk denote the aggregated dataset
of policy rollouts. Assuming a constant number of training steps at each iteration
and averaging functional gradients overk iterations of the algorithm, we get the cost
function for the policy and roundk:
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TX

t=1

1

jDk j

DkX

�

K ([st ; at ]; �) �
1

jDE j

DEX

�

K ([st ; at ]; �)

Note: We
don't actually
recover a
reward
function with
AdRIL, unlike
other inverse
RL
techniques.
While this
might hurt
transferabil-
ity of the
solution, it
can save us a
lot of
computation.

For an indicator kernel and under the assumption we never see the same state
twice, this is equivalent to maximizing a reward function that is 1 at each expert
datapoint, / � 1

k along previous rollouts that do not perfectly match the expert, and
0 everywhere else. We term this approachAdversarial Reward-moment Imitation
Learning (AdRIL).

We note that under these assumption, our objective resembles that of SQIL
[RDL19b]. SQIL can be seen as a degenerate case ofAdRIL that never updates
the discriminator function. This oddity removes solution quality guarantees while
introducing the need for early stopping [AN20].

3.8.3 DAeQuIL: DAgger-esque Qu-moment Imitation Learning

We present the natural extension of DAgger [RGB11] to the space of moments:
DAeQuIL(DAgger-esque Qu-moment Imitation Learning) in Algorithm 3. Like DAgger,
one can viewDAeQuILas a primal algorithm that uses Follow the Regularized Leader
as the no-regret algorithm for the policy player. Per-round losses are adversarially
chosen though. It is a subtle point but as written,DAeQuILis technically not
solving the on-Q game directly because it optimizes over a history of learner state
distributions instead of the current learner's state distribution. However, it retains
strong performance guarantees { see Sup. 8.2.3 for more.

Algorithm 3 DAeQuIL
Input: Queryable expert� E , Policy class �, Discriminator class F , Performance
threshold � , Behavioral cloning loss̀ BC : � ! R, Strongly convex fnR : � ! R
Output: Trained policy �
Optimize: �  arg min� 02 � `BC (� 0).
Set L(� ) = 2 � , D = [], F = [], t = 1
while L(� ) > � do

Rollout � to generateD�  [(s; a); : : : ].
RelabelD� to DE  [(s; a0)ja0 � � E (s); 8s 2 D � ]
L(f ) = E(s;a)�D � [f (s; a)] � E(s;a)�D E [f (s; a)]
Append: F  F [ [arg maxf 02F L(f 0)].
Append: D  D [ [(s; t) j 8s 2 D � ].
L(� ) = E(s;t )2D [F [t](s; � (s))] + `BC (� ) + R(� )
Optimize: �  arg min� 02 � L(� 0).
t  t + 1

end while
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3.9 Experiments

Figure 3.4: Left: The expert demonstrates many feasible trajectories, causing a
learner that attempts to just match the mean action to crash directly into the tree
the expert was avoiding.Center: On-policy corrections do not help DAgger as it still
tries to match the mean action and crashes into the �rst tree it encounters.Right:
DAeQuIL, when run with moments that allow the learner to focus on swerving out of
the way of trees, regardless of direction, is able to produce policies that successfully
navigate through the forest.

We test our algorithms against several baselines on several higher-dimensional
continuous control tasks from the PyBullet suite [CB19]. We measure the performance
of o�- Q algorithms as a function of the amount of data provided with a �xed maximum
computational budget and of reward moment-matching algorithms as a function of
the amount of environment interactions. We see from Fig. 3.3 thatAdVIL can
match the performance of ValueDICE and Behavioral Cloning across most tasks.
AdRILperforms better than GAIL across all environments and does not exhibit the
catastrophic collapse in performance SQIL does on the tested environments. On both
environments, behavioral cloning is able to recover the optimal policy with enough
data, indicating there is little covariate shift [Spe+21]. However, on HalfCheetah, we
seeAdRILrecover a strong policy with far less data than it takes Behavioral Cloning
to, showcasing the potential bene�t of the learner observing the consequences of their
own actions. We refer readers to Sup. 8.3 for a description of our hyparameters
and setup. Notably, AdVIL is able to converge reliably to a policy of the same
quality as that found by ValueDICE with an order of magnitude less compute. As
seen in Fig. 3.4,DAeQuILis able to signi�cantly out-perform DAgger on a toy
UAV navigation task { see Sup. 8.4 for full information. We release our code at
https://github.com/gkswamy98/pillbox .
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3.10 Discussion

3.10.1 A Unifying View of Moment Matching IL

We present a cohesive perspective of moment matching in imitation learning in Table
6.1. We note that reward moment-matching dual algorithms have been a repeated
success story in imitation learning but that there has been comparatively less work
done in o�-Q and on-Q dual algorithms.

Moment Primal Dual

Off- Q VDICE, AdVIL 7

Reward GAIL
MMP, LEARCH,

MaxEnt IOC, SQIL,
AdRIL , A+N

On- Q
DAgger, GPS

iFAIL , DAeQuIL
7

Table 3.3: An taxonomy of moment matching algorithms. Bold text indicates
algorithms that are IPM-based.

3.10.2 The Hidden Cost of Reward Moment Matching

At �rst glance, the reward moment matching bound might seem to good to be true {
reward matching algorithms don't require a queryable expert like on-Q approaches yet
their performance bound seems to be tighter. This better performance characteristic
is a product of a potentiallyexponentiallyharder optimization problem for the learner.
Consider the following tree-structured MDP withjAj actions at each step, each of
which lead to a distinct state. Note: We

will derive
on-reward
algorithms
without
exponential
interaction
complexity in
the next part.

Consider an expert that takesajAj at each timestep.

s0

: : :sa s1

sb : : : sc sd : : : se sf : : : s2

: : :

ajAj

ajAj

Figure 3.5: In Tree , the expert always takes the right-most action from the current
node. The exponential number ofT-length trajectories in this problem make it a
challenge for reward moment matching approaches.

Solving the reward matching problem requires the learner to simultaneously optimize
over all T timesteps of the problem while considering the e�ect of past actions on
future states. If we set � to be the class of deterministic policies, this is equivalent
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to optimizing over the set of all lengthT trajectories, of which there areO(jAj T ) in
tree-structured problems. In contrast, for o�-Q approaches, we attempt to match
expert moments on a �xed expert state distribution. Similarly, we can optimize over a
�xed history of past learner state distributions under a weak realizability assumption
in the on-Q setting. In the preceding example, theQ-matching settings are like being
handed a node at each level of the tree and being asked to choose between thejAj
edges available, leading to a total ofO(jAj T) options to choose between. As we saw in
Sec. 3.7, the policy player sometimes needs to compute a best response over the entire
set of choices it has available, which means these search space sizes directly a�ect the
per-iteration complexity of the moment-matching algorithms. Concisely, the price we
pay for solving an easier optimization problem is looser policy performance bounds.

3.10.3 Relationship to Foster, Block, and Misra [FBM24]

In recent work, Foster, Block, and Misra [FBM24] argue that the compounding errors
we focus on in this section are more benign than previously formalizes in therealizable
setting where� E 2 �. They further argue there is no statistical bene�t (in terms
amount of trajectories from the expert) to interaction in the realizable setting. In this
thesis, we mostly focus on themisspeci�ed setting where� E =2 � (e.g., Section 3.6
and in Espinosa-Dice, Choudhury, Sun, and Swamy [Esp+25]), where compounding
errors are unavoidable in general, as said authors themselves conclude in a follow-up
paper [Roh+25]. Thus, we believe the results in this thesis bear no contradiction to
the results in Foster, Block, and Misra [FBM24], as we primarily focus on a di�erent
setting. Furthermore, recent work by Li and Zhang [LZ24] tightens the analysis of
[FBM24], proving there is indeed a statistical bene�t to interaction that scales with
problem horizonH if one counts the number of expert action labels, rather than the
number of expert trajectories. If one thinks of querying a human for robot action
corrections or a teacher LLM for per-token logits, it is more natural to calculate cost
via the number of interactions, rather than the number of trajectories.

3.11 Takeaways

In this work, we tease apart the di�erences in requirements and performance guarantees
that come from matching reward, on-Q, and o�- Q adversarially chosen moments.
Reward moment matching has strong guarantees but requires access to an accurate
simulator or the real world. O�-Q moment matching can be done purely on collected
data but incurs an O(�T 2) imitation gap.

Note: We
ignore all
�nite sample
issues in this
chapter { see
[Swa+22] for
extensions for
minimax
optimal rates.

We formalize a notion ofrecoverability (with di�erent but related notions of
recoverability for on-Q and on-reward algorithms) that is both necessary and su�cient
to understand recovering from errors in imitation learning. If a problem (due to expert
or the MDP itself) is O(T)-recoverable, there exist problems where no algorithm can
escape anO(T2) compounding of errors; if it isO(1)-recoverable , we �nd on policy
algorithms prevent compounding. Together, these constitute a cohesive picture of
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moment matching in imitation learning.
We derive idealized no-regret procedures and practical IPM-based algorithms that

are conceptually elegant and correct for di�culties encountered by prior methods.
While behavioral cloning equally weights action-conditional errors,AdVIL can prevent
headaches with value moment-based weighting.AdRIL is simple to implement, does
not require training a GAN, and enjoys strong performance both in theory and practice.
DAeQuIL's moment-based losses are able to help relieve hiccups from focusing on
action-conditionals that can stymie DAgger.
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Part II

Exploration in Interactive Learning
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Chapter4
Imitation Without Global Exploration

\It su�ced that I in life could �nd
Some kind of link-and-bobolink,
some kind
Of correlated pattern in the game."

Vladimir Nabokov, Pale Fire

4.1 Author's Note

While inverse reinforcement learning (i.e., on-reward) algorithms have strong per-
formance guarantees as established in the preceding part, they come with a heavy
computational burden: the need to repeatedly solve a global exploration problem.
In this part, we derive algorithms for inverse RL that replace expensive global ex-
ploration with cheaper local exploration while preserving strong policy performance
guarantees. To the best of our knowledge, these algorithms are the �rstpoly(H )
interaction complexity algorithms for inverse RL, anexponentialspeedup over classical
techniques. Under the hood, this speedup is a consequence of previously unrecognized
game-theoretic structure. In the following chapter, we generalize the core proof
technique demonstrated here to develop afamily of e�cient IRL algorithms, some
of which are more easily implementable on real-robot setups. The content of this
chapter previously appeared in an ICML '23 paperInverse Reinforcement Learning
Without Reinforcement Learning by Swamy, Choudhury, Bagnell, and Wu [Swa+23a].

4.2 Introduction

Inverse Reinforcement Learning (IRL), also known as Inverse Optimal Control [Kal64;
Bag15] or Structural Estimation [Rus94], is the problem of �nding a reward function
that rationalizes (i.e. makes optimal) demonstrated behavior. Such approaches
build on the lengthy history of trying to understand intelligent behavior [Muy87] as
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Figure 4.1: Traditional Inverse RL methods (left) repeatedly solve RL problems with
adversarially chosen rewards in their inner loop which can be rather computationally
expensive. We introduce twoexponentially faster methods for IRL.NRMM(No-Regret
Moment Matching, center) resets the learner to states from the expert demonstrations
before comparing trajectory su�xes. MMDP(Moment Matching by Dynamic Program-
ming, right) optimizes a sequence of policies backwards in time. Both methods avoid
solving the global exploration problem inherent in RL.

approximate optimization of some cost function [WGJ95]. While economists [Rus94]
and cognitive scientists [BST09] are often interested in analyzing the recovered reward
function, it is more common in machine learning to view IRL algorithms as methods
to imitate [Zie+08a] or forecast [Kit+12] expert behavior.

There are three key bene�ts to the IRL approach to imitation. The �rst is policy
space structuring: e�ectively, IRL reduces our (often large) policy class to just those
policies that are (approximately) optimal under some member of our (relatively small)
reward function class. The second istransfer across problems: for many practical
applications (e.g. robotics [SBS10; RSB09; KRN08; Ng+06; Zuc+11], computer vision
[Kit+12], and human-computer interaction [Zie+08b; ZDB12]), one is able to learn
a single reward function across multiple instances and then use it to forecast or
imitate expert behavior in new problems that arise at test time. As Ng, Russell,
et al. [NR+00] put it, \the entire �eld of reinforcement learning is founded on the
presupposition that the reward function, rather than the policy is the most succinct,
robust, and transferablede�nition of the task" (italics ours). The third is robustness
to compounding errors: as IRL methods involve the learner performing rollouts in
the environment, they cannot end up in states they didn't expect to at test time
and therefore will not su�er from compounding errors [Swa+21]. Taken together,
these three reasons help explain why IRL methods continue to provide state-of-the-
art results on challenging imitation learning problems (e.g. in autonomous driving
[Bro+22; Igl+22; Vin+22]).

The most widely used approaches to IRL [Zie+08a; HE16] are fundamentally
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game-theoretic. An RL algorithmgeneratestrajectories by optimizing (i.e. decoding)
the current reward function. In response, a reward function selector picks a new
reward function that discriminates between learner and expert trajectories. As
pointed out by Finn, Levine, and Abbeel [FLA16], the IRL setup generalizes a GAN
[Goo+20] with a dynamics model in the generation stem. More speci�cally, if one
looks at the typical structure of an IRL algorithm, one performs the decoding-via-RL
operation repeatedly in aninner loop, tweaking the current estimate of the reward
function in the outer loop to produce behavior that more closely resembles that of
the expert.

For some problems, highly optimized planners [RSB09] or optimal controller
synthesis procedures [LK13] allow an e�cient implementation of this inner loop.
More generally however, one might want to tackle problems that don't have e�cient
algorithms to decode behavior and therefore be forced to rely on sample-based RL
algorithms. Unfortunately, this can make each inner loop iteration quite ine�cient
(both in terms of computational and sample e�ciency) as it requires solving theglobal
exploration problem inherent in RL. From the lens of reductions [BLZ09], such an
approach is counter-intuitive as we've turned the relatively easy problem of imitating
an expert into the repeated solving of the hard problem of RL.

Prior work [KL02; Bag+03b; RGB10] has shown that access to a goodexploration
distribution (i.e. the states where a strong policy spends much of its time) can
dramatically reduce the complexity of RL as the learner doesn't have to explore for
as long: knowing a set of waypoints along the shortest path through a maze should
speed up your attempt to solve it. In the imitation learning setup, we have access to
just such a distribution: the expert's visitation distribution. Our key insight is that
expert demonstrations can dramatically improve the e�ciency of the RL
subroutine of IRL .

More explicitly, our contributions are as follows:
1. We derive two algorithms that reset the learner to states from the
expert visitation distribution for more e�cient IRL. MMDP(Moment Matching
by Dynamic Programming) produces a sequence of policies.NRMM(No-Regret Moment
Matching) produces a single, stationary policy. Both come inprimal and dual variants.
2. We discuss the statistical complexity of expert resets. We prove that in the
worst case, traditional IRL algorithms take anexponential number of interactions (in
the horizon of the problem) to learn a policy competitive with the expert. In contrast,
we prove that our algorithms require onlypolynomial interactions per iteration to
learn policies competitive with the expert.
3. We discuss the performance implications of expert resets. We show that
in the worst case, neitherMMDPnor NRMMcan avoid a quadratic compounding of errors
with respect to the horizon.
4. We derive a practical meta-algorithm that achieves the best of both. We
proposeFILTER(Fast Inverted Loop Training via Expert Resets) which interpolates
between traditional IRL and our own approaches via mixing expert resets with
standard resets. This allows use to ease the exploration burden on the learner while
mitigating compounding errors. We implementFILTERon continuous control tasks
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and �nd it is more e�cient than standard IRL.
We begin with a discussion of related work.

4.3 Related Work

Both of our algorithms build upon prior work in utilizing strong exploration distribu-
tions in the reinforcement learning context [KL02]. In a sense, we lift these insights to
the imitation learning context. MMDPcan be seen as the moment-matching version of
the PSDP (Policy Search by Dynamic Programming) algorithm of Bagnell, Kakade,
Schneider, and Ng [Bag+03b].NRMMcalls the NRPI (No-Regret Policy Iteration)
algorithm of Ross, Gordon, and Bagnell [RGB10] in each iteration. Recent work by
Uchendu, Xiao, Lu, Zhu, Yan, Simon, Bennice, Fu, Ma, Jiao, et al. [Uch+22] has
con�rmed that PSDP and NRPI continue to provide strong computational bene�ts
with modern training algorithms and architectures, boding well for their application
to IRL.

Our work is also related to recent developments in the theory of policy gradient
algorithms by Agarwal, Kakade, Lee, and Mahajan [Aga+21a], in that we also assume
access to a reset distribution that covers the visitation distribution of the policy we
compare the learner's to. While they compare to the optimal policy, we compare to
the expert, as we are focused IRL.

Swamy, Rajaraman, Peng, Choudhury, Bagnell, Wu, Jiao, and Ramchandran
[Swa+22] also consider sample e�ciency in IRL, but focus on making the most out
of a �nite set of expert demonstrations, rather than solving the moment-matching
problem with as few learner-environment interactions as possible. Our work is
therefore complementary to theirs.

Perhaps the most similar algorithm toMMDPis the FAIL algorithm of Sun, Vemula,
Boots, and Bagnell [Sun+19]. While both algorithms solve a sequence of moment-
matching games, they di�er in several key ways. Perhaps most obviously, FAIL is
solving the sequence of games forward in time whileMMDPis solving them backwards
in time. This makes it straightforward to mix MMDPwith value-based reinforcement
learning (which also uses backwards-in-time dynamic programming), while it is not
apparent how to do so for FAIL.

An alternative way to use expert demonstrations in policy optimization is via
regularization towards a trained behavioral cloning policy [Jac+22; Tia+23]. The
bene�ts of such a technique are quite problem-speci�c (e.g. such regularization
could introduce compounding errors where none would exist otherwise). However,
on problems where such regularization is helpful, it can easily be combined with the
improved e�ciency our techniques provide.

Another line of work attempts to improve the e�ciency of IRL algorithms by
learning Q functions and then di�erencing them across sequential states to extract
a reward function, eliding the need for an inner loop [DT10b; Gar+21b]. While
reward functions don't include information about the dynamics of the environment,
Q functions do. This means thatQ function-based approaches to IRL need to spend
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Algorithm 4 IRL (Dual, Ziebart, Maas, Bagnell, and Dey [Zie+08a])
Input: Demos.DE , Policy class �, Reward classF r

Output: Trained policy �
Initialize � 1 2 �
for i in 1 : : : N do

// Use any no-regret algo to pick f

f i  argmax
f 2F r

J (� E ; f ) � J (Unif( � 1:i ); f ) + R(f )

� i +1  MaxEntRL(r = f i )
end for
Return � i with the lowest validation error.

Algorithm 5 IRL (Primal, Syed and Schapire [SS07])
Input: Demos.DE , Policy class �, Reward classF r

Output: Trained policy �
Initialize f 1 2 F r

for i in 1 : : : N do
// Use any no-regret algo to pick �

� i  MaxEntRL(r = 1
i

P i
j =1 f j )

f i +1  argmax
f 2F r

J (� E ; f ) � J (� i ; f )

end for
Return � i with the lowest validation error.

computation and samples to learn the environment's dynamics, only to immediately
�lter them out, which seems rather ine�cient and can introduce other errors from the
secondary regression. Furthermore, while one might be able to apply traditional IRL
methods on datasets collected from diverse agents solving tasks with similar goals
[SBS10; RSB09; KRN08; Ng+06; Zuc+11; Zie+08b; ZDB12], it isn't clear thatQ
function-based approaches would output consistent estimates of the expert's reward
function if dynamics di�er across environments.

4.4 Expert Resets in Inverse RL

We utilize the moment-matching framework of Swamy, Choudhury, Bagnell, and
Wu [Swa+21] to prove performance bounds for our algorithms. Our results allow
one to speed upany member of the broad reward-moment-matching phylum of their
taxonomy that uses RL (e.g. MaxEnt IRL [Zie+08a], GAIL [HE16], SQIL [RDL19b]).

4.4.1 Inverse RL as (Ine�cient) Game Solving

Consider a �nite-horizon Markov Decision Process (MDP) [Put14] parameterized
by hS; A ; T ; r; T i where S, A are the state and action spaces,T : S � A ! �( S)
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Algorithm 6 MMDP(Moment Matching by Dynamic Programming): Primal
Input: Sequence of expert visitation distributions� 1

E : : : � T
E , Policy class �, Reward

classF r

Output: Sequence of trained policies� = � 1:T

for t in T : : :1 do
Set Dt = fg
for j = 1 to M do

Sample a random start statest � � t
E .

Execute a random actionat � Unif(A ) in st .
Follow � t+1: T until the end of the horizon.
Dt  D t [ f (st ; at ; st+1: T ; at+1: T )g

end for
// (Approximately) solve moment-matching game.

� t  arg min
� 2 �

max
f 2F r

1
T

 

E st � � t
E ;

at � � t
E (st )

"

ED t jst ;at

"
TX

� = t

f (s� ; a� )

##

� E st � � t
E ;

at � � (st )

"

ED t jst ;at

"
TX

� = t

f (s� ; a� )

##!

(4.1)
end for
Return � 1:T .

is the transition operator, r : S � A ! [� 1; 1] is the reward function, andT is the
horizon. In the inverse RL setup, we see trajectories generated by an expert policy
� E : S ! �( A ), but do not know the reward function. Our goal is to nevertheless
learn a policy that performs as well as the expert's, no matter the true reward
function.

We solve the IRL problem via equilibrium computation between a policy player
and an adversary that tries to pick out di�erences between expert and learner policies
along certain moments (i.e. potential components of the reward function) [Swa+21].
More formally, we optimize over (time-varying) policies� = f � 1; : : : ; � T g, with
� t : S ! �( A ) 2 � and reward functions f : S � A ! [� 1; 1] 2 F r . For simplicity,
we assume that our strategy spaces (� andF r ) are convex and compact, thatF r

is closed under negation, and thatr 2 F r ; � E 2 �. We solve (i.e. compute an
approximate Nash equilibrium) of the two-player zero sum game

min
� 2 �

max
f 2F r

J (� E ; f ) � J (�; f ); (4.2)

where J (�; f ) = E� � � [
P T

t=0 f (st ; at )] denotes the value of policy� under reward
function f .

Note: We
present the
analysis in
the realizable
setting for
simplicity {
see [Esp+25]
for the
extension to
the agnostic
setting.

Swamy, Choudhury, Bagnell, and Wu [Swa+21] describe two di�erent classes
of strategies for equilibrium computation:primal, where the policy player follows
a no-regret strategy against a best-response discriminative player anddual, where
the discriminative player follows a no-regret strategy against a best-response policy
player. Most IRL algorithms are dual (e.g. MaxEnt IRL [Zie+08a] or LEARCH
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[RSB09]) but there do exist primal approaches (e.g. MWAL [SS07], GAIL [HE16]).
For both classes of strategies, a best-response corresponds to an inner loop iteration,
while a no-regret step corresponds to an outer loop iteration.

For the policy player, a best-response consists of solving the RL problem under
the current adversarially chosen reward function, i.e.

� i +1 = argmax
� 2 �

J (�; f i ) + H (� ); (4.3)

while a no-regret step consists of runningany no-regret online learning algorithm
over the history of rewards,1 e.g.

� i +1 = argmax
� 2 �

J (�;
1
i

iX

j =0

f j ) + H (� ); (4.4)

whereH (� ) denotes the entropy of the policy. See Algorithms 10 and 5 for psuedocode,
with R(f ) being a strongly convex regularizer.

In both cases, one is solving a full RL problem at each iteration. This means that
in the worst case, one pays exponentially in the horizon at each iteration [Kak03]:
Theorem 4.4.1. Inverse RL Sample Complexity: For Algorithms 10 and 5,
there exists an MDP,� E , � , and F r such that returning a policy� which satis�es
J (� E ; r ) � J (�; r ) � 0:5Vmax requires 
( jAj T ) interactions with the environment,
whereVmax is the value of the optimal policy. [Proof ]

We now discuss how we can utilize the (already known from the demonstrations)
expert's visitation distribution to solve RL problems more e�ciently.

4.4.2 Method 1: Dynamic Programming

Dynamic programming in the form of the Bellman Equation forms the basis of
Q-learning based approaches to RL: one "backs-up"Q values backwards-in-time,
selecting actions based on the sum of the reward at the current timestep and the
already computed value of the next state. More generally however, one can back-up
policies rather than just Q-values, as in the Policy Search by Dynamic Programming
(PSDP) algorithm of Bagnell, Kakade, Schneider, and Ng [Bag+03b]. Given some
roll-in distribution � , the algorithm draws states from timestepT and selects a policy

� T = argmax
� 2 �

Es� � T [r (s; � (s))] : (4.5)

Then, holding this policy �xed, the algorithm draws states from the roll-in distribution
at timestep T � 1 and selects a policy for timestepT � 1 that maximizes reward over
the horizon,

� T � 1 = argmax
� 2 �

Es� � T � 1 [r (s; � (s)) + r (s0; � T (s0))] ; (4.6)

1We write down a speci�c no-regret algorithm here (Follow the Regularized Leader [McM11])
but one could use any other (e.g. Multiplicative Weights [AHK12] or Online Gradient Descent
[Zin03]) and have similar guarantees.
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wheres0 denotes a successor state. This induction proceeds backwards in time until
one reaches the �rst timestep, at which point a sequence of policies� 1:T is output.
Notice that at each step of this algorithm, we are solving a single-step classi�cation
problem. So, instead of the exponential-in-the-horizon complexity one must pay (in
hard instances) for RL, one pays onlyquadratically in the horizon.

The careful reader will notice that PSDP requires a reward function. Two
strategies come to mind for adversarially picking one for IRL. The �rst is to choose a
reward for eachtimestep (i.e. eacht 2 [T]) of PSDP. The second is to run PSDP to
completion (i.e. solve for allT policies) and then pick a new reward in an outer loop.
We focus on the �rst, primal strategy here. We call the resulting algorithmMMDP:
Moment Matching by Dynamic Programmingand outline the procedure in Algorithm
6. Throughout our analysis, we de�ne optimization error� t as the value when� t is
plugged into Eq. (4.1). Like PSDP, MMDPavoids the exponential sample complexity
of RL.
Lemma 4.4.2. MMDPSample Complexity: Let � > 0. At iteration t, MMDPrequires
at most

O
�

log
�

j� jjF r j
�

�
T3jAj 2

� 2

�

interactions with the environment to, w.p.� 1 � � , produce a policy� t with optimiza-
tion error � t � � (Eq. 4.1). [Proof ]

MMDPperformsT iterations, giving us an overall complexity that is still polynomial
in the relevant quantities. 2 We prove the following performance bound on the policies
produced byMMDPin Appendix 12.1:
Theorem 4.4.3. MMDPUpper Bound: Let � denote the sequence of policies returned
by MMDPand �� = 1

T

P T
t � t , where � t denotes the optimization error of� t (Eq. 4.1).

Then,
J (� E ) � J (� ) � ��T 2 (4.7)

[Proof ]
This bound tells us how training error �� translates to our policy's test-time

performance. The lower bound matches, making the above tight.
Theorem 4.4.4. MMDPLower Bound: There exists an MDP,� E and sequence of
policies � with �� = 1

T

P T
t � t , where � t denotes the optimization error of� t (Eq. 4.1),

such that
J (� E ) � J (� ) � 
(� �T 2) (4.8)

[Proof ]
Intuitively, a single mistake early on in an episode can put the learner in a di�erent

part of the state space than the expert, which can make the learned policy perform
poorly. In short, MMDPis able to �nd a sequence of policies in polynomial time that
perform at most ��T 2 worse than� E .

2For simplicity, we consider �nite classes. One could instead use another complexity measure
(e.g. Rademacher) that extends to classes with in�nite elements [Sri+09].
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Algorithm 7 NRMM(BR)(No-Regret Moment Matching: Best Response Variant)
Input: Sequence of expert visitation distributions� 1

E : : : � T
E , Policy class �, Reward

classF r

Output: Trained policy �
Set � 0 2 �, D = fg
for i = 1 to N do

Set D i � 1 = fg
for j = 1 to M do

Sample random timet � Unif([0; T]) and start state st � � t
E .

Execute a random actionat � Unif(A ) in st .
Follow � i � 1 until the end of the horizon.
D i � 1  D i � 1 [ f (st ; at ; t; st+1: T ; at+1: T )g

end for
Let

L(� i � 1; f ) = E� � � E

"
TX

t=0

f (st ; at )

#

� E� � � i � 1

"
TX

t=0

f (st ; at )

#

(4.9)

Optimize f i � 1  arg maxf 2F r L(� i � 1; f ). // for NRMM(NR), optimize

L(Unif (� 1:i � 1); �) instead

D  D [ f (st ; at ; Q̂t =
P T

� = t f i � 1(s� ; a� )jtuple 2 D i � 1g
// Run any no-regret algorithm on D1:i � 1 to produce new � i , e.g. FTRL:

Optimize

� i  argmax
� 2 �

Es�D ;a� � (s) [E[Q̂t jst = s; at = a]] + H (� ): (4.10)

end for
Return � i with lowest validation error.

MMDPvs. Behavioral Cloning. A natural question at this point might be: what
bene�ts doesMMDPprovide over a behavioral cloning baseline?After all, behavioral
cloning also produces policies that do no worse thanO(�T 2) compared to the expert
and requires no environment interaction.

Consider a simpli�ed variant of MMDPin which one doesn't perform rollouts and
instead solves a game with a single-timestep payo� at each iteration. This entirely
decouples the iterations as we no longer account for the actions of the future policies
we have already computed. In e�ect, this is what purely o�ine behavioral cloning is
doing.

The core issue with such an approach is thatit prevents the learner from dis-
tinguishing between mistakes that compound over the horizon and those that don't.
Consider, for example, the MDP depicted in Figure 4.2 where the goal is to stay in
the top two rows. Assume policies� 3:T go straight but � 2 goes down w.p.�T . Now,
let's think about what would happen if we used BC orMMDPto pick � 1. Behavioral
cloning would pick a policy that always goes straight, as doing so perfectly matches
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Figure 4.2: dante : A three-row MDP where at each timestep, the learner can move
up, move down, or stay in the same row. The expert always stays in the center row.
The goal is to stay in the top two rows.

expert actions. This would lead to a performance gap of

J (� E ; r ) � J (f � BC ; � 2:T g; r ) = �T (T � 1):

However, if we instead usedMMDPto pick � 1, the rollouts with � 2:T would reveal to
the learner that it is better to go up on the �rst timestep so they still receive reward
over the horizon, no matter what� 2 chooses. Thus, the learner would match expert
performance, i.e.

J (� E ; r ) � J (f � MMDP; � 2:T g; r ) = 0 :

So, while in the worst case, BC andMMDPmight both perform poorly (e.g. if the
learner falls o� a cli� and is stuck for the rest of the episode), we would expect that
for a wide set of practical problems, knowledge of future choices would enable better
performance over the horizon.

4.4.3 Method 2: No-Regret Moment Matching

For tasks with long horizons, learning a sequence of policies may be signi�cantly more
burdensome than learning just one. We now present an algorithm that outputs a
single, stationary policy. Our approach is based on the No-Regret Policy Iteration
(NRPI) algorithm of Ross, Gordon, and Bagnell [RGB10]. Instead of solving a
sequence of optimization problems backwards in time like PSDP, NRPI picks a time
to sample from the roll-in distribution uniformly at random, takes a random action,
and then follows the previous policy� i � 1 for the rest of the episode. This gives it
sample estimates ofQ� i � 1 on states from the roll-in distribution. To have a no-regret
property, NRPI performs (regularized) greedy policy improvement using thehistory
of such samples, i.e.

� i = argmax
� 2 �

i � 1X

j =0

Et � U[0;T ];s� � t [Q� j (s; � (s))] + H (� ):

Notice that rather than solving a global exploration problem, NRPI only focuses on
picking the best action on states from the roll-in distribution, avoiding the exponential
interaction complexity lower bound. NRPI can be seen as an analog of PSDP for
stationary policies [RGB10].
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As with PSDP, NRPI requires a reward function. We therefore choose one
adversarially for IRL. We outline the full procedure in Algorithm 7. Intuitively,
this algorithm is performing primal moment-matching with the learner's start state
distribution being the expert's stationary distribution (i.e. Algorithm 5 or GAIL with
expert resets). For space reasons, we postpone the dual algorithm to Appendix??.

Let L(�; D i ) = Es� � E ;a� � (s) [ED i [Q̂t jst = s; at = a]] denote the cost-sensitive
classi�cation loss of policy� over datasetD i . We use the following regret measure in
our analysis:

� i = L(� � ; D i ) � L(� i ; D i ); (4.11)

where� � = argmax� 2 �

P N
i L(�; D i ). Like MMDP, NRMMhas polynomial time iterations.

Lemma 4.4.5. NRMMSample Complexity: Let � > 0. At iteration i , NRMMrequires
at most

O
�

log
�

j� jjF r j
�

�
T3jAj 2

� 2

�

interactions with the environment to, w.p.� 1 � � , produce a policy� i with instanta-
neous regret� i � � (Eq. 4.11). [Proof ]

However, unlikeMMDPwhich always hasT outer-loop iterations, NRMMmust be
run until the average training error drops below some threshold on�� . While the
particular number of iterations N is a problem-speci�c quantity, the fact that the
policy is selected by a no-regret algorithm tells us that, by de�nition,

lim
N !1

1
N

NX

i =1

� i = 0: (4.12)

Thus, regardless of the desired�� , the outer loop will eventually terminate, with �� / 1p
N

or �� / log(N )
N for a wide set of problems [Haz19], giving us poly-time bounds. There

exist two variations of NRMM: one in which the adversary plays a best-response (i.e.
di�erentiating between the current policy and expert demos { labeled asNRMM(BR))
and another in which the adversary follows a no-regret strategy (i.e. di�erentiating
between replay bu�erD and expert demos { labeled asNRMM(NR)). Both share similar
policy performance guarantees (Appendix 12.1).
Theorem 4.4.6. NRMM(BR)Upper Bound: Let � 1; : : : ; � N denote the sequence
policies computed byNRMM(BR)and �� = 1

N

P N
i =1 � i their average regret (Eq. 4.11).

Then, 9� 2 f � 1; : : : ; � N g s.t.

J (� E ) � J (� ) � ��T 2 (4.13)

[Proof ]
When we use a no-regret algorithm to pickf i rather than a best response, we need

to consider the instantaneous regrets of said algorithm. Letf � = argmaxf 2F r

P N
i =1 L(� i ; f )

and
� i = L(� i ; f � ) � L(� i ; f i ); (4.14)
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whereL is as de�ned in Eq. (4.9). We can now give a performance guarantee as a
function of � i and � i .
Theorem 4.4.7. NRMM(NR)Upper Bound: Let � 1; : : : ; � N and f 1; : : : ; f N denote
the sequence policies and rewards computed byNRMM(NR)and �� = 1

N

P N
i =1 � i , �� =

1
N

P N
i =1 � i their respective average regrets (Eqs. 4.11, 4.14). Then, the uniform

mixture over policies�� satis�es

J (� E ) � J (�� ) � (�� + �� )T2 (4.15)

[Proof ]
These bounds are tight, via a similar construction to before.

Theorem 4.4.8. NRMMLower Bound: There exists an MDP,� E and � with average
training error �� such that

J (� E ) � J (� ) � 
(� �T 2) (4.16)

[Proof ]
As NRMMalso performs rollouts in the environment, our discussion on whyMMDPis

preferable to behavioral cloning also applies toNRMM.
We now highlight a nuance related toNRMM.

Discriminator Training. We prove that the standard trajectory-level discriminator
training usually performed in IRL (i.e. Eq. 4.9 in Algorithm 7) is lower variance
than the su�x-level discriminator training one might think to perform based on the
samples in replay bu�er D. We prove this point more formally in Appendix 12.1.
In practice, we �nd that trajectory-level discriminator training works better than
su�x-level discriminator training and therefore utilize it in all of our implementations.

4.4.4 Dual Algorithms

A natural question upon reading the preceding sections is whetherdual algorithms
can leverage expert resets to speed up policy search. Practically, these algorithms
would run PSDP or NRPI in their inner loop with a reward function chosen via a
no-regret algorithm in their outer loop. Indeed these dual algorithms also work, but
for a subtle reason.

Recall that NRPI and PSDP only compete with policies that have similar visitation
distributions to the expert [Bag+03b; RGB10]. This is �ne when selecting policies in
the outer loop as the expert policy is an equilibrium strategy. However, the story
is less clear when policy search is the inner loop. This is because the expert policy
might be quite far from the optimal policy for the adversarially chosen reward. Thus,
if we use NRPI/PSDP as our policy search method, the learner may struggle to
�nd the best responseneeded for equilibrium computation. However, we prove that
we're still able to guarantee we learn strong policies on average over iterations via
both dual algorithms. Intuitively, one can guarantee doing as well as� E under all
reward functions simply by doing as well as� E at each iteration of a no-regret reward
selection algorithm. Note that this does not require �nding the truly optimal policy
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Algorithm 8 MMDP(Moment Matching by Dynamic Programming): Dual
Input: Sequence of expert visitation distributions� 1

E : : : � T
E , Policy class �, Reward

classF r

Output: Sequence of trained policies� = � 1:T

Initialize � 1 = ( � 1
0; : : : ; � T

0 ) 2 � T ,
for i in 1 : : : N do

// Use any no-regret algo to pick f , e.g. FTRL

f i  argmax
f 2F r

J (� E ; f ) � J (Unif( � 1:i ); f ) + R(f )

// Perform an expert-competitive response via PSDP

� T
i +1 = argmax� 2 � Es� � T

E
[f i (s; � (s))]

for t in T : : :2 do
for j = 1 to M do

Sample a random start statest � 1 � � t � 1
E .

Execute a random actionat � 1 � Unif(A ) in st � 1.
Follow � t :T

i +1 until the end of the horizon.
Dt  D t [ f (st ; at ; st+1: T ; at+1: T )g

end for
// Use any cost-sensitive classification algo to pick � t � 1

i +1

� t � 1
i +1 = argmax

� 2 �
Est � 1 � � t � 1

E

"

f i (st � 1; � (st � 1)) + EDj st � 1 ;� (st � 1 )

"
TX

� = t

f i (s� ; � � (s� ))

##

(4.17)
end for

end for
Return �� 1:T , uniform mixture of � 1:T

i .

for each adversarially selected reward function. Put di�erently, anexpert-competitive
responsesu�ces if a best responseis not possible.

We now present thedual (i.e. no-regret over rewards rather than over policies)
variants of the algorithms in the preceding section. We �rst describe our proof
strategy for general two-player zero-sum games before specializing to inverse RL.

4.4.5 Two Player Zero-Sum Games with Relative Best Re-
sponses

De�nition 4.4.9 (Relative Best Response). We say that an oracleA y : X ! Y
satis�es RBR[yE ; � ] , if, 8x 2 X , we have that

`(x; A y(x)) � `(x; yE ) � �: (4.19)

Theorem 4.4.10. Consider a two-player zero-sum gamemaxx2X miny2Y `(x; y) with
payo� ` that is concave inx and convex iny. Let yE 2 Y . Given access to a no-regret
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Algorithm 9 NRMM(No Regret Moment Matching): Dual
Input: Sequence of expert visitation distributions� 1

E : : : � T
E , Policy class �, Reward

classF r

Output: Sequence of trained policies� = � 1:T

Initialize � 1 = ( � 1
0; : : : ; � T

0 ) 2 � T ,
for i in 1 : : : N do

// Use any no-regret algo to pick f , e.g. FTRL

f i  argmax
f 2F r

J (� E ; f ) � J (Unif( � 1:i ); f ) + R(f )

// Perform an expert-competitive response via NRPI

Set D i = fg , � 1
i = � i � 1.

for j = 1 to M do
Sample random timet � Unif([0; T]) and start state st � � t

E .
Execute a random actionat � Unif(A ) in st .
Follow � j

i until the end of the horizon.
D i  D i [ f (st ; at ; t; Q̂t =

P T
� = t f i (s� ; a� ))g

// Run any no-regret CSC algorithm on D i to produce new � j +1
i , e.g. FTRL:

Optimize

� j +1
i  argmax

� 2 �
Es�D ;a� � (s) [E[Q̂t jst = s; at = a]] + H (� ): (4.18)

end for
Select� i as best of� 1:M

i on validation data.
end for
Return �� , uniform mixture of � i .

online convex optimization algorithmA x over X and a RBR[yE ; � ] oracle A y, we are
able to compute an average iterate�y in N rounds such that

max
x2X

`(x; �y) � `(x; yE ) � � +
RegX (N )

N
: (4.20)

Proof. De�ne ` i (x) = `(x; yi ) � `(x; yE ). We set xn = A x (`1:n� 1) and yn = A y(xn ).
By the convexity of ` in y and Jensen's inequality, we have that

max
x2X

`(x; �y) � `(x; yE ) � max
x2X

1
N

NX

n=1

`(x; yn ) � `(x; yE ): (4.21)

To prove our original claim, it is su�cient to upper-bound

max
x2X

1
N

NX

n=1

` t (x): (4.22)
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From the relative best response property, we directly have that

8n 2 [N ]; `(xn ; yn ) � `(xn ; yE ) � � ) 8 n 2 [N ]; `n (xn ) � �: (4.23)

By the de�nition of regret of A x , we have that

max
x2X

1
N

NX

n=1

`n (x) � `n (xn ) �
RegX (N )

N
: (4.24)

Rearranging terms, this tells us that

max
x2X

1
N

NX

n=1

`n (x) �
RegX (N )

N
+

1
N

NX

n=1

`n (xn ) �
RegX (N )

N
+ �: (4.25)

where the last inequality comes from the de�nition ofRBR[yE ; � ] . This completes the
proof. We note that via the no-regret property ofA x , the �rst term tends to 0 as
N ! 1 .

4.4.6 Inverse Reinforcement Learning with Expert-Competitive
Responses

Our proofs will assume access to an e�cient oracle to perform anexpert-competitive
response{ a relative best response where the performance of the learner's policy is
measured relative to� E .
De�nition 4.4.11 (Expert-Competitive Response). We say that a reinforcement
learning algorithm A : F r ! � satis�es ECR[�T 2] , if, 8r 2 F r , we have that

J (� E ; r ) � J (A (r ); r ) � �T 2: (4.26)

For an arbitrary � > 0, both PSDP and NRPI satisfyECR[�T 2] when run with
the expert demonstrations as their reset distribution. Note that for MMDP,� refers
to the cost-sensitive classi�cation error of the inner PSDP loop while for NRMM,�
refers to the regret of the online cost-sensitive classi�cation algorithm.

We now provide a shared policy performance bound proof for both dual algorithms.
Theorem 4.4.12. MMDP/ NRMMDual Variant Upper Bound: Assume we have
access to a no-regret online linear optimization algorithmA f over F r and anECR[�T 2]
oracle A � over � . De�ne ` i (f ) = 1

T (J (� E ; f ) � J (� i ; f )) . Set f i = A f (`1:i � 1) and
� i = A � (f i ). Then, if we let �� denote the uniform mixture over computed policies,
we have that

J (� E ; r ) � J (��; r ) � ��T + �T 2; (4.27)

where �� = 1
N

P N
n=1 � n is the average regret of the reward selection algorithm used.

Proof. Setting X = F r , Y = �, `(r; � ) = 1
T J (�; r ), yE = � E , � = �T , and applying

Theorem 4.4.10 gives us the claim.
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Observe that both Algorithm 8 and 9 �t into the template de�ned in the theorem
statement. By inspecting our above algorithms, it is clear that our per-iteration
sample complexity analysis applies as written so we do not rehash the details. We note
however that in contrast to the overall polynomial sample complexity of the primal
version of MMDP, we do have to pay linearly in the number of no-regret iterations for
the dual version. Similarly, for the dual version of NRMM, we have to pay for the
number of no-regret iterations over both strategy spaces.

4.5 Getting the Best of Both Worlds

In the preceding section, we derived two algorithms,MMDPand NRMM, which can
compute policies that match expert behavior in polynomial time. However, in the
worst case, both can produce policies that su�er from a quadratic compounding of
errors with respect to the horizon. Traditional IRL approaches have complimentary
strengths: they can su�er from exponential computation complexity but produce
policies with a performance gap linear in the horizon. This begs the question:can we
get the best of both worlds?

Consider a variation ofNRMMwhere, with probability � , we perform an expert
reset, otherwise performing a standard rollout (i.e.st � � t

� i � 1
). By setting � = 1,

we unsurprisingly recoverNRMM. However, if we set� = 0, the per-round loss that is
passed to the learner becomes

L(�; D i ) = Es� � i ;a� � (s) [ED i [Q̂t jst = s; at = a]]; (4.28)

This is strikingly similar to the standard approximate policy improvement procedure
[SB18] with an adversarially chosen reward. Recall that inNRMM, we select our
discriminator f as in primal IRL (Algorithm 5). Put together, setting � = 0 is
e�ectively using an o�-policy RL algorithm in the policy optimization component of
Algorithm 5. One might therefore reasonably expect such an approach to inherit the
exponential complexity and linear-in-the-horizon performance gap of standard IRL.

It is natural to consider annealing between these extremes by decaying� from 1 to
0 over outer-loop iterations. Intuitively, this allows the learner to quickly �nd a policy
with quadratic errors before re�ning it to a policy with error linear in the horizon.
Even more simply, one can interpolate with a �xed� = 0:5 probability, reducing the
exploration burden on the learner while mitigating compounding errors. We term
such annealed / interpolated approachesFILTER: Fast Inverted Loop Training via
Expert Resets. De�ning �� as in Eq. (4.11) and �� RL as

�� RL =
1

NT

NX

i

(max
f i 2F r

J (� E ; f i ) � J (� i ; f i )) ; (4.29)

(i.e. the errors on the expert and start state distributions) we can derive a performance
bound for FILTERby taking the minimum over the NRMMand IRL bounds.
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Corollary 4.5.1. FILTERUpper Bound: Consider a set of policiesf � 1; : : : ; � N g
with errors �� and �� RL (Eqs. (4.11), (4.29)). Then, we have that9� 2 f � 1; : : : ; � N g
s.t.

J (� E ) � J (� ) � min
�
��T 2; �� RL T

�
: (4.30)

The expert reset probability � controls the trade-o� or schedule of minimizing
�� (� � 1) versus�� RL (� � 0). Intuitively, FILTERinherits the transferability of the
reward function across problems of IRL, has better robustness to inaccuracy in� E

and compounding errors thanNRMM, and is better able to handle recoverable situations
than behavioral cloning.

Unfortunately, it is di�cult to prove more about FILTER. This is because a learner's
performance on a mixture of two distributions doesn't easily translate to a bound
on their performance on either. Traditional approaches to deriving such a bound
(e.g. as function of theH � H divergence [Ben+10]) produce vacuous bounds when
applied to 
exible hypothesis classes like neural networks. Similar di�culties have
been encountered by others in the IRL community without resolution [Cha+15].

4.6 Experiments

We conduct experiments with the PyBullet Suite [CB19]. We train experts using RL
and then present all learners with 25 expert demonstrations to remove small-data
concerns. As a simple behavioral cloning baseline matches expert performance under
these conditions [Swa+21], we harden the problem by introducing randomization:
with probability ptremble , a random action gets executed in the environment rather
than the one the policy chose. Our expert data is free from these corruptions. We
also conduct experiments on theantmaze-large tasks from Fu, Kumar, Nachum,
Tucker, and Levine [Fu+20], but with ptremble = 0.

We compare 4 algorithms:FILTER(BR), FILTER(NR), MM(i.e. Algorithm 5, or,
equivalently, FILTER(NR)with � = 0), and BC. 3 See Appendix 12.2 for details. We
do not implement MMDPas these tasks can all last forT = 1000 timesteps. We plot
the performance of the policy as a function of the number of environment interactions
used for policy optimization. 4 As recommended by Agarwal, Schwarzer, Castro,
Courville, and Bellemare [Aga+21b], we plot a robust statistic (i.e. the interquartile
mean). Standard errors are computed across 10 runs.

For our baseline moment-matching algorithm, we use a signi�cantly improved
version of GAIL [HE16]. Speci�cally, we switch from the Jensen-Shannon divergence

3In practice, rather than perform policy improvement on just the �rst state from the learner su�x,
we instead perform policy improvement on states from the entire su�x (i.e. standard Q-learning).
While in the worst case, this means that our performance bounds could degrade by a factor ofT, in
practice the bene�ts of leveraging the entire su�x often outweighs the potential cost.

4In some implementations of algorithms like GAIL, trajectories from the policy's replay bu�er
are used for training the discriminator rather than trajectories sampled post-policy-update. For
FILTER, as we may only observe su�xes when� > 0, we need to separately sample whole trajectories
post-policy-update. To make the comparison fair, we do this forMMas well.
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Figure 4.3: We see that bothFILTER(BR)and FILTER(NR)out-performs standard
MMand BCon 4 out of the 5 environments considered. Standard errors are computed
across 10 seeds.

to an integral probability metric (as recommended by Swamy, Choudhury, Bagnell,
and Wu [Swa+21]), use the more e�cient Soft Actor Critic [Haa+18b] or TD3+BC
[FG21] as our policy optimizers, add a gradient penalty to the discriminator [Gul+17],
and use Optimistic Mirror Descent [Das+17] to optimize both players for fast and
last iterate convergence. See the appendix of Swamy, Rajaraman, Peng, Choudhury,
Bagnell, Wu, Jiao, and Ramchandran [Swa+22] for an ablation of these changes.
Taken together, these changes make our baseline a strong point of comparison, over
which improvement is non-trivial.

In Figure 4.3, we see thatFILTER(BR)and FILTER(NR)perform comparably and
are signi�cantly faster at �nding strong policies than MMon 4/5 environments. We
would recommend trying both variants when applying the algorithm in practice. To
the best of our knowledge, the performance ofFILTERon both variants of antmazeis
the highest performance ever achieved by an algorithm that doesn't use any reward
information. 5

It is also interesting to consider the di�erence in results between the environments
we consider. In the Bullet locomotion environments, we found that� = 0:5 worked
better than � = 1. We hypothesize that this is because the learner is able to learn to
connect their initial state to sampled expert states more easily. For locomotion tasks,
this might correspond to learning to accelerate before matching the expert's gait.
We tried a more complex annealing strategy but found that it did not outperform a
�xed � = 0:5. However, we believe that for other problems, the annealing strategy
could perform better than a �xed � . For the AntMaze environments, we found
that � = 1 worked better than lower values. We hypothesize that this is because

5We note that the performance we report for behavioral cloning on these environments is
signi�cantly higher than what is usually reported in the literature { see Appendix 12.2 for details.
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of the di�culty of exploration in a maze, for which expert resets can help a lot.
In general, we would recommend that the harder exploration is in a problem, the
higher � should be set. We release the code we used for all of our experiments
at https://github.com/gkswamy98/fast_irl . Of particular interest are the gym
wrappers, which should be easily transferable to other algorithms / implementations.

4.7 Discussion

In summary, we provide multiple algorithms for more sample e�cient inverse re-
inforcement learning, both in theory and practice. Our key insight is speeding up
policy optimization via resetting the learner to states from expert demonstrations.
We emphasize that due to the reduction-based analysis we perform, one could apply
this technique to an arbitrary inverse reinforcement learning algorithm and not just
the GAIL-like approach we use for experiments.

One interesting avenue for future work is developing an algorithm with stronger
guarantees in the interpolated case { for example, one could imagine training two
discriminators (one on trajectories from each start state distribution) and using the
more pessimistic during learning.

Lastly, one could also further investigate where sub-optimal data could be used
in our procedure. For example, one could mix it with the expert data and use this
mixture distribution for resets if only a limited number of demonstrations are available.
As long as we still use the expert data for reward selection, we conjecture that similar
guarantees to the ones we prove above would hold.
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Chapter5
Hybrid Inverse Reinforcement Learning

\All models are wrong,
but some are useful."

George Box

5.1 Author's Note

While the algorithms in the preceding chapter come with strong performance and
interaction-complexity guarantees, they require a strong assumption: the ability
to reset the learner to an arbitrary state in the MDP. In this chapter, we rather
transparently generalize the core game-theoretic proof to a wider set of e�cient policy
search algorithms that do not require the generative model access to the environment
(e.g., by learning a localworld model { i.e., a learned partial simulator { before using
it to perform resets). We brie
y discuss how we applied these algorithms to prevent
robot arms from making lower-level dexterous manipulation and higher-level semantic
errors during task execution. Most of the content of this chapter previously appeared
in an ICML '24 paper Hybrid Inverse Reinforcement Learningby Ren, Swamy, Wu,
Bagnell, and Choudhury [Ren+24].

5.2 Introduction

Broadly speaking, we can break down the approaches to imitation learning (IL) into
o�ine algorithms (e.g. behavioral cloning, [Pom88]) andinteractive algorithms (e.g.
inverse reinforcement learning [Zie+08c], DAgger [RGB11]). O�ine approaches to
imitation aren't robust to the covariate shift between the expert's state distribution
and the learner'sinduced state distribution; therefore, they su�er from compounding
errors which results in poor test-time performance [RGB11; Swa+21; Wan+21].
Instead, interactive algorithms allow the the learner to observe the consequences of
their actions and therefore learn to recover from their own mistakes. This is the
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Figure 5.1: Standard inverse reinforcement algorithms (left) require repeatedly solving
a reinforcement learning problem in their inner loop. Thus, the learner is potentially
forced to explore the entire state space to �nd any reward. We introducehybrid
inverse reinforcement learning, where the learner trains on a mixture of its own and
the expert's data during the policy search inner loop. This reduces the exploration
burden on the learner by providing positive examples. We provide model-free and
model-based algorithms that are both signi�cantly more sample e�cient than standard
inverse RL approaches on continuous control tasks.

fundamental reason why interactive approaches like inverse reinforcement learning
(IRL) continue to provide state-of-the-art performance for challenging tasks like
autonomous driving [Bro+22; Igl+22; Vin+22] and underlie large-scale services like
Google Maps [Bar+23].

However, inverse reinforcement learning reduces the problem of imitation to
repeatedly solving a reinforcement learning problem, and thus the agent has to
potentially pay the exponential interaction complexity of reinforcement learning
[Kak03]. When performed in the real world, this interaction can be both unsafe
and time-consuming; in simulation, it incurs great computational expense. This fact
motivates our key question:how can we reduce the amount of interaction performed
in inverse reinforcement learning?

At its core, the reason reinforcement learning is interaction-ine�cient is because
of global exploration: in the worst case, the learner needs to reach all possible states
to �gure out what decisions are optimal over the horizon. This means that in IRL,
the learner often spends the majority of interactions trying out policies that are
quite dissimilar to the expert's in the hope of �nding a bit of reward. This is rather
odd, given our goal is just to imitate the expert. Put di�erently, when optimizing a
potential reward function, we should only be competing against policies with similar
visitation distributions to the expert. We therefore narrow our overarching question:
how do we focus IRL policy search on policies that are similar to the expert's?

Recent work by Swamy, Choudhury, Bagnell, and Wu [Swa+23b] shows that one
can dramatically reduce the amount of exploration required by resetting the learner to
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states from the expert demonstrations during policy search. Despite this approach's
strong theoretical guarantees, the ability to reset the learner to arbitrary states has
limited feasibility in the real world. Thus, we focus on how we can curtail unnecessary
exploration without assuminggenerative modelaccess to the environment.

We provide a general reduction that allows one to useany RL algorithm that
merely guarantees returning a policy that competes with the expert (rather than
competing with the optimal policy) for policy search in IRL. This generalizes the
argument of Swamy, Choudhury, Bagnell, and Wu [Swa+23b], allowing us to leverage
e�cient RL algorithms that don't require resets for IRL.

Speci�cally, we propose to usehybrid reinforcement learning [RB12; Son+22;
Zho+23b] to speed up the policy search component of inverse reinforcement learning.
In hybrid RL, one trains a policy to do well onboth the o�ine data and the distribution
of data it induces (e.g. by using data from both bu�ers when �tting aQ-function).
Rather than competing against an arbitrary policy (as we do in online RL which
therefore leads to having to pay for extensive exploration), this procedure asks only
the learner to compete against policiescoveredby the o�ine dataset. Hybrid RL
gives similar theoretical guarantees as o�ine RL without requiring explicit pessimism
(which can be brittle in practice and intractable in theory) and retains a higher degree
of robustness to covariate shift. Given our goal is to compete with the expert, we
propose to simply use the expert demonstrations as the o�ine dataset for hybrid RL.
Our key insight is that we can use hybrid RL as the policy search procedure
in IRL to curtail exploration.

More explicitly, the contributions of our work are three-fold:

1. We provide a reduction from inverse RL to expert-competitive
RL . We prove that as long as our policy search procedure guarantees to output a
sequence of policies that competes with the experton averageover a sequence of
chosen rewards, we are able to compute a policy that competes with the expert on
the ground truth reward. Notably, our reduction generalizes the underlying argument
of Swamy, Choudhury, Bagnell, and Wu [Swa+23b] to methods that don't require
the ability to reset the learner to arbitrary states in the environment.

2. We derive two hybrid inverse RL algorithms: model-free HyPEand
model-based HyPER. HyPEuses the HyQ algorithm of Song, Zhou, Sekhari, Bagnell,
Krishnamurthy, and Sun [Son+22] in its inner loop whileHyPERuses the LAMPS
algorithm of Vemula, Song, Singh, Bagnell, and Choudhury [Vem+23] as its policy
search procedure. We provide performance guarantees for both algorithms and discuss
their pros and cons relative to other fast inverse RL algorithms.

3. We demonstrate that on a suite of continuous control tasks, HyPE
and HyPERare signi�cantly more sample e�cient than standard approaches .
In addition to out-performing GAIL-like approaches [HE16] and behavioral cloning,
we also �nd that we are able to consistently out-perform the FILTER algorithm of
[Swa+23b] and IQLearn [Gar+21a].
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5.3 Related Work

Hybrid Reinforcement Learning. Hybrid RL | using data that covers a strong
policy to speed up reinforcement learning | comes in several variants. One variant is
to reset the learner to states from the o�ine distribution [Bag+03a; RB14b]. Another
is hybrid training: using a combination of on-policy data from the learner and the
o�ine distribution when �tting the critic [Son+22; Zho+23b] or the model [RB12;
Vem+23] used in the policy update. While the former variant comes with stronger
guarantees as far as interaction complexity, the latter is more applicable to a wider
variety of problems due to weaker reset requirements [Hes+18c; Bal+23; Luo+23].
We lift the insights from two hybrid training algorithms | the HyQ algorithm of
Song, Zhou, Sekhari, Bagnell, Krishnamurthy, and Sun [Son+22] and the LAMPS
algorithm of [Vem+23] | to the space of imitation learning.

Sample-E�cient Inverse Reinforcement Learning. Various lines of work have
attempted to address the sample-ine�ciency of the RL inner loop of inverse RL. One
line removes the inner loop entirely by using the di�erence ofQ functions across
timesteps as an implicit reward [DT10a; Gar+21a]. However, sinceQ functions
depend on the dynamics of the environment, it is unclear if such methods will produce
consistent estimates of the expert's policy if data was collected across agents with
slightly di�erent dynamics (e.g. cars with di�erent wheel frictions). On the other
hand, reward-based methods like ours have repeatedly demonstrated robustness to
this issue [SBS10; RSB09; KRN08; Ng+06; Zuc+11; Zie+08b].

Another line of work attempts to use resets to the expert's state distribution
to curtail the exploration the learner performs during the inner loop [Swa+23b].
This approach comes with strong guarantees for interaction e�ciency but requires
generative model access to the environment. Our approach operates under weaker
reset assumptions but can only provide weaker guarantees. More explicitly, we lift
the reset 
avor of hybrid RL to imitation, while we lift hybrid training. We provide a
more in-depth comparison e�cient IRL methods in Section 5.4.5.

Hybrid Training for Inverse Reinforcement Learning. Perhaps the most
similar approaches to our model-freeHyPEalgorithm are the SQIL approach of Reddy,
Dragan, and Levine [RDL19a] and the AdRIL approach of Swamy, Choudhury,
Bagnell, and Wu [Swa+21]. Both approaches use data from both the learner and the
expert during policy updates by sampling from two separate replay bu�ers. However,
neither of these works rigorously addresses the e�ect of using o�-policy data in the
policy optimization subroutine of inverse RL. We provide a general reduction that
speci�es the properties required for doing so while preserving performance guarantees.
In concurrent work, Kolev, Rafailov, Hatch, Wu, and Finn [Kol+24] combine hybrid
training with pessimism for more interaction-e�cient model-based IRL, using a model
ensemble disagreement auxiliary cost in their practical RL procedure. In contrast,
we focus on the bene�ts hybrid training + expert resets provides for model-based
IRL. This allows us to elide intractable pessimism in theory and ensemble-based
approximations in practice.
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Algorithm 10 (Dual) IRL ( Ziebart, Maas, Bagnell, and Dey [Zie+08a])
Input: Demos.DE , Policy class �, Reward classF r

Output: Trained policy �
Initialize � 1 2 �
for t in 1 : : : T do

// Use any no-regret algo to pick f
f t  f t � 1 + r f (J (� E ; f ) � J (� t ; f ))
� t+1  RL(r = f t ; � = �)

end for
Return mixture of � 1:T .

5.4 Hybrid Inverse RL

5.4.1 A Game-Theoretic Perspective on Inverse RL

We consider a �nite-horizon Markov Decision Process (MDP) [Put14] parameterized
by hS; A ; T ; r; H i whereS, A are the state and action spaces,T : S � A ! �( S)
is the transition operator, r : S � A ! [� 1; 1] is the reward function, andH is the
horizon. In the inverse RL setup, we see trajectories generated by an expert policy
� E : S ! �( A ), but do not know the reward function. Our goal is to �nd a policy
that, no matter what reward function we are evaluated under, performs as well as
the expert. We cast this problem as a zero-sum game between a policy player and
an adversary that tries to pick out di�erences between expert and learner policies
[SS07; Swa+21]. More formally, we optimize over policies� : S ! �( A ) 2 � and
reward functionsf : S � A ! [� 1; 1] 2 F r . We use� = ( s1; a1; r1; : : : ; sH ; aH ; rH ) to
denote the trajectory generated by some policy. Note:

Critically,
primal IRL
algorithms
(e.g., GAIL)
also have to
pay exp(H )
in interaction
as one can
always force a
no-regret
algorithm to
perform a
best response.

For theoretical simplicity, we assume
that our strategy spaces (� and F r ) are convex and compact, thatF r is closed under
negation, and that r 2 F r ; � E 2 �. Using J (�; r̂ ) = E� � � [

P H
h=1 r̂ (sh; ah)] to denote

the value of policy� under reward function r̂ , we can express our objective as

min
� 2 �

max
f 2F r

J (� E ; f ) � J (�; f ): (5.1)

Perhaps the most common strategy for solving this game is to use a no-regret
strategy for reward selection against a best-response strategy for policy selection
[Zie+08a; Swa+21], which we outline in Algorithm 10. Explicitly, in the dual 
avor
of IRL, one performs abest-responsevia RL at each inner iteration by computing the
optimal policy for the adversarially chosen reward function.

Consider the learner operating in a tree-structured MDP and letF r be the class
of reward functions that are 0 everywhere except for a single leaf node. Then, to �nd
any reward, the learner needs to explore the entire tree at each iteration, an amount
of interaction that scales exponentially with the task horizon. This construction is
more than a pathological example: Fig. 5.2 shows that even forprimal approaches
(e.g. GAIL) that don't optimize the reward to completion in their inner loop (and
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instead perform a small no-regret update { i.e. a gradient step), we observe empirical
evidence of the adversary being able to consistently pick out di�erences between the
expert and the learner, and drive up the value di�erenceJ (� E ; f i ) � J (�; f i ). Even
as the learner slowly improves upon the current reward, the adversary repeatedly
shifts the reward function, thus driving up interactions and introducing instability.
E�ectively, any adversarial IRL algorithm (whether primal, dual or a mixture) ends
up solving a potentially hard global exploration problemat least once.

Figure 5.2: Di�erence in rewards between the learner policy� i and expert policy
� E under the discriminator function f i for the �rst 100k environment interactions in
primal IRL.

Indeed, one may need to explore the entire state space for the optimal policy
when given an arbitrary reward function. However, in inverse RL we explicitly choose
reward functions that rate the expert higher than the history of learner policies. Thus,
the fact that the standard recipe for both primal and dual IRL completely ignore
the expert demonstrations during policy optimization seems suboptimal. This begs
the question: how can we give the learner examples of expert behavior during policy
optimization to reduce the amount of exploration required to �nd good states?We
now discuss the core principle that underlies multiple ways to do so while preserving
performance guarantees.

5.4.2 Expert-Relative Regret Oracles in Inverse RL

At heart, the game-theoretic approach to inverse reinforcement learning relies on the
following intuition: we must have found a policy with performance close to the expert's
if there is no reward function that can tell the di�erence between the learner's current
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policy and the expert's.We often operationalize this principle by repeatedly picking
reward functions that score the expert higher than the learner and then computing
the optimal policy under this reward. Critically, however, there is no reason for the
expert to be theoptimal policy under a proposed reward function { it merely needs to
score higher than the learner. We provide a simple example of this point in Fig. 5.3.

f 1

� 1 =
argmax� 2 � J (�; f 1)

f 2

� 2 =
argmax� 2 � J (�; f 2)

Figure 5.3: Consider a binary tree MDP. De�ne � to be the set of all deterministic
policies (paths through the tree), andF r the class of rewards that always assign
+1 to the bottom-left node and an additional +1 to any one of the three other leaf
nodes. The expert (the green path) always takes the leftmost path. Note that the
expert is not optimal under anyf 2 F r . In the �rst image, the learner (the orange
path) has computed the best response tof 1 (the labels on the nodes). To penalize
the learner, f 2 shifts the reward to a neighboring leaf node. As a result,� 2 must
search through the entire tree to compute the best-response. Beyond the repeated
exploration required to compute a best-response, the best responses are di�erent
across iterations, which leads to instability in policy training.

Thus, when computing abest responseto this reward function (i.e. the optimal
policy), the learner often needs to try out a variety of policies that visit states quite
di�erent to those the expert visits. This has two negative consequences: �rst, it may
necessitate a large amount of interaction per iteration. Second, because the optimal
policy can vary wildly across iterations, it can introduce instability into the training
process. Both concerns still apply even for primal approaches like GAIL [HE16] that
take a small no-regret step at each iteration.1 If we pause and take a step back, this
is somewhat odd: given our goal is merely to compete with the expert under a variety
of potential reward functions, trying to move towards theoptimal policy under an
adversarially chosen metric seems needlessly expensive. Instead, one might hope
that as long as the learner can consistently compete with theexpert under whatever
metric the adversary chooses, we should be able to guarantee that we compete with
the expert under the ground-truth reward.

We can formalize our preceding intuition via the notion of anExpert-Relative
Regret Or acle (ERROr).

1To see why the former point applies, observe that even if we were to restrict the adversary to
only picking the ground truth r , a primal approach would eventually involve computing the optimal
policy, which requires extensive exploration in the worst case.
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De�nition 5.4.1 (ERROrf Reg� (T)g). A policy-selection algorithmA � satis�es the
Reg� (T) expert-relative regret guarantee if given any sequence of reward functions
f 1:T , it produces a sequence of policies� t+1 = A � (f 1:t ) such that

TX

t=1

J (� E ; f t ) � J (� t ; f t ) � Reg� (T): (5.2)

Critically, this de�nition does not require us to compute or even compete against
the optimal policy for eachf t . 2

We also de�ne a no-regret reward-selection algorithm.

De�nition 5.4.2. De�ne ` t (f ) = 1
H (J (� t ; f ) � J (� E ; f )). Af is a no-regret reward

selection algorithmif when given a sequence of loss functions`1:t induced by a sequence
of policies� 1:t , it produces iteratesf t+1 = Af (`1:t ) such that

TX

t=1

` t (f t ) � min
f ? 2F r

TX

t=1

` t (f ?) � Regf (T); (5.3)

with lim T !1
Regf (T )

T = 0:

Due to the linearity of ` t , standard no-gradient descent satisfy this above condition
[Zin03]. We now provide a simple proof that the combination of the above two oracles
allows us to e�ciently compute a policy with similar performance to the expert's.

Theorem 5.4.3. Assume access to anA � and Af that satisfy De�nitions 5.4.1 and
5.4.2 respectively. Set� t+1 = A � (f 1:t ) and f t+1 = Af (`1:t ). Then, �� (the mixture of
� 1:T ) satis�es

J (� E ; r ) � J (��; r ) �
Reg� (T)

T
+

Regf (T)
T

H: (5.4)

2Note that this is a weaker requirement than the per-iteration guarantee the proofs of Swamy,
Choudhury, Bagnell, and Wu [Swa+23b] require. While this distinction may seem unimportant
prima facie, the model-based hybrid RL algorithms we build only guarantee competing with the
expert on average [RB12; Vem+23].
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Proof. Note: Simple
as it may
seem in
hindsight,
this was a
harder proof
to come up
with than you
might expect!

J (� E ; r ) � J (��; r ) =
1
T

TX

t=1

J (� E ; r ) � J (� t ; r )

� max
f ? 2F r

1
T

TX

t=1

J (� E ; f ?) � J (� t ; f ?)

�
1
T

TX

t=1

J (� E ; f t ) � J (� t ; f t )

+
Regf (T)

T
H

�
Reg� (T)

T
+

Regf (T)
T

H:

As T ! 1 , the second term in the above bound goes to 0 due to the no-regret
property of Af . Thus, in the limit, we only pay for our average policy optimization
error relative to the expert. More explicitly, the above result implies that rather than
the per-iteration best response we require in dual IRL algorithms like MaxEnt IRL
[Zie+08a],

� t = argmax
� 2 �

J (�; f t ); (5.5)

or the no-regret property required to prove guarantees for primal IRL algorithms like
GAIL [HE16],

lim
T !1

max
� ? 2 �

1
T

TX

t=1

J (� t ; f t ) � J (� ?; f t ) = 0 ; (5.6)

we instead merely need to compete with the expert on average to ensure that we
learn a policy with strong performance.

Our above discussion begs the question of whether there are e�cient algorithms
that satisfy the ERROrproperty. Two algorithms that do are the PSDP algorithm of
Bagnell, Kakade, Ng, and Schneider [Bag+03a] and the NRPI algorithm of Ross and
Bagnell [RB14b]. Swamy, Choudhury, Bagnell, and Wu [Swa+23b] essentially use
this property in the proofs of their MMDP and NRMM algorithms. Unfortunately,
both PSDP and NRPI require the ability to reset the learner to arbitrary states in the
environment, which means MMDP and NRMM do as well. Thus we ask the question:
are there algorithms that satisfy theERROrproperty without requiring generative
model access to the environment?As we detail in the following sections, hybrid RL
algorithms answer this question in the a�rmative, boding well for their application
to the imitation learning setting.
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5.4.3 HyPE: Model-Free Hybrid Inverse RL

We now consider how to construct amodel-freehybrid IRL algorithm. We begin
by considering the forward problem. Many model-free hybrid RL algorithms follow
the rough structure we outline in Algorithm 12: use a mixture of on-policy data
from the learner and o�-policy data from the expert to �t a Q function that we then
use for a policy update. For example, the HyQ algorithm of Song, Zhou, Sekhari,
Bagnell, Krishnamurthy, and Sun [Son+22] runs Fitted Q Iteration for the critic
update and then returns the greedy policy from that critic update for the actor
update. The HNPG / HAC algorithms of Zhou, Sekhari, Song, and Sun [Zho+23b]
performs a similar critic update before using the Natural Policy Gradient algorithm
of Kakade [Kak01] / soft policy iteration algorithm of Ziebart, Maas, Bagnell, and
Dey [Zie+08a] as the actor update. In practice, it is common to just run an o�-policy
RL algorithms like Soft Actor Critic [Haa+18a] with expert data in the replay bu�er
[Bal+23]. For the purposes of analysis however, we assume the learner picks policies
by running HyQ with the expert demonstrationsDE as the o�ine dataset and � f t

as the reward function. As argued by Song, Zhou, Sekhari, Bagnell, Krishnamurthy,
and Sun [Son+22], under certain assumptions (e.g. Bellman Completeness ofFQ and
an MDP with low Bilinear Rank [Du+21]), running HyQ for M steps guarantees that
the average of theM policies �� t satis�es

J (� E ; f t ) � J (�� t ; f t ) � H 2O
�

1
p

M

�
: (5.7)

Observe that if we were to use HyQ to select each� t , we would satisfy theERRoR
property with Reg� (T) � TH 2O

�
1p
M

�
. Critically, we do not need the ability to reset

the learner to arbitrary states in the environment to run hybrid training algorithms
like HyQ, allowing us to curtail exploration without generative model access. We refer
to this approach asHyPE: Hy brid Policy Emulation and outline it in Algorithm 11.
Running HyPEwith HyQ as hybrid RL oracle results in the following performance
bound.
Corollary 5.4.4 (HyPEPerformance Bound). Consider runningHyPE(Algorithm 11)
with M iterations of HyQ as the hybrid RL subroutine. Then, we have the following:

J (� E ; r ) � J (��; r ) � H 2O
�

1
p

M

�
+

Regf (T)
T

H: (5.8)

Proof. This follows directly from Theorem 5.4.3 and the fact thatReg� (T) � TH 2O
�

1p
M

�
,

which follows from the fact that the per-iteration sub-optimality with respect to the
expert is upper bounded byH 2O

�
1p
M

�
.

Intuitively, this bound tells us that with su�cient inner loop ( M ) and outer loop
(T) iterations, we can guarantee that we will �nd a policy with similar performance
to that of the expert under the ground-truth reward function. More precisely, it tells
us that we need to performO(H 2) inner loop steps to avoid compounding errors,
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Algorithm 11 Hy brid Policy Emulation (HyPE)
Input: Expert demonstrationsDE , Policy class �, Reward classF r , Critic class
FQ, Learning rate � .
Output: Trained policy �
Initialize f 1 2 F r ; � 1 2 � ; Q1 2 F Q

for t in 1 : : : T do
// No-regret step over rewards
f t+1  f t + � r f (J (� t ; f ) � J (� E ; f ))
// Update policy via hybrid RL
� t+1 ; Qt+1  HyRL(� t ; Qt ; f t+1 ; DE ; : : : )

end for
Return best of � 1:T on validation data.

Algorithm 12 Hy brid RL (HyRL)
Input: Expert demonstrationsDE , Policy class �, Critic class FQ, Batch sizeB,
Inner stepsN , Current policy � t , Current critic Qt , Current cost f t .
Output: Trained policy �
Initialize � 1 = � t ; Q1 = Qt ; Dmix = fg
for i in 1 : : : N do

// Collect on-policy data
D i  f � 1:B � � i g
Dmix  D mix [ D i [ f � 1:B � D E g
// Perform hybrid updates
Qi +1  critic update(Qi ; � i ; � f t ; Dmix ; FQ)
� i +1  actor update(� i ; Qi +1 ; � f t ; Dmix ; �)

end for
Return Best of � 1:N ; Q1:N on validation data.

assuming realizability of the expert policy. Critically, unlike FILTER, HyPEdoes not
require generative model access to the environment.3

5.4.4 HyPER: Model-Based Hybrid Inverse RL

We now consider how best to design amodel-basedhybrid IRL algorithm, again �rst
considering the forward problem. A common recipe for hybrid model-based RL is
to (1) �t a model on a mixture of learner and expert data,(2) compute the optimal
policy in this model, and(3) go back to Step(1) [RB12]. While Step(2) doesn't
require any real-world interaction, it can still involve an amount of computation
in the model that scales withexp(H ). To deal with this concern, Vemula, Song,

3An open question for future work is the robustness of the hybrid approach to compounding errors
when the expert policy isn't realizable; existing interactive algorithms like MaxEntIRL [Zie+08a;
Swa+21] and DAgger [RGB11] are known to be robust to such mis-speci�cation, and we conjecture
the same for the hybrid approach espoused here.

69



Algorithm 13 Hy brid Policy Emulation w/ Resets (HyPER)
Input: Expert demos.DE , Policy class �, Reward classF r , Batch sizeB, Model
classFM , Learning rate � .
Output: Trained policy �
Initialize f 1 2 F r ; � 1 2 � ; M1 2 F M

for t in 1 : : : T do
// No-regret step over rewards
f t+1  f t + � r f (J (� t ; f ) � J (� E ; f ))
// No-regret hybrid step over models
Dt  f � 1:B � � tg, Dmix  D t [ f � 1:B � D E g
M t+1  M t � � r M EDmix [� log(M (s0 j s; a))]
// Update policy via MBRL w/ resets
� t+1  argmax� 2 � Eh� Unif [1;H ]

sh �D E [h]
[V � (sh j � f t ; M t )]

end for
Return best of � 1:T on validation data.

Singh, Bagnell, and Choudhury [Vem+23] suggest running the No Regret Policy
Iteration (NRPI) algorithm of Ross and Bagnell [RB14b]inside the model, which
comes with strongpoly(H ) interaction complexity guarantees. Practically, this looks
like model-based RL but with resets to states from the expert's state distribution { as
we've �t this model ourselves, we clearly have generative model access to it to reset.

HyPER(Hy brid Policy Emulation with Resets) lift this idea to the space of
imitation learning as outlined in Algorithm 13. In each iteration,HyPERpicks both an
adversarial reward function and a model, and updates the policy using model-based
RL with resets. HyPERcan be thought of as running the LAMPS algorithm of Vemula,
Song, Singh, Bagnell, and Choudhury [Vem+23] with adversarially chosen rewards, or,
equivalently, as running the FILTER algorithm of Swamy, Choudhury, Bagnell, and
Wu [Swa+23b] inside a model �t in a hybrid fashion. We now prove that the LAMPS
algorithm of Vemula, Song, Singh, Bagnell, and Choudhury [Vem+23] satis�es the
ERROrproperty.
Lemma 5.4.5. Given any sequence of reward functionsf 1:T , LAMPS picks a sequence
of policies � 1:T that satis�es

1
T

TX

t

(J (� E ; f t ) � J (� t ; f t )) � (�� � + 2
p

�� M )H 2

where�� � and �� M are the average regret of the policy and model selection subroutines.
[Proof ]

As was the case forHyPE, LAMPS satisfying the ERRoRproperty directly implies
a performance bound forHyPER.
Corollary 5.4.6 (HyPERPerformance Bound). Consider running HyPER(Algorithm
13) for T iterations. Then, we have the following performance guarantee for average
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policy �� :

J (� E ; r ) � J (��; r ) � (�� � + 2
p

�� M )H 2 +
Regf (T)

T
H (5.9)

Proof. Follows directly from Theorem 5.4.3 and Lemma 5.4.5.

Observe that this algorithm allows us to gain the computational e�ciency bene�ts
of expert resets without needing generative model access to the environment like
FILTER. Compared to HyPE, we have to payO(H 2) in terms of our model learning
error. However, this comes with the bene�t of only needing to perform policy
evaluation rather than policy search in the real world. Thus, we would expect that
for problems where we can accurately model the dynamics,HyPERwould be more
interaction e�cient than HyPE.

5.4.5 E�cient IRL Battle Royale

How does one choose from di�erent 
avors of e�cient IRL algorithms? The best
choice depends on the degree of environment access, type of demonstrations, and
whether there are multiple tasks to be performed in a single environment.

If we assume generative model access to the environment, then FILTER [Swa+23b]
seems like the best approach to employ. It comes with strongpoly(H ) guarantees on
interaction complexity and can also handle scenarios where the demonstrations do
not have action labels. However, for many real-world applications such as household
robotics, resets to arbitrary states are unrealistic.

If we assume we can model the environment well, thenHyPERmitigates the need
for expensive, potentially unsafe exploration in the real world. A learned model also
allows for resetting, thus providing strong computational e�ciency guarantees similar
to FILTER. HyPERis particularly useful in multi-task settings where tasks may di�er
in terms of reward but share common dynamics, e.g. a home robot solving multiple
tasks that all share a common physical setup like a kitchen, as explored in Kim,
Swamy, Liu, Zhao, Choudhury, and Wu [Kim+23].

HyPErequires neither of these assumptions, rendering it the most broadly applicable
of the e�cient IRL algorithms. However, its interaction e�ciency guarantees are
strongly tied to the underlying hybrid RL algorithm. For example, to argue that HyQ
is more e�cient than o�-the-shelf �tted Q iteration, one needs strong assumptions
like Bellman Completeness ofFQ and low Bellman Rank [Son+22]. Thus, one needs
to be base their selection of policy search procedure on the precise characteristics of
the problem they are attempting to solve to be assured of e�ciency.

We note that HyPE/ HyPERare complimentary to FILTER and can be applied
in combination to further boost performance, as demonstrated in our antmaze
experiments.

Outside of these, there are other techniques to boost e�ciency in IRL. A simple
approach is to KL-regularize the learner to a behavior cloning policy [Tia+23], which
has proven empirically successful in a variety of problems. However, there are settings
where KL regularization leads to undesirable behavior, for example, averaging across
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Figure 5.4: We seeHyPERand HyPEachieve the highest reward on the MuJoCo
locomotion benchmark. Further, the performance gap increases with the di�culty
of the environment (i.e. how far right a plot is in the above �gure). We run all
model-free algorithms for 1 million environment steps. Due to the higher interaction
e�ciency of model-based approaches, we only runHyPERfor 150k environment steps,
after which the last reward is extended horizontally across. We compute standard
error across 5 seeds forHyPER, and across 10 seeds for all other algorithms.

di�ering behavioral modes in the demonstrations. On problems where it is bene�cial
however, BC regularization can be combined with any of the strategies for improved
sample e�ciency. Other approaches involve bypassing the need for a reward model
altogether and instead using the di�erence of Q values to implicitly represent rewards
[DT10a; Gar+21a] Unfortunately, sinceQ values depends on the dynamics of the
environment, if the dynamics were to change across demonstrations, such approaches
may fail to recover consistent estimates of the expert's policy. However, for certain
problems where the dynamics are always the same (e.g. language modeling), such
approaches can perform well [CE23].

5.5 Experiments

In this section, we aim to answer the following questions:

1. Are HyPEand HyPERmore sample e�cient than prior IRL methods?
SinceHyPEand HyPERsee expert data during their updates, we expect them
to converge to expert performance with fewer environment interactions than a
standard IRL approaches.

2. Do HyPEand HyPERhandle environments with hard exploration chal-
lenges better than prior IRL methods? We conduct experiments on
antmaze-large , where the learner must control a four-legged agent to navigate
to a goal within a maze.

3. Are there cases where a model-based approach provides performance
or e�ciency gains? In HyPER, environment interaction is used only for policy
evaluation rather than policy search. Thus, we expectHyPERto be even more
sample e�cient than HyPE.

We implement HyPEby updating the policy and critic networks in Soft Actor
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Critic [Haa+18a] with expert and learner samples. We implementHyPERby running
model-based policy optimization [Jan+19] and resetting to expert states in the learned
model. No reward information is provided in either case, so we also train a discrimina-
tor network. We compare against �ve baselines: BC (behavioral cloning, Pomerleau
[Pom88]), IQLearn [Gar+21a], MM (a baseline moment-matching algorithm that uses
an integral probability metric instead of Jensen-Shannon divergence as suggested
by Swamy, Rajaraman, Peng, Choudhury, Bagnell, Wu, Jiao, and Ramchandran
[Swa+22]), BC-Reg (MM with an added Mean-Square Error Loss on the actor up-
date), and FILTER (IRL with resets to expert states, Swamy, Choudhury, Bagnell,
and Wu [Swa+23b]). Appendix 10.2 includes additional implementation details and
hyperparameters.
MuJoCo Experiments. On the MuJoCo locomotion benchmark environments [Bro+16a],
all learners are provided with 64 demonstration trajectories4 from an RL expert to
mitigate �nite sample concerns. Given simple behavior cloning can match expert per-
formance under these conditions [Swa+21], we harden the problem, noise is injected
into the environment in the following manner: with probability ptremble , a random
action is executed instead of the one chosen by the policy. As seen in Figure 5.4,HyPE
and HyPERconverge much quicker to expert performance compared to baselines, and
the gap increases as environments get more di�cult (further right in the �gure). While
our algorithms have the same worst-case performance bound as FILTER,HyPEand
HyPERshow to be empirically more sample e�cient. We hypothesize this is because
HyPEand HyPERuse expert states and actions, while FILTER only uses expert states.
We �nd these results to be particularly exciting, asHyPEand HyPERalgorithms show
competitive performance and sample e�ciency without needing expert resets. Finally,
IQLearn fails to match BC performance on some environments, and shows signs of
unstable training on others. We suspect this is due to the need to model environment
stochasticity implicitly.
D4RL Experiments. Our next set of experiments consider the D4RL [Fu+20]
antmaze-large environments, which is challenging for interactive algorithms that
don't use any reward information. We use the standard D4RL dataset and use
TD3+BC [FLL18] as our policy optimizer. We use a PSDP-inspired reset strategy
for HyPER, where if T is total training steps andH the task horizon, then for each
iteration t we reset to the set of expert states falling within a sliding window of size
� 2 [0; 1]:

�
H �

�
1 �

t
T

�
; H � min

�
1; 1 �

t
T

+ �
��

: (5.10)

In Figure 5.5, we see that all baseline interactive algorithms (including FILTER5)
achieve zero reward. This underscores the important of leveraging expert actions for

4We perform an ablation of all methods considered in the limited demonstration regime in
Appendix 10.4.2.

5This does not con
ict with the results of Swamy, Choudhury, Bagnell, and Wu [Swa+23b].
While they do not explicitly mention it in their paper, they use hybrid training for their strongest
results on these environments.
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Figure 5.5: Results on D4RLantmaze-large environment. All interactive baselines
achieve 0 reward. WhileHyPEoutperforms prior interactive methods, it does require
resets in the environment to beat BC.HyPERis able to surpass BCwithout needing
to reset to expert states and match BC performance with roughly 1/10th the amount
of environment interaction that HyPE+ Resets requires. Standard errors are reported
across 5 seeds for all algorithms.

these environments. WhileHyPEgets o� the ground, it fails to match BC performance.
If we combineHyPEwith resets in the real environment, we �nd that we are able to
improve past BC performance. However,HyPERnot only matches the performance of
HyPE+ Resets with less online interaction, it does sowithout needing to do resets
in the real environment. Instead, we perform expert resets within our learned world
model. To our knowledge, this is the highest performance achieved by an inverse
reinforcement learning algorithm onantmaze, including those that require generative
model access to the environment.

5.6 Broader Impacts

The above algorithms focus on e�ciently training decision-makingpolicies. However,
we can instead combine our learned local world models and reward models via
a planning algorithm to generate agent behavior on the 
y. This can provide a
computational speedup, as we only need to handle the situations we actually see at
test-time, rather than all possible situations [KMN02]. We colloquially refer to this

avor of approach aslearning to search (L2S): learning the components required to,
at test time, plan to match expert outcomes, even after making a mistake. In Jain,
Mohta, Kim, Bhardwaj, Ren, Feng, Choudhury, and Swamy [Jai+25], we apply L2S
to lower-level, dexterous manipulation problems from visual inputs, out-performing
policies trained via behavioral cloning on 5� 10� as much training data. Intuitively,
rather than executing an incorrect trajectory proposed via the base policy, we instead
perform a local exploration procedure against our learned reward model inside our
local world model for a corrective residual that would produce an outcome, before
executing this improved behavior in the environment. In Wu, Tian, Swamy, and
Bajcsy [Wu+25], we apply L2S to preventing higher-level, semantic failures on real
robots. At a high level, we train a VLM (vision language model) to translate world
model latent states into natural language captions for the outcomes, before using
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the VLM's commonsense understanding capabilities to pick a particular trajectory
to execute. This can allow us to learn to avoid nuanced contextual failures like
picking up a fork by the tines when serving it to a guest for eating. More formally,
performance bounds can be derived for both of these L2S techniques by plugging in
the Agnostic System Identi�cation algorithm of Ross and Bagnell [RB12] into our
above reduction, using the techniques in [KMN02] to account for the suboptimality of
using approximate test-time planning, rather than explicitly computing the optimal
policy inside MDP de�ne by the learned world and reward models.
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Part III

Speci�cation in Interactive
Learning
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Chapter6
A Game-Theoretic Approach To Preference
Fine-Tuning

\Do I contradict myself?
Very well then I contradict myself,
(I am large, I contain multitudes.)"

Walt Whitman, Leaves of Grass

6.1 Author's Note

Note: As in
Part II, we
use game-
theoretic
structure to
unlock the
design of an
e�cient
algorithm
that scales to
modern
foundation
models.

In Parts I and II, we focused on the setting of imitation learning, where we are given
access to expert behavior we want to reproduce. While speci�cation is still a challenge
in the imitation learning context (as we do not assume access to reward information),
it becomes even more challenging in thepreference �ne-tuning (PFT) or RL from
human feedback (RLHF) context, where the human data we're learning from itself
is often con
icting and messy. This is often a consequence of aggregation across a
diverse population of raters, but can also be a downstream consequence of using
noisy LLMs to generate preference labels. We derive e�cient algorithms for robustly
handling this noisy feedback, lifting a game-theoretic solution concept from the social
choice theory literature, before recognizing the symmetry of said game allows us to
use a simple self-play algorithm to e�ciently compute equilibria. The content of this
chapter previously appeared in an ICML '24 paperA Minimaximalist Approach to
Reinforcement Learning from Human Feedbackby Swamy, Dann, Kidambi, Wu, and
Agarwal [Swa+24] and was mostly complete during a summer internship at Google
Research. We conclude with a brief discussion of the broader impacts of our core
algorithm on LLM �ne-tuning.

79



Figure 6.1: The standard pipeline (left) for preference-based RL / RLHF involves
training a reward model (i.e. a classi�er) based on a dataset of pairwise preferences
and then optimizing it via RL. We introduce SPO(right), a method that instead
optimizes directly based on preference feedback provided by apreferenceor teacher
model, with each trajectory getting a reward based on the proportion of other on-
policy trajectories it is preferred to. We prove and validate empirically that this
approach is more robust to intransitive, non-Markovian, and noisy preferences than
prior works.

6.2 Introduction

Reinforcement learning from human feedback (RLHF, Christiano, Leike, Brown,
Martic, Legg, and Amodei [Chr+17]) also known as preference-based reinforcement
learning (PbRL, Akrour, Schoenauer, and Sebag [ASS12], Wirth, Akrour, Neumann,
F•urnkranz, et al. [Wir+17], Sadigh, Dragan, Sastry, and Seshia [Sad+17], Ibarz, Leike,
Pohlen, Irving, Legg, and Amodei [Iba+18], Lee, Smith, Dragan, and Abbeel [Lee+21],
Lee, Smith, and Abbeel [LSA21], and Sikchi, Saran, Goo, and Niekum [Sik+22]), is a
technique for policy optimization based on relative, rather than absolute, feedback.
Owing to the relative ease of providing comparative feedback rather than absolute
scores for agent behavior for human raters [Mil56], RLHF has been successfully
applied across �elds from robotics [Zuc+11; Cak+11; Tuc+20; Swa+20; B�y+20] to
recommendation [De +09; AM10; VB10; ACF22], to retrieval [YJ09]. As of late,
RLHF has attracted renewed interest as a leading technique for �ne-tuning large
language models (LLMs) [Zie+20; Sti+20; Bai+22a; Ouy+22].

The predominantly studied approach to RLHF is viaReward-based RLHF, a two-
stage procedure. First, given pairs of preferred and dis-preferred behavior, one trains
a reward modelto assign higher scores to the former via a classi�cation objective.
One then optimizes this reward function via some reinforcement learning algorithm.

Simple as the above recipe is, the key ingredient of a reward model can have some
undesirable e�ects. First, assuming an underlying reward function exists is equivalent
to assuming that there exists atotal order over agent behavior. This means that
there are no intransitivities in rater preferences (i.e.A � B; B � C ) A � C),
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(a) Transitive
Preferences

(b) Stochastic
Preferences

(c) Non-Markovian
Preferences

(d) Intransitive
Preferences

Figure 6.2: SPOgives us a uni�ed approach to optimize a variety of preference structures. Starting
with the \nicest" case where preferences are consistent with a single reward signal(a) , SPOis
more sample-e�cient than iterative Reward Modeling (RM) based approaches. Moreover,SPO
learns comparable to RM-based approaches with stochastic preferences, where we 
ip preferences
corresponding to a ground truth reward, without the burden of an extra model (b) . Furthermore, SPO
handles complex non-Markovian preferences(c) such as learning to maximize rewards over the �rst
three-quarters of a trajectory while not crossing a threshold on returns in the last quarter, despite
searching over a class of Markovian policies. Lastly, considering intransitive preferences generated
by aggregating sub-populations where a single reward function cannot explain the preferences,SPO
computes a Minimax Winner (MW) consistently across problem instances(d) . In Fig. 6.5(a), we
show that the RM based approach failsin this setting and always converges to a deterministic policy.

which contradicts what psychology tells us about actual human decision making
[Tve69; Gar70]. Even if one believes anindividual person's preferences are transitive,
when aggregated across apopulation of raters, as is necessary at scale, transitivity is
unlikely to be satis�ed [May54]. Second, given the inherent stochasticity of human
preferences [AO17], one often learns a reward model that leads to a collapse in
generation diversity. For example, consider a problem where the agent can pick one
of two options, each of which is preferred by a sub-population of raters that makes
up half of the total population. Due to either �nite sample or optimization error, we
can easily learn a model that assigns a slightly higher reward to one option over the
other. Then, if we were to optimize our policy under this model, we would learn to
(almost) exclusively select one option, leaving half of the population unsatis�ed.

Approach Example Intransitive Prefs
Learning

Setup

O�ine,
Reward-Based

DPO [Raf+23] 7, Theorem 6.3.4
O�ine,
log-loss

Online,
Reward-Based

PPO [Ouy+22] 7, Theorem 6.3.4 Online RL

Online, Dueling DBGD [YJ09] 3 Online adver. RL

Online,
Preference-Based

SPO(ours) 3 Online RL

Table 6.1: An taxonomy of RLHF algorithms and the sorts of issues they are robust
to.

In recognition of the above concerns, various reward-model-free approaches have
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been proposed in the prior literature. One particularly promising set of techniques
frames RLHF as a two-player zero-sum game between two policies, each of which
attempts to produce behavior that is preferred by a rater to the other's [Yue+12].
While elegant theoretically, this \dueling" framing inherits the inherent instability
of adversarial training in practice and has therefore mostly been applied to bandit
problems [Dud+15; SKM21; SK22] (with some recent exceptions: Wang, Liu, and Jin
[WLJ23] and Munos, Valko, Calandriello, Azar, Rowland, Guo, Tang, Geist, Mesnard,
Michi, et al. [Mun+23]).

Note:
Critically, the
robustness
here goes
beyond
pairwise
Bernoulli
coin-
ip noise
and handles
global
inconsistency.

Motivated by these issues, we provide a simple, theoretically rigorous, and em-
pirically performant approach to RLHF that eliminates reward modeling and does
not require adversarial training. Our approach follows from two key insights. First,
by framing RLHF as a two-player zero-sum game, we are able to truly
eliminate reward models and therefore are robust to noisy, intransitive, and
non-Markovian preferences that frequently occur in practice. Second,by leveraging
the symmetry of the game, we prove that we can simply train a single
agent in a self-play fashion , eliminating the need for unstable adversarial training.
Practically, this corresponds to sampling multiple trajectories from the agent, asking
a preferenceor teacher model to compare each pair, and setting the reward to be the
trajectory's win rate. We call our approachSPO: Self-Play Preference Optimization.
More explicitly, our contributions are as follows:

1. We derive SPO: an algorithm for RLHF that avoids reward modeling,
and adversarial training. By building upon the concept of aMinimax Winner
from social choice theory, we are able to frame RLHF as a two-player zero-sum game.
We then leverage the symmetry of the payo� matrix of this game to prove that we
can simply train a single agent against itself.

2. We use a reduction-based analysis to investigate the convergence
properties of SPO. When intransitive preferences exist, we prove thatSPOconverges
to an approximate Minimax Winner at the rate of the underlying no-regret algorithm.
We also prove that when an underlying reward function does exist, our approach
converges to the optimal policy at a fast rate that matches that of standard techniques.

3. We demonstrate that on a suite of continuous control tasks with realistic
preference functions, SPOis more performant than reward-model based
approaches. We �nd that our approach is able to learn more sample-e�ciently
than reward-model based approaches across a variety of preference setups. This
includes trajectory-level comparisons based on ground-truth Markovian rewards in
the easiest case, stochastic preferences, trajectory-level non-Markovian preferences
and intransitive preferences induced by aggregating over sub-populations. The strong
performance ofSPOin the latter three challenging setups, all motivated by practical
situations, is illustrated in Figure 6.2.

Due to limited space, we discuss related work in detail in Sec. 6.5.
Table 6.1 describes the relationships between and relative bene�ts of the di�erent
approaches to RLHF.
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6.3 Reinforcement Learning from Human Feed-
back via Game Solving

We begin by introducing the notation we will use throughout the paper before de�ning
our solution concept and deriving an e�cient algorithm to compute it.

6.3.1 Preliminaries

Consider a �nite-horizon reward-free Markov Decision Process (MDP) [Put14] parame-
terized by hS; A ; T ; H i whereS, A are the state and action spaces,T : S �A ! �( S)
is the transition operator, andH is the horizon. 1 We use � , (S � A )H to denote
the space of trajectories and �h , � (S � A )h� 1 � S to denote the space of histories
of length h.
Preference Oracle. In the preference-based RL setup, we are given query access to
a preference function

P : � � � ! [� 1; 1] (6.1)

which, given two trajectories � 1; � 2 2 � � �, outputs a scalar that indicates the
preferred trajectory. Explicitly, given some comparison functionP(� 1 � � 2), we
de�ne P(� 1; � 2) = 2 P(� 1 � � 2) � 1. Practically, this could be either be a preference
model trained on an o�ine dataset (RLAIF, Bai et al. [Bai+22b], Munos, Valko,
Calandriello, Azar, Rowland, Guo, Tang, Geist, Mesnard, Michi, et al. [Mun+23], and
Zhao, Joshi, Liu, Khalman, Saleh, and Liu [Zha+23]) or a human-in-the-loop (RLHF,
Tucker, Novoseller, Kann, Sui, Yue, Burdick, and Ames [Tuc+20]). The former setup
is similar to reward-based RLHF, except that the reward model learning step is
replaced by learning a pairwise preference model, which is more natural when learning
from pairwise preference data.2 Viewed this way, the preference-model based RLHF
based methodology strictly generalizes reward-based RLHF, as we can still represent a
preference function that is induced by a di�erence of rewards, but not every preference
function is expressible this way, as we illustrate in the following sections. Also, in
the \alignment" of generative models the preference function sometimes consists of
a prompted generative model that is asked to compare two outputs, rather than a
model trained explicitly on a preference dataset [Bai+22b]. In this setting, we are
able to optimize directly based on the outputs of such a model, rather than requiring
a reward model detour {see Figure 6.4 for both full work
ows.

By construction, preference functions are anti-symmetric, i.e.8� 1; � 2 2 � � �,
P(� 1; � 2) = �P (� 2; � 1). Similarly, we have that 8� 2 �, P(�; � ) = 0.

We assume access to a convex and compact policy class �� fS ! �( A )g. With
a slight abuse of notation, we can now de�ne the preference function over policy pairs
as

P(� 1; � 2) , E� 1 � � 1 ;� 2 � � 2 [P(� 1; � 2)]: (6.2)
1We omit contexts for simplicity of presentation but they can be added without much overhead,

as we detail in Appendix 11.1.8.
2e.g. bP = argmin eP E( � + ;� � ) �D [� log( 1

2 ( eP(� + ; � � ) + 1)].
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6.3.2 A Brief Introduction to Social Choice Theory

Given choices from a population of raters that are represented as a preference function
P, social choice theory [Sen86] studies the question of how best to select options
that satisfy the diversity of preferences inherent in the said population. For example,
consider the set of preferencesP1 over options (a; b; c; d) in Figure 6.3.

a b c d

a 0 +1 +1 � 1

b � 1 0 +1 � 1

c � 1 � 1 0 +1

d +1 +1 � 1 0

Figure 6.3: An intran-
sitive preference func-
tion P1 over (a; b; c; d).
P1(x; y) = 1 if P(x �
y) = 1, � 1 if P(x � y) =
0, and 0 if P(x � y) =
0:5. Observe that there is
no unique Borda Winner.

Given this preference function, perhaps the most natural idea would be to pick
the option that beats the average of the other options. In the above matrix, this
would be either optiona or d as they have the largest row sums. More formally, this
technique is known as aBorda Winner and can be expressed mathematically as

BW(P) , argmax
� 2 �

X

� 02 �

P(�; � 0): (6.3)

While intuitively appealing, Borda Winners are often not unique as in our above
example, raising the question of how to break ties. For example, if half of the group
feels likea � d and the other half like d � a, picking either option would leave half
of the group unsatis�ed. This problem only gets worse as the number of options to
choose between increases, as there is unlikely to be a single option thateveryone
prefers toevery other option [Dud+15].3

In essence, approaches that train reward models like reward-based RLHF (or
implicitly assume them like DPO) are akin to computing Borda Winners. Observe
that our above matrix has anintransitivity : a � c; c � d; d � a. This means that
no reward function can explain the above preferences as it would need to satisfy
r (a) > r (c), r (c) > r (d) and r (d) > r (a) simultaneously, an impossibility. Thus,
the model is forced to tie-break betweena and d, potentially leaving half of the
population rather unsatis�ed. In practice, this tie-breaking is performed based on
the incredibly noisy data used to train the reward model [Tao+23; Tou+23], making
it entirely arbitrary. When combined with the fact that an � di�erence in reward
model outputs can lead to an entirely di�erent optimal policy, we are left with an
unsatisfying solution.

3For example, we see empirical evidence of this point in the high rates of inter-annotator
disagreement [Tao+23; Tou+23] in LLM �netuning datasets.
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One potential solution to the issues with the Borda Winner is torandomize. For
example, we could attempt to pick a distribution over options such that we prefer
samples from this distribution to those from any other distribution with probability
at least 1

2 . For P1, this would correspond to us picking (a; c; d), each with probability
1
3 , as

min
z2f a;b;c;dg

(P1(a; z) + P1(c; z) + P1(d; z))=3 = 0:

Intuitively, this means that while we don't always make everyone happy (an im-
possibility, Arrow [Arr50] and Satterthwaite [Sat75]), we never pick a solution that
makes a signi�cant portion of the population consistently unhappy. Readers familiar
with game theory might recognize that the above corresponds to computing the
Nash equilibrium of the two-player zero-sum (2p0s) game with payo�s given by
the preference function. Formally, we de�ne theMinimax Winner (MW, Kreweras
[Kre65], Simpson [Sim69], Kramer [Kra73], and Fishburn [Fis84]), also known as a
von Neumann Winner [Dud+15], as the following pair of strategies:

MW(P) ,
�

argmax
p2 �(�)

min
q2 �(�)

E� 1 � p;� 2 � q[P(� 1; � 2)];

argmin
q2 �(�)

max
p2 �(�)

E� 1 � p;� 2 � q[P(� 1; � 2)]
�
:

Via Sion's minimax theorem [Sio+58], we can guarantee that the above solution
concept always exists, unlike a unique Borda Winner. We note that because we
assumed � is convex, we arealwaysable to collapse down any distributionp 2 �(�)
to a single policy ep 2 � while preserving solution quality by performing a weighted
average:

ep(� ) =
X

� 2 �

p(� )p(� j� ): (6.4)

In short, this means that we never need to explicitly maintain a distribution over
policies in practice. We conclude with a few observations about MWs. First, nowhere
in de�ning a MW did we need to assume the existence of an underlying reward
function, rendering the above solution concepttruly reward model-free. Second, in
the case where there actually does exist an underlying reward function that explains
the observed preferences, the MW coincides with the optimal policy for that reward
[Dud+15], rendering the MW a strict generalization of the Copeland Winner. Third,
MWs satisfy a variety of desirableconsistencyproperties (e.g. merging populations
that agree on a MW cannot change the outcome, which is especially important when
attempting to re-use preference datasets), which deterministic options like the Borda
and Copeland Winners cannot satisfy simultaneously [BBS16]. We now turn our
attention to e�ciently computing MWs.

6.3.3 One Player is All You Need for RLHF

E�cient algorithms for computing Nash equilibria of 2p0s games are a central focus
in computational game theory. A popular approach is to run two no-regret algorithms
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(e.g. Hedge [FS97] or Online Gradient Descent [Zin03]) against each other, known
more commonly as adversarial training [Goo+14]. When applied to computing MWs,
this is known asdueling [Yue+12] and is commonly applied in the bandit setting.
While elegant in theory, this technique inherits all of the notorious instabilities
of adversarial training when function approximation is introduced. Even ignoring
optimization issues, simply storing both models in memory might be di�cult in our
current era of \foundation" models [Bom+21]. These issues may explain why dueling
techniques have seen limited practical use.

In light of the above di�culties, we ask a simple question:do we actually need
two players to compute MWs? We prove rigorously that we only need asingle
player due to the anti-symmetry of preference functions. All proofs for this section
can be found in Appendix 12.1.

First, we prove that there alwaysexists a symmetric MW.
Lemma 6.3.1. 9(p̂; q̂) 2 MW(P) s.t. p̂ = q̂. [Proof ]

Next, we prove that we can compute a symmetric MW by running a single
no-regret algorithm against its own iterates. We assume access to the following
optimization oracle.
De�nition 6.3.2. O is a no-regret online linear optimization algorithm over�(�) if
it produces iteratespt+1 = O(`1:t ) 2 �(�) such that, for any sequence of T linear loss
functions of the form` t (p) = E� � p[f t (� )] 2 [� 1; 1] (with f t : � ! [� 1; 1]), we have

TX

t=1

` t (pt ) � min
p? 2 �(�)

TX

t=1

` t (p?) � Reg(T); (6.5)

with lim T !1
Reg(T )

T = 0:
Common algorithms like gradient descent satisfy this property [Zin03]. See Hazan

et al. [Haz+16] for a more extensive list. We de�ne theSPOLoss at round t 2 [T] as
the negative preference against the current iteratept ,

`SPO
t (p) , E� � p;� 0� pt [�P (�; � 0))] : (6.6)

We can now state our main result.
Theorem 6.3.3. Consider a single copy of an algorithmO which satis�es De�nition
6.3.2. Initialize p1 2 �(�) and setpt+1 = O(`SPO

1:t ). Then, �p = ( p1 + : : : + pT )=T is a
2Reg(T )

T -approximate Minimax Winner. [Proof ]
For ease of presentation, Theorem 6.3.3 is stated and proved assumingfull feedback,

where we observèSPO
t (pt ) at round t. In Appendix 11.1.7, we generalize the argument

to the more realistic bandit feedbacksetting, where we only observe a preference
P(�; � 0) for some�; � 0.
Proof Sketch. Consider a pair of strategies,p; q2 �(�) . De�ne `1

t (p) = E� � p;� 0� qt [�P (�; � 0))]
and `2

t (q) = E� � pt ;� 0� q[P(�; � 0))] . By the results of Freund and Schapire [FS97], we
know that updatingpt+1 = O(`1

1:t ) and qt+1 = O(`2
1:t ) implies that average strate-

gies �p = 1
t

P t
i pi , �q = 1

t

P t
i qi converge to a Nash equilibrium (Minimax Win-

ner) at the rate of the underlying no-regret algorithm. By construction, we set
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p0 = q0. This implies that `1
0(p) = E� � p;� 0� q0 [�P (�; � 0))] = E� � p;� 0� p0 [�P (�; � 0))] =

E� � p0 ;� 0� p[�P (�; � 0))] = `2
0(p) due to the anti-symmetry ofP. We now proceed by

induction. If, at some time � , p� and q� have the same strategy and perform up-
dates based on the same loss function, for any deterministicO, p� +1 = q� +1 . For
randomizedO, our argument still applies as we describe in the full proof. Then, by
the anti-symmetry ofP, we have that̀ 1

� +1 = `2
� +1 . Hence, by induction, we have that

pt = qt , 8t 2 [T].
The above result implies that if we run our algorithm for long enough, we can

get arbitrarily close to an exact MW.4 Observe that we didn't need to assume we
were running a particular algorithmO, rendering the above areduction of computing
minimax winners to no-regret online learning.5

The above update can also be viewed from the perspective of adynamic reward
model: it is equivalent to performing an RL step with apolicy-dependent reward
model :

r SPO
t (� ) , E� 0� pt [E� 0� � 0[P(�; � 0)]]: (6.7)

This reward model incentivizes the learner to play trajectories that are preferred to
its current distribution. Game-solving amounts to repeatedly taking a small step
along this direction before (implicitly) updating the reward model. Thus, one can
view SPOas using a perfectly shapedcurriculum to gently guide the learner. We now
pause and further contextualize our results by considering a few questions.
Q1: Do reward-based RLHF algorithms also compute MWs? We prove
that this is not the case in general by analyzing multiple algorithms which assume
that there exists a reward function that explains the observed preferences, even if it is
not maintained explicitly, e.g., as in Direct Preference Optimization (DPO, Rafailov,
Sharma, Mitchell, Ermon, Manning, and Finn [Raf+23]).
Theorem 6.3.4. There exists aP and reference policy� ref such that the optimal
policies of reward-based RLHF and DPO are not the Minimax Winner. [Proof ]
Proof Sketch. Consider a three element� . We can construct aP, with a unique
Minimax Winner of the form [x; x; 1 � 2x] for x 2 ( 1

3 ; 1
2). Assume� ref = [ 1

3 ; 1
3 ; 1

3].
Then, reward-based methods can only pick a reward model that makes (a) one option
preferred to all others (resulting in some permutation of[1; 0; 0]), (b) making two
options preferred to the third (resulting in some permutation of[1

2 ; 1
2 ; 0]) or (c) makes

all equally preferred (resulting in[1
3 ; 1

3 ; 1
3]). None of these options can represent the

Minimax Winner.
However, by appeal to Equation 6.7, standard RLHF algorithms / DPO applied

iteratively with each batch of preferences collected on-policy and a su�ciently high
frequency of reward model updates may be able to compute MWs on average { we
explore this idea in our experiments

4For last iterate (rather than average iterate) convergence, one can simply set the no-regret
algorithm to be Optimistic Mirror Descent and apply the results of Daskalakis, Ilyas, Syrgkanis, and
Zeng [Das+17].

5We note that in contrast to the usual asymptotic convergence guarantees one gets for self-play
[LC06], we inherit the rate of the underlying no-regret algorithm.
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Figure 6.4: Left : In the setting where we are able to query the preference function online,SPO
saves us a detour through a reward model.Right: In the setting where we are given a �xed
dataset, we are still able to apply SPO. Rather than �t a reward model, we �t a preference model
bP : � � � ! [� 1; 1] that takes in both trajectories in each preference pairs and attempts to maximize
the likelihood of the preferred trajectory. Intuitively, this model is modeling relative probabilities
rather than absolutescores. One would then use thisbP as a plug-in estimate forP and runs SPOas
usual. We do not explore the o�ine dataset paradigm in our experiments.

Note: In this
sense, SPO
\does no
harm": it
provides
robustness to
intransitivity
when it exists,
but does not
reduce com-
putational
e�ciency
when
preferences
are transitive.

Q2: If there exists an optimal policy for my problem, could running
SPO be an ine�cient way to compute it? We prove that this is not the case
in a strong sense: when there exists a clearly optimal policy, our above algorithm
converges to it at afast statistical rate { eO( 1

T ) instead of the usual eO( 1p
T

) average
regret. This matches the rates for UCB-style methods, previously been studied in
more restricted versions of the dueling setup [Ben+21]. We give a simpler version of
the result here, with a more general form and proof in Appendix 11.1.6.
Corollary 6.3.5 (Informal) . Suppose that there exists� � 2 � such thatP(� � ; � ) > �
for all � 6= � � and � � � P (�; � 0) � � for all �; � 0 6= � � . Then, after T rounds, the
average solution�p computed using Hedge as oracleO and `SPO

t is an eO( j � j
� T )-approximate

Minimax Winner.

6.3.4 SPO: Self-Play Preference Optimization.

For single-step problems with a small and discrete policy class, it is common to
maintain a distribution over policies / arms. However, as we transition to the
sequential setting with a large and often continuous policy class, it is di�cult to
scale such an approach. We are therefore faced with the question ofwhat is the right
no-regret algorithm to optimize the sequence ofSPOlosses (Equation 6.7) in the RL
setting?

To answer this question, we turn to the celebrated idea oflocal regret minimizers
[Zin+07; EKM09]. Consider a problem with a �nite state space. Then, at each
state s 2 S, we could independently instantiate a no-regret algorithm that optimizes
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Algorithm 14 SPO(Theoretical Version)
1: Input: Learning rate � , Iterations T, Preference fn.P.
2: Output: Trained policy � .
3: Initialize � h(�j � ) = Unif(A ), 8� 2 � h; h 2 [H ].
4: for t in 1 : : : T do
5: // Preference to � t as reward
6: Compute r t (� ) = E� 0� � t P(�; � 0).
7: Set Qh

t (�; a ) = E� � � t [r t (� )j� h = �; a h = a].
8: Set Ah

t (�; a ) = Qh
t (�; a ) � Ea0� � h

t (� ) [Q
h
t (�; a 0)].

9: for �; a; h 2 � h � A � [H ] do
10: // use no-regret algo for update
11: � h

t+1 (aj� ) / � h
t (aj� ) exp (�A h

t (�; a )).
12: end for
13: end for
14: Return �� , trajectory-level mixture of � 1:T .

over �( A ), feeding it a loss that depends on the cumulative reward received after
exiting the state, i.e. Q(s; a). Then, regardless of the state distribution our resulting
policy induces, we can guarantee that we're improving at each iteration. For a
speci�c no-regret algorithm (Hedge, Freund and Schapire [FS97]), this leads to the
well-known soft policy iteration (SPI) procedure [Zie10]. Because our reward function
is at the trajectory level, we technically need to have a regret minimizer at each
history rather than at each state. We describe in Algorithm 14 an instantiation of
SPOthat uses history-dependent SPI as its policy optimizer (Lines 6-10) and now
present a performance guarantee on the learned policy.
Corollary 6.3.6. With an appropriate setting of � , running Algorithm 14 for T

iterations guarantees that�� is a 8H
q

log( jAj )
T -approximate Minimax Winner. [Proof ]

This follows directly from our Theorem 6.3.3.
SPOin the Contextual Bandit Setting. For certain RLHF applications (i.e. LLM
preference �ne-tuning), it is common to model the problem as a contextual bandit
rather than a bona �de RL problem. In such settings, SPI simpli�es back down to
the Hedge algorithm [FS97]. This means that for all contexts (prompts)x 2 X and
all arms (completions)y 2 Y , SPO(Algorithm 14) simpli�es to

� t+1 (yjx) / � t (yjx) � exp
�

� Ey0� � t (x) [P(y � y0jx)]
�

:

We do not explore the contextual setting in our experiments and leave a thorough
study of approximations of the above update that scale to modern-day generative
modeling applications to future work. See Appendix 11.1.8 for the natural extension
of Algorithm 14 the contextual MDP setting.
SPOin Continuous Control. One often uses a deep network to represent their policy
rather than the tabular representation we assume in Algorithm 14. It turns out that
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Algorithm 15 SPO(Practical Version)
1: Input: Iterations T, Preference fn.P, Queue sizeB, Reinforcement learning

algo. RL : � � D ! �.
2: Output: Trained policy � .
3: Initialize � 1 2 �, Queue Q  [� 1:B � � 1].
4: for t in 1 : : : T do
5: Sample� t � � t .
6: // Win-rate over queue as reward
7: Compute r t (� t ) = 1

jQj

P B
q=1 P(� t ; � q).

8: Set r h
t = r t (� t )=H, 8h 2 [H ].

9: // use PPO, TRPO, SAC ...
10: � t+1  RL(� t ; D = f (sh

t ; ah
t ; r h

t )gh2 [H ]).
11: Q  [� 2; : : : ; � B ; � t ].
12: end for
13: Return best of � 1:T on validation data.

for certain policy parameterizations, the Natural Policy Gradient (NPG) algorithm of
Kakade [Kak01] isexactly equivalent to the soft policy iteration procedure [Aga+21a].
Many standard deep RL algorithms like TRPO [Sch+15] and PPO [Sch+17] are
explicitly motivated as approximating NPG, while techniques like SAC [Haa+18b]
can also be viewed as approximate soft policy iteration. Thus, as we move towards
practice, we are free to choose from a wide set of deep RL techniques as reasonable
approximations of Algorithm 14.

One other concern we need to resolve is how to do credit assignment with trajectory-
level feedback. In fact, if we are unable to provide rewards for each timestep in the
problem, our options for policy optimization are quite limited outside of notoriously
high variance REINFORCE-style policy gradients [Wil92]. We suggest a simple �x to
this problem: just split the trajectory-level reward equally amongst all state-action
pairs. We prove in Appendix 12.1 that doing so preserves policy optimality.

Lemma 6.3.7. Consider a trajectory-level reward functionr and de�ne � ? =
argmax� 2 � E� � � [r (� )] as the corresponding set of optimal policies. For all(st ; at ) in
any � , let ~r (st ; at ) = r (� )=H. Then, we have that� ? = argmax� 2 � E� � � [

P H
h ~r (st ; at )].

[Proof ]

In general, such a transformation can cause issues with learning good state-based
critics due the fundamentally non-Markovian nature of a trajectory-level reward.
However, we �nd that in practice, this reward transformation (Line 7 in Algorithm
15) signi�cantly speeds up policy search.

Lastly, in theory, SPOrequires sampling multiple trajectories per policy update.
In practice, we simply keep a queueQ of a small, �xed size (typically 10-100) and
use the win rate against this queue for labeling trajectories sampled from the current
policy (Line 6 in Algorithm 15). This makes our approach strikingly lightweight
to implement on top of any policy optimization method of choice:it is just reward
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(a) Intransitive Prefs. (Discrete) (b) Intransitive Prefs. (Ant-v3)

Figure 6.5: (a): Across a variety of intransitive preferences over a discrete set of three options,
SPOlearns the MW almost exactly, while RM always converges to a corner { see Appendix 11.3.1
for details. (b): We visualize the position of our agent in a Mujoco Ant-v3 environment at the end
of an episode over the course of training. Each dot represents 100k steps of training. We see that
our agent traces out a circle of radius 10 (the MW) on average. More seeds and results in Fig. 11.7.

relabeling. We describe our full approach in Algorithm 15. We remark that this trick
of maintaining a queue only works in settings without context, and in contextual
settings like LLMs, we still need to query and compare multiple actions at each
context { see Algorithm 17 for details.

6.4 Experimental Evaluation

We evaluateSPOexperimentally and compare it against an iterative Reward Modeling
(RM) approach along several axes. We focus on the context-free, online oracle
setting and leave exploration of the contextual, o�ine dataset setting to future work.
Speci�cally, we ask the following questions:
1. Can SPOcompute MWs when faced with intransitive preferences? We
consider aggregating three populations in di�erent proportions, each of which has
transitive preferences internally. We measure how far o�SPOis from the exact
MW. We also present qualitative results on a continuous control task from Mujoco,
[Bro+16b] where computing the MW for comparison is infeasible.
2. How sample e�cient is SPOon problems with unique optimal policies?
We evaluateSPOand RM with preferences based on ground truth rewards from the
DMControl [Tas+18] continuous control environments. This setting is tailor-made
for RM as there exists a deterministic, Markovian reward function that explains the
observed preferences.
3. How robust is SPOto stochastic preferences? We study the robustness of
RM and SPOto corruptions of various probabilities (i.e. Bernoulli noise) in preference
labels. This setup is meant to capture some of the stochasticity in human preferences
that makes RLHF challenging in practice.
4. Can SPOhandle Non-Markovian preferences? We consider a challenging
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(a) Maximum Reward Preferences

(b) Stochastic Preferences

(c) Non-Markovian Preferences

Figure 6.6: (a): When the preferred trajectory is that with the higher ground-truth reward, SPO
is able to match or improve upon the RM-based approach.(b) We ablate the robustness ofSPO
and reward-model based approaches to preference feedback being 
ipped w.p.� . Despite the fact
that SPOdoesn't learn an extra model to average out the noisy feedback, on some environments,
it is able to match the performance of RM. (c) We compareSPOand RM-based approaches on a
non-Markovian task: maximize the reward subject to the constraint that the total reward accrued
during the last quarter must be at most r max . SPOlearns policies that exploit their freedom early in
the episode while RM struggles to cross the 4� r max threshold. Standard errors are computed across
10 seeds.

situation where we want to elicit qualitatively non-Markovian behavior (e.g. con-
straints on just a part of a trajectory) from a Markovian policy purely on the basis
of trajectory-level relative feedback.

Note: See
our work in
[Gao+24a] for
coverage
conditions on
the preference
data to
enable
equilibrium
computation
when using a
learned
preference
model as the
payo� matrix.

To eliminate data staleness issues, we allow bothSPOand RM to query the
preference function online, and thus continuously update the RM during policy
search. Hence, RM can be seen as amaximally iterative reward-based method
and therefore much closer toSPOthan the traditional two-stage procedure often
employed in RLHF. 6 As we discussed above, reward-based methods with su�ciently
high update frequencies resembleSPO, with the only di�erence potentially being
the training distribution for the underlying RM, when compared with the implicit
SPOreward (6.7). Thus, our investigation focuses on the subtle questions:whether
learning a reward model provides any bene�t over directly using preference data when
teacher queries are cheap.

6In Figure 11.9, we observe that freezing the reward model partway through training (i.e. moving
us closer to an o�ine RLHF recipe) leads to a consistent decline in performance for RM.
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We use Soft Actor Critic (SAC, Haarnoja, Zhou, Abbeel, and Levine [Haa+18b])
for continuous control and Proximal Policy Optimization (PPO, Schulman, Wolski,
Dhariwal, Radford, and Klimov [Sch+17]) for discrete action tasks, both as imple-
mented in the ACME framework [Hof+20]. The actor, critic sizes and activations are
kept same betweenSPOand RM. Explicitly, the only distinction betweenSPOand RM
is how the reward of a trajectory is estimated and fed into the policy optimization
algorithm.

The reward model is Markovian and trained on trajectory level comparisons using
trajectories drawn from the agent's replay bu�er by optimizing the Bradley-Terry
loss [BT52]. 7 During learning, the current reward model is used to label samples
that are drawn from the replay bu�er for performing policy search. The relabeling
works better in our experiments than using the rewards assigned when these samples
were put into the replay bu�er. We keep the reward model architectures consistent
with Lee, Smith, and Abbeel [LSA21] and perform extensive sweeps over learning rates
and update rules { see Appendix 12.2 for more details.We postpone additional
results for all experiments to Appendix 11.2.
Intransitive Preferences. We begin by testing whetherSPOis actually able to
compute MWs in practice via attempting to optimizecyclic (intransitive) preferences.

First, we consider 3 populations, each of which has internally transitive preferences
over a discrete set of 3 options. However, when aggregated, their preferences become
intransitive, as is common in real-world scenarios [May54]. Because this problem
is discrete, we can compute the MW in closed form. As we show in Fig. 6.5 (a)
(also Figs. 11.5, 11.6),SPOalmost exactly computes the MW across a range of sub-
population weightings, agreeing with Theorem 6.3.3. In contrast, RM forces a total
order over the actions, and the policy typically converges to a corner far from the
MW.

Next, we consider the Mujoco Ant-v3 navigating atop a 2D plane and consider its
radius and angle with respect to the origin at the end of the episode, (R(� ); � (� )). We
consider a preference where a trajectory looses to the \pizza-slice" of angle�� = �= 4
in front of it and, within each slice, prefers the \crust" to the \cheese". While we
are unable to compute the exact MW here, the symmetry of the preference function
over angles implies that the MW qualitatively chooses points uniformly across the
slices, while keeping a minimum distance from the center. In Figures 6.5 (b) and 11.7,
we see that over the course of training, our agent matches this behavior on average,
continuously sweeping out full circles.
Maximum Reward Preference. We next consider tasks where the preferences
are determined according to comparisons based on the underlying ground truth

7As prior work often uses snippet-level feedback in this domain [LSA21], we ablate its e�ect
in Figure 11.8 and �nd that it can either help or hurt depending on the environment. We also
do not include several other techniques from Lee, Smith, and Abbeel [LSA21] like reward model
ensembles, active query selection, or batched rather than interleaved updates of the reward model
as our work focuses on the fundamental di�erences between preference-based and reward-based
methods, rather than query e�ciency in RLHF. We note that all of the aforementioned techniques
are equally applicable to both learned reward and preference models.
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reward function, i.e. P1(�; � 0) = 2 � 1[r (� ) > r (� 0)] � 1, wherer (� ) =
P H

t=1 rGT (s�
t ; a�

t ),
with rGT (s�

t ; a�
t ) denoting the ground truth reward for the t th state-action pair in

trajectory � . Naturally, this is the most favorable setting for utilizing an RM based
approach, where one might hope to leverage the generalization ability of an RM to
perform careful credit assignment for sample e�cient learning. However, based on
Figure 6.5(b) and 11.2, this isn't always the case. This dovetails with our Corollary
6.3.5 on the fast rates enjoyed bySPOwhen preferences are explained by a reward
function.
Noisy Preferences. A natural followup to ground truth reward based preferences is
to test the robustness of these methods to noisy preferences (representing annotator
disagreements). We study this setting by 
ipping the maximum reward preference
P1(�) above according to i.i.d Bernoulli noisek, i.e. P2(�; � 0) = (1 � k)P1(�; � 0) + k �
P1(� 0; � ), wherek � Bern(� ). As we do not learn an extra model in our implementation
of SPO, we would expect it to be less robust to this sort of noise due to the lack of
an additional averaging e�ect. In Figure 6.6 (a) and 11.3, we see thatSPOperforms
comparably to RM on some environments while performing noticeably worse on some.
Taken with the preceding result, this result implies that while learning a parametric
model from preference feedback has limited utility when raters are always correct,
doing so can provide a strong empirical bene�t in some stochastic situations. Thus,
an interesting question to explore in future work is whether learning an iterative
preferencemodel helps close this gap.
Non-Markovian Preferences. Lastly, we consider a challenging task where we
want the agent to maximize their cumulative reward as much as possible subject
to the constraint that their total reward in the last quarter of a trajectory is below
a threshold rmax . The optimal strategy for this setting is to exhibit qualitatively
non-Markovian behavior, i.e. maximize reward as much as possible during the �rst
3
4 ths of an episode before switching to more conservative behavior. The reason this is
challenging is because we are optimizing overMarkovian policies, which means the
agent needs to learn an unusually complex mapping. In Figs. 6.6 (b) and 11.3, we
see that whileSPOis consistently able to cross the 4� rmax threshold that corresponds
to exhibiting qualitatively non-Markovian behavior, RM often struggles to do so.

6.5 Related Work

Dueling Bandits and Dueling RL. Beginning with the seminal work of Yue, Broder,
Kleinberg, and Joachims [Yue+12], various authors have viewed preference-based
optimization of a multi-armed or contextual bandit as a two-player zero-sum game
[Dud+15; SKM21; SK22]. Dudik, Hofmann, Schapire, Slivkins, and Zoghi [Dud+15]
carry out a detailed theoretical study of the two-player approach in contextual bandits,
where they use the namevon Neumann winnerto refer to the concept of a Minimax
Winner. We adopt the latter name due to its older roots in the social choice theory
literature. More recently, various authors have investigated dueling reinforcement
learning algorithms from a theoretical perspective. In contrast to Pacchiano, Saha,
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and Lee [PSL23], we do not need to assume preferences are explained by an underlying
reward function. We build upon the work of Wang, Liu, and Jin [WLJ23] by utilizing
their reduction of RLHF to adversarial MDP solving. However, we further leverage the
structure of the problem to derive single-player algorithms, while all aforementioned
approaches requires adversarial training.

Both in the bandit and sequential settings, prior work has considered single-player
algorithms for RLHF. However, these results require strong linearity assumptions
and are only applicable in the bandit domain [Sui+17] or assume an underlying
Markovian reward function [Nov+20]. In contrast, we provide a reduction to no-regret
online learning that allows one to plug inany no-regret algorithm (e.g. Online
Gradient Descent, Zinkevich [Zin03]) without additional assumptions. In particular,
by leveraging a recent result from Wang, Liu, and Jin [WLJ23], we are able to prove
that we can utilize a variation of the Natural Policy Gradient [Kak01; Aga+21a],
which practical policy gradient algorithms like PPO [Sch+17] and TRPO [Sch+15]
approximate, to e�ciently compute Minimax Winners, bypassing the hardness result
of Daskalakis, Foster, and Golowich [DFG20] by utilizing the structure of our particular
game.

Perhaps the most similar work to ours is the concurrent work of Munos, Valko,
Calandriello, Azar, Rowland, Guo, Tang, Geist, Mesnard, Michi, et al. [Mun+23].
They derive a speci�c algorithm, focus on quantal response equilibria to be able to
prove last-iterate convergence, and treat the problem as a normal-form game. Instead,
we focus on a general algorithmic framework, provide convergence guarantees to the
Nash equilibrium, and account for the sequential nature of the game. Empirically,
they focus on a particular task of learning document summarization from human
feedback, while we study continuous control tasks where we experiment with a range
of realistic preference functions. Recent work by Chen, Deng, Yuan, Ji, and Gu
[Che+24a] formulates inverse RL for LLM �ne-tuning as a kind of self-play { we focus
on optimizing from preferences rather than from demonstrations.

Our reward model baseline and our continuous control setup are heavily in
uenced
by the works of Christiano, Leike, Brown, Martic, Legg, and Amodei [Chr+17] and
Lee, Smith, and Abbeel [LSA21]. One critical distinction from this prior work is
rather than assuming that the rater is able to provide snippet-level feedback, we only
assume they can perform trajectory-level comparisons, a much less dense form of
supervision.
RLHF without Reward Models. Recently, several authors have proposed elimi-
nating reward models from RLHF by leveraging the well-known bijection between
the optimal policies of minimum-relative-entropy RL problems and their advantage
functions [Zie10] to directly optimize the policy by substituting it into the clas-
si�cation loss usually used to train the reward model [Zha+23; Raf+23; Hej+23;
Aza+23]. While these approaches are appealing for their conceptual simplicity and
ease of implementation, they su�er from the same issues with intransitive and noisy
preferences as they are derived on the basis of animplicit reward model.
Self-Play In Language Modeling. Various works have explored self-play for
preference �ne-tuning LLMs. Conceptually, this can be thought of as an instantiation
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of the generalSPOreduction on a contextual bandit problem, using a variety of base
learners to approximate the idealized update we propose. Concurrent to our work,
Munos, Valko, Calandriello, Azar, Rowland, Guo, Tang, Geist, Mesnard, Michi, et al.
[Mun+23] propose using policy gradients to optimize a family of objectives, including
the SPOlosses. Subsequent to our work, Calandriello, Guo, Munos, Rowland, Tang,
Pires, Richemond, Lan, Valko, Liu, et al. [Cal+24] propose using Online IPO, Rosset,
Cheng, Mitra, Santacroce, Awadallah, and Xie [Ros+24] propose using Online DPO,
and Gao, Chang, Zhan, Oertell, Swamy, Brantley, Joachims, Bagnell, Lee, and Sun
[Gao+24a] propose using Online REBEL to optimize the sequence ofSPOlosses.

6.6 Frequency of Querying Preference Oracle.

Our presentation assumed access to a preference functionP which can be queried
at each round with new trajectories. This is natural when preference labels are
generated by a model learned from a previously collected preference dataset, as in
recently studied RLAIF settings [Bai+22a; Zha+23]. However, in other settings, it
is desirable to directly obtain the preference labels from humans or other expert
models (RLHF, Tucker, Novoseller, Kann, Sui, Yue, Burdick, and Ames [Tuc+20]),
where online querying is not possible.SPOis compatible with batched queriesthe
queries in these settings. Speci�cally, we can freeze the policy for some batch sizeB,
accumulate a dataset ofB trajectory pairs to compare, and then query the labels for
all of them. This corresponds to mini-batching in the no-regret algorithm being used
by SPO, which preserves no-regret forB < O (

p
T).

6.7 Broader Impacts

Beyond the application of SPO to continuous control problems, we have also applied
it to the �ne-tuning of LLMs from LLM \judge" feedback (i.e., using a powerful
LLM as the preference oracle). LLMs themselves often have intransitive preferences
[Xu+25], rendering the above ideas more broadly applicable than just to learning
from human feedback.

For example, in Sutawika, Swamy, Wu, and Neubig [Sut+26], we apply SPO to
the problem of teaching LLMs to reason in low-resource languages, where we have
limited amounts of internet data in the target language to use for supervised learning.
To reduce judge intransitivity, we provide the LLM judge with privileged information
in the form of an English reference response to the question, reducing the complexity
of its task from judgment in the abstract to merely evaluating which of the two
responses in the target language is a bettertranslation of said reference response.

Similarly, in Zhang, Zhang, Grimes, Yu, Swamy, and Wu [Zha+26], we focus on
learning to follow nuanced instructions from rubric-based LLM judges that evaluate
pairs of responses along multiple criteria. Because the minimax theorem doesn't hold
on games with vector-valued payo�s, the above proofs do not trivially generalize
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to the multi-objective PFT context. However, we are ultimately able to derive a
single-player algorithm by building upon techniques from Blackwell Approachability.
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Part IV

On The Value of Interaction for
Decision-Making
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Chapter7
The Value of Interaction In Fine-Tuning

\Not all those who wander are lost."

J.R.R. Tolkien, The Fellowship of
the Ring

7.1 Author's Note

In this chapter, we attempt to go a level deeper than the common framing of RL as
allowing agents to collect their own data, instead arguing that even in the absence
of new information collected during interaction (e.g., during auto-regressive token
generation by an LLM), RL learns more from less on problems with ageneration-
veri�cation gap. In particular, by using supervised learning to learn the simpler
reward model (i.e.,veri�er ), before using RL (i.e., computation) to back out the
more complex policy (i.e.,generator), we save data compared to directly learning the
policy via supervised learning, providing astatistical separation. Put di�erently, the
detour through a reward model followed by RL allows us to trade compute for data.
Thus, RL allows us to leverage the faster scaling of compute than data, providing a
promising path towards more capable agents. The content of this chapter appeared
in an ICLR '26 paper All Roads Lead to Likelihood: The Value of Reinforcement
Learning in Fine-Tuning by Swamy, Choudhury, Sun, Wu, and Bagnell [Swa+25].

7.2 Introduction

Whether one refers to it as reinforcement learning from human feedback (RLHF,
Christiano, Leike, Brown, Martic, Legg, and Amodei [Chr+17]), preference �ne-tuning
(PFT), or even \alignment," the last step in the training pipeline of a wide variety
of foundation models (FMs) is fundamentally concerned with raising the generation
likelihood of preferred completions of a prompt relative to those of dis-preferred
completions.
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Figure 7.1: While o�ine preference �ne-tuning
(PFT) procedures (e.g., DPO [Raf+23]) di-
rectly optimize policy parameters via (regular-
ized) maximum likelihood estimation (MLE, i.e.,
�̂ mle 2 �), online PFT procedures (e.g., stan-
dard RLHF [Chr+17]) �rst �t a reward model
(RM) via MLE before using the RM to provide
online feedback for a downstream reinforcement
learning (RL) procedure. Empirically, this latter
two-stage procedure often works better, despite
the loss of information caused by passing through
an RM. We �nd evidence that for problems with
a generation-veri�cation gap, this result may be
best explained by viewing the �rst stage as �nd-
ing a relatively simpleveri�er / RM r̂ sim 2 R sim,
with the end-to-end search overgenerators/ poli-
cies now simpli�ed to just the subset of policies
that are optimal for relatively simple veri�ers
(i.e., �̂ rlhf 2 �( R sim) � �).

From this perspective, a natural question may be why anything other than
maximum likelihood estimation (MLE) { i.e., standard supervised learning { is
needed for the PFT problem. Indeed, a plethora ofo�ine approaches to PFT that
directly optimize policy parameters via solving a (regularized) classi�cation problem
on preference data have been proposed in the literature (e.g., DPO [Raf+23], IPO
[Aza+23], SLiC-HF [Zha+23]).

However, when one looks at the training procedure of today's most capable
models [Ach+23; Tea+24; Dub+24], one almost always sees a relatively complex
two-stage procedure adopted instead. First, one learns a reward model (RM) { i.e., a
classi�er { on the preference data, before using it to provide labels for a downstream
online reinforcement learning (RL) procedure that ultimately optimizes the policy's
parameters [Bai+22a; Ouy+22; Sti+20; Gao+24a; Gao+24b; Cal+24; Guo+24].

Across academic [Taj+24; Xu+24; Son+24a], industry [Tan+24], and open-
source [Hug24] comparisons, we robustly see the relatively complex, two-stage online
techniques out-perform simpler purely o�ine approaches. More generally, online
approaches to supervised �ne-tuning (SFT) have also been shown to out-perform
vanilla next-token prediction [SS24; Che+24b; Wul+24; Cho25]. Furthermore, recent
models capable of complex reasoning (e.g., OpenAI's o1 [Jae+24] or DeepSeek's r1
[Guo+25]) are still trained via on-policy RL rather than by using an o�ine MLE
procedure, with academic investigations concurring [Chu+25; Set+25]. Thus, we ask:

Q: What is the value of two-stage, online FT if we just want to
maximize data likelihood?

Part of the challenge of providing a satisfactory answer to this question lies in
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the di�culty of applying traditional arguments about the value of online RL to FM
post-training. First, the standard justi�cation for interaction { the learner being able
to observe and therefore learn to recover from their mistakes [RGB11; Swa+21] {
does not appear to be true prima facie unless we somehow give a language model the
ability to delete tokens [CE23; Wul+24]. Second, the fact that it is common practice
to use reward models that are at least as large as the policy makes it di�cult to
naively apply classical arguments predicated on the relative simplicity of rewards
when compared to policies. This is because such arguments often implicitly assume
one is learning a reward model over a relatively simple function class (e.g., Ng, Russell,
et al. [NR+00]).

Perhaps even more fundamentally, thedata processing inequality[Mac03] tells us
that we can only lose information when passing from the raw source of data to the
reward model, and cannot create any information during on-policy sampling. Taken
together, these points make it seem as though the \yellow-brick road" of online PFT
may have been paved with pyrite rather than gold.

In response, we scrutinize a variety of hypotheses about the value of RL in
PFT through theoretical and experimental lenses. We mostly ground our study
in preference FT, but note that analogous arguments can be made for SFT and
veri�er-based RL settings. Our contributions are three-fold:
1. We prove that under idealized assumptions, online and o�ine PFT
techniques should return policies of equivalent quality. Using tools from
information geometry, we show that regardless of the coverage of preference dataset
samples, o�ine and online PFT techniques have the same set of optima when the
same function class is used for both policies and reward models.
2. We provide evidence against several prior / novel hypotheses for the
value of RL in PFT. In particular, we provide evidence against explanations that
rest solely on online techniques performing better regularization to the reference
policy, a computational bene�t provided by on-policy sampling, or the ability to use
a wider distribution of data to train a reward model than to train a policy. While it
is hard to conclusively rule out these factors, we provide evidence that they are not
the whole story.
3. We provide theoretical and empirical evidence for an alternative hy-
pothesis on problems with a generation-veri�cation gap. Note: More

explicitly, we
argue for a
statistical
separation
between
online and
o�ine PFT.

Many problems in
computer science are widely conjectured to have simplerveri�ers / reward models
than generators/ optimal policies [God56; Coo23]. We hypothesize that for such
problems, it is easier to learn the relatively simple reward model than the relatively
complex optimal policy from the preference data. RL then merely serves as a way to
compute a (soft) optimal policy for this simple veri�er. However, end-to-end, online
PFT only has to search over just those policies that are optimal for relatively simple
veri�ers. In short, we argue that:

A: The value of two-stage interactive FT is derived from an end-to-end
reduction the space of policies to search over to just those that are

optimal for relatively simple veri�ers.
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In the language of statistical learning, this hypothesis states that the real bene�t
of RL in �ne-tuning is that it is the most convenient method that we know of for
performing proper learning [Val84], compared toimproper o�ine FT. We �nd the
least evidence against this hypothesis compared to all others we consider in this paper,
which in some sense is the best we can hope for [Pop14].

7.3 On The Information Geometry of FT

We begin with notation before deriving our core results. All proofs are located in
Appendix 12.1.

7.3.1 Preliminaries

We consider a �nite-horizon, reward-free Markov Decision Process (MDP, Puterman
[Put14]). Let X denote the set of initial states (i.e., prompts) and� 0 their distribution.
We useA to denote the action space (i.e., set of tokens) andS to denote the state
space (i.e., set of partial generations). The dynamics of our MDP are deterministic,
known, and tree-structured:T (s0js; a) = 1 if s0 = s � a and 0 otherwise (i.e., we can
only append tokens). We useH to denote the horizon of our MDP (i.e., maximum
generation length). A policy � : S ! �( A ) maps from a pre�x to a distribution
over next tokens. A trajectory (i.e., a prompt and its completion)� is generated by
sampling an initial state s0 � � 0 and then sampling from the policyH times. We use
P� (� ) to denote the probability of sampling a trajectory� under policy � and use
P� to denote the set of all such distributions over trajectories / generations induced
by any � 2 � � fS ! �( A )g. We use� � � as shorthand for sampling from such a
distribution (i.e., sampling a generation from the policy). We useD = f (� +

i ; � �
i )gN

i =1
to denote a dataset of trajectory-level preferences over pairs with the sames0 and
PD (� 1 � � 2js0) to denote the empirical probability that � 1 is preferred to � 2. The
full space of trajectories is denoted by �, and �js0:h is used to denote the set of
trajectories with some pre�x s0:h. We use� ref 2 � to denote the reference policy to
stay close to. Both argmaxs and argmins return the full set of optima.

7.3.2 Global and Local Reward Models

Central to our study will the relationship between policies and trajectory-level reward
models. We will use � to denote the set of policies andR to denote the set of
reward models, withr : � ! R for all r 2 R . We note that it is standard practice
to use the same architecture (and often the same initial checkpoint and dataset)
to train both policies and reward models. Speci�cally, reward models are often
constructed by removing the �nal softmax at the end of the transformer [Vas+17] that
gives us a distribution over tokens and replacing it with a single layer or a shallow
MLP that eventually outputs a single scalar value [Raf+23]. These models are then
evaluated with the concatenated prompt and entire completionsH being passed into
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the transformer. Throughout this paper, we will use the termglobal to refer to such
trajectory-level (i.e., non-Markovian) RMs.

Beyond merely having a shared backbone, a more precise isomorphism holds for
reward models that take the form of the sum of policy log probabilities over the
tokens in a generation [Deg+19; Raf+23]. More formally, we denote the set oflocal
RMs r � : � ! R as

R(�) =

(

r � (� ) =
HX

h=0

log� (ah jsh)

�
�
�
� � 2 �

)

: (7.1)

It directly follows that R(�) is isomorphic to �.

7.3.3 A Uni�ed Objective for Fine-Tuning

We now formulate a general loss function that both online and o�ine (P)FT methods
optimize, albeit with di�erent procedures. Loosely speaking, a variety of �ne-tuning
tasks (e.g., SFT, PFT) roughly �t within the template of the following reverse
KL-regularized policy optimization problem:

� ? = argmin
� 2 �

Ez�D
�
DKL (PD (z)jjPZ

� (z))
�

| {z }
Data Likelihood

+ � DKL (P� (� )jjP� ref(� ))
| {z }

Prior Reg.

; (7.2)

wherez 2 Z denotes an ordered pair of trajectories for PFT. The �rstforward KL
term measures how likely samples fromD are under the learned policy� and the
secondreverseKL term keeps the completion probabilities of� to be close to those of
the reference policy� ref on-policy. Intuitively, if D had full coverage over all possible
z, we would have no need for the second term, but due to �nite-sample limitations, we
add in a regularizer to prevent us from being lead too far astray [GSH23; Son+24a].
That said, for simplicity of presentation, we will consider the case where� = 1 and
temporarily replace the second KL regularization term with entropy regularization:

� ? = argmin
� 2 �

Ez�D
�
DKL (PD (z)jjPZ

� (z))
�

� H(� ); (7.3)

whereH(� ) = E� � �

hP H
h � log� (ah jsh)

i
is the (causal) entropy of the policy [Zie10].

7.3.4 Maximum Likelihood in PFT

We will �rst focus on minimizing the forward KL (FKL) term of (7.3), which is
equivalent to maximum likelihood estimation (MLE). Given this MLE objective, both
online and o�ine methods aim to �nd a model that best explains the data, but search
over di�erent model classes. The �rst stage of online PFT methods is MLE over
reward models inR. A common parametric model that relates rewards to preference
probabilities is the Bradley-Terry (BT) Model [BT52]:

PBT
r (� 1 � � 2js0) = � (r (� 1) � r (� 2)) ; (7.4)
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Figure 7.2: We can view both o�ine and o�ine
PFT as solving Eq. 7.3. O�ine methods directly
project the preference datasetD onto policy class
� under forward KL ( §7.3.4), while online meth-
ods �rst project from D onto reward classR under
forward KL ( §7.3.4), before projecting onto � un-
der reverse KL (§7.3.5). A similar characterization
of online PFT is made in the concurrent work of
Xiao, Yuan, Li, Chen, and Honavar [Xia+25b].

where� means preferred to and� is the sigmoid function. We can then maximize
likelihood over global reward models, each of which parametrizes a probabilistic model
via BT:

r̂mle = argmin
r 2R

E(� 1 ;� 2 )�D

�
DKL (PD (� 1 � � 2js0)jjPBT

r (� 1 � � 2js0))
�

(7.5)

= argmax
r 2R

NX

i

log� (r (� +
i ) � r (� �

i )) : (7.6)

Observe that �tting a global RM is essentially solving standard logistic regression
or classi�cation problem. In contrast, o�ine PFT methods instead perform MLE
directly over the policy class �. Recall that any policy � 2 � is also a local RM
r � 2 R (�) (de�ned in (7.1)). Thus, we can �t a policy via MLE by substituting in
the sum of log probabilities forr � in the Bradley-Terry likelihood:

�̂ mle = argmin
� 2 �

E(� 1 ;� 2 )�D

�
DKL (PD (� 1 � � 2js0)jjPBT

r �
(� 1 � � 2js0))

�
(7.7)

= argmax
� 2 �

NX

i

log� (r � (� +
i ) � r � (� �

i )) (7.8)

= argmax
� 2 �

NX

i

log�

 
HX

h

log
� (a+

h;i js
+
h;i )

� (a�
h;i js

�
h;i )

!

= argmax
� 2 �

`mle(� ): (7.9)

Ignoring the reference policy for a moment, this is what o�ine PFT approaches like
DPO are at heart: a trajectory-level classi�cation problem over local (rather than
global) reward models.

7.3.5 Maximum Entropy in PFT

The second stage of online PFT corresponds to optimizing a learned reward and the
second entropy term in (7.3). Given a learned global reward modelr , one computes
its soft-optimal policy � ?

r , i.e.

� ?
r = argmax

� 2 �
E� � � [r (� )] + H(� ): (7.10)
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If we solved the above equation in closed-form overall policies (i.e., not just those in
�), we would compute a policy with prompt-conditioned trajectory (i.e., completion)
distribution

P?
r (� js0) =

exp(r (� ))
P

� 02 � js0
exp(r (� 0))

=
exp(r (� ))
Z (r; s0)

; (7.11)

as �rst proved by Ziebart [Zie10]. Observe that for trajectories� 1; � 2 with shared
prompt s0,

PBT
r (� 1 � � 2js0) = � (log(P?

r (� 1js0)) � log(P?
r (� 2js0))) : (7.12)

Interestingly, it turns out that solving a soft RL problem like Eq. 7.10 can be
thought of as areverseKL projection [Nie20] from P?

r onto the set of policy-induced
trajectory distributions.
Lemma 7.3.1 (Soft RL is an RKL Projection). Let r 2 R be a global or local
reward model. De�ne � ? = argmin� 2 � DKL (P� jjP?

r ) as the trajectory-level reverse KL
projection of P?

r onto � . Next, de�ne � ?
r as the soft-optimal policy computed by solving

Eq. 7.10 over� . Then, � ? = � ?
r . [Proof ]

We prove a version with a reverse KL regularization to a reference policy in the
appendix. In summary, we can view the online two-stage RLHF procedure as(1)
minimizing the forward KL from the data over reward models inR to �nd r̂mle, before
(2) minimizing the trajectory-level reverse KL over policies in � to the soft-optimal
policy under r̂mle. We summarize this argument visually in Fig. 7.2.

7.3.6 Equivalences with Isomorphic Classes

The preceding subsections beg the question:what does taking a detour through a
reward model buy us if we immediately project back to policy space?As we prove
below, under certain assumptions,all we have done is taken a more circuitous route
to likelihood maximization. We now state our �rst equivalence result: assuming exact
optimization, no reference policy, and most critically,isomorphic reward and policy
classes, online and o�ine PFT will produce the same solution:
Theorem 7.3.2 (RLHF is MLE when R = R(�)) . Assume thatR = R(�) (i.e. they
both cover the same set of reward functions regardless of representation). De�ner̂mle as
in Eq. 7.6, �̂ mle as in Eq. 7.9, and�̂ rlhf = f argmax� 2 � E� � � [~rmle(� )] + H(� )j~rmle 2 r̂mleg.
Then, we havê� rlhf = �̂ mle. [Proof ]

In more traditional terminology, MLE is invariant to re-parameterization. Under
a realizability assumption, we can prove an analogous result with regularization to a
reference policy:
Theorem 7.3.3 (RLHF is DPO when R = R(�)) . Assume thatR = R(�) (i.e. they
both cover the same set of reward functions regardless of how they are represented).
De�ne r̂mle as in Eq. 7.6 and

`dpo(� ) =
NX

i

log�

 
HX

h

log
� (a+

h;i js
+
h;i )

� ref(a+
h;i js

+
h;i )

� log
� (a�

h;i js
�
h;i )

� ref(a�
h;i js

�
h;i )

!

:
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Next, de�ne �̂ dpo = argmax� 2 � `dpo(� ), � ?
dpo = argmax� 2fS! �( A )g `dpo(� ), � ?

mle =
argmax� 2fS! �( A )g `mle(� ), and �̂ rlhf = f argmax� 2 � E� � � [~rmle(� )] � DKL (P� jjP� ref)j~rmle 2 r̂mleg.
Then, if � ?

mle; � ?
dpo � � , we have�̂ rlhf = �̂ dpo. [Proof ]

In summary, the preceding results tell us that under certain assumptions,all
roads lead to likelihood { i.e., expending computation for on-policy sampling
provides no discernible bene�t over o�ine MLE. We now attempt to square these
idealized theoretical results with the reality of empirical practice.

7.4 On The Value of Reinforcement Learning in
Fine-Tuning

To better understand where the preceding theory falls short, we now proceed by
performing a series of controlled experiments. We focus on the task of learning to
summarize from preference feedback [Sti+20] (tl;dr ) on the pythia series of models
[Bid+23]. We report the winrate of our trained models against human-generated
references, as evaluated bygpt-4o .
Controlling for Confounders. To make an apple-to-apples comparison between
online and o�ine PFT methods, we make a concerted e�ort to hold factors other
than on-policy feedback constant. First, to rule out the confounder of a di�erent
loss function for o�ine (e.g., DPO [Raf+23]) and online (e.g., PPO [Sch+17]) PFT,
we usethe same DPO loss[Raf+23] for all training, both because of its practical
ubiquity and because there is no clear way to use an RM in o�ine PFT.1 Thus, our
experiments focus on (o�ine ) DPO (as originally proposed) vs.online DPO. Second,
we follow standard practice andtrain global RMs using the same preference data
and starting from the same SFT checkpoint as we use for o�ine DPO, with a single
additional linear layer bolted on for global RMs [Raf+23]. Thus, our experiments
can be seen as a relatively faithful implementation of the \isomorphic classes" setting
we explored theoretically in§7.3.

For the second stage of online PFT, we perform online DPO [Guo+24]. Concretely,
starting from the base policy, we sample 25 completions for each prompt in the
preference dataset, rank these completions according to the RM, and use the top
and bottom of the list as the preferred and dis-preferred completions for DPO loss
minimization. We regularize to whatever policy generated the data. We emphasize
that the only change between o�ine and online DPO is the training data {we use all of
the same hyperparameters for all training runs.Below, we useOnline DPO (Model)
to refer to online DPO using on-policy samples from the policy in parentheses.
Online DPO > O�ine DPO. In Figure 7.3, we see that despite our best e�orts
to control for confounding variables,we see a signi�cant gap between online and
o�ine DPO , contradicting §7.3's theory. While any experiment will have imperfect

1Note that the choice of the DPO loss rules out explanations that rest on reward model variance
[Raz+25], as no algorithm (either o�ine or online) gets to see raw reward model outputs, only
binarized labels.
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optimization unlike we assumed in§7.3, we note it isequally imperfect across both
online and o�ine DPO, and therefore unlikely to be the di�erentiating factor.

Figure 7.3: We see online PFT ro-
bustly out-perform o�ine PFT on
tl;dr as judged by gpt-4o , de-
spite using the same SFT check-
point and preference data for train-
ing all policies / reward models.
We report winrates for all methods
across 3 seeds.

Perhaps the most immediate question one might have is whether we are simply
running more gradient steps for online DPO than for o�ine DPO. However, bothDPO
and Online DPO (SFT)start from the same SFT model and take the same number of
gradient steps, yet we see a di�erence in performance. The same is true forDPO(2x)
(in which we perform two epochs of o�ine DPO) andOnline DPO (DPO)(in which
we perform online DPO starting from the output of o�ine DPO). Also noteworthy is
the improved performance ofOnline DPO (DPO)over the baseDPOpolicy: without
any extra human feedback / data, a global RM trainedon the same preference data
as was used for DPO is able to further improve theDPOpolicy. In some sense, there
appears to be more \juice to squeeze" from RMs than from policies, even when both
are trained on the same human data.

In short, the results of our preceding carefully controlled experiments echo those of
prior work: online PFT robustly outperforms o�ine PFT [Taj+24; Xu+24; Son+24a;
Tan+24; Hug24]. We note analogous results have been found in the SFT [SS24;
Che+24b; Wul+24] and reasoning [Chu+25; Set+25; Xia+25a] domains, suggesting
a general phenomena beyond just PFT.

7.5 A Quintet of Hypotheses for the Online-O�ine
Gap

We now consider (and in some cases, falsify) a series of hypotheses, both from prior
work and of our own, that attempt to explain the discrepancy between§7.3's theory
and the reality of PFT in §7.4.

7.5.1 H1: Intrinsic Value of Online Samples.

Intuitively, it may seem as though getting feedback on samples from the policy is
providing qualitatively new information from the �xed o�ine dataset. Tang, Guo,
Zheng, Calandriello, Cao, Tarassov, Munos, Pires, Valko, Cheng, et al. [Tan+24]
come to this conclusion.
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However, it is not clear as to what, precisely, is the mechanism by which this
on-policy data actually helps with policy optimization when we account for the
fact that the labels for this data are merelyimputed by a RM trained on the same
o�-policy dataset, rather than truly new information from some ground-truth reward
function. Put di�erently, there is no information in the RM that wasn't either in
preference dataset or the (shared) base model, both of which the o�ine methods have
access to.

Recall that from an information-theoretic perspective, we know on-policy data is
redundant via the data-processing inequality [Mac03] { we cannot create any new
information (i.e., bona �de human preferences) to learn from via sampling from
the policy. Auto-regressive generation also doesn't get new information from a real
environment. Furthermore, given the RM, one could in theory run a (soft) value
iteration procedure to compute the optimal policy without ever sampling on-policy,
meaning that on-policy samples are technically not necessary to solve the (soft) RL
problem.

7.5.2 H2: Failure of O�ine PFT Regularization to � ref .

Via an elegant argument, Song, Swamy, Singh, Bagnell, and Sun [Son+24a] prove
that o�ine PFT algorithms like DPO [Raf+23] and IPO [Aza+23] require global (i.e.,
stronger) preference datasetcoverageconditions than online PFT methods, as they
are unable to e�ectively regularize to the reference policy otherwise. Intuitively, this
is because reverse KL regularization involves an expectation over samples drawn from
the learner's policy. Thus, all generable trajectories need to be within the support of
the preference dataset for a purely o�ine algorithm to e�ectively control the reverse
KL. A variety of approaches, from sampling on-policy to directly calculate the reverse
KL and adding it in as an auxiliary loss term [Son+24a], to several forms of o�ine
pessimism [Hua+24b; Cen+24; Fis+24; Liu+24] have been proposed to mitigate this
issue.

While certainly a contributing factor, there are several pieces of evidence that
imply this distinction does not explain all of the gap in performance between online
and o�ine approaches to PFT. First, adding in a reverse KL penalty to DPO doesn't
completely close the gap tobona �de online PFT methods [Son+24a; Gao+24a].
Second, PFT methods that don't explicitly regularize to the prior like SimPO [MXC24]
have shown strong performance on multiple benchmarks. Third, there are �ne-tuning
problems where staying close to the reference policy is not particularly important
for performance, and we still see online methods out-perform o�ine methods [CS24].
Lastly, all the experiments in Figure 7.3 use the same regularizer for both online
and o�ine algorithms, and we still observe a gap in performance.Thus, H2 fails to
predict these results.
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7.5.3 H3: Relative Ease of Online PFT Optimization.

One might ask if o�ine PFT is somehow faced with a harder optimization problem
than online PFT because the former is forced to escape extra local minima, as argued
by Xu, Fu, Gao, Ye, Liu, Mei, Wang, Yu, and Wu [Xu+24].

However, as we remarked above, because we use the same loss function (DPO's)
for both o�ine and online PFT, the only di�erence between the procedures we're
comparing is the data we're passing in. It is unclear how thesamenumber of online
samples could make it easier to optimize thesameloss function { Xu, Fu, Gao, Ye,
Liu, Mei, Wang, Yu, and Wu [Xu+24] instead compare o�ine DPO to online PPO
[Sch+17].

Figure 7.4: Augmenting the set of prompts we
use for online DPO with those from the SFT
dataset (� 3x as much data) barely improves
winrate. This is contrary to what a re�nement
of H3 predicts. Results across 3 training seeds.

A re�nement of the above hypothesis is grounded in the phenomenon ofcomputational-
statistical gaps: for certain problems, additional samples, even if information-theoretically
redundant, reduce the amount of computation required to �nd a solution [DLS13;
BPW18]. For example, �lling in more of a Sudoku puzzle makes it easier to solve,
even if we've already observed the minimum set of numbers to uniquely specify the
solution. One might therefore view the (redundant) on-policy samples as providing
these extra \constraints" on the policy search space.

To attempt to falsify this re�ned hypothesis, we performprompt augmentationto
increase the size of the preference datasetD we use for training the online DPO policy.
Speci�cally, we generate on-policy and compute RM labels on prompts from the SFT
dataset, nearly tripling the training set size. Intuitively, if the re�ned hypothesis
were true, we'd expect that we would see an increase in policy performance with
these \redundant" samples. However, in Figure 7.4,we instead observe almost no
improvement in downstream winrate, which the re�ned version ofH3 fails to predict.

7.5.4 H4: Global RMs Can Be Trained on More Data.

When we look at the most performant global reward models available [Zhu+23;
Wan+24; Lam+24], we often observe that they are trained on a relatively wide
distribution of data compared to the preference datasets used for o�ine PFT. It is
therefore a natural question as to whether there is something intrinsic about global
RMs that make them more amenable to training on a wider distribution of data than
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local RMs / policies.2 In fact, the human preference data we use to train our global
RMs and policies is generated by a diverse assortment of comparisons from a wide
variety of policies [Sti+20], rather than just samples from our particular base policy.

To attempt to falsify this hypothesis, we generate a more concentrated dataset
by using samplesonly from the SFT policy, with winners picked bygpt-4o query.
As we are reducing the diversity of the preference dataset,H4 predicts that the gap
between online and o�ine PFT would shrink.

Figure 7.5: Performing an iteration of online DPO (third
bar) on top of o�ine DPO (�rst bar) signi�cantly im-
proves winrate, even when all samples inD are generated
by the SFT policy and labeled bygpt-4o , a narrower
preference dataset. This is contrary to whatH4 predicts.
All results reported across 3 seeds.

In Figure 7.5, we see online DPO (third bar) on top of o�ine DPO (�rst bar)
still signi�cantly improving performance, even though we train all models with a
relatively narrow, on-policy dataset, which H4 fails to predict. We note that it is
unsurprising that online DPO on top of the SFT policy (second bar) roughly matches
the performance of o�ine DPO (�rst bar) { the former procedure amounts to merely
relabeling the same SFT policy samples with the RM instead of the ground-truth
gpt-4o labels.

Thus, while it is hard to argue that more (and more diverse) data wouldn't lead
to a better RM, we don't see evidence that policies and RMs would have di�erent
levels of e�cacy of taking advantage of this wider distribution of data, at least for
the sorts of problems we consider in our work.

7.5.5 H5: Global RMs Generalize Better OOD.

In their comprehensive empirical study, Tajwar, Singh, Sharma, Rafailov, Schneider,
Xie, Ermon, Finn, and Kumar [Taj+24] argue that when the peak of the learned
reward model falls outside of the support of the preference data, online PFT techniques
are better able to maximize this reward than o�ine approaches. Implicitly, such
explanations are assuming that reward models generalize better OOD than policies.
Lin, Seto, Ter Hoeve, Metcalf, Theobald, Wang, Zhang, Huang, and Zhang [Lin+24]
observe that, empirically, the reward model implied by DPO generalizes less well
OOD than a standard, global reward model, a perspective echoed by the top of
the RewardBench leaderboard [Lam+24]. The work of Chu, Zhai, Yang, Tong, Xie,
Schuurmans, Le, Levine, and Ma [Chu+25] �nds evidence of this phenomenon in
vision-based reasoning tasks.

2There is a O(H ) computational speedup provided by not needing to do a per-token forward +
backward pass for global RMs as in local RM training, which could allow more data to be trained
on with the same computation budget. Howevever, we use the same amount of data for local/global
RM training in all experiments.
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However, there are several open questions in the above story. First, given persistent
concerns about reward model over-optimization [GSH23; Eis+23], it seems that neither
policies nor RMs generalize all that well OOD in general. Second, it is not immediately
clear why policies and reward models that are trained from thesameinitial checkpoint
on the samedataset (as in the experiments in Fig. 7.3) should generalize di�erently
OOD. Third, the comparison between DPO RMs and standard global RMs changes
two factors at once: DPO regularizes to the reference policy (unlike unregularized
global reward model training) and optimizes a local (rather than a global) RM.

We conduct a several experiments to provide answers to the preceding questions.
To remove the confounder of the reference, we also train local RMs without regular-
ization (i.e., reference-less DPO), which we refer to asLocal . We note that this is
precisely the ^� mle (Eq. 7.9) we analyzed above.

Figure 7.6: Going from a global RM
to a local RM or from a local RM to
a DPO RM hampers (in-distribution)
validation accuracy. We report results
for all RMs across 3 seeds.

Figure 7.7: We compare global, local, and DPO reward models in terms of their BoN
winrate as a measure of OOD generalization. We use the same size for the policy and
the reward model and generate samples either from a base SFT or o�ine DPO policy.
As we increaseN , we see a perfect correlation emerge between the in-distribution
validation likelihood reported in Fig. 7.6 and BoN performance. All standard errors
are reported across three training seeds.

We �rst compare DPO, local, and global RMs of the same backbone in terms of
their validation likelihood (i.e., in terms of their in-distribution generalization when
evaluated as classi�ers). In Figure 7.6, we consistently see that enforcing a token-wise
decomposition leads to worse performance in distribution. Furthermore, adding in
regularization during training further hampers the hold-out validation likelihood of
the local RM. These results persist across multiple model sizes.

We next evaluate theOOD generalization(as in, not on samples from the same
distribution as the human preference dataset) of each of these families of models by
evaluating their Best-Of-N (BoN) performance on samples from both the SFT and
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o�ine DPO policies. Higher values ofN correspond to testing a reward model on a
wider swathe of generations. In Figure 7.7, we see higher in-distribution validation
likelihood perfectly correlate with BoN performance for high enoughN . 3

Better in-distribution margins are known to correlate with some kinds of OOD
generalization [Mil+21]. Intuitively, by having a larger margin in-distribution, one
hopes a classi�er will be able to better separate OOD samples, similar to classical
arguments for SVMs. While this observation provides a potential explanation for
the better OOD performance reported in prior work, it merely kicks the can down
the road: we still haven't explained why there should be a di�erence in-distribution
in the �rst place. Thus, while we don't falsify H5, the root cause of the observed
phenomena of global reward models generalizing better than local reward models is
still unclear, leaving a conceptual gap.

To summarize this section, we observe that despite the lack of information-
theoretic separation, online PFT out-performs o�ine PFT across di�erent sampling
distributions, labelers, and model sizes. Furthermore, it appears to be \easier" to
learn a global RM than it is to learn a local RM, evidenced by better ID and OOD
generalization. Together, our theoretical and empirical results beg the question of
whether there is some feature of the problem we are not accounting for in our theory.

7.6 Generation-Veri�cation Gaps in Fine-Tuning

To set up our �nal hypothesis H6, we �rst note that for many problems of practical
interest, the reward function is a simpler object (i.e., can be represented by a circuit
of lower depth) than the corresponding (soft) optimal policy. For example, this is the
heart of the classical argument for theinverse RLapproach to imitation (i.e., learning
a reward model from demonstrations and decoding it via RL) over behavioral cloning
(i.e., directly learning a policy via MLE) given by Ng, Russell, et al. [NR+00].

By framing policies asgeneratorsand reward models asveri�ers , this argument
can be viewed as part of a widespread phenomenon in computer science, where
generation is often harder thanveri�cation [God56]. Indeed, if the widely-held belief
that P 6= NP [Coo23] is true, there must then exist such problems. For these problems
in NP (loosely, polynomial-time veri�cation) but not P (loosely, polynomial-time
generation), we know there must exist a polynomial-depth veri�er circuit but not
necessarily a polynomial-depth generator circuit [Coo00]. Uniform convergence then
tells us that we would need fewer samples to accurately �t a veri�er than a generator,
as a less expressive function class could be used to approximate the former [VC15].

While initially promising, the story becomes more complex when we account for

3The results where we sample from a DPO policy and further �lter the samples with the internal
DPO RM and improve winrate are separately interesting as they provide evidence ofself-improvement,
echoing the �ndings of Song, Zhang, Eisenach, Kakade, Foster, and Ghai [Son+24b] and Huang,
Block, Foster, Rohatgi, Zhang, Simchowitz, Ash, and Krishnamurthy [Hua+24a]. However, we note
that an external global RM is still signi�cantly better at accurately ranking learner samples across
the board.
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the facts that (a) uniform convergence often does not accurately predict the behavior
of deep learning [NK19] and(b) even if it did, in the isomorphic classes setting (i.e.,
R = R(�)), we have the same number of veri�ers / generators to search over. This
means that we should have the same sample complexity for both MLE problems.
Indeed, Ng, Russell, et al. [NR+00] implicitly assume thatjRj � j � j.

However, a wide variety of works have observed that overparameterized models
like deep neural networks, when optimized with stochastic gradient descent, learn
lower-depth circuits with fewer samples than higher-depth circuits. One can attribute
this to either an implicit regularization e�ect of the training algorithm (e.g., the bias
of SGD towards minimum norm solutions [Sou+24; Gun+17; LMZ18]), architectural
inductive biasestowards simpler functions (e.g., the double descent phenomenon
[Bel+19; Nak+21], the spectral bias of deep networks [Rah+19], or those mentioned
in some explanations of grokking [Var+23] and length generalization [Zho+23a]),
deep learning performing approximateSolomono� Induction [Sch23], or certaindata-
dependentcomplexity measures [Aro+19]. Regardless of one's preferred reasoning as
to why, using a larger network than necessary often doesn't hurt sample complexity
in practice [KSH12; Rad+19].

Building on these observations, we now propose a novel hypothesisH6 for the
online-o�ine performance gap on problems with(1) a generation-veri�cation gap
and (2) a reward model classR where simpler functions can be learned with fewer
samples (e.g., deep neural networks like transformers): Note: The

argument
here is subtle:
it requires
function ap-
proximation
(as both
rewards and
policies have
the same
number of
parameters
on tabular
problems {
jSjjAj ), as
well as
non-uniform
convergence
(e.g., an
Occam's
Razor bound
or
PAC-Bayes)

H6: Online PFT is Proper Policy Learning.

For �ne-tuning problems with a simpler underlying reward function than (soft)
optimal policy and a reward model classR that enables learning simpler functions
with fewer samples, the �rst step of online �ne-tuning is �nding a relatively simple
reward modelr̂ sim 2 R sim � R , with the second step then �nding a (soft) optimal
policy for r̂ sim, �̂ rlhf 2 �( R sim). Thus, end to end, online �ne-tuning only has to
choose between policies in�( R sim) � � , rather than across all of� .

In essence, the above hypothesis is stating that o�ine FT solves the harder,
improper [Val84] learning problem overall of �, while online FT only has to solve the
easierproper learning problem over �( R sim) � �, thereby reducing sample complexity
and leading to better policy performance. Put di�erently,H6 states that there is a
statistical separation between online and o�ine (P)FT. 4

Under the above hypothesis, if we could somehow constrain o�ine FT to only
pick policies that are (soft) optimal for relatively simple reward models (i.e.,̂� mle 2
�( R sim)), we would achieve the same results as online FT. We can prove this under
(slightly) weaker assumptions than isomorphic classes:

4In various theoretical settings, one can show there is acomputational speedup from improper
learning (e.g., Shalev-Shwartz, Shamir, and Tromer [SST12]). However, such a relaxation can incur
a signi�cant sample complexity increase if the encompassing class we now have to search over is
large enough. Another perspective onH6 is that the computational-statistical trade-o� may not be
in favor of improper learning on practical PFT problems.
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Theorem 7.6.1 (RLHF is MLE Over �( R sim)) . Let R sim � R be an arbitrary subset
of the space of reward models and let

�( R sim) =
�

argmin
� 2 �

DKL (P� jjP?
r )

�
�
�
�r 2 R sim

�

be the corresponding set of soft-optimal policies. Also, let

r̂ sim = argmin
r 2R sim

E(� 1 ;� 2 )�D

�
DKL (PD (� 1 � � 2js0)jjPBT

r (� 1 � � 2js0))
�

;

�̂ rlhf =
�

argmax
� 2 �

E� � � [~rmle(� )] + H(� )

�
�
�
� ~r sim 2 r̂ sim

�
;

�̂ sim = argmin
� 2 �( R sim)

E(� 1 ;� 2 )�D

�
DKL (PD (� 1 � � 2js0)jjPBT

r �
(� 1 � � 2js0))

�
:

Then, if
�

� ?
r

�
�
�
�r 2 R sim

�
� � , �̂ rlhf = �̂ sim. [Proof ]

In words, this theorem is saying that if the secondary, RL-based reverse KL
projection is without loss, RLHF will recover the MLE over the constrained policy
space �( R sim). Critically, it is unclear how else one could actually enforce this
constraint other than by the two-stage procedure of �rst learning a relatively simple
RM before optimizing it via RL.5 Intuitively, we can view this hypothesis as stating
that while all roads lead to likelihood, RL on a simple RM lets us take a
shortcut through � .

7.6.1 Failing to Falsify H6

First, one may naturally ask what evidence we have for veri�cation being easier than
generation for summarization problems. In response, we provide evidence that the
underlying reward function is well-approximated by a smaller network than one needs
for the policy. In Fig. 7.8, we observe that using a global RM that issigni�cantly
smaller than the generation policy leads to nearly identical BoN performance as
using an RM that is the same size as the policy. The converse claim is also true:
using a global RM that is signi�cantly larger than the generation policy leads to
no discernible improvement in terms of BoN performance. Taken together, these
experiments suggest that the veri�er is qualitatively simpler (i.e., well-approximated
by a shallower depth circuit) than the generator.

We next observe thatH6 correctly predicts all of the experimental results in App.
7.5, which falsi�ed the other hypotheses. In short,none of these experiments altered the
relative complexity of generation versus veri�cation of the underlying problem, which
explains why we consistently saw a performance gap.First, the e�ective reduction
in search space explains the improved performance we saw in Fig. 7.3. Next, the

5An interesting direction of future work is o�-policy RL algorithms that can take advantage of
learned RMs.
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Figure 7.8: Scal-
ing up reward
model size doesn't
improve BoN
performance, but
scaling up policy
size does. Results
across 3 seeds.

generation-veri�cation gap is unchanged by prompt augmentation (Fig. 7.4), di�erent
sample and label distributions (Fig. 7.5), and provides a concrete explanation for the
observed di�erence in in-distribution validation likelihoods between local and global
RMs (Fig. 7.6): global RMs only need to learn a simpler reward function, while local
RMs must learn a fundamentally more complex object (equivalent to a generator)
to e�ectively �t the training set. Such better in-distribution margins would likely
correlate with the better OOD generalization of global RMs relative to local RMs in
Fig. 7.7.

To further attempt to falsify H6, we make a testable prediction:on tasks where
there is limited if any generation-veri�cation gap, online PFT would be unlikely to
out-perform o�ine PFT. For example, if we were to use a reward function for grading
the quality of summarization that is as complicated as the corresponding (soft)
optimal policy, we would expect the previously consistent gap between online and
o�ine PFT to vanish. We explore 2 ways of eliminating the generation-veri�cation
gap:

Figure 7.9: On the bandit-like task of
two-word summarization (� 1

10 of the
usual horizonH ), we see online PFT
provide a minimal at best improvement
of � 1% winrate over o�ine PFT, un-
like all prior results. Results across 3
seeds.

Figure 7.10: When we label data and
evaluate completions with theROUGE-L
metric against unobserved reference
summaries, we see online PFT pro-
vided no improvement over o�ine PFT,
unlike all prior results. Results across
3 seeds.

Closing the Generation-Veri�cation Gap I. One way to reduce the relative
complexity of generation compared to that of veri�cation is to reduce the horizon
H of the problem. In the extreme ofH = 1 (i.e., a contextual bandit [Li+10]), the
complexity of learning the reward function and of learning the (soft) optimal policy
should be the same as we can directly compute the latter from the former with a
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simple action-level / \token-wise" softmax and vice-versa (i.e., no real multi-step
planning / reinforcement learning required). Intuitively, setting H = 1 is simplifying
the policy.

We instantiate this idea with the task of generatingtwo-word summaries (i.e.,
less than 1

10 of the preceding maximum generation length). Given we don't have
ground-truth human preferences for this task, we usegpt-4o to generate pairs of
summaries, rank these summaries, provide reference summaries on the test set of
prompts, and compute the �nal winrate numbers. As before, we use this data for
o�ine DPO as well as for learning the global RM. Continuing to parallel the above,
we then sample from the o�ine DPO policy, rank these completions with the global
RM, and use this dataset for an iteration of online DPO. In Figure 7.9, we see that
in contrast to all prior experiments that kept the complexity of generation higher
than that of veri�cation, we see that online DPO does not meaningfully improve the
performance of the o�ine DPO policy, as predicted byH6.
Closing the Generation-Veri�cation Gap II. Another way to eliminate the
gap is by choosing a reward function from which we can easily \read o�" the (soft)
optimal policy without an explicit planning / reinforcement learning procedure.
Speci�cally, we conduct an experiment using theROUGE-Lmetric [Lin04], which
essentially counts how many words of the generated summary appear (in order) in
an unobserved human-generated reference summary, as a reward function. For such
a problem, the minimal-complexity veri�er would need to include a lookup table
that maps from prompts to the exact text of the unobserved reference summaries,
a tall order. Furthermore, given this lookup table, it would be trivial to generate
optimally, implying that generation and veri�cation should be of similar complexities.
Intuitively, this setup is complicating the reward function.

To create our preference dataset, we sample from the policy and use theROUGE-L
metric to rank samples, as well as for evaluation. In Figure 7.10,we see that doing
an iteration of online DPO with feedback from a learned global RM does not improve
the performance of the base o�ine DPO policy,unlike all but the previous result, as
predicted by H6. Doing an extra epoch of o�ine DPO does (slightly) improve the
ROUGE-Lscore, implying o�ine DPO has not reached optimal performance.

We conclude this section by noting that similar results on the bene�ts of learning
a veri�er rather than directly learning a generator for �ne-tuning have been observed
in both the SFT [SS24; Cho25] { where this 
avor of approach is more commonly
known asinverse RL [Zie10; Swa+21] { and reasoning domains [Chu+25; Set+25;
Xia+25a]. These results can be seen as further evidence forH6, outside of the PFT
domain.

7.6.2 Isomorphisms Aren't Always a Two-Way Street

A lingering question in the reader's mind might be \if policies and rewards are
isomorphic in soft RL, why does it take more data to learn the former?" In particular,
we know from Eq. 7.11 that we can map from rewards to trajectory distributions,
from which we can extract a policy via soft value iteration [Zie10]. Perhaps the most
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impressive insight of Rafailov, Sharma, Mitchell, Ermon, Manning, and Finn [Raf+23]
is that we caninvert this isomorphism (up to the partition function Z(r; s0) which
cancels out in the Bradley-Terry likelihood) and instead express a local reward model
in terms of its implied soft-optimal policy, as in Eq. 7.9. However, as later observed
by Rafailov, Hejna, Park, and Finn [Raf+24], it is more accurate to think of a local
RM as a Q-function rather than as a reward function: a fundamentally di�erent and
often more complex object that needs to perform token-level credit assignment and
encode multi-step reasoning.

In greater detail, we know from Ziebart [Zie10] that� ?
r has a (soft)Q-function

given by

Q?
r (sh; ah) = log

0

@
X

� 2 � jsh ;ah

exp(r (� ))

1

A ; � ?
r (ah jsh) =

exp(Q?
r (sh; ah))

P
a2A exp(Q?

r (sh; a))
=

exp(Q?
r (sh; ah))

V ?
r (sh)

:

Observe that the next-token logits of a softmax policy are its implied softQ-function
(up to a state-wise shift). Also, recall that these were the optimization variables in
our o�ine MLE problem (Eq. 7.9). Thus, MLE over softmax policies (i.e., �tting
local RMs) corresponds to directly �tting Q-functions.

Note: While
Q? doesn't
contain any
information
(in the
Shannon
sense) that
isn't in r on
problems
with
deterministic
dynamics, it
is a more
complex
object as it
has to
capture
longer-term
outcomes. RL
lets us pay for
this
complexity in
compute
rather than
data.

De�ning Q?
R = f Q?

r jr 2 Rg as the set of soft-Q functions for somer 2 R , we
know that R �= Q?

R by construction. However,just because such an isomorphism
exists, it does not need to be true that both endpoints are equally easy to represent:
one endpoint (e.g.,Q?

R ) could require far deeper circuits to be well-approximated
than the other (e.g.,R). When learning algorithms optimize over circuit classes that
contain these function classes, uniform convergence would then tell us we need more
samples to learn the former than the latter, as we have to search over circuits of
greater depth. Thus, even thoughR �= Q?

R , the fact that we are actually �tting
these functions from data means that we have to pay statistically for their relative
representational complexities during o�ine MLE.

Figure 7.11: Consider
maze navigation. Re-
ward r just needs to
encode the goal, while
Q?

r needs to encode the
distance to the goal
from anywhere. Q?

r
grows more complex
with h.

To build some intuition for the complexity of r vs. Q?
r , let us consider navigating

through a maze with a single goal with +1 reward. Then, a circuit that representsr
only needs to encode the position of the goal, while a circuit that representsQ?

r needs
to encode thepath to the goal from any position in the maze. As we scale up the
horizon H of the planning problem, the optimal policy� ?

r can reach the goal from a
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wider set of states. Thus,Q?
r becomes more complex, as nonzero value is achieved on

a broader swathe of the state space. As� ?
r is a simple softmax overQ?

r , it also grows
in complexity.

As we discussed in§7.6, such a di�erence in circuit complexity betweenr and
� ?

r or Q?
r is one way of formalizing the notion of a generation-veri�cation gap. This

means that beyond the examples we explore in§7.6, App. 7.5, and Fig. 7.11's maze
example, for problems inNP but not P, we should expect that� ?

r and Q?
r require a

deeper circuit to represent thanr . Then, a learning algorithm that doesn't have the
ability to search over just Q?

R (e.g., via RL on all r 2 R ) must instead search over a
class ofdeepercircuits containing Q?

R . Thus, learning Q?
r or � ?

r requires more data
than to learn r .

Intuitively, these RL problems in NP but not P require meaningful, multi-step
reasoning to solve. However, not all RL problems require multi-step reasoning / have
a generation-veri�cation gap. In fact, in §7.6.1, we provide multiple examples of such
problems for which the greedy (H = 1) policy is optimal and don't see a di�erence in
terms of the number of samples required to learnr vs. � ?

r or Q?
r . These problems

have ane�ective horizon [LRD23] of H � 1. Thus, r , � ?
r , and Q?

r have similar circuit
complexities and require similar amounts of data to learn, matching our results.

To close, one might counter that whether we �rst �t a reward function and then
apply RL to it or directly �t a Q function, we eventually want to end up with a policy.
While true, recall that the second stage of online PFT requires no more preference
data samples: we only pay in terms of computation. Thus, a di�erent perspective on
H6 is that online PFT trades data for computation: rather than paying statistically
for directly �tting a potentially more complex Q function via MLE like o�ine PFT,
online PFT instead payscomputationally during the secondary RL procedure. One
can view this as acomputational-statistical trade-o� [CJ13] for preference �ne-tuning.

In summary, while isomorphisms go both ways, they aren't always a
two-way street : the two endpoints of an isomorphism can have dramatically di�erent
circuit complexities, which can manifest as a statistical cost when �tting the more
complex endpoint (e.g.,Q?

R ). Instead, one can �t the simpler endpoint (e.g.,R) and
compute the isomorphism (e.g., via RL) to save data at the cost of compute.

7.7 Discussion

Practically, H6 tells us that for problems where we believe veri�cation is simpler than
generation, it is a better use of limited human preference data to learn veri�ers rather
than generators. HypothesisH6 also suggests that for increasingly complex problems
that require longer-rangeplanning (e.g. multi-turn RLHF, agentic tasks, or even
real-world robotics), we should see an even greater separation between online and
o�ine PFT than we saw in our experiments. More broadly, given our overarching
framing in terms of likelihood maximization, analogous arguments to ours forH6

could be made beyond the PFT setting (e.g., for the SFT / imitation learning setting).
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Chapter8
Part I Appendix

8.1 Proofs

8.1.1 Proof of Lemma 3.5.8

Proof. Consider the following MDP:

s1

s2

a2

a1

a1

Figure 8.1: In Unicycle , the goal is to stay ins1 forever.

As illustrated above, c(s; a) = 1s2 is the cost function for this MDP. Let the
expert perfectly optimize this function by always takinga1 in s1. Thus, we are in
the O(T)-recoverable setting. Then, for any� > 0, if the learner takesa2 in s1 with
probability � , J (� E ) � J (� ) =

P T
t=1 � (1 � � )t � 1(T � t) = 
( �T 2). There is only one

action in s2 so it is not possible to have a nonzero classi�cation error in this state.

8.1.2 Proof of Entropy Regularization Lemma

Lemma 8.1.1. Entropy Regularization Lemma: By optimizing Uj (�; f ) � �H (� )

to a � -approximate equilibrium, one recovers at worst aQM

q
2�
� + �T (ln jAj + ln jSj)

equilibrium strategy for the policy player on the original game.
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Proof. We optimize in the P(A T jjST ) policy representation where strong duality holds
and de�ne the following:

� R = argmin
� 2 �

(max
f 2F

Uj (�; f ) � �H (� ))

First, we derive a bound on the distance between̂� and � R . We de�ne M as follows:

M (� ) = max
f 2F

Uj (�; f ) � �H (� ) + �T (ln jAj + ln jSj)

M is an � -strongly convex function with respect tojj � jj 1 becauseU is a max of linear
functions, � H is 1-strongly convex, and the third term is a constant. This tells us
that:

M (� R) � M (�̂ ) � r M (� R)T (� R � �̂ ) �
�
2

jj � R � �̂ jj 2
1

We note that because� R minimizesM , the �rst term on the RHS is negative, allowing
us to simplify this expression to:

�
2

jj � R � �̂ jj 2
1 � M (�̂ ) � M (� R)

We now upper bound the RHS of this expression via the following series of substitu-
tions:

M (�̂ ) = max
f 2F

Uj (�̂; f ) � �H (�̂ ) + �T (ln jAj + ln jSj)

� Uj (�̂; f̂ ) � �H (�̂ ) + �T (ln jAj + ln jSj) + �

� Uj (� R ; f̂ ) � �H (� R) + �T (ln jAj + ln jSj) + �

� max
f 2F

Uj (� R ; f ) � �H (� R) + �T (ln jAj + ln jSj) + �

= M (� R) + �

Rearranging terms to get the desired bound on strategy distance:

M (�̂ ) � M (� R) � �

) jj � R � �̂ jj 2
1 �

2�
�

) jj � R � �̂ jj 1 �

r
2�
�

Next, we prove that � R is a �T (ln jAj + ln jSj)-approximate equilibrium strategy for
the original, unregularized game. We note thatH (� ) 2 [0; T(ln jAj + ln jSj)] and
then proceed as follows:

max
f 2F

Uj (� R ; f ) = M (� R) + �H (� R) � �T (ln jAj + ln jSj)

� M (� R)

� �T (ln jAj + ln jSj)
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The last line comes from the fact that playing the optimal strategy in the original
game on the regularized game could at worst lead to a payo� of�T (ln jAj + ln jSj).
Therefore, the value of the regularized game can at most be this quantity. Recalling
that the value of the original game is 0 and rearranging terms, we get:

max
f 2F

Uj (� R ; f ) � �T (ln jAj + ln jSj) � 0 = max
f 2F

min
� 2 �

Uj (�; f )

Thus by de�nition, � R must be half of an�T (ln jAj + ln jSj)-approximate equilibrium
strategy pair.

Next, let QM denote the absolute di�erence between the minimum and maximum
Q-value. For a �xed f , the maximum amount the policy player could gain from
switching to policies within anL1 ball of radius r centered at the original policy is
rQM by the bilinearity of the game and H•older's inequality. Because the supremum
over k-Lipschitz functions is known to bek-Lipschitz, this implies the same is true for

the payo� against the best responsef . To complete the proof, we can setr =
q

2�
� and

combine this with the fact that � R achieves in the worst case a payo� of�T (ln jAj +

ln jSj) to prove that �̂ can at most achieve a payo� ofQM

q
2�
� + �T (ln jAj + ln jSj) on

the original game, which establisheŝ� as a (QM

q
2�
� + �T (ln jAj + ln jSj))-approximate

equilibrium solution.

8.1.3 Proof of Theorem 3.7.1

We proceed in cases.

Proof. We �rst consider the primal case . Our goal is to compute a policy�̂ such
that:

max
f 2F

Uj (�̂; f ) � �

We prove that such a policy can be found e�ciently by executing the following
procedure for a polynomially large number of iterations:

1. For t = 1 : : : N , do:
2. No-regret algorithm computes� t .
3. Set f t to the best response to� t .

4. Return �̂ = � t �
, t � = argmin t Uj (� t ; f t ).

Recall that via our no-regret assumption we know that

1
N

NX

t

Uj (� t ; f t ) �
1
N

min
� 2 �

NX

t

Uj (�; f t ) �
� � (N )

N
� �

for someN that is poly( 1
� ). We can rearrange terms and use the fact that� E 2 � to

upper bound the average payo�:

1
N

NX

t

Uj (� t ; f t ) � � +
1
N

min
� 2 �

NX

t

Uj (�; f t ) � �
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Using the property that there must be at least one element in an average that is at
most the value of the average:

min
t

Uj (� t ; f t ) �
1
N

NX

t

Uj (� t ; f t ) � �

To complete the proof, we recall thatf t is chosen as the best response to� t , giving
us that:

min
t

max
f 2F

Uj (� t ; f ) � �

In words, this means that by setting�̂ to the policy with the lowest loss out of theN
computed, we are able to e�ciently (within poly( 1

� ) iterations) �nd a � -approximate
equilibrium strategy for the policy player. Note that this result holds without assuming
a �nite S and A and does not require regularization of the policy. However, it requires
us to have a no-regret algorithm over � which can be a challenge for the reward
moment-matching game.

We now consider thedual case. As before, we wish to �nd a policy�̂ such that:

max
f 2F

Uj (�̂; f ) � �

We run the following procedure onUj (�; f ) � �H (� ):
1. For t = 1 : : : N , do:

2. No-regret algorithm computesf t .
3. Set � t to the best response tof t .

4. Return �̂ = argmin � 2 � Uj (�; f ) � �H (� ).
By the classic result of [FS97], we know that the average of theN iterates produced
by the above procedure (which we denotef and � ) is a � 0-approximate equilibrium
strategy for someN that is poly( 1

� 0). Applying our Entropy Regularization Lemma,
we can upper bound the payo� of� on the original game:

sup
f 2F

Uj (�; f ) � QM

r
2� 0

�
+ �T (ln jAj + ln jSj)

We now proceed similarly to our proof of the Entropy Regularization Lemma by �rst
bounding the distance between� and �̂ and the appealing to theQm -Lipschitzness
of Uj . Let l(� ) = Uj (�; f ) � �H (� ). Then, while keeping the fact thatl is � -strongly
convex in mind:

l(�̂ ) � l (� ) � r l (�̂ )T (�̂ � � ) �
�
2

jj � � �̂ jj 2
1

)
�
2

jj � � �̂ jj 2
1 � l (� ) � l (�̂ ) + r l(�̂ )T (�̂ � � )

)
�
2

jj � � �̂ jj 2
1 � l (� ) � l (�̂ )

)
�
2

jj � � �̂ jj 2
1 � � 0

) jj � � �̂ jj 1 �

r
2� 0

�
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As before, the second to last step follows from the de�nition of a� 0-approximate
equilibrium. Now, by the bilinearity of the game, H•older's inequality, and the fact
that supremum overk-Lipschitz functions is known to bek-Lipschitz, we can state
that:

sup
f 2F

Uj (�̂; f ) � 2QM

r
2� 0

�
+ �T (ln jAj + ln jSj)

To ensure that the LHS of this expression is upper bounded by� , it is su�cient to
set � = �

2T (ln jAj +ln jSj ) and � 0 = � 2 �
32Q2

M
. Plugging in these terms, we arrive at:

sup
f 2F

Uj (�̂; f ) �
�
2

+
�
2

� �

We note that in practice, � is rather sensitive hyperparameter of maximum entropy
reinforcement learning algorithms [Haa+18b] and hope that the above expression
might provide some rough guidance for how to set� . To complete the proof, note
that N is poly( 1

� 0) and 1
� 0 = 64Q2

M T (ln jAj +ln jSj )
� 3 . Thus, N is poly(1

� ; T; ln jAj ; ln jSj)).

8.2 Algorithm Derivations

8.2.1 AdVIL Derivation

We begin by performing the following substitution:f = v � B � v, where

B� v = E
st +1 �T (�j st ;at );

at +1 � � (st +1 )

[v]

is the expected Bellman operator under the learner's current policy. Our objective
(3.13) then becomes:

sup
v2F

TX

t=1

E
� � �

[v(st ; at ) � B � v(st ; at )]

� E
� � � E

[v(st ; at ) � B � v(st ; at )]

This expression telescopes over time, simplifying to:

sup
v2F

E
� � �

[v(s0; a0)] �
TX

t=1

E
� � � E

[v(st ; at ) � B � v(st ; at )]

We approximateB� v via a single-sample estimate from the respective expert trajectory,
yielding the following o�-policy expression:

sup
v2F

E
� � �

[v(s0; a0)] �
TX

t=1

E
� � � E

[v(st ; at ) � E
a� � (st +1 )

[v(st+1 ; a)]]
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This resembles the form of the objective in ValueDICE [KNT19] but without requiring
us to take the expectation of the exponentiated discriminator. We can further simplify
this objective by noticing that trajectories generated by� E and � have the same
starting state distribution:

sup
v2F

E
� � � E

[
TX

t=1

E
a� � (st )

[v(st ; a)] � v(st ; at )] (8.1)

We also note that thisAdVIL objective can be derived straightforwardly via the
Performance Di�erence Lemma.

8.2.2 AdRIL Derivation

Let F be a RKHS be equipped with kernelK : (S � A ) � (S � A ) ! R. On iteration
k of the algorithm, consider a purely cosmetic variation of our IPM-based objective
(3.13):

sup
c2F

TX

t=1

( E
� � � k

[c(st ; at )] � E
� � � E

[c(st ; at )]) = sup
c2F

L k(c)

We evaluate the �rst expectation by collecting on-policy rollouts into a datasetDk

and the second by sampling from a �xed set of expert demonstrationsDE . Assume
that jD k j is constant across iterations. LetE be the evaluation functional. Then,
taking the functional gradient:

r cL k(c) =
TX

t=1

1
jD k j

DkX

�

r cE[c; (st ; at )] �
1

jDE j

DEX

�

r cE[c; (st ; at )]

=
TX

t=1

1
jD k j

DkX

�

K ([st ; at ]; �) �
1

jDE j

DEX

�

K ([st ; at ]; �)

whereK could be an state-action indicator (1s;a) in discrete spaces and relaxed to a
Gaussian in continuous spaces. LetDk =

S k
i =0 D i be the aggregation of all previous

D i . Averaging functional gradients over iterations of the algorithm (which, other
than a scale factor that does not a�ect the optimal policy, is equivalent to having a
constant learning rate of 1), we get the cost function our policy tries to minimize:

C(� k) =
kX

i =0

r cL i (c)

=
TX

t=1

1

jDk j

DkX

�

K ([st ; at ]; �) �
1

jDE j

DEX

�

K ([st ; at ]; �)

(8.2)
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8.2.3 DAeQuILDerivations

Let d� denote the state-action visitation distribution of � . Then, DAeQuILcan be
seen as Follow The Regularized Leader on the following sequence of losses:

1. f i = argmaxf 2F Es;a� d� i
[f (s; a) � f (s; � E (s))]

2. l i (� ) = Es� d� i
[f i (s; � (s)) � f i (s; � E (s))]

Solving the on-Q game proper would instead requirel0
i (� ) = Es� d� [f i (s; � (s)) �

f i (s; � E (s))] { for the state distribution to depend on the policy that is passed to the
loss. While this would allow our previous no-regret analysis to apply as written, we
would need to re-sample trajectories after every gradient step, a burden we'd like to
avoid.

Let us consider the no-regret guarantee we get from theDAeQuILlosses:

1
N

NX

t

l t (� t ) �
1
N

min
� 2 �

NX

t

l t (� ) �
� � (N )

N
� �

Notice that l t (� t ) = maxf 2F U3(� t ; f ), the exact quantity we'd like to bound. The
tricky part comes from the second term in the regret { under realizability, (� E 2 �),
this term is 0 and DAeQuILdirectly �nds a � -approximate equilibrium for the on-Q
game. Otherwise, we require the following weak notion of realizability to maintain
the on-Q moment matching bounds:9� 0 2 � s.t.

max
d� 2 d�

max
f 2F

Es� d� [f (s; � 0(a)) � f (s; � E (a))] � O(� )

In words, this is saying that there exists a policy� 0 that can match expert moments
up to � on any state visitation distribution generated by a policy in �. If we instead
solved the on-Q game directly by usingl0

i (� ), we would instead need the condition:
9� 0 2 � s.t.

max
f 2F

Es� d� 0[f (s; � 0(a)) � f (s; � E (a))] � O(� )

This weaker condition is concomitant with a much more computationally expensive
optimization procedure.

8.3 Experimental Setup

8.3.1 Expert

We use the Stable Baselines 3 [Raf+19a] implementation of PPO [Sch+17] and SAC
[Haa+18b] to train experts for each environment, mostly using the already tuned
hyperparameters from [Raf20]. Speci�cally, we use the modi�cations in Tables 4 and
5 to the Stable Baselines Defaults.
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Parameter Value

Buffer Size 300000
Batch Size 256

 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate 7.3e-4
Policy Architecture 256 x 2
State-Dependent Exploration True
Training Timesteps 1e6

Table 8.1: Expert hyperparameters for HalfCheetah Bullet Task.

Parameter Value

Buffer Size 300000
Batch Size 256

 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate 7.3e-4
Policy Architecture 256 x 2
State-Dependent Exploration True
Training Timesteps 1e6

Table 8.2: Expert hyperparameters for Ant Bullet Task.

8.3.2 Baselines

For all learning algorithms, we perform 5 runs and use a common architecture of
256 x 2 with ReLU activations. For each datapoint, we average the cumulative
reward of 10 trajectories. For o�ine algorithms, we train on f 5; 10; 15; 20; 25g expert
trajectories with a maximum of 500k iterations of the optimization procedure. For
online algorithms, we train on a �xed number of trajectories (5 for HalfCheetah and
20 for Ant) for 500k environment steps. For GAIL [HE16] and behavioral cloning
[Pom89], we use the implementation produced by [Wan+20]. We use the changes
from the default values in Tables 6 and 7 for all tasks.

For SQIL [RDL19b], we build a custom implementation on top of Stable Baselines
with feedback from the authors. As seen in Table 9, we use the similar parameters
for SAC as we did for training the expert.

We modify the open-sourced code for ValueDICE [KNT19] to be actually o�-policy
with feedback from the authors. The publicly available version of the ValueDICE
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Env. Expert BC Performance

HalfCheetah 2154 2083
Ant 2585 2526

Table 8.3: With enough data (25 trajectories) and 100k steps of gradient descent,
behavioral cloning is able to solve all tasks considered, replicating the results of
[Spe+21]. However, other approaches are able to perform better when there is less
data available.

Parameter Value

Entropy Weight 0
L2 Weight 0
Training Timesteps 5e5

Table 8.4: Learner hyperparameters for Behavioral Cloning.

code uses on-policy samples to compute a regularization term, even when it is turned
o� in the 
ags. We release our version.1 We use the default hyperparameters for all
experiments (and thus, train for 500k steps).

8.3.3 Our Algorithms

In this section, we usebold text to highlight sensitive hyperparameters. Similarly
to SQIL, AdRILis built on top of the Stable Baselines implementation of SAC.AdVIL
is written in pure PyTorch. We use the same network architecture choices as for the
baselines. ForAdRILwe use the hyperparameters in Table 10 across all experiments.

We note that AdRILrequires careful tuning off Update Freq. for strong perfor-
mance. To �nd the value speci�ed, we ran trials withf 1250; 2500; 5000; 12500; 25000; 50000g
and selected the one that achieved the most stable updates. In practice, we would
recommend evaluating a trained policy on a validation set to set this parameter. We
also note because SAC is an o�-policy algorithm, we are free to initialize the learner
by adding all expert samples to the replay bu�er at the start, as is done for SQIL.

We change one parameter between environments forAdRIL{ for HalfCheetah, we
perform standard sampling from the replay bu�er while for Ant we sample an expert
trajectory with p = 1

2 and a learner trajectory otherwise, similar to SQIL. We �nd
that for certain environments, this modi�cation can somewhat increase the stability of
updates while for other environments it can signi�cantly hamper learner performance.
We recommend trying both options if possible but defaulting to standard sampling.

For AdVIL, we use the hyperparameters in Table 11 across all tasks. Emperically,
small learning rates, large batch sizes, and regularization of both players are critical
to stable convergence. We �nd thatAdVIL converges signi�cantly more quickly than

1https://github.com/gkswamy98/valuedice
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Parameter Value

Num Steps 1024
Expert Batch Size 32

Table 8.5: Learner hyperparameters for GAIL.

Parameter Value


 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate Linear Schedule of 7.3e-4

Table 8.6: Learner hyperparameters for SQIL.

ValueDICE, requiring only 50k steps for HalfCheetah and 100k Steps for Ant
instead of 500k steps for both tasks. However, we also �nd that runningAdVIL for
longer than these prescribed amounts can lead to a collapse of policy performance.
Fortunately, this can easily be caught by watching for sudden and large 
uctuations in
policy loss after a long period of steady decreases. One can perform this early-stopping
check without access to the environment.

8.4 On- Q Experiments

We perform two experiments to tease out when one should applyDAeQuILover DAgger.
We �rst present results on a rocket-landing task from OpenAI Gym where behavioral
cloning by itself is able to nearly solve the task, as has been previously noted [Spe+21].
To make the task more challenging, we truncate the last two dimensions of the state
for the policy class, which corresponds to masking the location of the legs of the
lander. We use two-layer neural networks with 64 hidden units as all our function
classes, perform the optimization steps via ADAM with learning rate 3e � 4, and
sample 10 trajectories per update. Here, we seeDAeQuILdo around as well as DAgger
(Fig. 8.3), with both algorithms quickly learning a policy of quality equivalent to
that of the expert. We list the full parameters of the algorithms in Tables 12 and 13.
As in the previous section,bold text highlights sensitive hyperparameters.

We next perform an experiment to show how careful curation of moments can allow
DAeQuILto signi�cantly outperform DAgger at some tasks. Consider an operator
trying to teach a drone to 
y through a cluttered forest �lled with trees. The operator
has already trained a perception system that provides state information to the drone
about whether a tree is infront of it. Because the operator is primarily concerned
with safety, she only cares about making it through the forest, not the lateral location
of the drone on the other side.
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Parameter Value


 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate Linear Schedule of 7.3e-4
f Update Freq. 1250

Table 8.7: Learner hyperparameters forAdRIL.

Parameter Value

� � 8e-6
� f 8e-4
Batch Size 1024
f Gradient Target 0.4
f Gradient Penalty Weight 10
� Orthogonal Regularization 1e-4
� MSE Regularization Weight 0.2
Normalize States with Expert Data True
Normalize Actions to [-1, 1] True
Gradient Norm Clipping [-40, 40]

Table 8.8: Learner hyperparameters forAdVIL.

She also tries to demonstrate a wide variety of evasive maneuvers as to hopefully
teach the drone to generalize. We simulate such an operator and visualize the
trajectories in Fig. 3.4, left.

Standard behavioral cloning with an`2 loss would fail at this task because it
would attempt to reproduce the conditional mean action, leading the drone to 
y
straight into the tree. Unfortunately, DAgger inherits this 
aw, and is therefore prone
to producing a policy that crashes into the �rst tree it sees, as shown in Fig. 3.4,
center.

For DAeQuIL, the operator leverages her knowledge of the problem and passes in
two important moments: the perception system's imminent crash indicator and the
absolute di�erence between the current and proposed headings. Whenever the former
is on, the latter is a large value under the expert's distribution as they are trying to
avoid the tree. So, the learner �gures out that it should swerve out of the way of the
tree. This leads to policies learned viaDAeQuILto be able to progress much further
into the forest, as seen in Fig. 3.4, right.

Using the �nal position of executed trajectories as the cumulative reward, we see
the following learning curves withDAeQuILclearly out-performing DAgger (Fig. 8.4).

We use the same function classes as the previous experiment but use a hidden size
of 32 for the discriminator ofDAeQuIL. We list the full set of parameters in Tables 14
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Figure 8.2: A comparison of balanced vs. unbalanced sampling forAdRILon the Ant
Environment. For certain tasks, balanced sampling can help with the stability of
updates.

Figure 8.3: As behavioral cloning alone is able to nearly match the expert, DAgger
and DAeQuILperform around the same.

and 15.

8.5 Additional Moment Types

8.5.1 A Fourth Moment Class: Mixed-Moment Value

We could instead plug inQ-moments to the reward moment payo� functionU1. Let
FV and FVE refer to the classes of policy and expert value functions. As before, we
assume both of these classes are closed under negation and include the true value and
expert value functions. For notational convenience, we assume both classes contain
functions with type signaturesS � A ! R, with the second argument being ignored.
Starting from the PDL, we can expand as follows:
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Parameter Value

Batch Size 32
Gradient Steps � Update 3e3
Gradient Steps f Update 1e3
f Gradient Penalty Target 0
f Gradient Penalty Weight 5

Table 8.9: Learner hyperparameters forDAeQuILon LunarLander-v2.

Parameter Value

Batch Size 32
Gradient Steps � Update 1e4

Table 8.10: Learner hyperparameters for DAgger on LunarLander-v2.

J (� E ) � J (� )

=
X T

t=1
E

� � � E

[Q�
t (st ; at ) � E

a� � (st )
[Q�

t (st ; a)]]

=
X T

t=1
E

� � � E

[Q�
t (st ; at ) � E

a� � (st )
[Q�

t (st ; a)]]

+ E
� � �

[Q�
t (st ; at ) � Q�

t (st ; at )]

=
X T

t=1
E

� � � E

[Q�
t (st ; at )]] � E

� � �
[Q�

t (st ; at )]]

+ E
� � �

a� � (st )

[Q�
t (st ; a)] � E

� � � E
a� � (st )

[Q�
t (st ; a)]

� sup
f 2F Q [F V

2
X T

t=1
E

� � �
[f (st ; at )] � E

� � � E

[f (st ; at )]

The last step follows from the fact thatsupa2 A f (a)+ supb2 B f (b) � supc2 A[ B 2f (c).
An analogous bound forFQE and FVE can be proved by expanding the PDL in the
reverse direction. We can use these expansions to provide bounds related to the
reward-moment bound:

Lemma 8.5.1. Mixed Moment Value Upper Bound: If FQ=2T and FV =2T
spansF or FQE =2T and FVE =2T do, then for all MDPs, � E , and �  	 f � g(U1),
J (� E ) � J (� ) � O(�T 2).

Proof. We start by expanding the imitation gap:
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Figure 8.4: J (� ) is the longitudinal distance into the forest the learner is able to
progress. All experiments are run on the forest layout shown in Fig. 3.4 and standard
errors are computed across 10 trials.

Parameter Value

Batch Size 32
Gradient Steps � Update 2e3
`BC Scale 5e-2
Gradient Steps f Update 1e3
f Gradient Penalty Target 0
f Gradient Penalty Weight 5

Table 8.11: Learner hyperparameters forDAeQuILon Forest Navigation.

J (� E ) � J (� )

� sup
f 2F Q [F V

2
X T

t=1
E

� � �
[f (st ; at )] � E

� � � E

[f (st ; at )]

� sup
f 2F

2 E
� � �

X T

t=1
2T f (st ; at ) � E

� � � E

X T

t=1
2T f (st ; at )

= 4T2 sup
f 2F

U1(�; f ) � 4�T 2

The T in the second to last line comes from the scaling down of either the (FQ; FV )
or the (FQE ; FVE ) pairs by T to �t into the function class F .

Lemma 8.5.2. Mixed Moment Value Lower Bound: There exists an MDP,
� E , and �  	 f � g(U1) such thatJ (� E ) � J (� ) � 
( �T ).

Proof. The proof of the reward lower boundholds verbatim.

These bounds show that solving this game, which might be more challenging than
the reward-moment game, appears to o�er no policy performance gains. However,
in the imitation learning from observation alone setting, where one does not have
access to action labels, reward-matching might be impossible, forcing one to use an
approach similar to the above. This is because value functions are pure functions of
state, not actions. [Sun+19] give an e�cient algorithm for this setting.
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Parameter Value

Batch Size 32
Gradient Steps � Update 5e3

Table 8.12: Learner hyperparameters for DAgger on Forest Navigation.

8.5.2 Combining Reward and Value Moments

For both the o�- Q and on-Q setups, one can leverage the standard expansion of a
Q-function into a sum of rewards to derive a 
exible family of algorithms that allow
one to include knowledge of both reward andQ moments. Explicitly, for the o�- Q
case:

J (� E ) � J (� )

=
1
T

( E
� � � E

a� � (st )

[
TX

t=1

Q� (st ; a) � Q� (st ; at )])

=
1
T

( E
� � � E

a� � (st 0)

[
TX

t=1

T 0X

t0=1

r (st0; a) � r (st0; at0)

+ Q�
T 0(sT 0; a) � Q�

T 0(sT 0; aT 0)])

� max
f 2F r
g2F Q

1
T

( E
� � � E

a� � (st )

[
TX

t=1

T 0X

t0= t

f (st0; a) � f (st0; at0)

+ g(sT 0; a) � g(sT 0; aT 0)]) (8.3)

Passing such a payo� to our oracle withF spanned byF r =2 � F Q=2T would
recover the o�-Q bounds.

This expansion begs the question of when it is useful. One answer is a standard
bias/variance trade-o� with di�erent values of T0, as has been explored in TD-Gammon
[Tes95]. We can provide an alternative answer by considering the limiting case { when
the Q function is decomposed entirely into reward functions, the learner is required
at timestep t to match the sum of future reward moments. An e�cient algorithm for
such a problem can be derived as a natural extension of Policy Search by Dynamic
Programming (PSDP) [Bag+03b], where, starting fromt = T � 1, the learner matches
expert moments one timestep in the future, before moving one step backwards in
time along the expert's trajectory. While this approach has the same performance
characteristics as o�-Q algorithms, matching the class of reward moments might be
simpler for some types of problems, like those with sparse rewards. However, it has
the added complexity of producing a non-stationary policy.

We can perform an analogous expansion for the on-Q case by utilizing the reverse
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direction of the PDL:

J (� E ) � J (� )

=
1
T

( E
� � �

a� � E (st )

[
TX

t=1

Q� E (st ; at ) � Q� E (st ; a)])

=
1
T

( E
� � �

a� � E (st 0)

[
TX

t=1

T 0X

t0=1

r (st0; at0) � r (st0; a)

+ Q� E
T 0 (sT 0; aT 0) � Q� E

T 0 (sT 0; a)])

� min
� 2 �

max
f 2F r

g2F Q E

1
T

( E
� � �

a� � E (st 0)

[
TX

t=1

T 0X

t0= t

f (st0; at0) � f (st0; a)

+ g(sT 0; aT 0) � g(sT 0; a)]) (8.4)

Passing such a payo� to our oracle withF spanned byF r =2� F QE =2T would recover
the on-Q bounds. A backwards-in-time dynamic-programming procedure is not
possible for this expansion because of the need to sample trajectories from the policy
at previous timesteps.
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Chapter9
Appendix for Part II Ch. 4

9.1 Proofs

9.1.1 Sample Complexity Lemma

We follow standard techniques and include the proof here mostly for completeness.
Lemma 9.1.1. Consider C deterministic functions of a random variable, each with
range R. If we draw

m � O
�

log
�

C
�

�
R2

� 2

�
(9.1)

samples, we have that with probability� 1 � � , we will be able to estimate allC
population means within� absolute error.

Proof. Consider a bounded random variableX with range R. A standard Hoe�ding
bound tells us that

P(j
1
m

mX

i =0

X i � E[X ]j � � ) � 2 exp(
� 2m� 2

R2
): (9.2)

If we haveC such variables and want to be within� of the population mean uniformly,
a union bound tells us that we will do so with probability at least

1 � 2C exp(
� 2m� 2

R2
): (9.3)

If we want to satisfy this condition with probability at least 1 � � , simple algebra
tells us that we must draw

m � O
�

log
�

C
�

�
R2

� 2

�
(9.4)

samples.
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9.1.2 Proof of Theorem 4.4.1

This construction is essentially a slight generalization of that of Kakade [Kak03] to
the case with multiple reward functions.

Proof. Consider a tree-structured MDP with branching factorjAj and deterministic
dynamics. The expert always takes the left-most action and therefore always ends up
at the left-most node. LetF r be the set of sparse reward functions that are 1 at a
single leaf node and 0 everywhere else. Let � be the full set of deterministic policies
(i.e. paths to a leaf node). Note thatjF r j = j� j = jAj T . Also note that Vmax = 1 and
that only one � 2 � achieves nonzero reward under the true reward function, so one
needs to �nd � E to satisfy the condition in the theorem statement.

Let us �rst analyze the dual version of IRL (Algorithm 10). At each iteration, the
policy player solves a fresh RL problem withr = � f 2 F r . As all f 2 F r are sparse,
the learner needs to visit all nodes in the tree to �nd which one provides reward. As
jSj � 
( jAj T ), this must take at least 
( jAj T ) interactions with the environment.

We now analyze the primal version of IRL (Algorithm 5). While fori > 1 there
could now exist multiple leaf nodes with reward under aggregate reward function
r = � 1

i

P i
j =1 f j , the learner has to contend with the fact that rewards corresponding

to certain leaf nodes could have been chosen more than once by the adversary, giving
reward > 1

i . Thus, the learner still needs to visit all leaf nodes, which again takes

( jAj T ) interactions with the environment

9.1.3 Proof of Lemma 4.4.2

Proof. At the tth iteration of MMDP, we are solving a two-player zero-sum game over
strategy spaces � andF r with payo� given by Equation 4.1. All interaction with the
environment happens during the collection ofDt so we analyze how many iterations
M we must perform to estimate the payo� matrix within � t uniformly w.p � 1 � � .

First, note that there are C = j� jjF r j elements in the matrix. Second, observe
that each element of the matrix is within [� T; T] before the 1

T normalization. Third,
notice that the outer expectation in the �rst half of Equation 4.1 is taken with respect
to the policy while we collect data by samplingat uniformly at random. Thus, to
estimate this term, we use importance weighting between the learner and uniform
policies. The maximum value of such a weight (corresponding to a deterministic
learner policy) is 1

jAj . Thus, the overall scale of the random variable corresponding to
each element of the payo� matrix isR = TjAj . Now, applying Lemma 9.1.1, we see
that we need

M � O
�

log
�

j� jjF r j
�

�
(TjAj )2

� 2

�
(9.5)

trajectories, each of which could takeO(T) interactions with the environment, giving
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us an overall interaction complexity bound of

O
�

log
�

j� jjF r j
�

�
T3jAj 2

� 2

�
� poly(T; jAj ;

1
�
; log(

1
�

); log(j� j); log(jF r j): (9.6)

Observe that with this many samples, we are able to estimate all elements of the
� and f payo� matrix to within � w.p. � 1 � � . Thus, the error we could accumulate
by optimizing over the empirical rather than the population payo� matrix is bounded
by � � � t .

9.1.4 Proof of Theorem 4.4.3

Proof. Let Q� t :::� T

f (s; a) denote the expected cumulative value off on trajectories
generated by rolling out� t through � T starting from (s; a). Then, via the Performance
Di�erence Lemma [KL02],

J (� E ) � J (� ) =
TX

t=0

E� � � E [Q� t +1 :::� T

r (st ; at ) � Ea� � t [Q� t +1 :::� T

r (st ; a)]] (9.7)

�
TX

t=0

sup
f t 2F r

E� � � E [Q� t +1 :::� T

f t
(st ; at ) � Ea� � t [Q� t +1 :::� T

f t
(st ; a)]] (9.8)

�
TX

t=0

T � t = ��T 2: (9.9)

9.1.5 Proof of Theorem 4.4.4

Proof. We consider theCliff MDP of Swamy, Choudhury, Bagnell, and Wu [Swa+21],
which we reproduce here for convenience.

s0 s1 s2 : : :

sx

a1 a1 a1

a2 a2 a2

a1

Assume the expert always takesa1 and r (s; a) = � 1sx � 1a2 . Thus, J (� E ; r ) = 0.
Assume that F r = f rg.

Let � a be the policy that takesa2 with prob. �T in s0 and a1 otherwise. Let � b

be the policy that always takesa1. Let � = f � a; � b; : : : g be the sequence of policies
returned by MMDP.
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For the �rst T � 1 steps of the algorithm,� t = 0 as the learner plays� b. On the
last step of the algorithm, the learner picks a policy� a which makes mistakes for the
rest of the horizon w.p. �T , giving it a moment matching error of � 1 = �T . Thus,
overall, � has average moment-matching error�� = 1

T (�T +
P T

t=2 0) = � . However, on
rollouts, the learner would have an�T chance of paying a cost of 1 for the rest of the
horizon, leading to a lower bound ofJ (� E ; r ) � J (�; r ) = �T 2 � 
( �T 2).

9.1.6 Proof of Lemma 4.4.5

Proof. We proceed similarly to the proof of Theorem 4.4.2. All interaction with the
environment happens during theM interactions with the environment. As before, we
are estimating a payo� matrix with C = j� jjF r j elements within � i uniformly w.p
� 1 � � . Each element has scaleR = TjAj . Applying Lemma 9.1.1, we see that we
need

M � O
�

log
�

j� jjF r j
�

�
(TjAj )2

� 2
i

�
(9.10)

trajectories, each of which could takeO(T) interactions with the environment, giving
us an overall interaction complexity bound of

O
�

log
�

j� jjF r j
�

�
T3jAj 2

� 2

�
� poly(T; jAj ;

1
�
; log(

1
�

); log(j� j); log(jF r j): (9.11)

Observe that with this many samples, we are able to estimate all elements of the
� and f payo� matrix to within � w.p. � 1 � � . Thus, the error we could accumulate
by optimizing over the empirical rather than the population payo� matrix is bounded
by � � � i . To complete the proof, observe that this bounds the optimization error (i.e.
di�erence in value between� i and the per-round best response policy when plugged
into Eq. 4.11) which upper bounds the instantaneous regret (i.e. di�erence in value
between� i and the best-in-hindsight policy when plugged into Eq. 4.11).

9.1.7 Proof of Theorem 4.4.6

Proof. First, we note that

J (� E ) � J (� ) =
TX

t=1

E� � � E [Q�
r (st ; at ) � Ea� � [Q�

r (st ; a)]] (9.12)

=
TX

t=1

Es;a� � E
t

[E� � � js;a[
TX

� = t

r (s� ; a� )]] � Ea0� � (s) [E� � � js;a0[
TX

� = t

r (s� ; a� )]]]

(9.13)

=
TX

t=1

Est ;at � � E
t

[r (st ; at )] � Est ;at � � �
t
[r (st ; at )]: (9.14)
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The �rst equality is via the PDL, the second via the de�nition of a Q function,
and the third by the de�nition of J . Next, we set

f �
i = arg max

f 2F r

TX

t=1

Est ;at � �
� i
t

[f (st ; at )] � Est ;at � � E
t

[f (st ; at )] (9.15)

and de�ne

L i (�; f ) =
1
T

TX

t=0

Es� � E
t

[Ea� � (s) [E� � � i js;a[
TX

� = t

f (s� ; a� )]]]: (9.16)

Note the iteration-indexed "roll-out" policy. We use this sequence of loss functions to
de�ne a regret measure,

�� =
1

NT

NX

i =1

L i (� i ; f �
i ) � min

� 2 �

1
NT

NX

i =1

L i (�; f �
i ) 2 [� 1; 1]; (9.17)

and �� to denote the uniform mixture over policy iterates. Now, by our earlier
equalities,

J (� E ) � J (�� ) =
1
N

NX

i =1

J (� E ) � J (� i ) (9.18)

=
1
N

NX

i =1

TX

t=1

Es;a� � t
E

[E� � � i js;a[
TX

� = t

r (s� ; a� )]] � Ea0� � i (s) [E� � � i js;a0[
TX

� = t

r (s� ; a� )]]]

(9.19)

� sup
f 2F r

1
N

NX

i =1

TX

t=1

Es;a� � t
E

[E� � � i js;a[
TX

� = t

f (s� ; a� )]] � Ea0� � i (s) [E� � � i js;a0[
TX

� = t

f (s� ; a� )]]]

(9.20)

�
1
N

NX

i =1

sup
f i 2F r

TX

t=1

Es;a� � t
E

[E� � � i js;a[
TX

� = t

f i (s� ; a� )]] � Ea0� � i (s) [E� � � i js;a0[
TX

� = t

f i (s� ; a� )]]]

(9.21)

=
1
N

NX

i =1

sup
f i 2F r

T(L i (� i ; f i ) � L i (� E ; f i )) (9.22)

=
1
N

NX

i =1

T(L i (� i ; f �
i ) � L i (� E ; f �

i )) : (9.23)

Set � � = arg min � 2 �
P N

i =1 L i (�; f �
i ). Continuing,

J (� E ) � J (�� ) �
1
N

NX

i =1

T(L i (� i ; f �
i ) � L i (� � ; f �

i )) (9.24)

= ��T 2: (9.25)
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Then, because at least one member in a sequence must perform as well as the
mixture, we know that J (� E ) � J (� ) � ��T 2, where� 2 f � 1; : : : ; � N g is the member
with the lowest validation error.

9.1.8 Proof of Theorem 4.4.7

Proof. We de�ne L i and �� as before, i.e.

L i (�; f ) =
1
T

TX

t=0

Es� � E
t

[Ea� � (s) [E� � � i js;a[
TX

� = t

f (s� ; a� )]]]; (9.26)

�� =
1

NT

NX

i =1

L i (� i ; f i ) � min
� 2 �

1
NT

NX

i =1

L i (�; f i ) 2 [� 1; 1]: (9.27)

Additionally, we de�ne an average regret measure for the adversary:

�� = max
f 2F r

1
NT

NX

i =1

L i (� i ; f ) �
1

NT

NX

i =1

L i (� i ; f i ) 2 [� 1; 1]: (9.28)

Note that

�� + �� =
1

NT
(max

f 2F r

NX

i =1

L i (� i ; f ) � min
� 2 �

NX

i =1

L i (�; f i )) : (9.29)

Proceeding as before,

J (� E ) � J (�� ) � max
f 2F r

1
N

NX

i =1

J (� i ; f ) � J (� E ; f ) (9.30)

= max
f 2F r

1
N

NX

i =1

T(L i (� i ; f ) � L i (� E ; f )) (9.31)

�
1
N

NX

i =1

max
f i 2F r

T(L i (� i ; f i ) � L i (� E ; f i )) (9.32)

�
1
N

min
� 2 �

NX

i =1

max
f i 2F r

T(L i (� i ; f i ) � L i (�; f i )) (9.33)

=
1
N

NX

i =1

T(��T + ��T ) (9.34)

= (�� + �� )T2: (9.35)
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9.1.9 Proof of Theorem 4.4.8

Proof. We again consider theCliff MDP. As before, assume that the expert always
takes a1, r (s; a) = � 1sx � 1a2 , and that F r = f rg.

Let � be a policy that takesa2 in s0 with prob. �T and a1 with prob. 1 everywhere
else. Thus, on aT � 1

T fraction of the rollouts, there is no di�erence between the learner
on the expert. On the 1

T fraction of rollouts that start from s0, the learner diverges
from the expert for the entire horizon with probability �T , so the discriminator can
penalize it �T 2 on average. Putting it all together,�� = 1

T [T � 1
T (0) + 1

T (�T )] = � . The
outer 1

T comes from the average over timesteps in the payo�.
On rollouts, the learner would have an�T chance of paying a cost of 1 for

the rest of the horizon (as they always start ats0), leading to a lower bound of
J (� E ; r ) � J (�; r ) = �T 2 � 
( �T 2).

We note that if we started on the true start-state distribution (� = 0), we would
instead get an�� = �T and therefore a bound linear in the horizon, recovering the
lower bound results in Swamy, Choudhury, Bagnell, and Wu [Swa+21].
Theorem 9.1.2. The trajectory-based sampling procedure implied by Equation 9.14
is lower variance than the su�x-based sampling procedure implied by Equation 9.13.

9.1.10 Proof of Theorem 9.1.2

Proof. First, let us explicitly de�ne the sampling procedure implied by each of the
above. At stept:

ˆ Equation (9.13): Sample a state-action pair from the expert visitation distri-
bution at timestep t. Reset the learner to this state. Execute the sampled
action and then roll out the learner forT � t timesteps, adding up the reward
function along this su�x. Sample a state-action pair from the expert visitation
distribution at timestep t. Reset the learner to this state. Roll out the learner
for T � t + 1 timesteps, adding up the reward function along this su�x. Record
the di�erence of these two su�x sums.

ˆ Equation (9.14): Roll out the current learner policy for t timesteps. Use the
sample at timestept for evaluating the reward function. Sample a state-action
pair from the expert visitation distribution at timestep t. Use this sample for
evaluating the reward function. Record the di�erence of these two single-step
evaluations.

We consider two settings:

1. Total independence between timesteps:8t 2 [T], Var(r (st ; at )) = � 2.
2. Total dependence (determinism) between timesteps:Var(r (s0; a0)) = � 2, 8t 2

[1; T], r (st ; at ) = r (s0; a0).
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Let's begin with Case 1. Equation (9.13) has variance

TX

t

(T � t)� 2 + ( T � t)� 2 = T(T � 1)� 2; (9.36)

while Equation (9.14) has variance

TX

t

� 2 + � 2 = 2T � 2: (9.37)

Observe that 2T � 2 < T (T � 1)� 2 to complete this case. Similarly, for Case 2, Equation
(9.13) has variance

TX

t

(T � t)2� 2 + ( T � t)2� 2 =
� 2(T)(T + 1)(2 T + 1)

3
; (9.38)

and Equation (9.14) has variance

TX

t

� 2 + � 2 = 2T � 2: (9.39)

The former variance is again greater than the latter, completing this case and the
proof.
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9.2 Experiments

We use Optimistic Adam [Das+17] for all policy and discriminator optimization,
taking advantage of its speed and last-iterate convergence properties. We use gradient
penalties [Gul+17] to stabilize our discriminator training for all algorithms. Our
policies, value functions, and discriminators are all 2-layer ReLu networks with a
hidden size of 256. Each outer loop iteration lasts for 5000 steps of environment
interaction. We sample 4 trajectories to use in the discriminator update at the end
of each outer-loop iteration.

9.2.1 PyBullet Tasks

For the PyBullet tasks (Walker, Hopper, HalfCheetah), we use the Soft Actor Critic
[Haa+18b] implementation provided by Ra�n, Hill, Ernestus, Gleave, Kanervisto,
and Dormann [Raf+19b] for policy optimization for both the expert and the learner.
We use the hyperparameters in Table 11.1 for all experiments. We train behavioral
cloning for 100,000 steps.

Parameter Value

buffer size 300000
batch size 256

 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate Lin. Sched. 7.3e-4
policy architecture 256 x 2
state-dependent exploration true
training timesteps 1e6

Table 9.1: Expert and learner hyperparameters for SAC.

We use� = 0:5 for both variants of FILTERas we found it to perform better than
� = 1.

For our discriminator, we start with a learning rate of 8e� 3 and decay it linearly
over outer-loop iterations.

9.2.2 D4RL Tasks

For the D4RL tasks (both largeantmazes), we use the data provided by Fu, Kumar,
Nachum, Tucker, and Levine [Fu+20] as our expert demonstrations. We give all
algorithms access to goal information by appending it to the observation. This helps
explain why our behavioral cloning baseline signi�cantly out-performs previously
published results and might be of independent interest to the O�ine RL community.

147



1 Importantly, we did not �lter the data down whatsoever as in the "%-BC" approach
of Chen, Lu, Rajeswaran, Lee, Grover, Laskin, Abbeel, Srinivas, and Mordatch
[Che+21], so our algorithms are all truly reward-free.

For our policy optimizer, we build upon the TD3+BC implementation of Fujimoto
and Gu [FG21] with the default hyperparameters. For behavioral cloning, we run the
optimizer for 500k steps while zeroing out the component of the actor update that
depends on rewards.

For MMand FILTER, we pre-train the policy with 10,000 steps of behavioral cloning.
We use a dual replay bu�er strategy, similar to that of Hester, Vecerik, Pietquin,
Lanctot, Schaul, Piot, Horgan, Quan, Sendonaris, Osband, et al. [Hes+18a], Reddy,
Dragan, and Levine [RDL19b], and Swamy, Choudhury, Bagnell, and Wu [Swa+21].
One bu�er contains expert demonstrations while the other contains learner rollouts.
We sample a batch from one with equal probability for each policy update. For
samples from the expert bu�er, we use the current discriminator to impute rewards
and use the BC regularizer term. For samples from the learner's bu�er, we use the
recorded discriminator values and turn o� the BC regularizer. We use� = 1 for
FILTER(i.e. NRMM).

For our discriminator, we start with a learning rate of 8e� 4 and decay it linearly
over outer-loop iterations.

1We found that on the small and medium mazes, a properly tuned implementation of BC was
able to achieve scores upwards of 70.

148



Chapter10
Appendix for Part II Ch. 5

10.1 Proofs

10.1.1 Miscellaneous Lemmas

We begin by proving several lemmas that will be helpful in the following proofs.
Lemma 10.1.1 (Policy Evaluation Lemma, [XJ20]). For any policy � and state-action
function Q, we have that

Es0 � � [Ea� � (s0 ) [Q(s; a)]] � J (� ) = E� � �

"
HX

h

(Q � T �
r Q)(sh; ah)

#

; (10.1)

whereT �
r is the Bellman operator under� and r .

Proof. Xie and Jiang [XJ20] consider the in�nite horizon, discounted setting while
we consider the �nite horizon, un-discounted setting so we require a slightly di�erent
proof.

Es0 � � [Ea� � (s0 ) [Q(s; a)]] � J (� ) = Es0 � � [Ea� � (s0 ) [Q(s; a)]] � E� � �

"
HX

h=0

r (sh; ah)

#

= Es0 � � [Ea� � (s0 ) [Q(s; a)]] � E� � �

"
HX

h=0

r (sh; ah)

#

+

 

E� � �

"
HX

h=1

Q(sh; ah) � Q(sh; ah)

#!

= E� � �

"
HX

h=0

Q(sh; ah) � (r (sh; ah) + Q(sh+1 ; ah+1 ))

#

= E� � �

"
HX

h=0

(Q � T �
r Q)(sh; ah)

#

;
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where we de�neQ(sH +1 ; aH +1 ) = 0.

Lemma 10.1.2 (Performance Di�erence via Advantage in Model (PDAM, [Vem+23])).
Given two policies� E , � and a modelM̂ , we have that

JM ? (� E ; r ) � JM ? (�; r ) = E� � � E ;M ?

"
HX

h

Ea� � E (sh ) [Q̂r (sh; a)] � Ea� � (sh ) [Q̂r (sh; a)]

#

+ E� � � E ;M ?

"
HX

h

E s?
h +1 � M ?

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)] � E ŝh +1 � M̂

a� � (ŝh +1 )

[Q̂r (ŝh+1 ; a)]

#

+ E� � �;M ?

"
HX

h

E ŝh +1 � M̂
a� � (ŝh +1 )

[Q̂r (ŝh+1 ; a)] � E s?
h +1 � M ?

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)]

#

:

Proof. We signi�cantly simply the proof of [Vem+23]. We �rst break up the perfor-
mance di�erence into a sum of three terms.

JM ? (� E ; r ) � JM ? (�; r ) =
�

JM ? (� E ; r ) � Es0 � � [Ea� � E (s0 ) [Q̂r (s0; a)]]
�

(T1)

�
�

JM ? (�; r ) � Es0 � � [Ea� � (s0 ) [Q̂r (s0; a)]]
�

(T2)

+
�

Es0 � � [Ea� � E (s0 ) [Q̂r (s0; a)]] � Es0 � � [Ea� � (s0 ) [Q̂r (s0; a)]]
�

(T3)

We consider each term separately. First, by Lemma 10.1.1, we have that

(T1) = E� � � E ;M ?

"
HX

h=0

(T E
r Q̂r � Q̂r )(sh; ah)

#

= E� � � E ;M ?

"
HX

h=0

(� � � � �r (sh; ah) + Es?
h +1 � M ? (sh ;ah )

a� � E (s?
h +1 )

[Q̂r (s?
h+1 ; a)]) � (� � � � �r (sh; ah) + Eŝh +1 � M̂ (sh ;ah )

a� � E (ŝh +1 )

[Q̂r (ŝh+1 ; a)])

#

= E� � � E ;M ?

"
HX

h=0

 

Es?
h +1 � M ? (sh ;ah )

a� � E (s?
h +1 )

[Q̂r (s?
h+1 ; a)] � Es?

h +1 � M ? (sh ;ah )
a� � (s?

h +1 )

[Q̂r (s?
h+1 ; a)]

!

�
HX

h=0

 

Eŝh +1 � M̂ (sh ;ah )
a� � E (ŝh +1 )

[Q̂r (ŝh+1 ; a)] � Es?
h +1 � M ? (sh ;ah )

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)]

!#

:

Adding in (T3) to this expression gives us

(T1) + (T3) = E� � � E ;M ?

"
HX

h=0

�
Ea� � E (sh ) [Q̂r (s?

h+1 ; a)] � Ea� � (sh ) [Q̂r (s?
h+1 ; a)]

�

+
HX

h=0

 

Es?
h +1 � M ? (sh ;ah )

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)] � Eŝh +1 � M̂ (sh ;ah )

a� � E (ŝh +1 )

[Q̂r (ŝh+1 ; a)]

!#

:

150



Next, again by Lemma 10.1.1, we have

(T2) = E� � �;M ?

"
HX

h=0

(Q̂r � T �
r Q̂r )(sh; ah)

#

= E� � �;M ?

"
HX

h=0

(� � � � �r (sh; ah) + Eŝh +1 � M̂ (sh ;ah )
a� � (ŝh +1 )

[Q̂r (ŝh+1 ; a)]) � (� � � � �r (sh; ah) + Es?
h +1 � M ? (sh ;ah )

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)])

#

= E� � �;M ?

"
HX

h=0

(Eŝh +1 � M̂ (sh ;ah )
a� � (ŝh +1 )

[Q̂r (ŝh+1 ; a)]) � (Es?
h +1 � M ? (sh ;ah )

a� � (s?
h +1 )

[Q̂r (s?
h+1 ; a)])

#

:

Adding together the preceding results gives the desired bound.

A direct corollary of this lemma via applying H•older's inequality to the last two
terms is as follows.
Corollary 10.1.3. De�ne ~� as the trajectory-level average of� and � E . Then, we
have that

JM ? (� E ; r ) � JM ? (�; r ) � E� � � E ;M ?

"
HX

h

Ea� � E (sh ) [Q̂r (sh; a)] � Ea� � (sh ) [Q̂r (sh; a)]

#

+ 2H 2Es;a� d~�

h
DTV (M ?(s; a); M̂ (s; a))

i
;

whereDT V denotes the total variation distance between two distributions.

10.1.2 Proof of Lemma 5.4.5

Proof. We de�ne two losses, one for each player:

` t+1 (M ) = Es;a� ~� i

h
DKL (M ?(s; a)jj M̂ (s; a))

i
(10.2)

` t+1 (� ) =
1

H 2

 

E� � � E ;M ?

"
HX

h

Ea� � (sh )

h
Q� t

M t +1 ;f t +1
(sh; a)

i
#!

(10.3)

Observe that minimizing the �rst involves an online convex optimization oracle over
M , and the second an online cost-sensitive classi�cation oracle over �. Also observe
that, when summed, the policy and model losses bound the PDAM. To satisfy the
ERRoRproperty, we need to be able to upper bound

1
H

TX

t

JM ? (� E ; f t ) � JM ? (� t ; f t ): (10.4)
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Applying Corollary 10.1.3 to the tth term in the summation, we get

JM ? (� E ; f t ) � JM ? (� i ; f t ) � E� � � E ;M ?

"
HX

h

Ea� � E (sh ) [Q̂f t (sh; a)] � Ea� � (sh ) [Q̂f t (sh; a)]

#

+ 2H 2Es;a� d~� t � 1
[DTV (M ?(s; a); M t (s; a))] :

Recall that running NRPI for K iterations guarantees that` t (� E ) � ` t (� t ) � �� K
� ,

where� t is the best of theK policy iterates generated (or their average). This directly
implies that

JM ? (� E ; f t ) � JM ? (� t ; f t ) � �� K
� H 2 + 2H 2Es;a� d~� t � 1

[DTV (M ?(s; a); M t (s; a))] :

Via the de�nition of the regret of our M strategy, we have that

min
M 2F M

1
T

TX

t

` t (M t ) � ` t (M ) � �� M )
1
T

TX

t

` t (M t ) � �� M + min
M 2F M

1
T

TX

t

` t (M ): (10.5)

Clearly, ` i (M ?) = 0 and recall that M ? 2 M . Combining these facts with the
non-negativity of the KL Divergence, we have thatminM 2M

1
N

P N
i ` i (M ) = 0. We

can now apply Pinkser's and Jensen's inequalities to simplify the remaining terms:

1
T

TX

t=1

Es;a� d~� t � 1
[DKL (M ?(s; a); M t (s; a))] � �� M

)
1
T

TX

t=1

Es;a� d~� t � 1

�
DTV (M ?(s; a); M t (s; a))2

�
� �� M

)
2H 2

T

TX

t=1

Es;a� d~� t � 1
[DTV (M ?(s; a); M t (s; a))] � 2H 2p

�� M :

Collecting terms gives us the desired bound.
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10.2 Implementation Details

We use Optimistic Adam [Das+17] for all policy and discriminator optimization, and
gradient penalties [Gul+17] to stabilize our discriminator training for all algorithms.
Our policies, value functions, and discriminators are all 2-layer ReLu networks with a
hidden size of 256. We sample 4 trajectories to use in the discriminator update at the
end of each outer-loop iteration, and a batch size of 4096. In all 4 IRL variants (HyPE,
HyPER, FILTER, MM), we re-label the data with the current reward function during
policy improvement, rather than keeping the labels that were set when the data was
added to the replay bu�er, which we empirically observe to increase performance.
This is di�erent from standard IRL implementations and might be of independent
interest.

10.2.1 MuJoCo Tasks

We detail below the speci�c implementations used for all MuJoCo experiments
(Ant, Hopper, Humanoid, Walker). To clearly highlight the di�erences between our
algorithms and the baselines, we enumerate separate sections for each.
Discriminator. For our discriminator, we start with a learning rate of 8e � 4 and
decay it linearly over outer-loop iterations. For all model-free MuJoCo experiments,
we update the discriminator every 10,000 actor steps. For model-based MuJoCo
experiments, we update the discriminator every 2,000 actor steps for Hopper, and
every 10,000 actor steps for Ant, Humanoid, and Walker.
Baselines . For IQLearn [Gar+21a], we take the exact hyperparameters released in
the original repository, but increase the expert memory size to be the same size as all
other algorithms. For MuJoCo tasks, this is set to be 64,000 transition tuples. For MM
and FILTER baselines, we follow the exact hyperparameters in Swamy, Choudhury,
Bagnell, and Wu [Swa+23b] with a small modi�cation of updating the discriminator
every 10,000 actor steps instead of the 5,000 in the original repository. Finally, we
train all behavioral cloning baselines for 300k steps for Ant, Hopper, and Humanoid,
and 500k steps for Walker2d. For BC-Reg, we add the MSELoss to the usual SAC
actor update, weighted by� . We do a sweep over� = f 0:5; 1:0; 2:5; 5:0; 7:5; 10:0g and
take the � that gives the highest average performance. We report these values in
Table 10.1 for the four MuJoCo environments used.

Environment �

Ant-v3 1.0
Humanoid-v3 0.5
Hopper-v3 1.0
Walker2d-v3 0.5

Table 10.1: Final � values for BC-Reg baseline.

HyPE . For HyPE, we use the Soft Actor Critic [Haa+18a] implementation provided
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by Ra�n, Hill, Ernestus, Gleave, Kanervisto, and Dormann [Raf+19b] with the
hyperparameters in Table 11.1.

Parameter Value

buffer size 1e6
batch size 256

 0.98
� 0.02
Training Freq. 64
Gradient Steps 64
Learning Rate Lin. Sched. 7.3e-4
policy architecture 256 x 2
state-dependent exploration true
training timesteps 1e6

Table 10.2: Hyperparameters forHyPEusing SAC.

HyPER. For HyPER, we use the implementation from Pineda, Amos, Zhang, Lambert,
and Calandra [Pin+21] with modi�cations on the actor update according to Vemula,
Song, Singh, Bagnell, and Choudhury [Vem+23], and turn on the entropy bonus.
The model is provided the same demonstration dataset of 64,000 transition tuples as
model-free experiments. We use an ensemble of discriminators equal to the model
ensemble size, and take the minimum value of the ensemble each forward pass. Further,
we �nd that clipping the discriminator output, adding the same weight decay to the
model and actor networks, and using an exponential moving average of the actor
weights during inference helps stabilize performance for some environments. We list
the speci�c hyperparameters used for each environment in Tables 10.3 to 10.6.

10.2.2 D4RL Tasks

For the two antmaze-lage tasks, we use the data provided by Fu, Kumar, Nachum,
Tucker, and Levine [Fu+20] as out expert demonstrations. We append goal informa-
tion to the observation for all algorithms following the example in Swamy, Choudhury,
Bagnell, and Wu [Swa+23b]. For our policy optimizer in every algorithm other than
IQLearn, we build upon the TD3+BC implementation of Fujimoto and Gu [FG21]
with the default hyperparameters.
Discriminator. For our discriminator, we start with a learning rate of 8e � 3 and
decay it linearly over outer-loop iterations. For all model-free Antmaze experiments,
we update the discriminator every 5,000 actor steps. For all model-based Antmaze
experiments, we update the discriminator every 2,000 actor steps.
Baselines. For behavioral cloning, we run the TD3+BC optimizer for 500k steps
while zeroing out the component of the actor update that depends on rewards. We
use � = 1:0 for FILTER. We provide all baselines with the same data provided
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to HyPEand HyPERconsisting of the entire D4RL dataset for bothantmaze-large
environments. MM and FILTER are pretrained with 10,000 steps of behavioral
cloning on the expert dataset.
HyPE. Both HyPEand HyPE+Resetsuse the same TD3+BC optimizer and hyperpa-
rameters for the actor as MM and FILTER, and is pretrained with 10,000 steps of
behavioral cloning.HyPE+Resetsuses� = 1:0 to always reset to expert states.
HyPER. To stabilize performance forHyPER, we pretrain the model on the o�ine
dataset. In addition to the hyperparameters from previous algorithms, we use the
exponential moving average of the actor weights and add a CosineAnnealing decay
on both the actor and critic. Within the learned model, we performn-step updates
backwards in time as inspired by Bagnell, Kakade, Ng, and Schneider [Bag+03a]
and Hester, Vecerik, Pietquin, Lanctot, Schaul, Piot, Horgan, Quan, Sendonaris,
Osband, et al. [Hes+18b] by resetting to a sliding window of expert states within
the learned model. Speci�cally, ifT is the total number of training steps andH the
horizon of the environment, then for each iterationt we reset to the set of expert
states falling within a sliding window of size� 2 [0; 1]:

�
H �

�
1 �

i
T

�
; H � min

�
1; 1 �

i
T

+ �
��

:

We set � = 0:05 in practice. Additional details and visualizations can be found
in Appendix 10.3. Finally, we provide the model-based hyperparameters for both
antmaze-large environments in Table 10.7.
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10.3 Antmaze Model Pretraining

We visualize below the impact of o�ine dataset size when pretraining the model for
antmaze-large . In the leftmost graph of Figure 10.1, we plot the start and goal
distributions for antmaze-large-play in orange and red respectively. In the following
three plots, we show the state visitation frequency taking various proportions from
the o�ine data. Notably, with fewer samples, there are regions of the maze with
extremely low data coverage, such as the bottom left corner. A model trained on 10k
or 25k samples may therefore learn inaccurate dynamics in those regions, leading to
unreliable transition dynamics and thus unreliable policy in those regions. Thus by
taking 80k samples to pretrain the model and decreasing model update frequency,
we ensure that the learner is able to receive su�ciently accurate transition tuples in
training.

Figure 10.1: The leftmost plot shows the start and goal distributions of the
antmaze-large-play environment. In the subsequent three plots, we show the
state visitation frequency across the maze with varying number of samples from the
o�ine dataset. We �nd a su�ciently large enough sample is necessary to ensure
accurate transition tuples in training.
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10.4 Additional Ablations

10.4.1 Classical Adversarial Imitation Learning Methods

Our inverse RL baselineMMcan be thought of as a signi�cantly improved variant
of the classical methods such asGAIL [HE16]. More explicitly, we implement the
four changes toGAIL suggested by [Swa+22] which, when combined, lead to a
signi�cant improvement over o�-the-shelf implementations ofGAIL. Explicitly, these
are 1) using a Wasserstein GAN loss rather than the original GAN loss, 2) using
SAC instead of PPO, 3) using gradient penalties in the loss function, and 4) using
the Optimistic Adam Optimizer. We would like to point readers to Appendix C
of Swamy, Rajaraman, Peng, Choudhury, Bagnell, Wu, Jiao, and Ramchandran
[Swa+22] for ablations on each of these components. To ablate the joint bene�ts
of these modi�cations, we compare ourMMbaseline toGAIL (as implemented in
https://github.com/ikostrikov/pytorch-a2c-ppo-acktr-gail, a popular implementation
with more than 3.5k Github stars) on the Humanoid environment, and report the
average performance over 10 seeds. Figure 10.2 shows that whileGAILachieves some
improvement over 1 million environment interactions, it massively under performsMM,
rea�rming the fact that MMis a very strong baseline for standard IRL in and of itself.

Figure 10.2: Comparison of ourMMbaseline againstGAIL[HE16], reporting the average
and standard error over 10 seeds. WhileGAIL make gradual improvement over 1
million environment interactions, it is far from the performance ofMM.

10.4.2 Low Data Regime

We present in Figure 10.3 an ablation of the performance of various algorithms in the
low-data regime. Speci�cally, we take just 5 trajectories to train each algorithm, as
opposed to the 64 used in the main experiments. We observe thatHyPEstill has the
quickest convergence over other model-free IRL baselines, even in the low-data regime.
HyPERperforms rather poorly in the low-data regime, which we hypothesize is due to
the di�culty of learning an accurate model from such limited data. However, given a
world model can be learned from other data sources which might be more plentiful in
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practice (e.g. suboptimal demonstrations, multi-task demonstrations, and even robot
play data), we believe there are multiple remedies to this issue in practice.

Figure 10.3: Mean and standard error of various algorithms when provided only
5 expert demonstrations over 10 seeds.HyPEstill outperforms existing baselines.
HyPERsu�ers a performance drop, which is expected as low amounts of expert data
may not be su�cient for �tting a good model. We believe there are various ways to
improve model �tting in practice in the presence of few expert demonstrations, such
as multi-task or robot play data.
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Parameter Value

Expert Dataset Size 64000
Exploration Sample Size 64000
Model Ensemble Size 7
Model Ensemble Elite Number 5
Model Learning Rate 3e-4
Model Weight Decay 5e-5
Model Batch Size 256
Model Train Frequency 125
Model Hidden Dims Size 400
Model Clip Output True
Discriminator Clip Output True
Discriminator Weight Decay True
Discriminator Ensemble Size 7
Schedule Model LR False
Schedule Policy LR False
EMA policy weights False
Number policy updates per step 30
Policy updates every steps 1
Rollout step in learned model 400
Rollout Length 1 ! 25
Policy Type Stochastic Gaussian Policy

Table 10.3: Hyperparameters forAnt-v3 .
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Parameter Value

Expert Dataset Size 64000
Exploration Sample Size 64000
Model Ensemble Size 7
Model Ensemble Elite Number 5
Model Learning Rate 3e-4
Model Weight Decay 5e-5
Model Batch Size 256
Model Train Frequency 125
Model Hidden Dims Size 400
Model Clip Output False
Discriminator Clip Output False
Discriminator Weight Decay False
Discriminator Ensemble Size 7
Schedule Model LR False
Schedule Policy LR False
EMA policy weights False
Number policy updates per step 30
Policy updates every steps 1
Rollout step in learned model 400
Rollout Length 1 ! 25
Policy Type Stochastic Gaussian Policy

Table 10.4: Hyperparameters forHopper-v3.
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Parameter Value

Expert Dataset Size 64000
Exploration Sample Size 64000
Model Ensemble Size 7
Model Ensemble Elite Number 5
Model Learning Rate 3e-4
Model Weight Decay 5e-5
Model Batch Size 256
Model Train Frequency 125
Model Hidden Dims Size 400
Model Clip Output False
Discriminator Clip Output False
Discriminator Weight Decay False
Discriminator Ensemble Size 7
Schedule Model LR False
Schedule Policy LR True
EMA policy weights True
Number policy updates per step 20
Policy updates every steps 2
Rollout step in learned model 400
Rollout Length 1 ! 25
Policy Type Stochastic Gaussian Policy

Table 10.5: Hyperparameters forHumanoid-v3.

161



Parameter Value

Expert Dataset Size 64000
Exploration Sample Size 1000
Model Ensemble Size 7
Model Ensemble Elite Number 5
Model Learning Rate 3e-4
Model Weight Decay 5e-5
Model Batch Size 256
Model Train Frequency 125
Model Hidden Dims Size 200
Model Clip Output True
Discriminator Clip Output True
Discriminator Weight Decay True
Discriminator Ensemble Size 7
Schedule Model LR True
Schedule Policy LR True
EMA policy weights True
Number policy updates per step 20
Policy updates every steps 2
Rollout step in learned model 400
Rollout Length 1 ! 25
Policy Type Stochastic Gaussian Policy

Table 10.6: Hyperparameters forWalker-v3 .
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Parameter Value

Expert Dataset Size 999000
Exploration Sample Size 10000
Model Ensemble Size 7
Model Ensemble Elite Number 5
Model Learning Rate 3e-4
Model Weight Decay 5e-5
Model Batch Size 256
Model Train Frequency 1000
Model Hidden Dims Size 200
Model Clip Output False
Discriminator Clip Output False
Discriminator Weight Decay False
Discriminator Ensemble Size 1
Schedule Model LR True
Schedule Policy LR True
EMA policy weights True
Number policy updates per step 20
Policy updates every steps 1
Rollout step in learned model 400
Rollout Length 1 ! 25
Policy Type Stochastic Gaussian Policy

Table 10.7: Hyperparameters forantmaze-large .
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Chapter11
Part III Appendix

11.1 Proofs

11.1.1 Proof of Lemma 6.3.1

Proof. We follow a similar proof strategy to Fey [Fey12]. For convenience, we interpret
the preferenceP as a matrix of sizej� j � j � j and will write things in matrix notation,
i.e. E� 1 � p;� 2 � q[P(� 1; � 2)] = pT Pq. We consider some (̂p;q̂) 2 MW(P) and will show
that also (q̂;p̂) 2 MW(P). Since (̂p;q̂) 2 MW(P) and by the de�nition of a Nash
equilibrium,

max
q2 �(�)

p̂T Pq � min
p2 �(�)

pT Pq̂

) max
q2 �(�)

qT PT p̂ � min
p2 �(�)

q̂T PT p

) max
q2 �(�)

� qT Pp̂ � min
p2 �(�)

� q̂T Pp (By the anti-symmetry of P)

) � min
q2 �(�)

qT Pp̂ � � max
p2 �(�)

q̂T Pp

) min
q2 �(�)

qT Pp̂ � max
p2 �(�)

q̂T Pp

) max
q2 �(�)

q̂T Pq � min
p2 �(�)

pT Pp̂

Thus, (q̂;p̂) also forms a Nash equilibrium. Then, because of the interchangeability
of Nash equilibrium strategies for two-player zero-sum games [Nas51], we have that
(p̂; p̂) and (q̂;q̂) are symmetric MWs.

11.1.2 Proof of Theorem 6.3.3

Proof. We follow the strategy outlined in our preceding proof sketch.
Consider two players,p; q2 �(�). An � -approximate Nash equilibrium is a pair
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of strategies (p; q) such that

max
p? 2 �(�)

E� � p? ;� 0� q[P(�; � 0))] � min
q? 2 �(�)

E� � p;� 0� q? [P(�; � 0))] � �: (11.1)

We de�ne the following per-round losses for both players:

`1
t (p) = E� � p;� 0� qt [�P (�; � 0)]; `2

t (q) = E� � pt ;� 0� q[P(�; � 0)]: (11.2)

We can then de�ne the (static) regret su�ered by both players as

Regp(T) =
TX

t

`1
t (pt ) � min

p? 2 �(�)

TX

t

`1
t (p?); Regq(T) =

TX

t

`2
t (qt ) � min

q? 2 �(�)

TX

t

`2
t (q?):

(11.3)
By construction, we setp0 = q0. This implies that

`1
0(� ) = E� � �;� 0� q0 [�P (�; � 0)] (11.4)

= E� � �;� 0� p0 [�P (�; � 0)] (11.5)

= E� � p0 ;� 0� � [P(�; � 0)] (By the anti-symmetry of P)

= `2
0(� ) (11.6)

If, at some time � , p� and q� have the same strategy and perform updates based on
the same loss function,p� +1 = q� +1 .1 Then, by the anti-symmetry of P, we have that
`1

� +1 = `2
� +1 . Therefore, by induction, we have thatpt = qt , 8t 2 [T].

We complete the proof by following the argument in Freund and Schapire [FS97]:

Regp(T) + Regq(T)
T

=
1
T

 
TX

t

`1
t (pt ) � min

p? 2 �(�)

TX

t

`1
t (p?) +

TX

t

`2
t (qt ) � min

q? 2 �(�)

TX

t

`2
t (q?)

!

(11.7)

=
1
T

 

� min
p? 2 �(�)

TX

t

`1
t (p?) � min

q? 2 �(�)

TX

t

`2
t (q?)

!

(`1
t (pt ) + `2

t (qt ) = 0)

=
1
T

 

� min
p? 2 �(�)

TX

t

E� � p? ;� 0� qt [�P (�; � 0))] � min
q? 2 �(�)

TX

t

E� � pt ;� 0� q? [P(�; � 0))]

!

(11.8)

=
�

max
p? 2 �(�)

E� � p? ;� 0� q[P(�; � 0))] � min
q? 2 �(�)

E� � p;� 0� q? [P(�; � 0))]
�

:

(11.9)

Thus, (p;q) = ( p;p) is a symmetric
Regp (T )+ Regq (T )

T =
2Regp (T )

T -approximate Nash
equilibrium / Minimax Winner.

1This is trivially true if O is deterministic. If O is a randomized no-regret algorithm like Follow
the Perturbed Leader [KV05], we can instead simply share the randomness between the two players.

166



11.1.3 Proof of Theorem 6.3.4

Proof. Our preceding proof sketch ignored the e�ect of regularization for simplicity.
We now provide a speci�c example under which standard algorithms do not compute
Minimax Winners, even with regularization to a prior.

We set � ref to be uniform to remove any trivial failures due to a lack of data
support and consider the following preference matrix:

a b c

a 0 2
5

� 1

b � 2
5

0 +1

c +1 � 1 0

Figure 11.1: A preference function overY = ( a; b; c) with unique Minimax Winner
( 5

12; 5
12; 1

6) and unique Copeland winnerb.

We begin by considering standard RLHF algorithms. First, we would �t a reward
model via the standard Bradley-Terry loss. This would peak at the Copeland Winner,
which is b for the above matrix. Without loss of generality, we assume reward model
outputs are in the range [0; 1]. Thus,

r ? = [0; 1; 0]: (11.10)

From Ziebart [Zie10], we have that

� ?(y) / � ref(y) exp
�

1
�

r ?(y)
�

=
�

1
3

;
1
3

;
1
3

�
�

�
1; exp(

1
�

); 1
�

/
�
1; exp(

1
�

); 1
�

:

(11.11)
Thus, for any �nite non-negative � , � ? plays a and c equally often, which means it
cannot play the Minimax Winner.

Next, we consider DPO. From Eq. 6 of Rafailov, Sharma, Mitchell, Ermon,
Manning, and Finn [Raf+23], we have that the optimal DPO policy has the form

p?(y1 � y2) =
1

1 + exp
�

� log � ? (y2 )
� ref (y2 ) � � log � ? (y1 )

� ref (y1 )

� : (11.12)

As � ref is uniform, we have that� ref(y2) = � ref(y1) and thus we can simplify our above
expression

p?(y1 � y2) =
1

1 + exp (� log� ?(y2) � � log� ?(y1))
(11.13)

=
1

1 +
�

� ? (y2 )
� ? (y1 )

� � (11.14)

=
� ?(y1)�

� ?(y1)� + � ?(y2)�
: (11.15)
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As written, the DPO loss assumes unweighted preferences (i.e. it assumes that all
positive samples are equally preferable to their corresponding negative samples). We
therefore perform the natural transformation from log likelihood to cross entropy:

`DPO (� ) = �
X

y1 ;y22Y�Y

[P(y1 � y2) log (p?(y1 � y2))] (11.16)

= �
X

y1 ;y22Y�Y

�
P(y1; y2) + 1

2
log

�
� (y1)�

� (y1)� + � (y2)�

��
(11.17)

(11.18)

Via Gibbs' inequality, we know that cross-entropy is minimized when the two distri-
butions are equal. We can then plug in the values from our above preference matrix
to arrive at the following set of constraints:

7
10

=
� ?(a)�

� ?(a)� + � ?(b)�
; 1 =

� ?(b)�

� ?(b)� + � ?(c)�
; 1 =

� ?(c)�

� ?(a)� + � ?(c)�
: (11.19)

Clearly, it is impossible to simultaneously satisfy all of these constraints. Thus, DPO
is unable to learn the minimizer of the preference-level cross-entropy loss function
because of its assumption of an implicit reward model. Unfortunately, this makes
analyzing the solution DPO would actually pick rather di�cult from a theoretical
perspective. In response, we show that regardless of the setting of� , there exists
another strategy (� ref) with a lower loss than the Minimax Winner.

We can write out the above loss more explicitly as

`DPO (� ) = �

 
7
10

log

 
� (a)�

� (a)� + � (b)�

!

+
3
10

log

 
� (b)�

� (a)� + � (b)�

!

(11.20)

+ log

 
� (b)�

� (b)� + � (c)�

!

+ log

 
� (c)�

� (a)� + � (c)�

!!

First, observe that plugging in� ref gives us a loss valuelog(2) for any value of � .
Also, observe thatlim � ! 0 `DPO (� MW ) = log(2). Taking the derivative with respect to
� , we get

r � `DPO (� ) =
� 7
10

log
�

� (a)
� (b)

�
� (b)�

� (a)� + � (b)�
(11.21)

+
� 3
10

log
�

� (b)
� (a)

�
� (a)�

� (b)� + � (a)�
(11.22)

+ � 1 log
�

� (b)
� (c)

�
� (c)�

� (c)� + � (b)�
(11.23)

+ � 1 log
�

� (c)
� (a)

�
� (a)�

� (a)� + � (c)�
:
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Now, plugging in the Minimax Winner, we get that

r � `DPO (� MW ) = � log
�

5
2

�
� MW (c)�

� MW (c)� + � MW (b)�
� log

�
2
5

�
� MW (a)�

� MW (a)� + � MW (c)�
> 0:

Thus, 8� 2 (0; 1 ), `DPO (� MW ) > ` DPO (� ref). Thus, DPO will never pick the Minimax
Winner.

11.1.4 Proof of Corollary 6.3.6

Proof. We consider optimization over the full history-dependent policy class. That
is, for each� 2 �, � = ( � 1; : : : ; � H ), where � h 2 � h = f � h ! �( A )g. As �( A ) is
convex and compact, so is �h (as the set of functions to a convex set is convex),
which means � is as well (as Cartesian products preserve convexity). We therefore
satisfy the conditions for the application of Theorem 6.3.3. We proceed by bounding
the regret of our policy selection strategy. De�neJ (�; r SPO

t ) = E� � � [r SPO
t (� )] as the

performance of the policy� under the induced trajectory-level reward,r SPO
t (Eq. 6.7).

Then,

Reg(T) = max
� 2 �

TX

t=1

`SPO
t (� t ) � `SPO

t (� ) (11.24)

= max
� 2 �

TX

t=1

J (�; r SPO
t ) � J (� t ; r SPO

t ) (11.25)

= max
� 2 �

H Eh� Unif ([H ])
� � � h

�

"
TX

t=1

Qh
t (�; � ) � Qh

t (�; � t )

#

(By the �nite-horizon PDL, Bagnell, Kakade, Schneider, and Ng [Bag+03b])

In the last step of the proof, we apply Bagnell, Kakade, Schneider, and Ng [Bag+03b]'s
�nite horizon variant of Kakade and Langford [KL02]'s Performance Di�erence Lemma
(PDL) to the history-based MDP. The no-regret policy update in Line 9 of the
Algorithm 14 is equivalent to running Hedge [FS97] with̀ �;h

t (a) = 1
2(1 � Qh

t (�; a )) 2
[0; 1] as loss function for allh 2 [H ] and � 2 � h (A t

h and QT
h are interchangeable as

they di�er by a per-state constant and we're taking a softmax). Thus, by the regret
bound of Hedge, we have that for any comparator policy� 2 �, h 2 [H ], and � 2 � h,

TX

t=1

Qh
t (�; � ) � Qh

t (�; � t ) � 4
p

log(jAj )T : (11.26)

We can then apply this bound history-wise to our preceding expression to arrive at
overall regret bound

Reg(T) � 4H
p

log(jAj )T : (11.27)

Thus, by our Theorem 6.3.3, we have that�� (the trajectory-level mixture of � 1:T ) is
a 8H

p
log(jAj )=T-approximate MW.
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11.1.5 Proof of Lemma 6.3.7

Proof. Observe that for any� 2 (S � A )H , r (� ) =
P H

h=1 ~r (st ; at ). Thus, 8� 2 �,

E� � � [r (� )] = E� � �

"
HX

h=1

~r (st ; at )

#

) argmax
� 2 �

E� � � [r (� )] = argmax
� 2 �

E� � �

"
HX

h=1

~r (st ; at )

#

:

(11.28)

11.1.6 Proof of Corollary 6.3.5

We begin by stating the core assumption we will use in this section.
Assumption 11.1.1 (Gap Condition). There is a subset �? � � such that:

1. 8� ? 2 � ?, � 2 � =� ?, P(� ?; � ) � �.
2. 8� ?

1; � ?
2 2 � ?, � � =2 � P (� ?

1; � ?
2) � � =2.

3. 8� 1; � 2 2 � =� ?, � � � P (� 1; � 2) � �.

Under this assumption, we can prove that rather than theeO( 1p
T

) rate we usually

get for Hedge, we instead get aeO( 1
T ) rate.

Corollary 11.1.2. Under Assumption 11.1.1, afterT calls to Hedge,�p is an 1+2 j� j ln T
� T -

approximate Minimax Winner.

Proof. We start by observing that under Assumption 11.1.1, the loss functioǹ1
t (p) =

E� � p;� 0� qt [�P (�; � 0))] observed by the minimizing player satis�es the following two
properties:

1. For an policy � 2 � ?, we have` t (� ) � �.
2. For any policy � 2 � ? and � 0 =2 � ?, ` t (� 0) � ` t (� ) + qt (� ?)� =2, whereqt (� ?) is

the probability of the max player choosing policies from the set �?.
The second property follows from the fact that the loss of any policy� 0 =2 � ? is

always larger than the loss of any action� ? 2 � ? by Assumption 11.1.1, and the two
di�er by at least � =2 whenever the comparator policy comes from the set �?, since:

` t (� 0) =
X

� 002 �

qt (� 00) [�P (� 0; � 00)] =
X

� 002 � ?

qt (� 00) [�P (� 0; � 00)] +
X

� 002 � =� ?

qt (� 00) [�P (� 0; � 00)]

�
X

� 002 � ?

qt (� 00)� +
X

� 002 � =� ?

qt (� 00)( � �) (11.1.1, (1) and 11.1.1, (3), resp.)

�
X

� 002 � ?

qt (� 00)
�

�
2

� P (� ?; � 00)
�

+
X

� 002 � =� ?

qt (� 00) [�P (� ?; � 00)]

(11.1.1, (2) and 11.1.1, (1), resp.)

= ` t (� ?) + qt (� ?)� =2:
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Now let us consider the class of Follow The Regularized Leader (FTRL, McMahan
[McM11]) algorithms, which induce probability distributions as

pt = argmin
p2 �(�)

�L T
t � 1p + R(p); (11.29)

for some convex regularizerR, and where we de�neL t =
P t

s=1 `s. As pt minimizes
the above expression, we know it satis�es the �rst-order optimality conditions, which
imply that for any other distribution p 2 �(�),

hr R(pt ) + �L t � 1; p � pt i � 0: (11.30)

To proceed further, we consider coordinate-wise separable regularizers, that isR(p) =P j � j
i =1 Ri (pi ), and use the distribution p = pt + �e � a � �e � b, for actions � a 2 � ? and

� b =2 � ?, with � < max(min(pt (� a); pt (� b)) ; � ). We further assume thatpt (� a) > 0,
which is naturally satis�ed by many no-regret strategies that play in the strict interior
of the simplex. With these choices, plugging on our preceding setting forp, and
dividing both sides by� , we get that

r Ri (pt (� a)) + �L t (� a) � r Ri (pt (� b)) � �L t (� b) � 0:

Rearranging terms and combining with our second property, we get that

r Ri (pt (� b)) � r Ri (pt (� a)) � � (L t (� a) � L t (� b)) � � �
t � 1X

s=1

qs(� ?)� =2: (11.31)

We now specialize to the case of Hedge, whereRi (x) = x ln x and r Ri (x) = ln x + 1
but note that a similar argument holds for a wide variety regularizers (i.e. other
no-regret algorithms) under analogous assumptions. Then, by simplifying the RHS
and LHS of our preceding expression and exponentiating both sides, we have that

pt (� b) � pt (� a) exp

 
� � �

2

t � 1X

s=1

qs(� ?)

!

:

Because the term inside the exponential is always negative and therefore the exponen-
tial is at most 1, the above expression implies that8� b =2 � ?, pt (� b) � pt (� a) � pt (� ?).
Thus, via H•older's inequality, we have that 1 =

P
� 2 � pt (� ) � j � jpt (� ?) ) 1

j� j �
pt (� ?) ) exp(� pt (� ?)) � exp( � 1

j� j ). Since the same holds forqt by symmetry, we can
conclude that

pt (� b) � pt (� a) exp
�

� �t �
2j� j

�
:

Consequently, once we haveexp(� �t � =(2j� j)) � � , the probability of any action
b =2 � ? is at most � . Inverting the preceding expression shows this happens in at most
t � 2j� j

� � ln 1
� rounds. Hence,

Reg(T) � �T +
2j� j
� �

ln
1
�
:

Choosing� = 1 and � = 1=T gives a fast rate.
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We note that the linear dependence on � is similar to the linear dependence on
the number of actions in most gap-dependent bounds for UCB algorithms. We also
note that in the bandit feedback setting, Equation 11.31 only changes in that we
have importance-sampled estimateŝL t (a) � L̂ t (b) instead of the population losses.
Adding and subtracting the true means gives us the same quantity as Eq. 11.31
plus a martingale. This term is O(�

p
t). For

p
t = O(t� =j� j), or equivalently,

t = O(( j� j=�) 2), we get the same bound with slightly di�erent constants.

11.1.7 Extension to Bandit Feedback

We now provide an extension of our main result to the bandit feedback setting via
the standard importance sampling argument.
Theorem 11.1.3. Assume� is �nite. Let � t ; � 0

t � pt . For any �xed � 2 [0; 1] and
for some
 2 [0; 1], if we set O to be the Hedge algorithm of Freund and Schapire
[FS97] and feed it the sequence of loss functions

^̀SPO
t (� ) = � �

1[� = � t ]
pt (� t )

P(� t ; � 0
t ) + (1 � � )

1[� = � 0
t ]

pt (� 0
t )

P(� t ; � 0
t );

and follow strategy(1 � 
 )pt + 

j � j , �p is an eO( 1p

T
)-approximate Minimax Winner. 2

Proof. Let � t � pt , � 0
t � qt . We observeP(� t ; � 0

t ) by querying the preference function.
De�ne

^̀1
t (� ) = �

1[� = � t ]
pt (� t )

P(� t ; � 0
t ); ^̀2

t (� ) =
1[� = � 0

t ]
qt (� 0

t )
P(� t ; � 0

t ) (11.32)

and as the importance-weighted losses for each player at roundt. Next, observe that

Ept [^̀
1
t ] = `1

t ; Eqt [^̀
2
t ] = `2

t ; (11.33)

i.e. that they are unbiased estimates of the full-feedback losses. We now proceed
similarly to our proof for the full feedback case. If we setp0 = q0, we have that
`1

0 = `2
0 by the anti-symmetry of P. We also have that

Ep0 [^̀SPO
0 ] = Ep0 [� ^̀1

0 + (1 � � ) ^̀2
0] = `1

0 = `2
0: (11.34)

We now proceed by induction. Ifp� = q� at some time� and we feed both players
the same losŝ̀ SPO

� , by the determinism of Hedge, we have thatp� +1 = q� +1 . This
implies `1

� +1 = `2
� +1 , which in turn implies ^̀SPO

� +1 is an unbiased estimate of both̀1
� +1

and `2
� +1 . Thus, by induction, we have that both players will have the same iterates

and ^̀SPO
t is an unbiased estimate of both losses8t 2 [T], which means we can simulate

game-solving with a single player.

2For last iterate convergence, one can instead run the no-regret bandit feedback algorithm of
Cai, Luo, Wei, and Zheng [Cai+23] on ^̀SPO

t , albeit at the cost of a slower rate.
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To prove that above loss estimation scheme preserves the no-regret property, we
can simply examine the proof of Exp3 in Auer, Cesa-Bianchi, Freund, and Schapire
[Aue+02] and note that the only property required of the loss estimate (̂x t in the
original paper) is that it is unbiased. Thus, we inherit the regret rate of Exp3, which
when plugged in completes the proof.

We note that while the above is not a general reduction per se, for a wide set of
no-regret algorithms, a similar argument applies, with slight di�erences in the e�ect
of importance sampling on the �nal regret rate.

11.1.8 Extension to Contextual Setting

We now extend our above setup to include contexts. Consider a �nite-horizon
reward-free contextual Markov Decision Process (MDP) [Put14] parameterized by
hS; A ; X ; T ; H; � i where S, A , X are the state, action, and context spaces,T :
S � A ! �( S) is the transition operator, H is the horizon, and� : �( X ) is the
context / initial state distribution. We use � , (S � A )H to denote the space of
trajectories and � h , X � (S � A )h� 1 � S to denote the space ofh-length histories.
We assume that we are given access to a(contextual) preference function

P : X � � � � ! [� 1; 1] (11.35)

which, given two trajectories� 1; � 2 2 �, outputs a scalar that indicates which is pre-
ferred relative to the other. By construction, preference functions are anti-symmetric,
i.e. 8x; � 1; � 2 2 X � � � �, P(x; � 1; � 2) = �P (x; � 2; � 1). Similarly, we also have that
8x; � 2 X � �, P(x; �; � ) = 0. We assume access to a convex and compact policy class
� � fS � X ! �( A )g. With a slight abuse of notation, we can de�ne the preference
function over policy pairs as

P(� 1; � 2) , Ex� �;� 1 � (� 1 ;x );� 2 � (� 2 ;x ) [P(x; � 1; � 2)]:

We now re-state our algorithms, including the dependence on context. Their
theoretical guarantees match those presented in the main paper. The main di�erence
in practice is that rather than simply maintaining a queue, we now have to sample
multiple trajectories based on a single context for comparison.
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Algorithm 16 SPO(Theoretical Version with Contexts)
Input: Learning rate � , Iterations T, Preference fn.P.
Output: Trained policy � .
Initialize � h(�j � ) = Unif(A ), 8� 2 � h; h 2 [H ].
for t in 1 : : : T do

Observe contextx t � � .
Compute r t (� ) = E� 0� � t P(x t ; �; � 0).
De�ne Qh

t (�; a ) = E� � � t [r t (� )j� h = �; a h = a].
De�ne Ah

t (�; a ) = Qh
t (�; a ) � Ea0� � h

t (� ) [Q
h
t (�; a 0)].

for �; a; h 2 � h � A � [H ] do
// use no-regret algo for update
� h

t+1 (aj� ) / � h
t (aj� ) exp (�A h

t (�; a )).
end for

end for
Return �� , uniform mixture of � 1:T .

Algorithm 17 SPO(Practical Version with Contexts)
Input: Iterations T, Preference fn. P, Num. samplesk � 2, Reinforcement
learning algo. RL : � � D ! �.
Output: Trained policy � .
Initialize � 1 2 �.
for t in 1 : : : T do

Observe contextx t � � and sample� 1:k � � t (x t ).
Compute r t (� i ) = 1

k� 1

P k
j 6= i P(x t ; � i ; � j ).

Set r h
i = r t (� i )=H, 8i; h 2 [k] � [H ].

// use PPO, TRPO, SAC ...
� t+1  RL(� t ; D = f (sh

i ; ah
i ; r h

i )gh2 [H ]
i 2 [k] ).

end for
Return best of � 1:T on validation data.
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11.2 Additional Results

We now present additional results we did not have space for in the main paper:
ˆ Figure 11.2 contains results on a larger set of control environments with prefer-

ences based on reward maximization.
ˆ Figure 11.3 contains results on a larger set of control environments with noisy

preferences based on reward maximization.
ˆ Figure 11.4 contains results on a larger set of control environments with non-

Markovian preferences.
ˆ Figure 11.5 contains results for SPO on a larger set of bandit environments

with intransitive preferences. Figure 11.6 contains the results for RM in the
same setting.

ˆ Figure 11.7 shows additional seeds for SPO the Ant environment with intransi-
tive preferences.

ˆ Figure 11.8 ablates the e�ect of di�erent snippet lengths on RM sample e�ciency.
ˆ Figure 11.9 contains the e�ect of freezing the reward model during training on

RM performance.

Number of queries to the preference oracle. We report the performance of an
agent as a function of the total steps in the environment steps. We did not attempt
to optimize performance of SPO or RM as a function of the number of calls to the
preference oracle it makes. That said, in our experiments, SPO makes fewer oracle
calls than RM. The total number of calls to an oracle made by SPO are the number of
episodes collected times the queue lengthB , since each generated episode is compared
against the previousB ones. In comparison, the total number of calls made by RM
are the number of updates to the reward model times the batch size. For example,
for the experiment with maximum-reward preferences (Figure 11.2), this is a total of
1M calls for SPO and 2.5M calls for RM .
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Figure 11.2: All results for maximum reward preference experiments.
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Figure 11.3: All results for noisy preference experiments.
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