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Abstract

State estimation is a fundamental component of embodied perception. For safe
navigation, we argue that robots (and autonomous vehicles (AVs) specifically)
must detect, track, and forecast all object categories, not just those seen during
training. In this thesis, we study open-world 3D perception along three com-
plementary axes: (i) long-tailed recognition for offline data curation, (ii) rapid
model adaptation to new concepts via few-shot multi-modal examples, and (iii)
low-level 3D motion understanding for fast reactive control.

Contemporary autonomous vehicle (AV) benchmarks have advanced tech-
niques for training 3D detectors on large-scale data. Notably, although prior
work has nearly solved 3D object detection for a few common classes (e.g.,
pedestrian and car), detecting many rare classes in-the-tail (e.g., debris
and stroller) remains challenging. This limitation is especially critical for
offline scenario mining, where identifying rare but safety-critical events is es-
sential. We show that fine-grained tail class accuracy is significantly improved
via multi-modal fusion of RGB images with LiDAR; fine-grained classes are
difficult to identify from sparse LiDAR geometry alone, suggesting that multi-
modal cues are crucial for long-tailed 3D detection. To this end, we study a
simple late-fusion framework that ensembles independently trained uni-modal
LiDAR and RGB detectors. Importantly, this formulation allows us to leverage
large-scale uni-modal datasets (with more examples for rare classes) to train
stronger RGB detectors, unlike prevailing multimodal approaches that require
paired multi-modal data. While such models improve the detection accuracy
of rare categories, open-world perception also requires adapting to new and
evolving concepts from limited supervision.

The emergence of vision-language models (VLMs) trained on web-scale
datasets challenges conventional formulations of open-world perception. We re-
visit few-shot object detection (FSOD) in the context of such foundation models.
Zero-shot predictions from models such as GroundingDINO already outper-
form state-of-the-art few-shot detectors (48 vs. 33 AP) on COCO, yet remain
misaligned with out-of-distribution target domains. For instance, trucks
on the web (e.g. pickup trucks) may be defined differently from trucks in
autonomous driving scenarios (e.g. semi-trucks). We therefore reformulate
few-shot recognition as aligning foundation models to target concepts using
a small number of examples. These examples can be naturally multi-modal,
combining text and visual cues, analogous to how human annotators learn to



annotate new categories. Concretely, we propose Foundational FSOD, a bench-
mark protocol that evaluates detectors that are pre-trained on arbitrary external
data and are adapted using multi-modal K-shot examples per class. Together
with long-tailed detection, Foundational FSOD enables scalable discovery of
rare and ambiguously defined object categories for scenario mining.

Finally, beyond semantic recognition and offline discovery, on-robot open-
world perception systems must support fast, reactive decision-making. In safety
critical scenarios, we argue that accurate 3D motion estimation is more impor-
tant for evasive maneuvering than explicit categorization. We therefore study
LiDAR scene flow, which formalizes the task of estimating per-point 3D mo-
tion between consecutive point clouds. Prior methods achieve centimeter-level
accuracy but are typically trained on a single sensor, limiting generalization. In
contrast, we learn motion priors that transfer across diverse and unseen LiDAR
sensors. While prior work in LiDAR segmentation and detection suggests that
naive multi-dataset training degrades performance, we find that this conven-
tional wisdom does not hold for motion estimation: scene flow models benefit
substantially from cross-dataset training without architectural changes. Our
analysis suggests that low-level motion cues are less sensitive to sensor con-
figuration; indeed, models trained on fast-moving objects (e.g., from highway
datasets) perform well on fast-moving objects, even across different datasets.
Building on this insight, we propose UniFlow, a simple feedforward model
trained jointly on multiple large-scale scene flow datasets with diverse sensor
setups. UniFlow establishes a new state-of-the-art on Waymo and nuScenes,
improving over prior work by 5.1% and 35.2%, respectively, and generalizes
to unseen datasets like TruckScenes and AEVAScenes.
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2.1 nuScenes Long-Tailed Distribution.According to the histogram of per-
class object counts (on theleft), the nuScenes benchmark focuses on the
common classes in cyan (e.g.,car andbarrier ) but ignores rare ones
in red (e.g.,stroller anddebris ). In fact, the benchmark creates a
superclasspedestrian by grouping multiple classes in green, includ-
ing the common classadult and several rare classes (e.g.,child and
police-officer ); this complicates the analysis of detection perfor-
mance aspedestrian performance is dominated byadult . Moreover,
the ignored superclasspushable-pullable also contains diverse ob-
jects such asshopping-cart , dolly , luggage andtrash-can as
shown in the top row (on theright ). We argue that AVs should also detect
rare classes as they can affect AV behaviors. Following [185], we report
performance for three groups of classes based on their cardinality (split by
dotted lines):Many, Medium, andFew. . . . . . . . . . . . . . . . . . . 7

2.2 Multi-Modal Fusion via Filtering. Multimodal �ltering effectively re-
moves high-scoring false-positive LiDAR detections. The green boxes are
ground-truthstrollers , while the blue boxes arestroller detections
from our best performing models, liDAR-based detector CenterPoint [341]
(left) and RGB-based detector FCOS3D [304] (mid). The �nal �ltered re-
sult removes LiDAR detections not withinm meters of any RGB detection
(right ). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
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2.3 Training with Semantic Hierarchies. nuScenes de�nes a semantic hierar-
chy (on theleft) for all annotated classes (Fig. 2.1). We highlightcommon
classes in white andrare classes in gold. The standard nuScenes bench-
mark makes two choices for dealing with rare classes: (1) ignore them (e.g.,
stroller andpushable-pullable ), or (2) group them into coarse-
grained classes (e.g.,adult , child , construction-worker , police-officer
are grouped aspedestrian ). Since thepedestrian class is domi-
nated byadult (Fig. 2.1), the standard benchmarking protocol masks the
challenge of detecting rare classes likechild andpolice-officer .
We leverage this hierarchy during training (on theright ) by predicting class
labels atmultiplelevels of the hierarchy. Speci�cally, we train detectors to
predict three labels for each object: its �ne-grained label (e.g.,child , its
coarse class (e.g.,pedestrian ), and the root-level classobject . This
means that the �nal vocabulary of classes is no longer mutually exclusive,
complicating the application of multi-class softmax losses. To address this,
use a sigmoid focal loss that learns separate spatial heatmaps for each class. 14

2.4 Breakdown Analysis of Misclassi�cations within Superclasses.We
analyze our best-performing model (CenterPoint w/ hierarchical training
and multimodal �ltering). Fine-grained classes are most often confused
by the dominant class (inblue) in each superclass: (left) Vehicle is
dominated bycar , (mid) Pedestrian is dominated byadult , and
(right ) Movable is dominated bybarrier . We �nd that class confu-
sions are reasonable.Car is often mistaken fortruck . Similarly, truck ,
construction-vehicle andemergency-vehicle are most of-
ten mistaken forcar . Bicycle andmotorcycle are sometimes mis-
classi�ed ascar , presumably because they are sometimes spatially close
(within the 2m match threshold) tocars . Adults have similar appear-
ance topolice-officer andconstruction-worker , and they
are often co-localized withchild andstroller ; all of these might
cause signi�cant class confusion. . . . . . . . . . . . . . . . . . . . . . 18

3.1 Our Late-Fusion Framework. We explore a simple late-fusion framework
for LT3D by ensembling RGB and LiDAR uni-modal detectors [225]. We
rigorously examine three critical components (Fig. 3.2) from �rst principles
and propose a simple method that fuses detections produced by 2D RGB
and 3D LiDAR detectors. Our method achieves 51.4 mAP on the nuScenes
[9] LT3D benchmark, signi�cantly outperforming prior work [183] by 5.9
mAP (cf. Table 3.1). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21



3.2 Key Components in Late-Fusion.We examine three key components in
the late-fusion of uni-modal RGB and LiDAR detectors from �rst princi-
ples:A. whether to train 2D or 3D monocular RGB detectors,B. whether
to match uni-modal detections on the 2D image plane or in the 3D bird's-
eye-view (BEV), andC. how to best fuse matched detections. Perhaps
surprisingly, our exploration reveals that using 2D RGB detectors, match-
ing on the 2D image plane, and combining calibrated scores with Bayesian
fusion yields state-of-the-art LT3D performance, signi�cantly outperform-
ing end-to-end trained multi-modal detectors (cf. Table 3.1). . . . . . . . 22

3.3 Qualitative Results. Three examples demonstrate how ensembling 2D
RGB detections (from DINO [352]) and 3D LiDAR detections (from Cen-
terPoint [342]) improves LT3D performance. In all examples, our method
is able to correctly relabel detections which are geometrically similar (w.r.t
size and shape) in LiDAR but are visually distinct in RGB, such asbus -
vs-truck , adult -vs-stroller , andadult -vs-child . . . . . . . . 24

3.4 Examples of Failure Cases.Both our method (columns 1-3) and TransFu-
sion [5] (columns 4 -5) share the same failure cases. In the �rst and second
row, the 2D RGB detector DINO detects the heavily occluded cars but 3D
LiDAR detector fails to detect them. As a result, the late-fusion predictions
miss these cars because our method throws away unmatched RGB detec-
tions since we do not have accurate 3D information. In the third row, we see
that although both the LiDAR and RGB detectors �re on the object (whose
ground-truth label ispolice-officer ), the LiDAR detector classi�es
it asadult and RGB detector classi�es it asconstruction-worker .
As a result, the �nal detection is incorrect w.r.t the predicted categorical
label. TransFusion also misclassi�es this object as anadult . . . . . . . 33

3.5 Impact of 2D Detection Accuracy on 3D Detection.While nuScenes
is a 3D detection benchmark, we can generate 2D annotations using the
provided sensor extrinsics by projecting the 3D annotations onto the 2D
image plane. Results show that evaluating 2D detectors using these 2D
annotations is a good proxy task (x-axis) that is positively correlated with
the downstream 3D detection performance of the full late-fusion pipeline
(y-axis). Concretely, training 2D detectors with more data (e.g., training
with nuScenes + nuImages vs. nuScenes only) and using better 2D detectors
(e.g., DINO vs. YOLO-v7) improve performance on the proxy task of 2D
detection and the downstream 3D detection achieved by our late-fusion
algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36



4.1 Status Quo.(a) Existing 3D LiDAR detectors struggle to detect far away
objects (e.g.,300m) due to time and compute constraints. (b) We explore
two ways to reduce compute: adopt a coarser grid and limit the processing
range. Somewhat surprisingly, we �nd that range is the single most effective
“knob” for trading off accuracy-vs-latency, implying that detectorsshould
“give up” on far-�eld detection to manage compute budgets. Moreoever,
we �nd that near-range detectors can exploit �ner voxel sizes for higher
resolution processing, while far-range detectors bene�t from larger voxels.
We denote models optimized for speci�c ranges asrange experts. (c)
To avoid blindly giving on far-�eld objects, we simply combine range
experts by ensembling; e.g., combine 0-50m detections from the 50m
expert with 50-100m detections from the 100m expert. Despite improved
performance, the runtime of this naive range ensemble increases linearly
with the number of range experts. To address this, we introduce near-far
range-ensembles, which take inspiration from hierarchical controllers to
run near-�eld detectors (for near-term collision avoidance) at a higher rate
than far-�eld detectors (for long-horizon planning). . . . . . . . . . . . . 38

4.2 Near-Far Ensemble. We can achieve considerable ef�ciency gains by
processing different range expertsasynchronouslyat different frequencies.
Importantly, near-�eld detectors need to be processed more frequently than
far �eld detectors for autonomous navigation. We run the high resolution
near-�eld model at every timestamp and process the medium and long-
range models at lower frequencies. To estimate object locations for frames
without far-�eld processing, we forecast previous detections using a con-
stant velocity model. By simply running far-�eld detectors less often, we
achieve a 33% increase in ef�ciency over the naive range ensemble. . . . 39

4.3 Range Masking. We evaluate the effectiveness of range masking when
training and evaluating range experts. We �nd that (a) range masking
negatively impacts performance during training. Surprisingly, learning to
detect near-range cars improves the detection of far-�eld cars. However, (b)
range masking reduces latency during inference as the additional sparsity
increases the ef�ciency of sparse voxel encoders. . . . . . . . . . . . . . 44

4.4 Range Specialization. We evaluate range-masking and object up-sampling
using PointPillars, and �nd that both negatively impact the performance
of the range-expert, suggesting that the best strategy for training range
experts is to generalize to other ranges outside of the region of interest.
This conclusion holds for both the100=4 ! 100and150=2 ! 150range
experts. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48



4.5 Model-Speci�c Analysis. Without re-training, we can re-run a 100m
trained PointPillars model (top left,100=4 green dots) at different ranges
(top left, green curve). Interestingly, the 100m PointPillars range expert
outperforms both the 50m and 150m range experts (top left, blue triangles),
suggesting that we should “give up” on far-�eld detections. However, to
avoid giving up on long-range detection, we ensemble our range experts
to achieve considerably higher performance than any single PointPillars
model, but is almost 3x as slow as the 100m range expert (top left, pink star).
In contrast, the near-far ensemble achieves a “sweet spot” between the speed
of the single range expert and the performance of the naive range ensemble.
We see a similar trend with the CenterPoint model family (bottom left).
Again, the 100m CenterPoint range expert beats the 50m and 150m range
experts. However, the CenterPoint 100m range ensemble evaluated at 150m
almost matches the performance of the range ensemble, serving as the best
single model. In such cases, we �nd that the range-ensemble does not
provide signi�cant bene�t. Unlike the PointPillars and CenterPoint model
families, we see that the best-performing CBGS range expert is the 50m
model (top right). However, we note that the performance is considerably
lower than either PointPillars or CenterPoint. Further, running the 50m
CBGS range expert at 100m and 150m leads to degraded performance.
This suggests that CBGS does not generalize well to far-�eld detection.
Lastly, we consider TransFusion, a recent state-of-the-art transformer-based
detector (bottom right). Unlike the prior three models, we �nd that we
cannot easily run TransFusion in a “fully-convolutional” mode. Speci�cally,
although we note strong performance for the 100m range expert when run
at 100m, we notice that performance drops to nearly 0 CDS when run on
either the 50m or 150m ranges. We posit that TransFusion's use of relative
positional encoding rather than metric encoding leads to catastrophically
poor across-range generalization. . . . . . . . . . . . . . . . . . . . . . 49



5.1 Poor Alignment Between Vision Language Models (VLMs) and Target Con-
cepts. Although VLMs show impressive zero-shot performance, they struggle
when the target class is different from concepts encountered in web-scale training.
On theleft, we see that the nuImages dataset [9] de�nes the cab of thetruck as a
separate concept from itstrailer (shown inred). In contrast, the VLM predicts
the entire vehicle as atruck (shown ingreen). Similarly, nuImages annotations
dictate that a person riding a bicycle must also be labeled as part ofbicycle
(shown inred) unlike the VLM prediction (ingreen). On theright , we present the
actualclass de�nitionsgiven to the nuImages annotators, provided as both textual
descriptions and visual examples. Just as human annotators learn concepts from
few-shot multi-modal examples, we argue that VLMs should be aligned withK
vision-language examples.. . . . . . . . . . . . . . . . . . . . . . . . . . . 55

5.2 Foundational Few-Shot Object Detection (FSOD). Conventional FSOD proto-
cols (left) allow for pre-training onbase classes (with many examples per class)
and then �ne-tuning onK -shots ofnovel classes, wherenovel andbase are
designed to be disjoint. However, we point out that pre-training datasets such as
ImageNet often contain classes similar tonovel classes, highlighting the issue of
concept leakage. As preventing concept leakage is dif�cult (if not impossible) and
appears to be arti�cial in the foundational era, we proposeFoundational FSOD
(right ). Our setup allows for pre-training on massive (and potentially proprietary)
datasets, typical for foundational vision-language models. Since these models can
process both text and images, one can utilize suchmulti-modalK -shot examples
to align VLMs with the target concepts of interest.. . . . . . . . . . . . . . . 56

5.3 Iteratively Prompting ChatGPT. Despite its large-scale pre-training, multi-modal
models like ChatGPT-4o also suffers from concept misalignment. Speci�cally,
GPT-4o makes highly con�dent but incorrect predictions fordebris . We propose
an iterative prompting strategy to better align the model to a target concept. Given
a few visual examples per-class from the training-set, we query ChatGPT to use its
“web-scale knowledge” to generate text descriptions. We then augment the input
to MQDet to incorporate this additional context for zero-shot evaluation.. . . . 64

5.4 Visualizing Random and Best Split. In the top row, we visualize the 5-shot
training examples ofstrollers from arandom split. Similarly, we visualize the
5-shot training examples from thebest splitin the bottom row. We observe that
strollers in therandom splitare often occluded, small in size and blurry, making
few-shot learning harder. On the other hand, thebest splitexamples are larger,
have better visual quality and are relatively un-occluded. This visual difference
directly translates into better few-shot performance. We achieve13:09 Stroller
AP for therandom splitand18:54 Stroller AP for thebest split. We show a more
comprehensive evaluation in Table 5.5.. . . . . . . . . . . . . . . . . . . . 66



6.1 Robo�ow100-VL Dataset. We identify a set of100challenging datasets
from Robo�ow Universe that contain concepts not typically found in
internet-scale pre-training. To simplify analysis, we cluster these100
datasets using per-dataset CLIP [236] embeddings into seven categories.
We visualize examples from each of these categories above. . . . . . . . 70

6.2 Hard Examples in Robo�ow100-VL. Our dataset is particularly challeng-
ing because it is dif�cult to detect objects in RF100-VL using class-names
alone. Speci�cally, we select datasets where classes are labeled using sci-
enti�c names, acronyms, context-dependent names, material properties.
We posit that models must leverage multi-modal contextual annotations to
address such hard examples. . . . . . . . . . . . . . . . . . . . . . . . . 72

6.3 Multi-Modal Few-Shot Examples. We present an example of the few-shot
visual examples and rich text descriptions used for in-context prompting
and �ne-tuning. Notably, image examples used for each class may overlap
and are only guaranteed to have exhaustive annotations for one class.
Such multi-modal examples help clarify ambiguous concepts likesoft
plastic andmetal . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

6.4 Dataset Curation. We begin by sorting all object detection datasets on
Robo�ow Universe by stars as a proxy for quality and usefulness to the
community. Next, we manually �lter out all datasets with common classes,
datasets where images only have a single focal object, or datasets with
watermarks. We generate 10-shot splits following the protocol de�ned by
Wang et.al. [305], where we �nd a subset of images with 10 total instances
per class. We use these 10-shot splits to generate visually grounded “anno-
tator instructions”, and manually update these instructions to add any salient
details missed by GPT-4o. Finally, human labelers verify that all images
within a dataset follow consistent annotation policies (e.g. bounding-box
�t, semantic legibility of class names, and completeness of annotation
instructions). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

6.5 Dataset Statistics.The table on the left provides details on the number
of classes, images, and annotations across different dataset types within
RF100-VL. The �gure on the right illustrates the distribution of dataset
types by count. Notably, despite containing 100 datasets, RF100-VL is
50% the size of COCO [165] (by number of images) and can feasibly be
benchmarked on academic-level compute. . . . . . . . . . . . . . . . . . 77



7.1 Dataset Diversity.We visualize the front-center RGB (top), LiDAR sensor
positions (middle) and BEV LiDAR point clouds (bottom) for Argoverse 2,
Waymo, nuScenes and TruckScenes. Notably, all four datasets use different
sensors, and collect data in different environments. Speci�cally, Argoverse
2, Waymo, and nuScenes collect data in urban city centers with sedans,
while TruckScenes primarily collects data on highways with a truck. Due
to the diversity of environments and sensor con�gurations, contemporary
LiDAR scene �ow methods typically only train and evaluate on each dataset
independently. However, we �nd that multi-dataset training signi�cantly
improves both in-domain and out-of-domain generalization. Note that RGB
images are shown for visualization purposes only; we address LiDAR-only
scene �ow for AVs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

7.2 Cross-Dataset Generalization Correlates with Velocity Distribution.
We plot the velocity distributions for the AV2, Waymo, nuScenes, and
TruckScenes train sets (top) and the Dynamic Mean EPE per velocity bin
of Flow4D trained on AV2, Waymo, nuScenes, TruckScenes, and UniFlow
(bottom). Notably, Flow4D trained on TruckScenes outperforms Flow4D
trained on any other dataset for fast moving objects (2.0,1 ) across all
datasets because it has the largest number of fast moving objects. . . . . . 89

7.3 Zero-Shot Generalization on TruckScenes.We qualitatively compare
the dataset-speci�c� Flow model and our� Flow (UniFlow) model above.
� Flow (UniFlow) produces more accurate vehicle motion estimates in gen-
eral, and avoids falsely predicting motion for rain artifacts (on the top left)
as seen in� Flow (top row). Next,� Flow (UniFlow) correctly estimates
the motion of the van since it has been trained on more examples of rare
classes (middle row). Lastly,� Flow (UniFlow) generalizes signi�cantly
better at long-range, accurately estimating the truck's motion at� 35 m and
the car's motion at� 70 m, despite only being trained on LiDAR points up
to 35m (bottom row). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

7.4 Scaling Laws.We evaluate both the in-distribution (on AV2, nuScenes, and
Waymo) and out-of-distribution (on TruckScenes) performance of Flow4D-
XL (UniFlow) with different amounts of training data. Unsurprisingly,
increasing data reduces Dynamic Mean EPE. However, we �nd that data
augmentation is signi�cantly more important for out-of-distribution perfor-
mance, and has minimal impact on in-distribution performance. Lower is
better. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99



8.1 Cross-Modal 3D Detection Distillation with Vision-Language Models.Existing
datasets used for 3D representation learning are considerably smaller and less
diverse than those used for image-based self-supervised learning, limiting the
effectiveness of pre-training. Therefore, we propose a simple approach for trans-
ferring object-centric priors from vision-language models to LiDAR. Speci�cally,
we project 3D LiDAR points onto 2D instance segmentation masks to generate
zero-shot 3D bounding boxes [313] that can be used for pre-training 3D detectors.103

8.2 Overview. Given unlabeled, calibrated, and paired RGB images and LiDAR
sweeps, we generate 3D bounding boxes psuedo-labels using foundational 2D
priors from VLMs, map priors, and geometric clustering. We describe our un-
projection step further in Fig. 8.3. Using these pseudo-labels, we can train
LiDAR-only, RGB-only, or multi-modal 3D detectors.. . . . . . . . . . . . . 106

8.3 Unprojecting 2D Foundational Priors to 3D.First, we prompt an open-vocabulary
2D detector (e.g., Detic [375]) with a class name (e.g.,car ) to generate 2D box
proposals. Next, we prompt SAM [128] with the predicted 2D bounding boxes to
generate high-quality instance segmentation masks. We then generate an oriented
3D cuboid using the set of LiDAR points that project to a given 2D instance mask.
Speci�cally, we de�ne thecenterof the cuboid to be the medoid of the LiDAR
points, thedimensions(length, width, height) to be a �xed shape prior (similar to
an anchor box) as reported by ChatGPT when prompted with the class name, and
theorientationto be aligned with lane geometry provided from an HD map.. . 108

8.4 Qualitative Results of Pseudo-Labels. We visualize pseudo-labels (pink) and
ground-truth labels (green) across all 10 object classes on the nuScenes val-set. In
(a), our pseudo-labels accurately estimate location, cuboid size, and orientation,
demonstrating the general effectiveness of medoid compensation and map-based
orientation estimation. In (b), we �nd that CM3D often misses heavily-occluded
objects. This is unsurprising because our method relies on accurate RGB-based de-
tections, which often fail with heavy occlusions. In (c), our map-based orientation
estimation fails when the predicted object is not oriented in the direction of any
lane. For example, the incorrect orientation of thecar turning into the intersection
(not aligned to any nearby lanes) illustrates the limitations of our approach. In
both (d) and (f), we are unable to label several barriers. We attribute these missed
detections to the ambiguity of the class namebarrier . Notably, abarrier
in nuScenes may not be the same asbarrier as de�ned in internet pre-training
data [196]. In (d), (e), and (f), we produce duplicate boxes for the same instances,
indicating a failure of NMS. . . . . . . . . . . . . . . . . . . . . . . . . . 112



9.1 Scenario Mining Problem Setup.Given a natural language prompt such as
vehicle making left turn through ego-vehicle's path
while it is raining , our problem setup requires models to deter-
mine whether the described scenario occurs within a 20-second driving log,
and if so, precisely localize the referred object in 3D space and time from
raw sensor data (LiDAR, 360� ring cameras, and HD maps). Based on the
example above, a VLM should localize the start and end timestamps and
3D location of the red Mini Cooper executing a “Pittsburgh left” through
the ego-vehicle's path with a 3D track. Notably, the “Pittsburgh left” is a
regional driving practice where a driver quickly makes a left turn before
oncoming traf�c proceeds. Although common in Pittsburgh, this maneuver
is technically illegal. Therefore, we argue that scenario mining is critical for
validating end-to-end autonomy in order to build a comprehensive safety
case. Note thatreferred objects are shown in green,related
objects in blue, andother objects in red. . . . . . . . . . . . . 115

9.2 RefAV Dataset Creation. First, we de�ne a set of 28 atomic functions
that identify the state of an object track, its relationship with other objects
(stored in an underlying scene graph), and a set of boolean logical operators
to support function composition. Next, we prompt an LLM to permute
these atomic functions and generate a program and corresponding natural
language description. Finally, we execute the generated code on ground-
truth tracks and visualize the referred object track to manually verify that the
program output matches the natural language prompt. Code that generates
an incorrect video is modi�ed by an annotator and re-executed. We sample
valid programs to maximize scenario diversity in our dataset. . . . . . . . 119

9.3 Examples of Multi-Agent Interactions. We visualize representative ex-
amples from RefAV to highlight the diversity of our dataset. In (a), we
capture the interactions between vulnerable road users and vehicles at a
crowded intersection. Scenario (b) presents an atypical instance of a com-
mon multi-agent interaction (e.g.pedestrian walking a dog ). In
(c), we show a complex ego-vehicle trajectory that involves multiple mov-
ing vehicles. Scenario (d) illustrates an example of a rare multi-object
interaction. In (e), we highlight a scenario that might require evasive ma-
neuvers from the ego-vehicle (e.g. the occluded pedestrian might cross the
path of the ego-vehicle). Finally, sub�gure (f) visualizes a scenario with a
multiple-step relationship (e.g. the of�cial signaler is standing inside of a
construction zone). Note that we showreferred objects in green,
related objects in blue, and allother objects in red. . . . . 121



9.4 Method Overview. RefProg is a dual-path method that independently
generates 3D perception outputs and Python-based programs for referential
grounding. Given raw LiDAR and RGB inputs, RefProg runs a of�ine 3D
perception model to generate high quality 3D tracks. In parallel, it prompts
an LLM to generate code to identify the referred track. Finally, the gener-
ated code is executed to �lter the output of the of�ine 3D perception model
to produce a �nal set ofreferred objects , related objects ,
andother objects . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
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2.1 Benchmarking Detectors for LT3D. We present several salient conclu-
sions. First, training with the semantic hierarchy improves all methods
for LT3D, e.g., improving by 1% AP averaged overAll classes. Second,
multimodal �ltering yields between 4� 11 AP improvement onMedium
andFew classes! This is surprising given that FCOS3D is a less powerful
3D detector on its own. Importantly, we do not modify FCOS3D for LT3D.
Interestingly, it also improves multimodal detectors (1.6% AP improvement
for TransFusion onAll classes), demonstrating the importance of using
RGB to improve LT3D with better recognition. Third, perhaps surprisingly,
post-hoc multimodal �ltering of LiDAR-only detector CenterPoint with
RGB-only detector FCOS3D performs the best, surpassing the multi-modal
TransFusion model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.2 Diagnosis using the mAPH Metric on Selected Classes. We analyze the
best-performing LiDAR-only model CenterPoint and multimodal model
TransFusion, with / without our hierarchical loss (hier.) and mutimodal
�ltering technique (�ltering ). Comparing the rows of LCA=0 for with and
without our techniques (for CenterPoint and TransFusion respectively),
we see our techniques bring signi�cantly improvements on classes with
medium andfew examples such asconstruction-vehicle (CV),
bicycle , motorcycle (MC), construction-worker (CW),stroller ,
andpushable-pullable (PP). Moreover, performance increases sig-
ni�cantly from LCA=0 to LCA=1 compared against LCA=1 to LCA=2,
(Table 2.2), con�rming that objects fromrare classes are often detected
but misclassi�ed as some sibling classes. . . . . . . . . . . . . . . . . . 17
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3.1 Benchmarking LT3D on the nuScenes Dataset. We denote the modal-
ities used in each method: C for RGB camera and L for LiDAR. Recall
that our approach fuses 3D LiDAR and 2D RGB detections (produced by
CenterPoint and DINO, respectively) on the 2D image plane with score
calibration and probabilistic ensembling. Our frustratingly simple ap-
proach performs the best averaged acrossall common and rare classes,
notably outperforming end-to-end multi-modal methods such as BEVFu-
sion [183], DeepInteraction [339], and CMT [335]. Note that “CenterPoint
+ FCOS3D” is a baseline late-fusion method proposed by [225], which
underperforms our late-fusion approach. Importantly, our approach nearly
doubles the detection performance achieved by prior work on classes with
few examples! . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.2 Fusing Uni-modal Detections in the 3D BEV vs. on the 2D Image Plane. We
evaluate the impact of fusing 3D LiDAR detections (fromCenterPointtrained
with hierarchical loss [225]) with 2D RGB and3D RGB detections in both the
3D BEV and 2D image plane. We match and �lter detections in the 3D BEV
using center distance as proposed by [225], and match and �lter detections in
the 2D image plane using IoU. Following [313], we in�ate 2D detections to the
3D BEV using LiDAR points within the box frustum. We project 3D detections
to the 2D plane using provided sensor extrinsics. We �nd that matching 3D
RGB detections in the 3D BEV and in the 2D image plane yields similar results.
Unsurprisingly, in�ating 2D RGB detections for matching in the 3D BEV performs
worse than matching 3D RGB detections in the 3D BEV. In contrast, �ltering
LiDAR-based detections using 2D detections in the 2D image plane (bottom right
panel) signi�cantly improves performance for classes withmedium andfew
examples by> 10 mAP. This suggests that 2D detectors achieve better detection
performance compared to 3D RGB detectors. We further verify this in Table 3.3.31

3.3 Evaluating 2D detection performance. We �nd that simply projecting 3D detec-
tions from RGB-only 3D detectors to 2D image plane yields considerably lower
2D detection mAP across all classes. However, 2D RGB detectors achieve higher
performance. Intuitively, 2D RGB detectors achieve better classi�cation perfor-
mance and predict tighter �tting bounding boxes than those derived by projecting
3D detections to the image plane. This explains why fusing detections from 2D
RGB detectors yields better LT3D performance than detections from 3D RGB
detectors. All detectors in this table are only trained on the nuScenes train-set.. 32



3.4 Ablation on Late-Fusion. Our analysis con�rms that 2D RGB detectors
are better suited for late-fusion, matching projected 3D LiDAR detections
on the 2D image-plane outperforms matching 2D RGB detections in�ated
to the 3D BEV, and score calibration prior to NMS overlap fusion and
probabilistic fusion improve performance. Importantly, a majority of our
performance improvement can be attributed to matching and �ltering on
the 2D image plane with DINO. In addition, training with external data
further improves rare class detection by 4.2%. . . . . . . . . . . . . . . . 34

3.5 Per-class Performance on nuScenes.Our late-fusion approach achieves
the highest per-class AP on 5 out of 10 classes. Compared to DeepIn-
teraction, our approach improvesconstruction worker by 25.2%,
stroller by 6.8%, andpushable-pullable by 27.3%. Note,CVis
construction vehicle , MCismotorcycle , PPispushable-pullable ,
CWis construction-worker , andStro. is stroller . We high-
light classes withMedium andFew examples per class in blue. . . . . . 35

4.1 Impact of Range on Timing. We �nd that increasing range and pro-
portionally decreasing voxel resolution keeps run time (in milliseconds)
approximately constant. Within a �xed compute budget, tuning range and
voxel resolution are the two key “knobs” to trade off latency and accuracy.
Further, we �nd that the point-processing takes a majority of the run time
(excluding post-processing). Lastly, we note that CenterPoint's head is
more than four times slower than the transformer head in TransFusion and
ten times slower than the anchor head in PointPillars. Empirically, we �nd
that this slowdown is due to inef�cient bounding box decoding from the
CenterPoint regression heads (which can be signi�canlty optimized). . . 46

5.1 VLM Zero-Shot Inference Is a Strong FSOD Baseline.Zero-shot inference
with VLMs like GroundingDINO resoundingly outperforms state-of-the-art FSOD
methods on the COCO FSOD benchmark, motivating the need to re-frame FSOD
to embrace foundation models.. . . . . . . . . . . . . . . . . . . . . . . . 60

5.2 Impact of Large-Scale Pre-Training and Language.We repurpose nuImages
for FSOD following the dataset creation process established by [305]. We group
categories by frequency intomany, medium andfew examples per class [195,
226]. We �ne-tune TFA onK examples, but �nd low performance,< 3AP.
However, by simply pre-training on more data (LVIS , COCOand ImageNet-21K)
and leveraging language cues via a CLIP classi�er, 5-shot performance improves
from 2.02 AP to 15.12 AP. However, rare (orfew ) classes likestrollers ,
pushable-pullable , anddebris remain challenging, motivating our task
of VLM alignment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61



5.3 Empirical Analysis of Baselines (10-Shot) on our Benchmark. We evaluate
popular VLMs on the nuImages FSOD Benchmark and �nd that MQ-GLIP per-
forms the best among all baseline models. Notably, it achieves 17.0 mAP zero-shot
language-only performance, and achieves 21.4 mAP via zero-shot multi-modal
prompting averaged over all classes. We can iteratively prompt GPT-4o for syn-
onyms to describe each of the few-shot examples to expand MQ GLIP's text
prompts, further improving performance by 0.6%. Remarkably, our 2024 competi-
tion winners further improved performance to 45.4 mAP, beating our best baseline
by 23.3%.. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

5.4 CVPR 2024 Foundational FSOD Competition Results. . . . . . . . . . . . 65

5.5 Random Split vs “Best” Split. We construct the “best” split by selecting per-
class few-shot examples that lead to the highest performance on a held-out set.
Unsurprisingly, the best split performs better than any random split, especially for
very limited data settings (e.g.,5-shot detection). This evaluation setting closely
mimics how human annotators are “aligned” to target concepts, since annotator
guides are constructed using hand-picked iconic visual examples.. . . . . . . 67

6.1 Comparison to Other Benchmarks.We �nd that state-of-the-art MLLMs
achieve considerably lower performance on RF100-VL compared to OdinW-
13, highlighting the dif�culty of our proposed dataset. Further, models
that performed better on COCO did not consistently perform better on the
RF100-VL, indicating that the newer YOLO models might be over�tting to
COCO. Lastly, we highlight a discrepancy between reported and reproduced
numbers on both COCO and OdinW. Discrepancies in COCO evaluation
can be attributed to differences in evaluation toolkits, while discrepancies
in ODinW evaluation can be attributed to prior work evaluating models
using referential grounding evaluation protocols, while we use standard
object detection evaluation protocols. We discuss this further in section 6.4.
Following prior work, we use single-class prompts for MLLMs in this table.78

6.2 Robo�ow100-VL Benchmark. We evaluate the zero-shot, few-shot, semi-
supervised, and fully-supervised performance of state-of-the-art methods
on the RF100-VL benchmark. We �nd that RF100-VL is particularly
challenging for zero-shot and few-shot approaches, with most methods
struggling to achieves 10% mAP averaged over all100datasets. Notably,
we �nd that GroundingDINO achieves the best zero-shot and few-shot
accuracy. We use a double horizontal bar to separate specialist models from
generalist MLLMs. Note that we use multi-class prompts for MLLMs in
this table. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

6.3 CVPR 2025 Foundational FSOD Challenge with Robo�ow20-VL.This
year's challenge winner beat our best few-shot baseline by 17 AP! . . . . 81



7.1 Analysis on Cross-Domain Generalization.We train Flow4D [126] on
AV2, Waymo, and nuScenes and evaluate each dataset-speci�c model across
datasets. We further break down performance by velocity speed buckets
(meters / frame). We �nd that Flow4D (Waymo) nearly matches Flow4D
(AV2)'s overall Dynamic Mean EPE on AV2 (0.199 vs. 0.192, shown in
green), and evenoutperformsit on fast-moving objects (0.098 vs. 0.103,
shown in gray). This suggests that Flow4D (Waymo) canalreadygeneralize
across datasets. Flow4D (nuScenes) performs considerably worse on out-
of-distribution datasets (shown in red) due its limited number of training
examples. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

7.2 Dataset Statistics.We summarize the �ve datasets used for training and
evaluation below. We include both the (# Total Frames / # Annotated
Frames) for nuScenes and TruckScenes. . . . . . . . . . . . . . . . . . . 92

7.3 Argoverse 2 Test Set.We compare UniFlow with recent methods on the
Argoverse 2 test set. Notably, Flow4D-XL (UniFlow) outperforms Flow4D
by 9.0%, while SSF (UniFlow) outperforms SSF by 13.8% Dynamic Mean
EPE. Notably,� Flow (UniFlow) achieves slightly worse mean Dynamic
EPE than� Flow. This suggests that performance on AV2 may be saturat-
ing, and further improvements may be over�tting to label noise. . . . . . 93

7.4 Waymo Validation Set. We compare UniFlow with recent methods on
the Waymo val set. Notably, supervised methods achieve lower EPE than
unsupervised methods, with� Flow (UniFlow) beating SeFlow by 62.0%
on Foreground Dynamic. . . . . . . . . . . . . . . . . . . . . . . . . . . 93

7.5 nuScenes Validation Set.We compare UniFlow with recent methods on
the nuScenes val set. Interestingly, SSF (UniFlow) outperforms Flow4D-
XL (UniFlow) by 26.53% Dynamic Mean EPE, suggesting that SSF's
architecture more effectively learns to estimate �ow from sparse point clouds.94

7.6 TruckScenes Validation Set.We compare UniFlow with recent methods
on the TruckScenes val set. According to three-way EPE, Flow4D achieves
the best performance due to low Foreground Dynamic error. However,
Dynamic Bucket Normalized EPE highlights that Flow4D-XL (UniFlow)
outperforms it across all moving object categories, reinforcing that three-
way EPE is a biased metric [122]. . . . . . . . . . . . . . . . . . . . . . 94

7.7 AEVAScenes Validation Set.We compare UniFlow with recent methods
on the AEVAScenes val set. Notably, due to the limited number of logs
in the dataset, all methods are evaluated zero-shot. UniFlow models
consistently outperform single-dataset models. . . . . . . . . . . . . . . 95



7.8 Ablation on Long-Range Generalization.All LR results are obtained by
evaluating models at extended voxel ranges while keeping the voxel size
�xed and reusing the original trained weights.ZS denotes zero-shot evalua-
tion, where the model has never seen the target domain during training. We
report Dynamic Mean EPE for each distance interval from the ego-vehicle.
� Flow (UniFlow) demonstrates strong zero-shot generalization to extended
spatial ranges for both in- and out-of-domain datasets. . . . . . . . . . . 96

7.9 Ablation on Semantic Cross-Domain Generalization.We validate our
claim that semantics are less generalizable than motion by retraining
Flow4D-XL with an additional per-point semantic classi�cation head. No-
tably, training Flow4D-XL on the uni�ed dataset improves zero-shot scene
�ow estimation on TruckScenes, but hinders mIoU on out-of-distribution
datasets. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

7.10 Ablation on TruckScenes.We ablate the impact of multi-dataset training,
data augmentation, and model scaling on zero-shot TruckScenes perfor-
mance. All the model architectures we test bene�t from multi-dataset
training, while data augmentation continues to provide notable improve-
ments even with 3� larger training sets, suggesting that scaling up UniFlow
may yield further improvements. . . . . . . . . . . . . . . . . . . . . . . 98

7.11 Ablation on Frame-Rate. We evaluate Flow4D-XL (UniFlow), SSF (Uni-
Flow) and� Flow's (UniFlow) generalization to different frame rates as a
stress test outside standard operating conditions. Note that slower frame-
rates effectively mimic a slower ego-vehicle, while faster-frame rates mimic
a faster ego-vehicle. Although we train all models on 10 Hz annotations,
multi-dataset training yields better results than single-dataset models, par-
ticularly at slower frame rates. Interestingly, faster frame rates do not
negatively impact performance nearly as much as slower frame-rates. . . . 100

8.1 Pseudo-Label Re�nement. We analyze the impact of each component
over the baseline [313] (cf. Fig 8.3). Importantly, we �nd that prompt
engineering, medoid compensation, and non-maximum suppression have
the greatest impact. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

8.2 Class Agnostic Evaluation on nuScenes. We evaluate class-agnostic
performance of CM3D pseudo-labels for fair comparison with prior work.
We �nd that our method signi�cantly outperforms LISO-TF by 14.5% AP. 110



8.3 Semi-Supervised 3D Detection on nuScenes. In terms of zero-shot ac-
curacy, pseudo-labels from CM3D outperforms prior art (SAM3D) by
20.7% NDS. With 5% supervised training data, pre-training CenterPoint
with CM3D pseudo-labels improves over the prior art of PRC [266] by 8.1
mAP / 2.8 NDS. When comparing to Camera-LiDAR methods, pre-training
BEVFusion with our approach outperforms prior art (CALICO) by 8.6
mAP / 4.6 NDS. We highlight the best LiDAR-only (L) results in blue, the
best Camera-only (C) results in green, and the best Camera-LiDAR (L+C)
results in red. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

9.1 Comparison to Other Benchmarks. Language-based 3D scene under-
standing has been extensively studied in the context of referential multi-
object tracking (RMOT) and multi-modal visual question answering (VQA).
Different from prior work, we address the problem of spatio-temporal sce-
nario mining. Speci�cally, RefAV is based on Argoverse 2, which provides
3D track-level annotations for 30 categories at 10 Hz. Although RefAV
does not include as many referential expressions as prior work (e.g. Om-
niDrive [303] and nuGrounding [148]), our referential annotations focus on
capturing diverse multi-agent interactions. Lastly, RefAV includes negative
prompts, which allows us to more accurately measure scenario mining
performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

9.2 Experimental Results.We evaluate several zero-shot referential tracking
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Chapter 1

Introduction

State estimation is a fundamental component of embodied perception. For safe navigation,

we argue that robots (and autonomous vehicles (AVs) speci�cally) must detect, track, and

forecast all object categories, not just those seen during training. In this thesis, we study

open-world 3D perception along three complementary axes: (i) long-tailed recognition for

of�ine data curation, (ii) rapid model adaptation to new concepts via few-shot multi-modal

examples, and (iii) low-level 3D motion understanding for fast reactive control.

Status Quo. Contemporary autonomous vehicle (AV) benchmarks have advanced

techniques for training 3D detectors on large-scale data. Notably, although prior work has

nearly solved 3D object detection for a few common classes (e.g.,pedestrian andcar ),

detecting many rare classes in-the-tail (e.g.,debris andstroller ) remains challenging.

Current multi-modal 3D detectors, particularly those that are end-to-end trained, struggle

with these rare categories due to limited paired training data. This limitation is especially

critical for of�ine scenario mining, where identifying rare but safety-critical events in

uncurated real-world driving logs is akin to �nding a “needle in a haystack”. Furthermore,

the emergence of vision-language models (VLMs) trained on web-scale datasets challenges

conventional formulations of open-world perception. Zero-shot predictions from models

such as GroundingDINO already outperform state-of-the-art few-shot detectors, yet remain

misaligned with out-of-distribution target domains. For instance,trucks (e.g. pickup

truck) on the web may be de�ned differently fromtrucks (e.g. semi-truck) in autonomous

driving scenarios. Finally, beyond semantic recognition and of�ine discovery, on-robot

open-world perception systems must support fast, reactive decision-making. In safety
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critical scenarios, we argue that accurate 3D motion estimation is more important for

evasive maneuvering than explicit categorization. However, current state-of-the-art scene

�ow methods typically train and evaluate independently on speci�c datasets and struggle to

generalize to unseen sensor con�gurations.

Technical Insights. To address these limitations, we �rst show that �ne-grained tail

class accuracy is signi�cantly improved via multi-modal fusion of RGB images with

LiDAR. Since �ne-grained classes are dif�cult to identify from sparse LiDAR geometry

alone, multi-modal cues are crucial for long-tailed 3D detection. To this end, we study a

simple late-fusion framework that ensembles independently trained uni-modal LiDAR and

RGB detectors. Importantly, this formulation allows us to leverage large-scale uni-modal

datasets to train stronger 2D RGB detectors, effectively improving rare class recognition

without the need for expensive 3D cuboid annotations or paired multi-modal data. Next,

while such models improve the detection accuracy of rare categories, open-world perception

also requires adapting to new and evolving concepts from limited supervision. We therefore

reformulate few-shot recognition as aligning foundation models to target concepts using

a small number of examples. These examples can be naturally multi-modal, combining

text and visual cues, analogous to how human annotators learn to annotate new categories

with visual examples and rich textual descriptions. Lastly, we study LiDAR scene �ow,

which formalizes the task of estimating per-point 3D motion between consecutive point

clouds. Although prior methods achieve centimeter-level accuracy, they are typically

trained on a single sensor, limiting generalization. Interestingly, we �nd that scene �ow

models bene�t substantially from cross-dataset trainingwithoutarchitectural changes. We

posit that low-level motion estimation captures properties of the underlying physical world

that generalize far better than human-de�ned semantic taxonomies. In contrast to dataset-

speci�c approaches, we learn motion priors that transfer across diverse and unseen LiDAR

sensors.

Contributions. We present three major contributions across this dissertation:

• Long-Tailed 3D Perception: We formalize the problem of Long-Tailed 3D Detection

(LT3D) and demonstrate that leveraging large-scale uni-modal datasets to train

stronger 2D RGB detectors for late-fusion with 3D LiDAR detectors signi�cantly

improves the detection accuracy of rare categories. We additionally explore the

impact of range as a tunable parameter, demonstrating that near-far ensembles can

optimize runtime and ef�ciency for 3D detectors.
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• Few-Shot Multi-Modal Alignment: We propose Foundational FSOD, a benchmark

protocol that evaluates vision-language models pre-trained on arbitrary external data

and adapted using multi-modal K-shot examples per class. We further introduce

Robo�ow100-VL, a large-scale multi-domain benchmark to evaluate VLM general-

ization on concepts rarely found in internet pre-training. Together with long-tailed

detection, Foundational FSOD enables scalable discovery of rare and ambiguously

de�ned object categories for scenario mining.

• Open-World 3D Motion Understanding: We propose UniFlow, a simple feedforward

model trained jointly on multiple large-scale scene �ow datasets with diverse sen-

sor setups. UniFlow establishes a new state-of-the-art on Waymo and nuScenes,

improving over prior work by 5.1% and 35.2%, respectively, and generalizes to

unseen datasets like TruckScenes and AEVAScenes. Furthermore, we develop Cross-

Modal 3D Detection Distillation (CM3D) to generate scalable 3D supervision from

VLMs, and introduce RefAV, a planning-centric scenario mining approach that uti-

lizes program synthesis to identify complex multi-agent interactions using natural

language.
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Chapter 2

Towards Long-Tailed 3D Detection

Citation: Towards Long-Tailed 3D Detection.N Peri, A Dave, D Ramanan, S Kong.

CoRL 2022

This chapter formally introduces the core problem of long-tailed 3D detection (LT3D),

pointing out that while perception systems perform well on common classes likecars ,

they struggle with rare “tail” classes likestrollers anddebris . As highlighted in

Chapter 1, we argue that detecting these rare, ambiguously de�ned categories is essential

for safety and of�ine scenario mining.

2.1 Introduction

3D object detection is a key component in many robotics systems such as autonomous

vehicles (AVs) [9, 70]. To facilitate research in this space, the AV industry has released large-

scale 3D annotated multimodal datasets [9, 20, 268]. However, these datasets benchmark on

only a fewcommonclasses such aspedestrian andcar . In the real open world, safe

navigation [272, 319] requires AVs to reliably detectrare -class objects such aschild

andstroller . This motivatesLong-Tailed 3D Detection(LT3D), a problem requiring

detecting objects from bothcommonandrare classes.

Status Quo. Among contemporary AV datasets, nuScenes [9] has exhaustively anno-

tated objects of various classes crucial to AVs (Fig. 2.1) and organized them with a semantic
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Few Medium Many

Figure 2.1: nuScenes Long-Tailed Distribution. According to the histogram of per-
class object counts (on theleft), the nuScenes benchmark focuses on the common classes
in cyan (e.g.,car andbarrier ) but ignores rare ones in red (e.g.,stroller and
debris ). In fact, the benchmark creates a superclasspedestrian by grouping mul-
tiple classes in green, including the common classadult and several rare classes (e.g.,
child andpolice-officer ); this complicates the analysis of detection performance
aspedestrian performance is dominated byadult . Moreover, the ignored super-
classpushable-pullable also contains diverse objects such asshopping-cart ,
dolly , luggage andtrash-can as shown in the top row (on theright ). We argue
that AVs should also detectrare classes as they can affect AV behaviors. Following [185],
we report performance for three groups of classes based on their cardinality (split by dotted
lines): Many, Medium, andFew.

hierarchy (Fig. 2.3). As it focuses on only a few (common) classes, prior works miss oppor-

tunities to exploit this semantic hierarchy during training. We argue that these benchmarking

protocols are �awed because detecting �ne-grained classes is useful for downstream tasks

such as motion planning. This motivates us to study LT3D by re-purposingall annotated

classes in nuScenes.

Protocol. LT3D requires 3D localization and recognition of objects from each of

the common(e.g.,adult andcar ) andrare classes (e.g,child andstroller ).

Moreover, for safety-critical robots such as autonomous vehicles, we believe detecting but

mis-classifyingrare objects (e.g., mis-classifying achild as anadult ) is preferable

to failing to detect them at all. Therefore, we propose a new metric to quantify the severity

of classi�cation mistakes in LT3D that exploits inter-class relationships to award partial

credit (Fig. 2.3). We use both the standard and proposed metrics to evaluate 3D detectors

on all classes.
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Technical Insights. To address LT3D, we �rst retrain state-of-the-art LiDAR-based 3D

detectors onall classes. Naively retraining detectors produces poor performance onrare

classes (e.g., yielding 0.1 AP onchild and 0.1 AP onstroller ). We propose several

algorithmic innovations to improve these results. First, to encourage feature sharing across

common-vs-rare classes, we learn a single feature trunk, adding in hierarchical coarse

classes that ensure features will be useful for bothcommonandrare classes. Second, we

�nd that LiDAR data is simply too impoverished for even humans to recognize certain tail

objects that tend to be small, such asstrollers . We explore multimodal fusion, and

introduce a simple approach that post-processes single-modal 3D detections from LiDAR

and RGB inputs, �ltering away detections that are inconsistent across modalities. Our

innovations signi�cantly improve performance on LT3D by 5 % AP on average, greatly

boosting performance when allowing for partial credit (e.g., achieving 16.9 / 38.8 AP for

child / stroller ).

Contributions. We make three major contributions. First, we formulate the problem

LT3D, emphasizing detection of bothcommonandrare classes in safety-critical AVs.

Second, we design LT3D's benchmarking protocol and develop a supplemental metric that

awards partial credit depending on the severity of misclassi�cations (e.g., misclassifying

child -vs-adult is less problematic than misclassifyingchild -vs-car ). Third, we

propose several architecture-agnostic approaches to LT3D, including a simple multimodal

fusion technique that uses RGB-based detections to �lter out false-positive LiDAR-based

detections, leading to signi�cant improvement ofrare -class detection.

2.2 Related Works

3D Object Detection. Contemporary benchmarks, often in the AV setting, favor LiDAR-

based detectors, emphasizingcommonclasses and ignoringrare ones. Approaches

to 3D detection usually adopt an anchor-based model architecture that de�nes per-class

shapes to guide class-aware object detection [98, 139, 298, 337, 379]. A recentanchor-free

model, CenterPoint [341] achieves the state-of-the-art for LiDAR-based 3D object detection.

Speci�cally, it learns to predict an object's center and estimates the 3D shape for each

detected object's center. Existing LiDAR-based 3D detectors exclusively focus on data from

commonclasses [139, 341, 379] and do not study how to detectrare classes. RGB-based

3D detectors underperform LiDAR-based methods because the monocular RGB input does

8



2. Towards Long-Tailed 3D Detection

not provide reliable 3D measures (unlike LiDAR). As a result, RGB-based 3D detectors are

not widely adopted. However, in exploring LT3D we �nd that RGB-detectors shine for

detecting objects ofrare classes. Importantly, multimodal fusion signi�cantly improves

LT3D.

Multimodal 3D Detection. Conventional wisdom suggests that fusing multimodal

cues, particularly using LiDAR and RGB, can improve 3D detection. Intuitively, LiDAR

faithfully measures the 3D world (although it has notoriously sparse point returns), and

RGB is high-resolution (but lacks 3D information). Multimodal fusion for 3D detection

is an active �eld of exploration. Existing methods suggest different ways to fuse the two

modalities. Proposed methods encode separate modalities and fuse object proposals [6,

31, 32, 81, 134, 344], augment LiDAR points with either RGB features [262], augment

RGB images with LiDAR points [345] or add semantic information obtained by processing

RGB inputs [294, 343]. Others propose stage-wise methods that �rst detect boxes over

images and localize in 3D with LiDAR [232] and fuse detections from single-modal

detectors [218, 329]. While the above methods have not been tested for LT3D, our work

shows that RGB is a key modality for LT3D.

Long-Tailed Perception(LTP). Real-world data tends to follow long-tailed class distri-

butions [241], i.e., a few classes are dominant in the data, while many others are rarely seen.

LTP is a long-standing problem in the literature [185]. It has been widely studied through

the lens of image classi�cation and requires training on class-imbalanced data, aiming for

high accuracy averaged across imbalanced classes [2, 185, 365]. Existing methods propose

reweighting losses [12, 44, 101, 119, 120, 362], rebalancing data sampling [23, 56, 83],

balancing gradients computed from imbalanced classes [276], and balancing network

weights [2]. Others study LTP through the lens of 2D object detection over RGB im-

ages [80]. Compared to 2D image-based recognition, 3D long-tailed detection has unique

opportunities and challenges because sensors such as LiDAR directly provide geometric

and ego-motion cues that are dif�cult to extract from 2D images. 2D detectors must detect

objects of different scales due to perspective image projection, dramatically increasing the

complexity of the output space (e.g., requiring more anchor boxes). In contrast, 3D objects

do not exhibit as much scale variation, but far-away objects tend to be sparse, imposing

different challenges. Finally, 3D detectors often use class-aware heads (i.e. each class

has its own binary classi�er) while 2D long-tail recognition typically use shared softmax

heads (which may make it easier to enforce hierarchies, as explained above). To the best
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of our knowledge, long-tailed 3D detection (LT3D) has not yet been explored. In LT3D,

we �nd a unique challenge: rare classes are not only infrequent but are also dif�cult to

distinguish using LiDAR alone. This motivates us to use RGB to complement LiDAR. We

�nd using both RGB (for better recognition) and LiDAR (for better 3D localization) helps

detectrare classes.

2.3 LT3D: Methodology

To approach LT3D, we �rst retrain SOTA 3D detectors onall classes, including LiDAR-

based detectors (PointPillars [139]nand CenterPoint [341]), an RGB-based detector (FCOS3D [304]),

and multimodal detector (TransFusion [6]). We further introduce several modi�cations that

consistently improve their LT3D performance.

Grouping-Free Detector Head. Extending existing 3D detectors to train with more

classes is surprisingly challenging. Many contemporary networks use a multi-head archi-

tecture that groups classes of similar size and shape to facilitate ef�cient feature sharing.

For example, CenterPoint groupspedestrian andtraffic-cone since these objects

are both tall and skinny. However, multi-headed grouping strategies may not work for

diverse classes likepushable-pullable anddebris and are dif�cult to scale for a

large number of classes. Therefore, we �rst consider making each class its own group to

avoid hand-crafted grouping heuristics. However, the multi-head architecture has per-class

detectors that consist of multiple layers with lots of parameters, hence learning them easily

over�ts to rare-classes. Our �nal solution is to merge all classes into a single group with

a proportionally heavier detector head to simplify training. Our group-free (i.e. single-

head) architecture has a shared backbone across all classes, and each class has only one

linear layer as its detector. This signi�cantly reduces the number of parameters and allows

learning the shared feature backbone collaboratively with all classes, effectively mitigating

over�tting to rare-classes. Adding a new class is as simple as adding a single linear layer

to the detector head. Our grouping-free detector head achieves improved accuracy over

grouping-based methods.

Training with Semantic Hierarchies. nuScenes de�nes a semantic hierarchy (Fig. 2.3)

for all classes, grouping semantically similar classes under coarse-grained categories. We

leverage this hierarchy during training. Speci�cally, we train detectors to predict three labels

for each object: its �ne-grained label (e.g.,child , its coarse class (e.g.,pedestrian ),

10
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LiDAR Detections RGB Detections Filtered LiDAR Detections

Figure 2.2: Multi-Modal Fusion via Filtering. Multimodal �ltering effectively re-
moves high-scoring false-positive LiDAR detections. The green boxes are ground-truth
strollers , while the blue boxes arestroller detections from our best perform-
ing models, liDAR-based detector CenterPoint [341] (left) and RGB-based detector
FCOS3D [304] (mid). The �nal �ltered result removes LiDAR detections not within
m meters of any RGB detection (right ).

and the root classobject . We adopt a grouping-free detector head that outputs separate

“multitask” heatmaps for each class, and use a per-class sigmoid focal loss rather than

multi-class cross-entropy loss. It is worth noting that this simple “multitask” learning

strategy does not necessarily enforce a hierarchy, hence can extend to more complex label

relationships. Crucially, because we do not employ softmax losses, adding avehicle

heatmap does not directly interfere with thecar heatmap (as they would with a multi-class

softmax loss). However, this might produce repeated detections on the same test object. We

address that by simply ignoring coarse detections at test time. We explore alternatives and

conclude that they achieve similar LT3D performance. Perhaps surprisingly, this training

method improves detection performance not only forrare classes, but also forcommon

classes.

Augmentation Schedule. Class-balanced resampling is a common technique in learning

with long-tailed classes. This augmentation strategy increases the number ofrare objects

seen in training but skews the class distribution and leads to more false positives forrare

classes in inference. Prior works [6, 294] suggest disabling class-balanced resampling

for the last few training epochs to better match the real class distribution, reducing false

positives. We validate this approach in training 3D detectors and �nd that it often improves

performance forrare classes at the cost ofcommonclasses.

Multimodal Fusion by Filtering . Small �ne-grained classes are challenging to identify

from sparse (LiDAR) geometry alone, suggesting that multimodal cues can improve long-

tailed detection. We evaluate several multimodal fusion algorithms, but �nd a simple

strategy of post-hoc �ltering to work remarkably well. Although LiDAR-based detectors
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are widely adopted for 3D detection, we �nd that they produce many high-scoring false

positives (FPs) for rare classes due to misclassi�cation. We focus on removing such FPs.

To this end, we use an RGB-based detector to �lter out high-scoring false-positive LiDAR

detections by leveraging two insights: (1) LiDAR-based 3D-detectors are accurate w.r.t

3D localization and yield high recall (though classi�cation is poor), and (2) RGB-based

3D-detections are accurate w.r.t recognition (though 3D localization is poor). Fig. 2.2

demonstrates this �ltering strategy. For each RGB-based detection, we keep LiDAR-based

detections within a radius ofm meters and remove all the others (that are not close to any

RGB-based detections). We use FCOS3D [304] as the RGB-based detector in this work.

2.4 LT3D: Evaluation Protocol

Conceptually, LT3D extends the traditional 3D detection problem, which focuses on

identifying objects fromK commonclasses, by further requiring detection ofN rare

classes. As LT3D emphasizes detection performance onall classes, we report the metrics

for three groups of classes based on their cardinality (Fig. 2.1-left):many(> 50k instances

per class),medium(5k� 50k), andfew(< 5k). We describe the metrics below.

Standard Detection Metrics. Mean average precision (mAP) is an established metric

for object detection [60, 70, 167]. For 3D detection on LiDAR sweeps, a true positive

(TP) is de�ned as a detection that has a center distance within a distance threshold on the

ground-plane to a ground-truth annotation [9]. mAP computes the mean of AP over classes,

where per-class AP is the area under the precision-recall curve, and distance thresholds of

[0.5, 1, 2, 4] meters.

Hierarchical Mean Average Precision (mAPH ). For safety critical applications,

although correctly localizing and classifying an object is ideal, detecting but misclassifying

someobject is more desirable than a missed detection (e.g., detect but misclassify achild

asadult versus not detecting thischild ). Therefore, we introduce hierarchical AP

(APH ) which considers such semantic relationships across classes to award partial credit.

To encode these relationships between classes, we leverage the semantic hierarchy (Fig. 2.3)

de�ned by nuScenes. We derive partial credit as a function of semantic similarity using the

least common ancestor (LCA) distance metric. Hierarchical metrics have been proposed

for image classi�cation [244], but have not been explored for object detection. Extending

this metric for object detection is challenging because we must consider how to jointly
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evaluate semantic and spatial overlap. For clarity, we will describe the procedure in context

of computing APH for some arbitrary classC.

LCA=0: Consider the predictions and ground-truth boxes forC. Label the set of

predictions that overlap with ground-truth boxes forC as true positives. Other predictions

are false positives.This is identical to the standard AP metric.

LCA=1: Consider the predictions forC, and ground-truth boxes forC and all sibling

classes ofC (that have LCA distance toC of 1). Label the set of predictions that overlap a

ground-truth box ofC as a true positive. Label the set of predictions that overlap sibling

classes asignored [167]. All other predictions forC are false positives.

LCA=2: Consider the predictions forC and ground-truth boxes forC and all sibling

classes ofC (that have LCA distance toC less than2. For nuScenes, this includes all

classes.) Label the set of predictions that overlap ground-truth boxes forC as true positives.

Label the set of predictions that overlap other classes asignored . All other predictions

for C are false positives.

2.5 Experiments

We conduct experiments to better understand the LT3D problem, and gain insights by

validating our techniques described in Section 2.3. Speci�cally, we aim to answer the

following questions:1

1. Arerare classes more dif�cult to detect thancommonclasses?

2. Are objects fromrare classes suf�ciently localized but mis-classi�ed?

3. Does training with the semantic hierarchy improve detection performance for LT3D?

4. Does multimodal fusion help detectrare classes?

We start this section by introducing the model architecture, implementation and dataset.

Model Architecture. For LiDAR-based 3D detectors, we use PointPillars [139] and

CenterPoint [341], which are widely benchmarked in the literature. For fusion-based 3D

detectors, we use TransFusion [6], a recently released state-of-the-art method. TransFusion

proposes an end-to-end DETR-like approach [13] for multimodal 3D detection.

Implementation. We use the PyTorch toolbox [221] to train all models for 20 epochs

with the Adam optimizer [127] and a one-cycle learning rate scheduler [263]. In training,

1Answers: yes, yes, yes, yes.
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Figure 2.3:Training with Semantic Hierarchies. nuScenes de�nes a semantic hierarchy
(on theleft) for all annotated classes (Fig. 2.1). We highlightcommonclasses in white and
rare classes in gold. The standard nuScenes benchmark makes two choices for dealing
with rare classes: (1) ignore them (e.g.,stroller andpushable-pullable ), or (2)
group them into coarse-grained classes (e.g.,adult , child , construction-worker ,
police-officer are grouped aspedestrian ). Since thepedestrian class is
dominated byadult (Fig. 2.1), the standard benchmarking protocol masks the challenge
of detecting rare classes likechild andpolice-officer . We leverage this hierarchy
during training (on theright ) by predicting class labels atmultiplelevels of the hierarchy.
Speci�cally, we train detectors to predict three labels for each object: its �ne-grained label
(e.g.,child , its coarse class (e.g.,pedestrian ), and the root-level classobject . This
means that the �nal vocabulary of classes is no longer mutually exclusive, complicating
the application of multi-class softmax losses. To address this, use a sigmoid focal loss that
learns separate spatial heatmaps for each class.

we adopt data augmentation techniques introduced by [341]. When using the introduced

data augmentation schedule (cf. Section 2.3), we train models for 15 epochs with data

augmentation enabled, and 5 epochs without.

Datasets.We use nuScenes [9] and Argoverse 2.0 (AV2) [316] to explore LT3D. Both

have �ne-grained classes (18 and 26 classes in nuScenes and AV2 respectively) that follow

long-tailed distributions. To quantify the long-tail, we use the imbalance factor (IF) de�ned

as the ratio between the numbers of annotations of the max-class and min-class [12];

nuScenes and AV2 have IF=1670 and 2500 respectively – signi�cantly more imbalanced

than existing long-tail image recognition benchmarks, e.g., iNaturalist (IF=500) [287]

and ImageNet-LT (IF=1000) [184]. NuScenes arranges classes in a semantic hierarchy

(Fig. 2.3); AV2 does not provide a semantic hierarchy but we construct one based on the

nuScenes' hierarchy. Following prior work, we use their of�cial train-sets for training and

evaluate on the their of�cial val-sets.

Retraining State-of-the-Art 3D Detectors for LT3D. We retrain several 3D detectors,
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Table 2.1:Benchmarking Detectors for LT3D. We present several salient conclusions.
First, training with the semantic hierarchy improves all methods for LT3D, e.g., improving
by 1% AP averaged overAll classes. Second, multimodal �ltering yields between 4� 11
AP improvement onMedium andFew classes! This is surprising given that FCOS3D
is a less powerful 3D detector on its own. Importantly, we do not modify FCOS3D for
LT3D. Interestingly, it also improves multimodal detectors (1.6% AP improvement for
TransFusion onAll classes), demonstrating the importance of using RGB to improve
LT3D with better recognition. Third, perhaps surprisingly, post-hoc multimodal �ltering
of LiDAR-only detector CenterPoint with RGB-only detector FCOS3D performs the best,
surpassing the multi-modal TransFusion model.

Method Multimodal Many Medium Few All

FCOS3D (RGB-only) [304] 39.0 23.3 2.9 20.9
PointPillars (LiDAR-only) [139] 64.2 28.4 3.4 30.0
+ Hierarchy 66.4 30.4 2.9 31.2

w/ Data Aug. 54.4 24.2 1.8 25.1
w/ Multimodal Filtering X 66.2 41.0 4.4 35.8

CenterPoint (LiDAR-only) [341] 76.4 43.1 3.5 39.2
+ Hierarchy 77.1 45.1 4.3 40.4

w/ Data Aug. 73.8 44.5 7.4 40.3
w/ Multimodal Filtering X 77.1 49.0 9.4 43.6

TransFusion-L (LiDAR-only)[6] 68.5 42.8 8.4 38.5
w/ Multimodal Filtering X 73.2 42.5 8.3 39.6

TransFusion (LiDAR + RGB) X 73.9 41.2 9.8 39.8
w/ Data Aug. X 73.4 40.9 8.2 39.0
w/ Multimodal Filtering X 73.9 42.5 9.1 40.1

namely FCOS3D [304], PointPillars [139] and CenterPoint [341]. FCOS3D operates on

monocular images. The other three detectors take an aggregated stack of ten LiDAR-

sweeps as input. All four models predict 3D bounding boxes for 18 classes as de�ned by

the nuScenes LT3D protocol. As shown in Table 2.1, LiDAR-based detectors that perform

well oncommonclasses tend to also perform well onrare classes.

Training with Semantic Hierarchy. Next, we modify our LiDAR-based detectors to

jointly predict class labels at different levels of the semantic hierarchy. For example, we

modify the detector to additionally classifystroller aspedestrian andobject .

The semantic hierarchy naturally groups classes based on shared attributes and may have

complementary features. Moreover, training with the semantic hierarchy allowsrare

classes within each group to learn better features by sharing withcommonclasses. This
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approach is generally effective, as shown in Table 2.1, improving accuracy for classes with

Many examples by 2%,Medium examples by 2% andFew examples by 1% AP.

Data Augmentation Schedule. Prior works [6, 329] suggest disabling copy-paste

augmentation for the last few epochs of training to reduce the number of false positive

detections. We validate this claim for various detector architectures and �nd that although

it seems to helprare classes by 3% AP, but hurtscommon classes by 4% AP (c.f.

CenterPoint).

Multimodal Fusion via Filtering. Detectingrare classes from LiDAR-only is

challenging since its dif�cult to recognize objects from sparse LiDAR points alone. As

a result, LiDAR-detectors often have many high-scoring FPs (Fig. 2.2), resulting in low

AP. Using RGB detections to �lter the LiDAR detections results in signi�cant performance

improvement onrare classes, improving by 4� 11 AP on classes withMedium andFew

examples for all models (Table 2.1)!

End-to-End Multimodal Methods. Since multimodal cues signi�cantly improve

LT3D, we are motivated to explore end-to-end approaches. Speci�cally, we retrain Trans-

Fusion [6] on all 18 classes. We retrain TransFusion, downsampling the RGB images by

a factor of 2 to �t the model in GPU memory. Surprisingly, lidar-only and multi-modal

variants of TransFusion perform worse than CenterPoint for LT3D. Further hyperparameter

tuning and full-resolution training may help. Lastly, our multimodal �ltering strategy still

improves this end-to-end fusion methods slightly, e.g., it increases mAP onAll classes by

0.3% AP for TransFusion (cf. Table 2.1). We also �nd that applying multimodal �ltering

on the LiDAR-only branch of TransFusion yields similar performance to the multimodal

model, suggested that TransFusion is simply learning a multimodal �ltering function.

Analysis of Misclassi�cations. For 3D detection, localization and classi�cation are

two important measures of 3D detection performance. In practice, we cannot achieve

perfect performance for either. In safety-critical applications, detecting but misclassifying

objects (as a semantically related category) is more desirable than a missed detection (e.g.,

detect but misclassify achild asadult versus not detecting thischild ). Therefore,

we introduce hierarchical AP (APH ), which considers such semantic relationships across

classes to award partial credit. Applying this hierarchical AP reveals that classes are most

often misclassi�ed as their LCA=1 siblings within coarse-grained superclasses. We use

confusion matrices to further analyze the misclassi�cations within superclasses, as shown

in Fig. 2.4. Below, we explain how to compute a confusion matrix for the detection task.
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Table 2.2:Diagnosis using the mAPH Metric on Selected Classes. We analyze the
best-performing LiDAR-only model CenterPoint and multimodal model TransFusion,
with / without our hierarchical loss (hier.) and mutimodal �ltering technique (�lter-
ing). Comparing the rows of LCA=0 for with and without our techniques (for Center-
Point and TransFusion respectively), we see our techniques bring signi�cantly improve-
ments on classes withmedium andfew examples such asconstruction-vehicle
(CV), bicycle , motorcycle (MC), construction-worker (CW), stroller ,
andpushable-pullable (PP). Moreover, performance increases signi�cantly from
LCA=0 to LCA=1 compared against LCA=1 to LCA=2, (Table 2.2), con�rming that objects
from rare classes are often detected but misclassi�ed as some sibling classes.

Method mAPH Car Adult Truck CV Bicycle MC Child CW Stroller PP

CenterPoint (OTS)
LCA=0 82.4 81.2 49.4 19.7 33.6 48.9 0.1 14.2 0.1 21.7
LCA=1 83.9 82.0 58.7 20.5 35.2 50.5 0.1 18.3 0.1 22.0
LCA=2 84.0 82.4 58.8 20.7 36.4 51.0 0.1 19.5 0.1 22.6

CenterPoint (Group-Free)
LCA=0 88.1 86.3 62.7 24.5 48.5 62.8 0.1 22.2 4.3 32.7
LCA=1 89.0 87.1 71.6 26.7 50.2 64.7 0.1 29.4 4.5 32.9
LCA=2 89.1 87.5 71.7 26.8 51.1 65.2 0.1 30.5 4.8 33.4

CenterPoint (Group-Free)
LCA=0 88.6 86.9 63.425.7 50.2 63.2 0.1 25.3 8.7 36.8

w/ Hierarchy
LCA=1 89.5 87.6 72.427.5 52.2 65.2 0.1 32.4 9.4 37.0
LCA=2 89.6 88.0 72.527.7 53.2 65.7 0.1 34.0 9.8 37.6

CenterPoint (Group-Free)
LCA=0 88.5 86.6 63.4 29.0 58.5 68.2 5.3 35.8 31.6 39.3

w/ Hier. & MM. Filtering
LCA=1 89.4 87.4 72.4 31.3 61.2 69.715.2 52.0 37.7 39.4
LCA=2 89.5 87.7 72.5 31.5 62.3 69.916.9 56.3 38.8 39.8

TransFusion-L
LCA=0 84.4 84.5 58.5 15.1 44.9 57.2 1.0 15.1 3.2 19.6

(LiDAR-only)
LCA=1 85.5 85.7 67.4 21.8 46.7 59.1 1.6 21.8 3.7 19.8
LCA=2 85.5 86.1 67.5 22.6 47.7 59.9 1.7 22.6 4.2 20.4

TransFusion
LCA=0 84.4 84.2 58.4 24.5 46.7 60.8 3.1 21.6 13.3 25.3

(LiDAR + RGB)
LCA=1 86.0 85.4 67.3 26.3 50.1 63.5 14.4 34.7 20.6 25.6
LCA=2 86.0 85.9 67.4 26.8 52.2 65.1 15.2 36.1 22.8 26.4

TransFusion
LCA=0 84.4 84.2 58.4 25.3 52.3 62.8 4.0 27.5 14.7 27.3

w/ Multimodal Filtering
LCA=1 86.0 85.4 67.3 26.6 55.7 64.025.1 46.7 24.3 27.4
LCA=2 86.0 85.9 67.4 27.0 56.9 64.325.8 48.6 28.3 27.9

For each superclass, we make a confusion matrix, in which the entry(i; j ) indicates

the misclassi�cation rate of class-i objects as class-j . Speci�cally, given a �ne-grained

classi , we �nd its predictions that match ground-truth boxes within 2m center-distance of

class-i and all its sibling classes (LCA=1, within the corresponding superclass); we ignore

all unmatched detections. This allows us to count the mis-classi�cations of class-i objects
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Vehicle Pedestrian Movable

Figure 2.4:Breakdown Analysis of Misclassi�cations within Superclasses.We analyze
our best-performing model (CenterPoint w/ hierarchical training and multimodal �lter-
ing). Fine-grained classes are most often confused by the dominant class (inblue) in
each superclass: (left) Vehicle is dominated bycar , (mid) Pedestrian is dom-
inated byadult , and (right ) Movable is dominated bybarrier . We �nd that
class confusions are reasonable.Car is often mistaken fortruck . Similarly, truck ,
construction-vehicle andemergency-vehicle are most often mistaken for
car . Bicycle andmotorcycle are sometimes misclassi�ed ascar , presumably be-
cause they are sometimes spatially close (within the 2m match threshold) tocars . Adults
have similar appearance topolice-officer andconstruction-worker , and they
are often co-localized withchild andstroller ; all of these might cause signi�cant
class confusion.

into class-j , with which a simple normalization produces misclassi�cation rates.

Limitations. LT3D emphasizes object detection forrare classes which can be

safety-critical for downstream AV tasks such as motion planning and collision avoidance.

However, our work does not study how solving LT3D directly affects these tasks. Future

work should address this limitation.

2.6 Discussion

We explore the problem of long-tailed 3D detection (LT3D), detecting objects not only

from commonclasses but also from manyrare classes. This problem is motivated by

the operational safety of autonomous vehicles (AVs), but has broad robotic applications,

e.g., elder-assistive robots [249] that fetch diverse items [73] should address LT3D. To

study LT3D, we establish rigorous evaluation protocols that allow for partial credit to better
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diagnose 3D detectors. We propose several algorithmic innovations to improve LT3D,

including a group-free detector head, hierarchical losses that promote feature sharing across

long-tailed classes, and a simple multimodal fusion method that uses RGB-based detections

to �lter LiDAR-based detections, achieving signi�cant improvement for LT3D.
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Chapter 3

Long-Tailed 3D Detection via 2D Late

Fusion

Citation:Long-Tailed 3D Detection via 2D Late Fusion. Y Ma� ,N Peri� , W Hua, D

Ramanan, S Kong. In Submission.

Building directly on the LT3D problem described in Chapter 2, this chapter proposes

a comprehensive late-fusion framework that ensembles independently trained 2D RGB

and 3D LiDAR detectors. We �nd that sparse LiDAR geometry alone is insuf�cient for

recognizing �ne-grained tail classes, and demonstrate how leveraging large-scale uni-modal

datasets can signi�cantly improve rare category detection.

3.1 Introduction

3D object detection is an integral component of the autonomous vehicle (AV) perception

stack [9, 70, 268, 316]. AVs must accurately detect objects from both common and

rare classes for safe navigation. Although contemporary end-to-end trained multi-modal

detectors have shown impressive performance on common classes (e.g.,car andbus ),

they still struggle to detect rare classes (e.g.,stroller anddebris ) due to limited

paired training data in-the-tail. In this chapter, we explore the previously established

research problem ofLong-Tailed 3D Detection(LT3D) [225], which focuses on achieving
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Figure 3.1:Our Late-Fusion Framework.
We explore a simple late-fusion framework
for LT3D by ensembling RGB and Li-
DAR uni-modal detectors [225]. We rig-
orously examine three critical components
(Fig. 3.2) from �rst principles and propose
a simple method that fuses detections pro-
duced by 2D RGB and 3D LiDAR detec-
tors. Our method achieves 51.4 mAP on
the nuScenes [9] LT3D benchmark, signif-
icantly outperforming prior work [183] by
5.9 mAP (cf. Table 3.1).

high accuracy onbothcommon and rare classes.

Status Quo. LT3D is not well addressed by simply training state-of-the-art multi-modal

detectors on both common and rare classes [225]. For example, BEVFusion [183], an

end-to-end trained multi-modal transformer-based detector, only achieves 4.4 AP on the

rare classchild (cf. Table 3.5). In contrast, Peri et al. [225] �nds that late-fusion (cf.

Fig. 3.1) of monocular 3D RGB detections [304] and 3D LiDAR detections [342] improves

rare class recognition, achieving state-of-the-art performance on the nuScenes [9] LT3D

benchmark. Importantly, [225] convincingly demonstrates that ensembling uni-modal

detectors is better suited for LT3D because (a) 3D LiDAR detectors achieve high recall but

struggle to correctly recognize rare classes, and (b) RGB detectors are better at recognition

but are unable to reliably estimate depth. This motivates our work, which investigates

three crucial components of the late-fusion strategy from �rst principles, revealing that the

“devils in the details”. We highlight salient insights below.

Technical Insights.To address LT3D, we delve into the simple late-fusion framework

proposed by [225] (cf. Fig. 3.1) and study three critical design choices from �rst principles

(cf. Fig. 3.2), including (1) whether to train 2D or 3D RGB detectors, (2) whether to match

RGB and LiDAR detections in the 2D image plane or 3D bird's-eye-view, and (3) how to

fuse matched detections.

First, we evaluate the impact ofusing 2D versus 3D RGB detectorsfor late-fusion, and

�nd that the former is straightforward to train (without requiring expensive 3D cuboid

annotations on RGB), can readily leverage external datasets that have 2D annotations (par-

ticularly improving rare class accuracy), and leads to signi�cantly better LT3D performance

(cf. Table 3.2). This is practically meaningful because annotating 2D boxes on RGB images
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Figure 3.2:Key Components in Late-Fusion.We examine three key components in the
late-fusion of uni-modal RGB and LiDAR detectors from �rst principles:A. whether to
train 2D or 3D monocular RGB detectors,B. whether to match uni-modal detections on
the 2D image plane or in the 3D bird's-eye-view (BEV), andC. how to best fuse matched
detections. Perhaps surprisingly, our exploration reveals that using 2D RGB detectors,
matching on the 2D image plane, and combining calibrated scores with Bayesian fusion
yields state-of-the-art LT3D performance, signi�cantly outperforming end-to-end trained
multi-modal detectors (cf. Table 3.1).

is signi�cantly cheaper than annotating 3D cuboids.

Next, we study the impact of matching 2D RGB detections and 3D LiDAR detections

on the 2D image plane versus in the 3D bird's-eye-view (BEV). Matching detections in

the 3D BEV requires in�ating 2D detections to 3D using depth imputed from LiDAR points

[313]. This introduces additional depth estimation errors. Instead, we demonstrate that

projecting 3D LiDAR detections to the 2D image plane for matching is more robust (cf.

Table 3.3).

Lastly, we explorescore calibration and Bayesian fusionto combine matched detec-

tions. We �nd that proper score calibration improves rare class detection and enables

probabilistic fusion [36] of LiDAR and RGB detections (cf. Table 3.4). Without score cali-

bration, rare class detections are often suppressed by overlapping common class detections.

Contributions. Our work has three major contributions. We extensively studying

crucial components in the late-fusion strategy from �rst principles, identify best practices

for late-fusion including using 2D RGB detectors for fusion, and derive a frustratingly

simple late-fusion method that incorporates the above insights to resoundingly outperform

prior works on the established nuScenes and Argoverse 2 LT3D benchmarks. We rigorously

ablate each component and justify our design choices. Importantly, the novelty of our work

lies in our rigorous exploration of late-fusion in the context of long-tailed 3D detection.

3.2 Related Work

3D Detection for Autonomous Vehicles (AVs)can be broadly classi�ed based on input
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