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Abstract

Manipulation in agricultural and unstructured environments requires acting on ob-
jects that are occluded, variably shaped, and in clutter. Such tasks are contact-rich
and long-horizon: the robot must push aside foliage to reveal targets and reason
about latent or hidden state during interaction. Most deployed systems treat contact
as a hazard and often rely on vision alone, which limits deployment from real-world
field settings. This thesis adopts a different perspective: contact is a strategy for ob-
taining information where vision cannot provide. Touch can reveal additional spatial,
temporal, and semantic cues, along with other task relevant latent states.

Sensing alone, however, is insufficient. Under partial observability or POMDP
settings, identical current observation can arise from different hidden states, and end-
to-end imitation policies often blend conflicting demonstrations or lose track of earlier
interactions as the horizon grows. This thesis argues that augmenting vision with
contact sensing, and conditioning learned policies on a structured representation of
task-relevant hidden states (inferred from sequential contacts), enables reliable manip-
ulation where vision alone cannot disambiguate hidden states. In POMDP settings,
we show that structured representations of task-relevant hidden states outperform
end-to-end approaches conditioned on raw observation history.

The dissertation develops this argument in three movements. It first establishes
the limits of vision-only manipulation through a precise contact-rich agricultural task,
where occlusion makes sub-centimeter alignment unreliable without physical interac-
tion. It then shows that vibrotactile sensing via arrays of contact microphones recov-
ers both the spatial location and the semantic identity of contacts, complementing
visual priors in occluded canopies. Finally, it demonstrates that conditioning learned
policies on structured hidden-state representations, whether a Bayesian belief over
continuous variables or a discrete stage variable resolving temporal ambiguity, yields
history-aware behavior on contact-rich, long-horizon tasks that end-to-end policies
cannot reliably solve.
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Motivation

Manipulation in agricultural and unstructured environments often require physical
interaction with objects that are partially occluded, variably shaped, and in cluttered
surroundings. Tasks such as vine pruning or fruit harvesting can be contach-rich
and long-horizon in nature, requiring to push aside occluding branches to uncover a
target that may not be fully visible. While agricultural robots have shown succesful
demonstrations in structured or simpli ed settings such as greenhouses and carefully
maintained elds, they struggle to generalize to the unstructured, contact-rich con-
ditions of real-world deployments.

A central reason for this gap in current deployed agriculture systems is the near-
universal reliance on vision as the primary sensing modality for manipulation, typi-
cally used in an open-loop fashion for object pose estimation before contact is made.
In unoccluded settings this works reasonably well, but in real-deployment, dense fo-
liage makes it infeasible to reason about contact events from visual signals alone.
Occlusions are often severe and contact points too dynamic for vision to track what
the robot is in contact with in real-time. As a result, most systems respond by aggres-
sively avoiding collisions rather than engaging with the environment. Furthermore,
vision also cannot infer the physical properties of objects during interaction (e.g.,
sti ness of a branch being pushed) that are essential for deciding how to adapt the
contact interaction based on these discovered physical properties.

Human farm workers are not limited in the same way. A farmer pruning branches
or picking fruit naturally reaches through soft canopies and uses their hands to feel
for rigid structures, target objects, and the resistance of what they contact. Through
these interactions, humans infer not only whether contact has occurred, but where,
what material was touched, and how to adjust their grip and motion accordingly.
Vision provides a coarse global prior for planning; touch re nes it, enabling informed
adaptation as physical contact occurs. This complementary use of sensing modalities
to dynamically adjust their arms' trajectory is intuitive for humans yet largely absent
from robotic manipulation systems.
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1.1 Contact as a Source of Information

Most manipulation systems deployed today treat contact as a risk: something to
model conservatively, avoid, or detect as an error condition. In agricultural settings,
however, contact with the environment is ubiquitous and, if embraced rather than
avoided, can be informative. This thesis adopts a di erent perspective: contact
is a strategy for obtaining information that vision alone cannot provide. Physical
interaction reveals what occlusion hides; the precise location of a rigid structure
beneath leaves, the material properties of what is being touched such as the sti ness
of a branch or the compliance of a stalk, and other task-relevant hidden states that
are not directly visible. These cues complement visual priors and provide critical
signals for adapting motion during contact-rich manipulation.

A practical sensing modality for this purpose is the contact microphone. These
vibrotactile sensors are a low-cost, durable sensor that captures mechanical vibrations
transmitted through solid materials. Unlike camera-based tactile sensors that provide
localized information at a limited single contact point, contact microphones can be
distributed across a large surface area and embedded within protective enclosures,
making them well-suited for the wear-and-tear of agricultural deployment. They can
capture spatial (where contact occurs), temporal (when contact is made or broken),
and frequency-domain information (what material properties can be inferred), serving
as a powerful complement to visual priors.

1.2 Partial Observability and the Policy Problem

While tactile sensing extend the robot's perceptual reach beyond what vision pro-
vides in occluded environments, richer sensing alone does not resolve the fundamental
challenge of acting reliably under partial observability. Even with complementary tac-
tile signals available, a central question remains: how should the robot act given the
partial information it has gathered through contact? In contact-rich manipulation,
many task-relevant properties are not directly observable: the pose of an occluded
object required for precise gripper alignment, the physical properties of materials
being handled (e.g., sti ness, mass distribution, or internal con guration), the state
of a latched mechanism, or the current stage of a long-horizon task. These hidden
variables must be inferred through sequences of physical interactions rather than read
o from any single observation.

While humans perform this kind of interactive perception intuitively, enabling a
robot to replicate this contact-rich behavior is non-trivial. Human operators natu-
rally resolve uncertainty through sequential contact during teleoperation, and their
interactions implicitly encode the exploring and re ning their trajectories that the
robot needs to acquire. Although recent results have shown promising results with
scaled imitation learning, these policies degrades under partial observability in a fun-
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damental way. The same sensory observation can arise from multiple di erent hidden
states, causing demonstrations to prescribe di erent actions for identical inputs. This
inconsistency, a failure mode that persists regardless of dataset size, cannot be re-
solved simply by collecting more data or extending the observation window [1, 2]. In
practice, such policies struggle to aggregate partial information across long episodes
and lose track of earlier interactions as the horizon grows, leading to blended tra-
jectories that average over conicting states, repeated behaviors that fail to make
progress, or premature commitment to out-of-sequence actions.

This raises a harder question than simply asking which sensing modalities to use.
How should the information gathered through sequential physical interactions be
represented and communicated to a policy? Naively appending raw tactile signals as
an additional input does not resolve the ambiguity. Without a structured summary
of what has been inferred so far, the policy lacks the context to choose appropriately
between gathering more information and committing to a task-completing action.

The key insight is that instead of using full raw history of observations, a struc-
tured representation of the hidden state inferred from that history. A belief over the
hidden state, updated through each new contact observation, is a compact represen-
tation that captures key conditioning inputs to the policy: both the current best
estimate of the hidden state and the residual uncertainty around it. When condi-
tioned on such a belief, a policy can implicitly modulate between exploratory and
exploitative behavior (e.g., taking more information-gathering contacts when the be-
lief is spread and committing to task completion when it has concentrated) without
requiring explicit mode switching or reward shaping. This belief conditioning ap-
proach applies regardless of the belief representation; whether the hidden state is
continuous, such as the pose of a grasped object, or discrete, such as the binary state
of a locked door or the articulation direction.



Thesis Statement and
Contributions

2.1 Thesis Statement

With tactile sensing, physical contact uncovers spatio-temporal and semantic cues
that cannot be observed from vision alone. Under partial observability, however, dis-
ambiguating task-relevant hidden states often requires repeated contact interactions,
where end-to-end policies trained on raw visuo-tactile observations struggle to main-
tain coherent estimates over the course of interactions. This thesis argues that struc-
tured, explicit representations of task-relevant hidden states yield adaptive policies
more capable of history-aware disambiguation.

2.2 Thesis Contributions

This thesis develops three interconnected ingredients for contact-rich manipulation
under partial observability: establishing that vision alone is insu cient for precise
manipulation in unstructured environments; demonstrating that vibrotactile sensing
recovers spatial and semantic information from physical contact that vision cannot
observe; and showing that conditioning learned policies on structured representations
of hidden state enables adaptive, history-aware task completion. The contributions
are organized along these three themes below.

Motivating the problem: contact-rich manipulation under occlusion. Chap-

ter 3 presents an autonomous platform for inserting nitrate sensors into cornstalks in
the eld, establishing the motivating challenge of this thesis. Sensor insertion requires
sub-centimeter precision in an environment with heavy occlusion, clutter, and lighting
variation. We develop a perception-action pipeline and a custom gripper that exploits
mechanical contact for alignment when visual estimates are unreliable, and evaluate
on 48 cornstalks in a corn eld, demonstrating 94% stalk detection, 90% grasping
success, and 60% insertion success. This work surfaces the core di culty driving the
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remaining chapters: reliable precise manipulation requires more than vision when
contact is inevitable and occlusion is severe.

Vibrotactile sensing for spatial and semantic information. Chapter 4 intro-

duces SonicBoom, a hardware and learning pipeline that localizes contact through an
array of contact microphones distributed across a robot end-e ector link. Learning
from robot state-audio interaction pairs, SonicBoom achieves 0.43 cm in-distribution
localization error and 2.22 cm error on novel objects and contact conditions, well
below the 36.6 cm maximum possible error for the end-e ector geometry. A robot
haptic mapping demonstration in a mock tree-canopy shows that acoustic contact
sensing can recover spatial structure in environments that vision cannot observe.
Furthermore, Chapter 5 addresses the semantic dimension of contact. We propose a
multimodal audio-visual framework that classi es contact events into four categories

| leaf, twig, trunk, and ambient | by fusing vibrotactile and visual inputs. Lever-

aging audio pretraining enables zero-shot transfer across OoD conditions, yielding
an F1 score of 0.82. Together, Chapters 4 and 5 establish vibrotactile sensing as a
practical complement to vision that recovers both where and what the robot contacts
in occluded settings.

Belief-conditioned policies for history-aware disambiguation. Chapter 6

presents BEACON, a belief-conditioned imitation learning framework for manipu-
lation under partial observability. Rather than conditioning on raw observation his-
tory, BEACON maintains a Bayesian belief over task-relevant hidden variables via
sequential Itering and conditions a di usion policy on a compressed summary that
exposes both the current state estimate and residual uncertainty. Evaluated across
two domains: (1) gripper alignment via tactile sensing (80% vs. 20% baseline suc-
cess) and (2) latched door opening (85% vs. 30% baseline success); a single BEACON
policy implicitly balances exploration and exploitation as belief uncertainty resolves,
without explicit mode switching or reward shaping.

Stage conditioning for temporal disambiguation in long-horizon tasks. Chap-
ter 7 introduces StageACT, a stage-conditioned imitation learning framework for long-
horizon humanoid loco-manipulation. Augmenting a low-level imitation policy with a
discrete task-stage input resolves the observation ambiguity arising when hidden latch
and articulation states cause visually identical observations to correspond to di erent
task phases. Evaluated on a real G1 humanoid across previously unseen doors in
an o ce environment, StageACT achieves 55% success, more than doubling the best
baseline, and supports adaptive behaviors such as failure recovery by re-entering an
earlier stage.

Together, these contributions argue that contact, when deliberately sensed and
represented as a structured belief over hidden state, enables learned policies to act
reliably in settings where vision alone falls short.
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Towards Autonomous

Crop Monitoring:

Insenting Sensors in
Cluttered Environments

Monitoring crop nutrients can aid farmers in optimizing fertilizer use. Many
existing robots rely on vision-based phenotyping, however, which can only indirectly
estimate nutrient de ciencies once crops have undergone visible color changes. We
present a contact-based phenotyping robot platform that can directly insert nitrate
sensors into cornstalks to proactively monitor macronutrient levels in crops. This task
is challenging because inserting such sensors requires sub-centimeter precision in an
environment which contains high levels of clutter, lighting variation, and occlusion.

To address these challenges, we develop a robust perception-action pipeline to grasp
stalks, and create a custom robot gripper which mechanically aligns the sensor before
inserting it into the stalk. Through experimental validation on 48 unique stalks in a
corn eld in lowa, we demonstrate our platform's capability of detecting a stalk with
94% success, grasping a stalk with 90% success, and inserting a sensor with 60%
success. In addition to developing an autonomous phenotyping research platform, we
share key insights obtained from deployment in the eld.

3.1 Introduction

With advancements in Al and robotics, the agricultural sector is well-positioned to
adopt precision agriculture methods that can enhance crop production and minimize
environmental footprint [11]. For example, one of the predominant issues faced by
farmers is the overuse of fertilizers, which can be alleviated with increased sensing
accuracy [12, 13]. Many existing research works focus on automating vision-based
crop monitoring and phenotyping [14{19], speci cally for detecting cornstalks [20,
21]. However, visible plant features are a lagging indicator of nutrient de ciencies.
Early detection of these de ciencies enables farmers to respond sooner, enhancing
harvest yield. Consequently, our research emphasizes contact-based phenotyping.
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Figure 3.1: Robot inserting sensors into cornstalks to monitor plant nitrate concen-
tration in Curtiss Farm, lowa. Our custom gripper utilizes contacts in a clutter-rich
environment to precisely align with stalks and insert sensors.
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This involves inserting nitrate sensors developed at lowa State University [22, 23]
into cornstalks to monitor nitrogen concentration, allowing agronomists to proactively
address crop de ciencies.

While less abundant than vision-based phenotyping, there are several studies that
measure plant traits using contact-based sensors. Examples include robots with cus-
tom leaf-grasping grippers which measure chlorophyll content with a SPAD meter [24]
or spectral re ectance with a spectrometer [25]. Sensor penetration through leaves
has also been demonstrated in [26, 27], which use a needle-like uorometer to detect
chlorophyll uorescence emission. In addition to interacting with leaves, there have
been e orts to grasp cornstalks to measure diameter [28]. Our work is most similar
to contact-based phenotyping methods deployed on sorghum plants, where a force-
gauge sensor is probed into a stalk to measure strength [29, 30]. However, unlike
reusing a single probe for multiple measurements, our task involves deploying sensors
in multiple plants, which assists a farmer in taking action to address de ciencies in a
large area of a eld.

Manually installing these nitrate sensors with corresponding data logging units
across a farm is a laborious process that is di cult to scale [31, 32]. Thus, we present
a robotic research platform capable of autonomously inserting nitrate sensors and
deploying corresponding data logging units in the eld. We believe our presented
work can benet the agricultural robotics community by identifying key challenges
in deploying a robot for contact-based phenotyping. By sharing our design decisions
and valuable insights obtained in the eld, we hope to contribute to building a fully
autonomous phenotyping research platform that can support farmers.

To summarize, the contributions of this paper are: (1) An open-sourced platform
capable of autonomously deploying nitrate sensors into stalks, (2) Evaluation of our
robotic platform on 48 sensor insertion trials at Curtiss Farm, lowa, and (3) A dataset
of 7600 cornstalks for segmentation tasks.

3.2 Challenges of Sensor Insertion in Corn

In contrast to robotics experiments conducted in a controlled indoor lab environ-
ment, agricultural robotics is challenging due to extreme variations in eld conditions
and limited accessibility to test a system due to the narrow time frame of seasonal
crops. For the task of cornstalk sensor insertion, we speci cally discuss the challenges
that arise in near-ground precise manipulation tasks and the perception di culties
when operating in a cluttered, outdoor environment.
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Figure 3.2: Overview of the task: (a) Sensor to convert nitrate to voltage and the
sensor sleeve for protection when penetrating into stalks; (b) Cross-section view of a
stalk after a successful insertion; (c) View of the insertion location after a deployed
sensor has been manually removed; (d) View of a stalk showing the pith region, a
solid node near the root, and the grow-point region composed of layers of leaves; (e)
Cluttered eld environment with varying stalk spacing, occlusion from leaves, and
uneven ground terrain. The deployed sensor is wired to the data logging unit to store
data over the plant's life cycle.

3.2.1 Contact Interaction Challenges

One of the main challenges is the sub-centimeter precision required to insert a
small sensor (whose probe is 12x3x2 mm in dimension, shown in Fig. 3.2a) for
accurate data logging. The stalk diameter and probe length are of similar magnitude,
So it is important to precisely insert sensors near the vertical center of the stalk. If
the sensor is instead inserted near the edge, the insertion may not be deep enough to
fully immerse the sensor's two electrode pads into the stalk, leading to faulty sensor
readings. Examples of successful insertions are shown in Fig. 3.2 (b,c,e).

The variation of stalk shape and diameter observed in the eld make this required
precision di cult. For example, while some stalks have circular cross-sections, a large
portion have elliptical cross-sections, making the direction of insertion important. For
the purpose of monitoring crop nitrate concentration, it is ideal to insert sensors in
corn plants in the V4-V8 stages of the plant's life cycle [23]. The stage of a corn
plant is measured by the number of leaf collars: V4-V8 plants have four to eight leaf
collars, a stalk diameter between 12-40 mm, and are typically grown in 14-28 days.

An additional requirement for the sensor to properly monitor nitrate concentration
is to be placed in the pith region of the stalk, referred as the rst node typically 2-10
cm above the ground (Fig. 3.2d). The pith region does not structurally change over
the plant's growth cycle, allowing for consistent measurement from an embedded
sensor. In the grow-point region, however, the stalk contains layers of leaves that
continuously grow over the life cycle and thus force out the embedded sensor from
within the stalk. This requirement to operate in close proximity to the soil poses a
challenge: the terrain of a corn eld is highly uneven, and ditches and mounds may
collide with the robot arm.
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Another challenge is the high variation in corn plant spacing, as shown in Fig.
3.2e. Even when corn seeds are planted with a predetermined density on a seeder
machine, tillers (reproductive shoots growing upward from the same plant) and other
growing conditions lead to narrower or wider gaps between stalks.

3.2.2 Perception Challenges

These described variations in stalk shape and spacing also make perception di -
cult. As there are many occlusion in this unstructured environment, heuristics pose
estimation or detection methods are challenging [33]. Varying lighting conditions de-
pending on time of day also pose a challenge: as the robot traverses through corn plant
rows, the camera switches between facing east and west. In the morning and evening,
these viewpoints introduce problems with sun are or severe overcast shadows from
the stalks and the robot itself. Another challenge arises from the frequent occlusion
of stalks from nearby leaves, as shown in Fig 3.1. Lastly, targeting the near-ground
pith region is di cult as highly uneven terrain make vision-based height predictions
inaccurate|ground plane detection methods like RANSAC and image segmentation
were tested, but did not accurately identify ground height around the corn plants.

3.3 Robot Platform Overview

The robot platform consists of a six degree-of-freedom xArm robot attached to a
four-wheel-drive mobile platform with a custom end-e ector for the sensor insertion
task. The mobile base is built upon the commercially available Amiga platform which
allows for modular hardware adaptations to the required agriculture task as discussed
in [34]. Our mobile base is modi ed by adjusting the bar extrusion for width and
height according to the eld speci cations at Curtiss Farm, lowa, as shown in Fig.
3.3. The width of the mobile base (between left and right wheel centers) is set at 1.5
m to accommodate the 0.75 m corn row spacing. The height of the bottom of the
robot platform is set according to the expected corn plant height at the V4-V8 stages,
such that the robot's platform hovers above the two straddled corn plant rows.

All software for the robot runs onboard on the mini-ITX motherboard containing
an Intel i9 24-core 3 GHz CPU and an external RTX4070 GPU, enclosed in a weather-
resistant box. The platform is powered by two Lithium-ion batteries providing a
roughly 3 hour run-time in the eld.

3.4 Gripper Design
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Figure 3.3: Corn eld speci cation and key dimensions of the robot platform.

3.4.1 Design Motivation

As discussed in Sec.3.2, the main challenges for precise sensor insertion in the
eld are variation in stalk attributes (shape, diameter, spacing, and clutter) and
the actual contact interaction with the stalk. While there are visual methods to
reduce pose uncertainty such as multi-view pose estimation and visual servoing [35],
these approaches are less applicable in cluttered environments due to occlusion and
collision risks. Another approach to improve robustness for precision tasks is to
model the physical contact interaction between the gripper and the deformable stalk.
Previous works have shown plant interactions can be modeled analytically [7] or
learned [36], but face diculty in generalizing to the wide variations encountered
in the real environment. Instead, to achieve the required precision, we design the
gripper system to mechanically induce the alignment of the sensor and corn stalk
using funneled edges and spring-loaded compliance. For compactness, the gripper
utilizes only one linear actuator to push the sensor into the stalk.

3.4.2 Gripper Mechanism

To t between corn plants and insert sensors near the ground, the gripper is
compact, measuring 254 76 76 mm (L W H). The gripper contains an Intel
D405 stereo camera for stalk detection, a 50 mm stroke linear actuator for linear sensor
insertion, a spring-loaded V-sliding-block for compliance, and a rigid C-shaped funnel
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Figure 3.4: Custom gripper for senor insertion. The V-sliding block is actuated to
press against the stalk, compressing the spring and exposing the sensor.

piece (Fig. 3.4) for centering the stalk for insertion. The linear actuator's force of
90 N and stroke length of 50 mm were empirically determined to best address stalk
rigidity and diameter in a plant's V4-V8 stages.

The front end of the C-shaped funnel is designed as a wedge to traverse through
corn plant leaves while approaching the targeted stalk. In cases where the gripper
collides with the targeted stalk during the approach motion due to pose estimation
or motion execution error, the wedge also guides the stalk until it enters the funnel.
As the robot arm moves laterally to position the stalk inside the funnel, the funneled
edge comes in contact with the compliant stalk and guides it to the region precisely in
front of the V-sliding-block (Fig. 3.5). The linear actuator then pushes the V-sliding-
block to the wall of the funnel where the stalk is located. Because of the stalk's
compliance and roundness, as the V-sliding-block comes in contact with the stalk,
the stalk further aligns to the cusps of the V-sliding-block. Since the V-sliding-block
is spring loaded, upon contact with the stalk, the block slides backward, exposing the
rigid sensor to penetrate the stalk. This spring loading is critical, since the stalk is
further aligned by the V-sliding-block before the sensor makes contact. Without the
spring loaded compliance, the sensor would often initially prod the stalk o -center,
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