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Abstract
Imitation learning has achieved strong performance in sequential decision-making tasks,

but typically requires large numbers of expert demonstrations, has limited generalization
capability in unseen scenarios, and is challenging for laypeople without technical backgrounds.
This thesis introduces structured policies, a framework that integrates human domain knowl-
edge into imitation learning by using large language models (LLMs) to generate semantically
meaningful policy structures from natural language instructions while learning continuous
parameters from demonstrations. By explicitly encoding task-relevant latent variables and
their dependencies, structured policies focus on the essential causal structure of the expert
policy, improving sample efficiency, robustness, and interpretability. We first present Knowl-
edge Informed Models (KIM) that integrate expert domain knowledge and demonstrations
in a straightforward way, and demonstrated its sample-efficient and robustness in continuous
control domains such as Lunar Lander and Car Racing. We then present Interactive Policy
Restructuring and Training (INTERPRET), an interactive learning paradigm that allows end-
users to iteratively provide instructions and demonstrations to refine the policy. And we show
how it can learn dependable policies from laypeople through a user study. Together, the two
projects show that structured policy is a promising way to integrate symbolic knowledge and
continuous demonstrations for learning from human teachers.
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Chapter 1

Introduction

Imitation learning and its variants have demonstrated success in learning policies for autonomous driving
[35], table-top manipulation [15], and household tasks [28], among others. Yet, due to distribution mismatch
between expert trajectories and the states encountered during deployment [55], as well as increasing model
sizes, these methods often rely on a large number of expert demonstrations to learn a robust policy [87].
They also struggle to generalize to new camera poses, unseen distractor objects, and novel background
textures [85].

Furthermore, learning from laypeople poses additional challenges. The general public does not
necessarily know which types of demonstrations are better suited for imitation learning [66] or when
a learned policy is suf�ciently good to stop training [36]. In addition to the lack of machine learning
knowledge, the use of unfamiliar teleoperation devices can slow lay users by 4–7� when performing daily
tasks [83], and collecting large amounts of data can be cognitively tiring [69]. Existing work oriented
toward lay users primarily focuses on accounting for imperfections in human teachers [12, 37] or on
applications tailored to speci�c user groups (e.g., people with motor impairments) [54].

Despite the vast number of potential task variations, the underlying principles for solving a task often
remain the same. For example, when opening a door, the required motion depends only on the position and
type of the handle, as well as the expected opening direction of the door. Moreover, the opening direction
can be inferred from the location of the hinges. This general domain knowledge naturally re�ects the latent
features of the task and their relationships: direction is a latent variable that depends on hinge location,
and the speci�c motion depends on direction but not on other features such as color or size. It has been
shown that following such general knowledge enables zero-shot transfer to novel environments for tasks in
discrete domains [91].

Although it is relatively easy for domain experts, and even laypeople for everyday tasks, to explain
general ideas, it is challenging for them to specify detailed instructions, especially in continuous action
spaces. In addition, unstructured model architectures contain very little semantic structure, creating a
barrier between domain knowledge expressed in natural language and the internal representations of
learning models. As a result, existing work that integrates domain knowledge has largely focused on state
abstractions that highlight task-relevant features [59].

To leverage domain knowledge beyond state representations, we propose Structured Policies (Fig-
ure 1.1), which use the coding capabilities of LLMs to instantiate the entire structure of a policy while
relying on expert demonstrations to �t the unspeci�ed parameters within that structure (e.g., how much
to slow down when approaching a corner). This approach allows the model to determine not only which
input features to use, but also how latent variables are de�ned and computed. This semantically mean-
ingful structure offers two key advantages for learning from non-technical users. First, the sparsity of the
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“Speed up when
there is nothing
ahead”

“Slow down when
there is a corner
ahead”

“Steer into the direc-
tion of the track”

speed

angle

x position

current tile

next tile

curvature

speed target

steer target

gas

brake

steer

reconstruction loss

Figure 1.1: Overview of behavior cloning with general domain knowledge. We collect domain knowledge
from the expert (middle) in addition to demonstrations (top). An LLM translates this knowledge into the
structure of the policy (bottom) and behavior cloning is used to learn the parameters of the policy from the
demonstrations.

structure enables strategic interpretation of demonstrations, encouraging the policy to focus on important
features rather than demonstration imperfections. Second, because the policy structure has explicit semantic
meaning, an LLM can translate it into natural language and provide explanatory feedback to the human
teacher.

The key contributions of this thesis are threefold.

• We formally de�ne structured policies and illustrate how they can be trained using multi-modal input
from humans (Chapter 3).

• We demonstrate the ef�ciency and robustness of our approach in continuous environments with both
discrete and continuous action spaces using very few demonstrations (Chapter 4).

• We introduce an interactive learning paradigm in which users teach agents through multi-turn
instructions and demonstrations, and we verify its effectiveness through a user study targeting
laypeople (Chapter 5).
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Chapter 2

Related Work

2.1 Sample-Ef�cient Behavior Cloning

Data augmentation is a common technique to expand the coverage of expert demonstrations [2], often
through visual synthesis [89], local continuity assumptions [21], or time-reversal symmetry [14]. Extending
this line of work, other approaches learn a local model to guide the policy from unseen states to known
states [56] or learn a world model to improve generalization [40]. Another related direction uses state
abstraction to hide task-irrelevant features [59], preventing the policy from conditioning on them without
requiring data augmentation. Additional approaches include learning improved action representations [15],
building skill libraries to reuse previously learned behaviors [77], and instructing experts to demonstrate
failure recovery behaviors [7].

Unlike previous work that focuses mainly on sample-level operations, our work is most closely related
to [52], which improves sample ef�ciency by specializing the policy structure to the task and its relevant
features. However, instead of searching over a prede�ned architecture space or simply abstracting state
representations, we leverage expert domain knowledge to instantiate a neural network with a task-speci�c
structure that directly serves as the policy model.

2.2 LLM Assisted Policy Learning

Previous work has used the coding capabilities of LLMs to implement agent policies [91], represent world
models [73], generate reward functions [10], and translate underspeci�ed task descriptions into structured
representations [46]. However, the generated code is typically symbolic and relies on well-de�ned APIs
to execute policies. Such code is also largely static, allowing little room for post-generation adaptation.
Other approaches use LLMs to generate target action distributions [90] or reward signals [79] to train
smaller models. Unlike coding-based methods that can incorporate external knowledge, these sample-based
approaches rely solely on the pre-trained knowledge within the LLM.

Our work leverages the coding ability of LLMs while enabling parameter tuning after code generation.
This reduces the reliance on LLMs to produce a perfect solution in a single pass and allows the incorporation
of expert knowledge that may not be captured by the LLM.
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2.3 Knowledge Integration in Machine Learning

It is well established that integrating human knowledge can improve machine learning performance [19],
where such knowledge is often expressed through feature selection or task-speci�c invariances.

Before the widespread adoption of representation learning, models were trained using manually
selected features [6] or features chosen according to statistical criteria [30]. Although these approaches
have achieved strong performance in complex tasks such as autonomous driving [17], they typically modify
only the model inputs rather than the model architecture, failing to fully exploit the available domain
knowledge.

Other work has developed specialized architectures that encode task invariances, including SE(3)-
equivariant layers for tabletop manipulation [25] and drug discovery [67], as well as physics-informed
neural networks that enforce PDE constraints [78]. These methods require experts to possess both deep
domain expertise and engineering skills, and the resulting architectures are usually limited to a narrow class
of tasks.

In contrast, our approach leverages the coding capabilities of LLMs to implement general domain
knowledge expressed in natural language, making it more accessible to non-experts. Moreover, our
method constructs the architecture from the ground up, re�ecting both feature selection and the structural
relationships among features.

2.4 Interactive Learning from Human Feedback

Learning from Demonstration (LfD) aims to learn a policy by imitating expert actions [61]. Its three
primary challenges are: (1) the distribution shift caused by error accumulation [55], (2) the causal confusion
arising from conditioning on task-irrelevant features [18], and (3) the imperfect demonstrations provided
by human teachers [84].

Previous work has explored interactive teaching paradigms in which human teachers iteratively re�ne
the learned policy. These include trajectory relabeling [63] combined with shared autonomy [49] to reduce
human effort, imperfection-aware learning algorithms that detect and adapt to incorrect or inattentive
feedback [26, 37], and methods that incorporate diverse feedback modalities to improve query ef�ciency
[27].

Other work replaces the human teacher with an LLM [13, 79]. Our work is most closely related
to [60], which uses LLMs to incorporate semantic information. However, our approach additionally
enables instruction-guided policy structure generation, beyond feature engineering alone. Compared to
previous work on structured policies [92], we formulate agent learning as an interactive process, allowing
demonstrators to iteratively inspect and re�ne the agent's learned behavior rather than require perfect
demonstrations in advance.

2.5 Complementing Learning with Language

With recent advances in language encoders [80] and multimodal alignment [24], signi�cant effort has been
devoted to using language to augment learning in continuous embodied domains.

Several works align language with task speci�cations to leverage similarities between tasks [50, 86],
use failure trajectories to learn recovery behaviors [16], or align language with action primitives to enable
real-time user corrections [71]. Other approaches express actions in language and exploit the zero-shot
capabilities of LLMs to generate low-level commands through language-like code [74]. More recent work
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leverages LLM coding capabilities to translate language instructions into code for reward design [43, 51],
robot planning [44, 93], and policy structure generation [92].

Our work also follows the language-to-structure paradigm to improve the interpretation of demonstra-
tions. However, rather than relying on detailed domain expertise or precise environment speci�cations, our
method is designed to accept instructions from lay users who possess general task knowledge but cannot
fully specify all aspects of the policy.

2.6 Interactive Learning with Code Generation

To translate user intent into robot policies, many prior works have focused on making the programming of
AI agents more accessible. Some approaches provide interfaces that allow lay users to specify reinforcement
learning problems through graphical goal de�nitions [3, 88], generate �nite-state machines from instructions
[29], or inject constraints into tabular policies [8]. Others rely on program synthesis with prede�ned syntax
for web automation [23] or long-horizon robot planning [41, 58].

Our work is most closely related to [38], where policies are neuro-symbolic, with symbolic components
generated from instructions and numerical parameters learned from demonstrations. In contrast, we allow
the synthesized program to be any differentiable function implemented in PyTorch. This added �exibility
enables application not only to high-level action primitives but also to low-level, high-frequency continuous
control tasks.
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Chapter 3

Structured Policy

3.1 Formulation

Mathematically, a structured policy is a 4-tuplehV;P;E;Qirepresenting a connected, weighted, directed
acyclic bipartite graph where

• V is a set of nodes that each represents a feature (observed, latent, or action) that is part of the policy
decision-making process. They have semantic meanings and represent concepts (e.g., “target speed").

• P is a set of nodes that represents operations instances (e.g., linear combination, constant, min, etc.).
In the most general setup, an operation can be both differentiable or non-differentiable.

• E : fhui ;vi i 2V �P[P�Vg is a set of edges that represents the causal connections between variables
through operators.

• Q : E ! R is a set of weights associated with each edge. They represent the connections between
features (e.g., one feature has a strong causal effect on another).

Typically, the structure is sparse (i.e.,jEj is linear tojV j) since only variables that are causally related will
be connected. This takes advantage of the sparsity in many tasks [52], has fewer parameters to optimize,
and is less susceptible to causal confusion [18]. An example structure for maintaining a constant speed is
shown in Figure 3.1. Note that both the observation spaceO and the action spaceA are subsets ofV. To
simplify the notation, we use JaK:= hV;P;Ei to denote the symbolic structure of the policy.

During inference time, we �rst assign the values of the observed features in the observationo, then
iteratively compute the value assignment of each feature node and operator along the edges. Speci�cally,
the out (head) value of each edge e = (x;y) 2 E is

eout = Q e � xout (3.1)

Each non-constant operatorp 2 P takes in the values of the edges that go into it and applies its operation
on them:

pout = p(e1out;e2out; � � � ), where ei 2 f(x;y) 2 E j y = pg (3.2)

Each non-observed featurev 2 V nOhas exactly one edge that goes into itev and its value is the same as
that edge's head value The latent features are like conceptual placeholders and are not learnable themselves.

vout = evout (3.3)

As the graph is connected and the initial values ofO are set from the observation, it is guaranteed that
all nodes will have a value assignment from the value propagation. When all feature nodes inA have an

7



P1:
const = 1 P2:

f (x;y) : x +y

P3:
relu()

P4:
relu()

O1:
current speed

L2:
desired speed L3:

speed diff

A4:
accelerate

A5:
brake

Q1 = 60

Q2 = �1

Q3 = 1
Q4 = 1

Q5 = 1

Q6 = �1

Q7 = 0:1

Q8 = 0:1

Figure 3.1: A minimal example of a structured policy representing a proportional controller that maintains
a constant “desired speed". Solid boxes are variables in V (marked with observation O, latent L, or action
A) and dashed boxes are operators inP. WeightsQ are associated with the edges. During inference, if the
observed “current speed" isO1 = 40, then we propogate the valuesP1 = 1;L 2 = 60;P2 = 20;L3 = 20;P3 =
20;P4 = 0;A4 = 0:2;A5 = 0, and the output action is â = [0:2;0]T .

assigned value, they will be reconstructed into the action vector â. We denote this process as

â := p hJaK;Qi(s) (3.4)

3.2 Structure Generation

In theory, a structured policy, along with its parameter values, can be directly coded by an expert (e.g., the
heuristic-based policy in the Lunar Lander task [75]), but doing so manually is typically time-consuming.
Therefore, to enable more scalability, it would be bene�cial that the structure of the policy be generated
from natural language descriptions and that the parameters be learned from a few demonstrations, which are
easier to acquire from an expert. In practice, a structured policy is implemented as a PyTorch model [57]
where the compute graph represents the structure and the parameter can be updated by gradient descent.
Therefore, the structure generation task reduces to a code synthesis task.

We take advantage of the zero-shot and few-shot code generation capabilities of LLMs to generate
policy structures. Speci�cally, when the human teacher provides very detailed domain knowledge, zero-shot
LLM prompting is used to generate policy structures that are entirely based on the given information. But
when human instructions are sparse, we include an additional example of domain knowledge and policy
structure pair to prime the LLM to �ll in the missing instructions �rst, before completing the entire policy
structure. The detailed zero-shot and few-shot prompting strategies are illustrated in Sections 4.1 and
5.1 respectively. Regardless of whether examples are provided, the system promptS remains constant
and de�nes the chain-of-thought [81] prompting strategy that leads the LLM to better generate the policy
structures. Speci�cally, the LLM is instructed to do the following steps:

1. Extract all relevant features from the instructions. This formalizesV in the policy structure, resulting
in a list of variable names and shapes such as

* tiles (float32, shape=(B,L,7)) - input
* tile_theta (float32, shape=(B,L))
* raw_steer (float32, shape=(B,))

2. Describe the structure in an English paragraph. The generated paragraph adds �ller content to the
instructions. For example, the instruction might say only “try to stay in the middle of the road", and
the LLM needs to complete the components on how that translates into the action of steering. For
instance, from the instruction above, the LLM generates:

“The policy computes summaries of the upcoming tiles (mean lateral offset and mean
relative heading, ...). It builds a raw steering command as a linear combination of these
summaries and the car's current heading. ...”

8



1 class RacecarPolicy(nn.Module):
2 def __init__(self):
3 super().__init__()
4 self.w_x = nn.Parameter(torch.tensor(0.30, dtype=torch.float32))
5 self.w_theta = nn.Parameter(torch.tensor(-0.40, dtype=torch.float32))
6 # more initialization omitted
7

8 def forward(self, tiles, indicators):
9 # other details omitted

10 raw_steer = (self.w_x * mean_tile_x) + (self.w_theta * mean_tile_theta) \
11 + (self.w_head * current_heading)

Listing 1: Example of a PyTorch model generated

3. Plan all the connections and operations. This formalizes P and E in the policy structure.

* raw_steer (B,)
- depends on mean_tile_x (positively correlated), mean_tile_theta (negatively

correlated), current_heading (negatively correlated)
- computed as w_x * mean_tile_x + w_theta * mean_tile_theta

+ w_head * current_heading
- no bias (zero inputs -> zero steer)
- w_x initialized positive (0.3), w_theta initialized negative (-0.4),

w_head negative (-0.2)

4. Generate the PyTorch model by assembling all components. The generated model is executable and
re�ects the instructions. An example is shown in Listing 1.

3.3 Parameters Learning

After the model structureJaKis set, we train the parameters using the standard behavior cloning objective
[61] to tune the parameters Q in the policy.

min
Q

Ehsi ;ai i2D L(a i ;phJaK;Qi(si)) (3.5)

In practice, we use grid search over the values for the parameters that do not receive gradient updates (e.g.,
the bounds of min/max functions). For each combination of the non-gradient parameter values, we use
gradient descent (e.g., with Adam [39]) to optimize the remaining parameters that receive gradient from the
loss function. By default, for the sake of simplicity, we use cross-entropy loss for discrete action spaces and
mean square error for continuous action spaces. Note that for continuous cases, it could be easily extended
to use negative log likelihood loss to handle stochasticity in the demonstrations. The combination (both
non-gradient and gradient) that achieves the least overall loss is kept as the �nal model parameter.

Unlike unstructured models (e.g., Multi-Layer Perceptron (MLP)) that bene�t from the “one-basin"
phenomenon [1] due to their structure symmetry, structure models are more likely to get stuck in a local
optima. However, since the latent variables in structured policies have semantic meanings, we can instruct
the LLM to pre-�ll their values to show the overall positive and negative causal relationships between
different latent variables. It is also possible for human teachers to directly set the value of the parameters
based on their prior knowledge. Empirical results have shown that initializing the parameters to re�ect the
sign of the causal relationships, without being very accurate, is suf�cient for a stable learning process.

9



The parameters can also be learned with critic-free reinforcement learning algorithm such as GRPO
[70] or more general evolutionary strategies [64] when there are no demonstrations but have rewards from
the environment. But in this thesis we focus on learning from experts and defer reinforcement learning to
future work.
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Chapter 4

Learning from Human Domain Experts

4.1 Knowledge Informed Models

Observation Space Semantic Latent Space Action Space

angle q

ang. vel. w

hor. pos. x

hor. vel. Vx

vert. pos. y

vert. vel Vy

L leg cont.

R leg cont.

ang. tgt.

ang. thresh.

vert. pos. tgt. air

in air maskNOR

abs

clip
MASK

MUX
vert. pos. adj.

slow down adj.

ang. adj.

base prob. No Action

Left Engine

Right Engine

Main Engine

Figure 4.1: Illustration of the Knowledge Informed Model for the Lunar Lander environment generated by
GPT. Each box represents a variable, with the white boxes representing latent variables and the gray boxes
representing tunable parameters in the model. Arrows represent the dependencies between variables and
each has an associated learnable weight. The oval shapes represent non-linear operations. By default the
value of latent variables is a linear combination of the variables that it depends on.

The most straightforward way to utilize a structured policy is to collect domain knowledge and
demonstrations from experts, use the knowledge to generate the policy structure, and use the demonstrations
to train the parameters, all in one process. In this case, We assume access to domain knowledgeK from
an expert in natural language that describes the high-level ideas that guide the demonstrationsD. This is
attainable, as previous works have shown that humans typically construct simpli�ed mental representations
during problem-solving [34], so they should also be able to articulate the general knowledge used to
perform the demonstrations.

In practice, we collect the general description of the strategy used by the expert, the feature space, and
the action space of the task, and any additional information about the environment that might be useful. We
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can instantiate a policy structure based on the general knowledge provided using an LLM. That is,

JaK  LLM(S +K) (4.1)

where S is the system prompt.
We name these models Knowledge Informed Models (KIM). Figure 4.1 shows an example of a model

structure generated for the Lunar Lander task. The prompts that were used to generate this model can be
found in the Appendix. Note that here we do not include any examples in the prompt and fully leverage the
zero-shot coding capability of the LLM.

4.2 Experiments

We experiment with Lunar Lander and Car Racing environments in Gymnasium [75], covering both discrete
and continuous action spaces. We used gpt-4o-2024-11-20 as our LLM for the experiments.

Lunar Lander

The objective of the Lunar Lander task is to control the engines of the lander to perform a soft landing on
the landing pad (an illustration can be found in Figure 4.1). The observation space is the horizontal position
and velocity, the vertical position and velocity, the angular position and velocity, and whether each of the
landing legs is in contact with the surface. The last two features of the landing legs are binary, while the
others are continuous. Each new episode has a different random initialized starting con�guration. The
action space is discrete, consisting of doing nothing or activating one of the left, main, or right engines. The
episode ends if the lander lands safely, crashes, or runs out of fuel after1000steps. Typically, a successful
landing can be achieved in around 200 steps.

We use the heuristic policy de�ned in the Gymnasium package as the expert policy that generates
demonstrations. This policy achieves around89%success rate in the environment; however, we keep only
the successful episodes as demonstrations for training. We manually describe the strategy of the heuristic
policy as the expert general knowledge and use it to prompt the LLM for KIM generation. The prompt can
be found in the Appendix.

For the baseline condition, we use an MLP and formulate it as a classi�cation problem with cross-
entropy loss, where the objective is to predict which action the expert policy is going to perform given all
of the features of a state. For both conditions, we randomly sample20%of the demonstration steps as the
validation set, and keep the model parameters with the least loss in the validation set for evaluation.

Car Racing

The objective of the car racing task is to complete a winding track as fast as possible (an illustration is
provided in Figure 4.2 left). The track is de�ned by a sequence of tiles that span from the left of the track
to the right. The reward is de�ned as

1000 �N �0:1 �T (4.2)

whereN is the percentage of tiles on the track covered in steps1000andT is the number of time steps
taken to complete the track (or truncated to1000if the car runs out of time). A tile is covered if at least
one of the wheels is in contact with it. In addition to the �rst1000steps, after recording the reward for
the environment, we continue running the environment for another2000steps to collect the maximum
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Figure 4.2: Environment rendering for the participant (left) and state representation for the policy (right).
The coordinates for subsequent tiles are omitted due to space constraints.

coverage of the track for a policy. Empirically, this is suf�cient to wait for the policy to �nish the track at
least once.

The original environment features an image-based observation space. To bypass the perception
challenges, we use a basic representation (shown in Figure 4.2 right) where each state is de�ned by a
sequence of tiles (their mid-point coordinates, angular heading, the difference in coordinates and headings
compared to the previous tile, whether the tile has a corner marker) that makes up the visible tracks in the
current frame and the current state of the race car (including current speed, direction or steer, value of the
gyroscope, and ABS sensors on each of the wheels). Each new episode features a new track layout. The
action space is continuous and consists of the steering of the race car, the engagement of the gas pedal, and
the engagement of the brake pedal. The gas pedal acts only on the rear wheels while the brakes are on all
wheels. The exact dynamics of the race car are unavailable to the human expert and the model.

In this environment, the domain knowledge and demonstration trajectories all come from a human
researcher who has interacted with the environment extensively. Speci�cally, the actions are collected using
a Logitech controller for continuous actions while the researcher is looking at the rendering shown on a
screen. A total of200demonstration episodes are collected through multiple sessions. This setup re�ects
the real-world scenario where the same expert provides the domain knowledge while giving demonstrations
that correspond to the domain knowledge. Since there are human errors during execution, inconsistencies
between different sessions, and discrepancy in the perception modalities (i.e., the policy takes in low
dimensional input while the human expert operates on images), there will be noise in the demonstration
provided, further resembling real-world settings. All demonstrations achieve perfect coverage (i.e., the race
car never goes off the track), and have an average reward of 913:5.

The baseline condition is an MLP that takes the same basic representation as input. Its learning objective
is to minimize the mean squared error between its output and the expert action in the demonstration set.
Similar to the previous environment,20%of the demonstrations are reserved for validation while the rest
are used for training in both conditions.
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Figure 4.3: Success rates in the Lunar Lander task, evaluated on100random start states per session. The
error bars in the plot show the95%con�dence interval estimated by20 sets of demonstration episodes.
Asterisks denote the statistical signi�cance levels of paired t-tests (* for< 0:05, ** for < 0:01, and *** for
< 0:001).

4.3 Results

Structured Policy Enables Better Learning Ef�ciency

Figure 4.3 shows the success rate in the Lunar Lander task between using KIM and the baseline neural
networks of two different sizes (the number of parameters are listed in the legend). The �gure shows that
given a �xed number of demonstrations, KIM, with only15parameters, achieves a20%+ higher success
rate than the small NN that has a similar number of parameters and a7%+ higher success rate than the
larger NN that has25x more parameters. This shows that given the same demonstrations, KIM learns a
more robust policy. All but one pair of comparisons show statistical signi�cance in a paired t-test where the
pairing is based on having the same set of demonstrations.

Figure 4.4 shows the reward comparisons between KIM and a neural net in the Car Racing task. It
shows that starting from as few as2 demonstrations KIM yields good performance and low variance. This
attributes to KIM having very few parameters organized in a semantically meaningful structure and is thus
more robust to imperfect demonstrations. When there are more demonstrations, KIM still outperforms
the baseline (which has200x more parameters) with statistical signi�cance. Overall, the plots show that
despite the demonstrations and the provided general knowledge may not be perfectly aligned, using the
knowledge to instantiate the model still leads to better performance.
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Figure 4.4: Reward in the Car Racing task, evaluated on100random tracks per session. The error bars in
the plot show the 95% con�dence interval estimated by 10 sets of demonstration episodes.

Structured Policy Yields Better Robustness

To evaluate how well KIM does in noisy settings, we randomly corrupt its output with a Gaussian noise
when it is interacting with the environment. That is,

anew � N (a pred; noise_level � I) (4.3)

Note that in this setting the models are still trained with expert demonstrations captured in a noise-free
environment. The noise is only added after the model is trained.

Figure 4.5 shows the comparison between KIM and the baseline (using the10models trained on10
demonstrations each in the previous section) in environments with different noise levels. It shows that as
the noise level increases, the performance of the baseline condition degrades much more drastically than
KIM. In particular, KIM can still retain around65%of the reward even with considerable noise (the action
space is[�1;1] and the Gaussian noise has a standard deviation of0:2). This illustrates that optimizing
with respect to general domain knowledge makes the policy less brittle.

The high variance in the neural net baseline learned with2 demonstrations is partially caused by the
learned model losing control of the race car and swirling off the track.

Figure 4.6 shows an example where the baseline condition loses control while KIM steers the race car
to stay on the track. This is because the knowledge of “don't steer too drastically when accelerating" is
crucial for driving the rear-wheel drive race car in this domain, yet is only implicitly illustrated through
the expert demonstrations. As a result, when the demonstrations are not suf�ciently indicative of this, an
unstructured model may miss this constraint, leading to catastrophic outcomes, especially if no expert
demonstration illustrates how to regain control after losing traction.

However, KIM provides another channel (i.e., the general knowledge in natural language) for the
expert to pass knowledge to the learning model. Furthermore, these domain constraints are enforced by the
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Figure 4.5: Reward in the Car Racing task with different levels of action noise, each evaluated on100
random tracks per session. The error bars in the plot show the95%con�dence interval estimated by10
sets of demonstration episodes. Each model is trained with 10 demonstration episodes.

1 steer_control = (
2 self.steer_weight * (target_heading - current_heading) * (1 - current_speed)
3 )

Listing 2: Code snippet generated by GPT on steering control

structure of the model such that it is more robust to imperfect demonstrations. Therefore it can navigate the
corner much more smoothly. Listing 2 shows the structure that is informed by the following instructions:

the output of steering should be scaled based on the current speed such that when speed
approaches 1 the steer magnitude should approach 0.

The full prompt and model can be found in the Appendix.
We observe a similar case where the race car driven by KIM follows the center line more closely,

following the expert's instructions, while the baseline neural network takes the corners more tightly (Figure
4.7). This helps explain why KIM is more robust to action noise, since it is less likely to leave the track.

Additional Comparisons

Table 4.1 shows the ablation on different settings of KIM in the two environments. It examines the different
design decisions used.

The human-generated code condition is where the code generated by GPT is replaced with code
generated by a human researcher given the same prompt. Overall, the codes generated are very similar and
hence the performance is similar in both tasks. The differences in the code implementation are very subtle.

16



KIM (Ours)

MLP

Figure 4.6: Qualitative samples from the neural net baseline (red) and KIM (blue) in the same starting
condition. The two models are trained on the same set of2 demonstrations. The positions of the race car
are captured with a �xed time interval in between. The baseline over-steers and loses control while KIM
corrects the heading of the race car.

For example, the human-generated code setbias=False for the linear layer for adjusting for steering
because by default the race car should go straight. However, GPT did not make use of this information
and de�ned the linear layer with bias. Details like this likely lead to a slightly smaller variance in the
human-generated code condition.

On the other hand, there is a distinctive difference between having pre-�lled initialization values for
the parameters and not. In the random initialization condition, all parameters are sampled from a standard
normal distribution. The result shows very high variance, con�rming that the optimization space for
KIM does not have the “one basin" phenomenon [1] that helps optimize typical unstructured models. So
prompting the LLM to analyze the relationship between latent variables is vital for performance.

Additionally, KIM performed slightly better than the expert demonstration in the Car Racing environ-
ment. This is likely due to the imperfections in the human demonstrations and KIM's ability to �lter those
imperfections in the demonstrations based on general knowledge, which is hard for an unstructured model
as it treats all demonstrations equally.
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KIM (Ours)

MLP

Figure 4.7: Stability comparison between the two conditions. Both models are trained on the same set of
10 demonstrations. The baseline takes the corner very tightly (it is on the curb in the yellow box) while
KIM is closer to the center line. Despite traveling for a longer distance, KIM takes less time to navigate
through the two corners.

Lunar Lander Success Rate " Car Racing Reward " Car Racing Coverage "

Structured Policy 0:891 (�0:184) 921:631 (�10:251) 1:000 (�0:002)

w/ human-generated structure 0:880 (�0:086) 922:048 (� 7:892) 1:0 (�0:0)

w/ random initial parameters 0:702 (�0:390) 824:371 (�79:916) 0:999 (�0:005)

Expert policy 0:890 913:498 (�10:86) 1:0 (�0:0)

Table 4.1: Comparison of KIM in different settings. KIMs are trained with10 demonstrations. For the
Lunar Lander environment, the success rate is computed among100randomly initialized con�gurations.
We learn10models each trained with a different set of demonstrations to estimate the mean and standard
deviation of success rates. For the Car Racing environment, the mean and standard deviation are evaluated
on 100 randomly initialized track layouts for a single model.
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Chapter 5

Interactive Learning with Laypeople

In the previous chapter, we assumed access to a very detailed description of the strategy used for each
task. This could be very cumbersome for a layperson to come up all at once [4], especially if they do not
know what to expect from the AI agent and are not familiar with the underlying mechanism of the learning
process. Therefore, in this chapter, we illustrate an interactive learning process in which the user teaches
and inspects the agent through multi-turn multi-modal interactions (Figure 5.1).

5.1 INTERPRET: Interactive Policy Restructuring and Training

Agent

Formally, each agent instance is a4-tupleA i = hI i ;D i ;JaKi ;Qi i , whereI is the current set of instructions
(e.g., “slow down before turns"),D is the current set of demonstrations, andJaKi is as de�ned above for
the policy structure.

Policy Training

Given a structureJaKi and a set of demonstrationsD i , we can train the weights using the standard imitation
learning objective [61] as explained in Section 3.3:

Q̂i = Train(JaKi ;D i) := argmin
Q

å
s;a2Di

jja � p hJaKi ;Qi (s)jj (5.1)

As grid-searching over all potential values for the non-gradient parameters can be very computation
heavy, we restrict the policy structure to contain only gradient-receiving parameters by prompting the LLM
to only use differentiable operations.

In the multi-turn formulation, the user may give a new demonstration or remove a previously given
demonstration. Upon receiving a new demonstration D, the agent is updated with

D i+1 = D i [ fDg (5.2)

A i+1 =


I i ;D i+1 ;JaKi ;Train(JaKi ;D i+1 )

�
(5.3)

Similarly, for removing a demonstration, we have the following.

D i+1 = D i n fDg (5.4)

A i+1 =


I i ;D i+1 ;JaKi ;Train(JaKi ;D i+1 )

�
(5.5)
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Figure 5.1: Interaction modes in INTERPRET. There are four modes of interaction: 1) Human teacher gives
an instruction and the agent restructures its policy representation; 2) Human teacher gives a demonstration
and the agent trains the weights in its policy; 3) Agent re�ects its current strategy and the human teacher
updates their instructions; 4) Agent demonstrates its policy and the human teacher knows what to teach
next time. The user repeatedly interacts with the agent until they are satis�ed with its performance.

Policy Restructuring

Given a set of instructionsI i , we want to generate a policy structureJaKi that follows the instructions and
performs well in the task domain. As it is likely that a layperson would not fully specify all the details of
the policy structure, we rely on the existing world knowledge in LLMs to make sensible design choices.
Essentially, the structure will be based primarily on the instructionsI i , but the LLM is expected to �ll in
with its own knowledge and use its coding capability to translate it into an executable model.

To accommodate diverse instructions from laypeople, we increase robustness using chain-of-thought
prompting [81] and in-context learning [22]. Speci�cally, the LLM is provided with an example of an
instruction-model pair (I Lander;JaKLander) in a completely different task of Lunar Lander [75]. This makes
use of the few-shot learning capability of LLMs and is expected to generate responses that follow the
instruction better [47].

Having an intermediate step describing the structure in English has been empirically shown to improve
the quality of the generation [91]. Therefore, the query process is as follows.

JaKi = Restructure(Ii) := LLM(S + I Lander+JaKLander+ I i) (5.6)

Where+ is message concatenation andS is the system prompt that explains the input and output format to
LLM, chain-of-thought steps, task-agnostic speci�cations such as the differentiability constraints, etc.

Upon receiving a new instruction I, the agent is updated with

I i+1 = I [ fIg (5.7)

JaKi+1 = Restructure(Ii+1 ) (5.8)

A i+1 =


I i+1 ;D i ;JaKi+1 ;Train(JaKi+1 ;D i+1 )

�
(5.9)

Similarly, for removing an instruction, we have the following.

I i+1 = I i n fIg (5.10)
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Strategy Summary and Rollouts

During the structure generation process, an English description of the structure is already generated as an
intermediate step, and it is closely tied to the generated PyTorch model. Therefore, we can directly display
it as a summary of the agent strategy. The summary only re�ects the structure of the policy along with
some constants. It gives the user an idea of what features are being considered for which aspects of the task
and how they are being connected.

For rolling out the policy, the user can pick whatever starting con�guration they are interested in, and
the agent deterministically selects an action based on its policyphJaK;Qiand keeps choosing actions based
on the new observation received. This process demonstrates the overall behavior of the agent.

5.2 Study Setup

Car Racing Environment

Again, we used the low-dimensional variant of the car racing environment (Figure 4.2) in thegymnasium
package [75] for our experiment. The task is chosen for two main reasons: 1) driving is a common task
with which most people have prior knowledge, and 2) driving well on an unfamiliar simulator is hard for
most laypeople, re�ecting the challenge of giving optimal demonstrations in many real-world tasks.

The human participants see an image rendering of the environment and give demonstrations using a
gamepad controller for continuous action input (Figure 4.2 left). The main objective of the car racing task
is to �nish the track as quickly as possible. To make the evaluation more intuitive for laypeople, we use the
effective average speed given a time cutoff tcutoff as the evaluation metric instead of the reward de�ned by
the environment

EAStcutoff =
min(Ntotal;Ncutoff)
min(ttotal; tcutoff)

(5.11)

Wheretcutoff is the maximum time for the policy to run,ttotal is the total time used to complete the entire
track, Ncutoff is the number of tiles covered before the cutoff time, and Ntotal is the total number of tiles on
the track. Consistent with the default setting [75], we usetcutoff = 1000 steps (40s) andNtotal = 1000. We
will use “Average Speed" (AS) to represent EAS1000 for the rest of the paper.

The study has two conditions: 1) the experimental condition, where participants are allowed to give
instructions in addition to demonstrations and the model is trained with INTERPRET, and 2) the baseline
condition, where participants provide only demonstrations and the policy is represented by a multilayer
perceptron (MLP) [33]. In both cases, the policy is trained with the same training con�guration (learning
rate, batch size, etc.)

Study Protocol

39 participants were recruited through �yers and a posting in a designated research participants pool.4
of the participants did not complete the study for personal or model-unrelated technical reasons, and1
participant was removed as their performance deviated more than three standard deviations from the general
mean among all participants (N = 34;M = 49:303;SD = 13:581). The removed participant had an average
speed of7:288, and their trained policy was worse than a constant policy that only steered left (average
speed7:688). There are19 female participants and15 male participants, ranging from18 to 44 years of
age. 29 out of 34 participants reported “minimal or no experience in developing AI algorithms".
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Figure 5.2: Interface used by the participants. They give demonstrations using a game pad controller. They
can also review and edit the demonstrations listed on the left and instructions listed on the right.

Upon arrival, participants were instructed to complete a consent form and a background survey before
starting the study. Then a practice interface was shown to get them acquainted with controlling the race
car with the gamepad controller. In this stage, the track layouts are randomized so that the participant
can practice general driving with the controller instead of over�tting to a speci�c track. The participant
had to cover90%of the track and achieve an average speed of42 to pass a lap. They had to pass3 laps
consecutively to pass the practice session or attempt it20 times before they could move on. This process
took around 4 minutes, on average, with a standard deviation of 3 minutes.

After practicing, the participants moved on to teaching the agent to drive using the interface in Figure
5.2. The same track layout was used for both giving demonstrations and evaluating the learned policy's
performance. The participant could choose the initial position, orientation, and speed of the race car if they
wanted to increase the diversity of their demonstrations or to see how well the learned policy performed
under different conditions. This allowed participants to provide targeted demonstrations similar to DAgger
[63]. During the study, we found that some participants took advantage of this setup and gave multiple
individual demonstrations on different segments of the track because they were unable to reliably �nish the
entire track.

Participants were allowed to provide as many demonstrations (and instructions under the experimental
condition) as they wanted, and there was no limit on the number of policies that they could train. They
could also test their trained agent with any starting con�guration on the track for unlimited times. However,
they were required to test it at least four times to thoroughly evaluate their agent before stopping teaching.
To incentivize participants to try their best to train policies, we provided up to$5performance-based bonus,
in addition to the$15base compensation, which depended on the average speed of their learned policy
starting from rest and at an unknown position on the same track. On average, participants received$18
total compensation for both conditions.

After the participants submitted their �nal policy, they were instructed to complete a survey on system
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Figure 5.3: Average speed in nominal condition

Figure 5.4: Number of demonstrations used

usability [9], the expectation of how the agent performs on different tracks, and some qualitative feedback on
their experience. During that time, their agent was automatically evaluated to determine their compensation.
At the end of the study, the participant was debriefed.

Hypotheses

We hypothesize that having an instruction-instantiated structured policy helps to interpret demonstrations
more effectively. Therefore,

H1: INTERPRET needs fewer demonstrations to achieve similar performance;
Furthermore, we hypothesize that given the structured policy space, INTERPRET is more robust, compared
to the baseline, to different use cases beyond those in which participants trained. Speci�cally,

H2: INTERPRET performs better on unseen tracks;

H3: INTERPRET performs better in edge cases starting con�gurations on the seen training track;

H4: INTERPRET performs better on the seen training track with action noise;
Also, we collect user's perceived performance to complement the single-factored quantitative evaluation.
As the instructions complement potentially imperfect demonstrations, we hypothesize that

H5: Users perceive INTERPRET to perform better than them;
Finally, since most laypeople can think of some general instruction for driving easily, we hypothesize that

H6: The usability of INTERPRET is no worse than the baseline.

5.3 Results

Data Usage for Training

Figure 5.3 shows the average speed of the trained policies in nominal con�guration (seen track, no
noise, starting at the center of the track with initial speed40). The Welch t-test [82] shows no evidence
suggesting that the mean of INTERPRET (n = 17;M = 51:488;SD = 11:119) differs from the baseline
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Figure 5.5: Average speed per run across different conditions

(n = 17;M = 49:591;SD = 12:364) with t(31:65) = �0:470; p = 0:641 . A further two one-sided test
procedure [68] indicates that the two groups are equivalent with bounds�9 (p = 0:0439). This veri�es
that participants from both conditions have similar stopping criteria and achieve similar performance in
nominal con�gurations.

Figure 5.4 shows the number of demonstrations given by the two groups to achieve that performance.
The Welch t-test shows that INTERPRET requires fewer demonstrations (n = 17;M = 5454:529;SD =
3315:882) than baseline (n = 17;M = 9699:118;SD = 6233:427) with signi�cance (t(24:38) = 2:479; p =
0:020). This supports H1 that INTERPRET is more sample ef�cient.

Robustness of Trained Policies

To test for the robustness of the �nal learned policies, we took the submitted policy for each participant
and evaluated them under different conditions. Speci�cally, the “Unseen Track" condition consisted
of 10 unseen tracks, each with47 starting con�gurations that varied the initial speed, orientation, and
position of the race car; the “Seen Track, Edge Case Starts" condition consisted of46edge case starting
con�gurations on the training track; and the “Seen Track, Noisy" condition started with a nominal initial
position but introduced action noise (at2 levels) to the policy rollout. This resulted in a table of shape
N � (10 �47+46+2).

We used a linear mixed-effect model [45] where the algorithm and condition are the main effects, and
the participant ID and the track ID are the random effects:

AS � b 0 +b 1 �Method +b2 �Condition+b3 � (Method �Condition)+u p +v t +e (5.12)

whereMethod is categorical with2 values (0 for the baseline and1 for INTERPRET),Condition is
categorical with3 values (the three evaluation conditions),b� are linear coef�cients,up is the intercept for
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Figure 5.6: Users' expectation for the trained AI

each participant,vt is the intercept for each track ande is noise. This accounts for the differences in the
participants' pro�ciency in using the controller and the dif�culty of each track. We useb31 to represent the
coef�cient of INTERPRET in “Seen Track, Edge Case Starts" condition andb32 for INTERPRET in “Seen
Track, Noisy" condition.

Using the Wald test for contrasts [76] and Holm-Sidek correction [72], the results (Figure 5.5)
support all hypotheses H2-4: INTERPRET outperforms the baseline in “Different Tracks" (contrast
b̂ = 8:096;SE = 3:196;CI95% = [1:833;14:359];z = 2:533; p = 0:0113; pHolm-Sildek = 0:0335), in “Same
Track, Edge Case Starts" (contrastb̂1 + b̂31 = 8:461;SE = 3:839;CI95% = [0:936;15:985];z = 2:204; p =
0:0275; pHolm-Sildek= 0:0401), and in “Same Track, Noisy" (contrastb̂1+ b̂32 = 11:027;SE = 4:788;CI95%=
[1:644;20:411];z = 2:303; p = 0:0212; pHolm-Sildek= 0:0421). This shows that INTERPRET is signi�cantly
better than the baseline in all conditions.

User Perception

Figure 5.6 shows the' perceived performance of the trained policy by the users. For the seen track, the
INTERPRET result is mostly positive with an outlier who rated1, so the distribution is highly skewed
and does not meet the normality assumption (Shapiro-Wilk normality test returnsp = 0:0019) Therefore,
a Mann-Whitney U test is used to compare the two distributions and shows that user perception in the
INTERPRET condition (n = 17;M = 5:353;Mdn = 5:000;SD = 1:412) is higher than baseline (n = 17;M =
4:294;Mdn = 5:000;SD = 1:611) with signi�cance (U = 86:0; p = 0:0393). However, for unseen tracks,
users' perception of the learned policy is similar between INTERPRET (n = 17;M = 4:529;SD = 2:004)
and baseline (n = 17;M = 3:941;SD = 1:952), and there is no evidence suggesting that there is a difference
(t(14:16) = �0:979; p = 0:344 ) based on a Welch t-test. This shows partial support for H5. In particular,
it shows that although users recognize the better performance of policies trained by INTERPRET, they
cannot identify the key features that allow it to be generalized to other unseen scenarios.

A one-sided Welch t-test con�rms H6: INTERPRET (n = 17;M = 27:765;SD = 2:969) is not worse
than the baseline (n = 17;M = 27:824;SD = 2:856) with signi�cance (t(31:95) = 0:059; pone-sided=
0:0235) on the system usability scale (SUS) [9] reported by the participants (Figure 5.7). Addition-
ally, no evidence suggests a difference in completion times (in minutes) between INTERPRET (M =
35:919;SD = 12:082) and baseline (M = 28:489;SD = 14:138minutes),t(31:24) = �1:647; p = 0:110 .
This shows that despite having to think about and articulate some driving instructions, it did not affect the
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Figure 5.7: Users' rating on system usability

Figure 5.8: Performance increase among participants using INTERPRET. Shaded area denotes95%
con�dence interval.

overall usability of the teaching system.

5.4 Analysis

Improvement through Interactions

We evaluated all the policies trained by each participant using INTERPRET on the seen track at the nominal
starting position (Figure 5.8). To test whether the improvement has statistical signi�cance, we �t another
linear mixed-effect model with the index of each trained policy as TrialID:

AS � b 0 +b 1 � TrialID+u p +e (5.13)

The Wald test shows that INTERPRET' performance improves as the number of interactions increases
(contrastb̂1 = 1:212;SE = 0:412; CI95% = [0:404;2:020];z = 2:940; p = 0:00328). This shows that inter-
action is important for policy training. Intuitively, this attributes to the users being able to give targeted
demonstrations or instructions after receiving feedback from the agent.
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Figure 5.9: Distribution of instruction lengths

Handling Diverse Instructions

1 # (irrelevant instructions and code omitted)
2 ### Participant A ###
3 # Instruction: never leave the road
4 denom = self.track_half_width + 1e-6
5 off_track = torch.clamp ( ( abs_x - self.track_half_width ) / denom, 0.0, 1.0 )
6

7 ### Participant B ###
8 # Instruction: move car forward, keeping car on black race track
9 offtrack = torch.clamp (

10 ( torch.abs(closest_x) - self.track_half_width ) / self.track_half_width , min=0.0, max=1.0
11 )
12

13 ### Participant C ###
14 # Instruction: If on the edge of the track, move over so as to not go off the track
15 edge_proximity = torch.relu ( torch.abs(nearest_x) - self.track_half_width )

Listing 3: Examples of latent variables generated

LLMs have been shown to sometimes be very sensitive to prompt changes - minor paraphrasing of
prompts may lead to drastically different outputs [65]. Therefore, it is important to investigate how robust
it is in handling the diverse languages used by participants.

Figure 5.9 shows the distribution of the number of tokens in the instructions given by the participants.
On average, each user uses55 tokens, which is a90%reduction from previous work that requires detailed
instructions [92]. This highlights the user friendliness of INTERPRET. The provided instructions cover a
wide range of styles (the following instructions are copied verbatim from the users' input):

Terse and Abstract: “Stay within the grey track”

Terse and Speci�c: “Desired speed is 70.”

Verbose: “when turning prioritize the middle of the road rather than the inside of the bend. this will
limit your chances of hitting grass. in general, try to stay in the middle of the road since you are
surrounded by grass”
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Figure 5.10: UMAP visualization of the user instructions in the sentence BERT embedding space. Color-
coded by participant ID.

Second-person: “speed up to go as fast as you can”

Third-person: “Keep the car straight on a straight road”

Typo: “Turn a corner”
Except for a few common instructions such as “stay on the road" and “slow down at turns", most instructions
appear only once. This is also shown by the lack of clusters in Figure 5.10, which is a visualization of the
instructions in the sentence BERT [62] embedding space using UMAP [53].

Listing 3 shows examples of the generated models having the same latent variable representation from
syntactically different instructions. This shows that INTERPRET can correctly identify key latent features
and is robust to variations in the expression of instructions. Meanwhile, Listing 4 shows that the generated
model correctly mirrors the user's instruction of “brake proportional to ..." by using a multiplication
function directly on the output action space (participant D), and it also explicitly modeled the desired speed
when the instruction focuses on the speed of the car instead of a speci�c action (participant E). This shows
that it can capture the nuances and follow the instructions closely instead of returning the same model for
all instructions.

User Leveraging Strategy Summary

We found that some participants deliberately referenced the variable names re�ected in the summary of the
strategy to communicate better with the model generation process. For example, after the agent displayed:

“... It computes a desired speed that is low (25) when a sharp corner (border=1) is close, and
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1 ### Participant D ###
2 # Instruction: Brake proportional to speed when a curve with red and white barrier is ahead
3 barrier_strength = border_ahead.mean(dim=1)
4 brake_raw = self.w_brake * speed * barrier_strength
5

6 ### Participant E ###
7 # Instruction: At the corners try to slow down and deccelerate then drive at the previous speed
8 target_speed = torch.where(
9 corner_any > 0.0, self.v_target_corner.expand(B), self.v_target_straight.expand(B)

10 )
11 speed_error = target_speed - v
12 brake_raw = torch.relu(self.k_brake * (-speed_error))

Listing 4: Examples of control methods generatd

high (85) when no corner is near. ...”

The user used the same concept ofborderto de�ne straight lines in their instructions:

“Accelerate to maximum speed if the road is straight or the corner is not sharp (border <0.4)
ahead”

This is generated as

target_speed = torch.where( border_max < 0.4 , torch.ones_like(base_target), base_target)

This shows that in addition to providing inspiration for new demonstrations and instructions, the
generated summary establishes a common language that is shared between the user and the agent such that
the user can have direct control over the policy structure even if they have no coding experience.

Additional Ablations

In this work, language feedback and structure generation are treated as a whole as the structures are based
on the language instructions. To illustrate this, we used the data collected from the INTERPRET group and
compared our method with two alternative formulations:

• Fixed Structure (no instruction): A policy structure generated by LLM without any human instruc-
tions.

• Feature-Engineered MLP (no structure): The LLM generates code for a feature-engineering layer,
based on user instructions, before the fully connected layers in an MLP.

Figure 5.11 shows the average speed per participant in each condition for INTERPRET and the two
alternatives. The Paired Welch t-test with Holm-Sidak correction shows that INTERPRET outperforms the
others in all conditions (pHolm-Sildek= 0:0259 for Fixed Structure, Seen Track, Noisy;pHolm-Sildek< 0:001
for the rest).

This shows that having a structured policy alone, without user instructions, is unsuitable for imitation
learning, as the LLM may have modeling assumptions that misalign with the demos. In addition, users may
provide an incomplete set of features, and the unstructured policy cannot ef�ciently interpret the demos.
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Figure 5.11: Average speed for different algorithm variations
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Chapter 6

Discussion

6.1 Limitations

The current method relies on three core assumptions: 1) there is suf�cient articulable knowledge for the
targeted task domain, 2) PyTorch models are expressive enough to represent a suf�ciently good policy in
the domain, and 3) LLM is capable of translating domain knowledge into a policy structure expressed in
code. It does not generalize well when any of these assumptions is violated.

Articulable Domain Knowledge

The fundamental limitation of requiring articulable instructions is that it does not apply to tasks that require
more nuance (e.g., social navigation) or are in a very different morphology (e.g., quadruped locomotion).
As we use the language space as an intermediate step to generate the policy structure, the current method
cannot leverage the domain knowledge that is implicit (e.g., learning object affordances through video [5]).

Additionally, right now the instructions are only used to help interpret the user demonstrations as
opposed to augmenting their demonstrations. For example, if the user says “go fast" while giving a relatively
slow demonstration, then the agent is going to assume that their speed is “fast". The current method is not
capable of incorporating instructions such as “go faster than my demonstrations".

PyTorch Model Expressiveness

As the �nal policy is represented as a PyTorch model, its performance is bounded by the expressiveness of
a PyTorch model. PyTorch models are great at representing differentiable, reactive policies, making them
great for control tasks like Car Racing and Lunar Lander as presented in this work. But they are stateless,
making them unsuitable for highly non-differentiable structures such as higher-order logic and search.

On a more practical side, numeric issues can arise during the gradient update steps for complex
computation such as forward kinematics along a very long kinematic chain, as well as redundancy in
representations such as the quaternions. Extra caution is needed before a generated policy is applied to any
safety-critical domains. Furthermore, as PyTorch is optimized for large matrix multiplications, it is not
speci�cally optimized for sparse, heterogeneous policy structures, limiting the method's applicability to
highly dynamic tasks that require much higher control frequency.
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LLM Coding Capability

The current method is constrained by the LLMs' coding capabilities. Although we can expect LLMs to
continually improve in general software engineering tasks [20], there are other implications.

The main issue is the misalignment problem [32], where the LLM may write a perfect PyTorch model
for a different objective due to the misunderstanding of the domain knowledge provided by the user. This is
particular a problem as the current approach generates the model structure from instructions in an open-loop
fashion and is unaware of the potential mismatch between the generated model and the user demonstrations.
For example, when we included the angular velocity in the observation space during our pilot tests, GPT
generated a learnable parameter between the steering output and the current angular velocity. From the
model design standpoint, this weight was supposed to be negative, acting as a damping effect of the race
car's wobbliness. However, in the demonstrations where the race car passes through turns, the steering
direction is the same as the angular velocity, leading the model to learn a positive value for the weight,
making the race car more wobbly. Therefore, the human teacher is required to closely monitor the learning
process and reason about the root cause of the potentially poor performance.

In addition to the misalignment issue, all contemporary LLMs operate on input sequences with a length
limit, making it impossible to generate a policy structure if the general domain knowledge exceeds that
limit. Additionally, previous work has reported that LLMs may neglect information in a long prompt [48],
which may lead to a suboptimal structure.

6.2 Future Work

Improvements to the Current System

To solve the potential discrepancy between the generated model and the demonstrations, one future direction
is to close the loop and feed the trained agent's behavior back to GPT to inform better structure generation,
similar to [51]. It would also bene�t from having uncertainty quanti�cation on a meta level where the
model alerts the user when it is unsure about the speci�cation.

Future work could also explore instruction-guided reinforcement learning [31] to improve agents'
performance beyond user demonstrations. This would involve identifying the subgraph in the structure that
corresponds to the new instructions and updating only those parameters from reinforcement learning. This
could also be achieved by adding an instruction-instantiated trainable wrapped on top of the existing policy
to tune its behavior under speci�c scenarios.

Implementing instruction-demonstration grounding would also enable more robustness towards demon-
stration noise. Essentially, if the user can specify that a given demonstration is only to showcase a speci�c
part of the domain knowledge, then only that speci�c subgraph of the policy needs to be tuned. This may
further increase sample ef�ciency.

The system can also bene�t from other user-centric improvements. Although INTERPRET provides
more interpretability of its model structure than generic unstructured models, its feedback to the user is still
very primitive. Future work could investigate more expressive explanations (e.g., by integrating visuals
and animations), giving verbal explanations that are grounded in the rollouts, suggesting more informative
starting con�gurations [42], or using second-order theory of mind [11] to give user-targeted clari�cations.
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Extend to Complex Tasks in the Real World

To tackle more complex tasks, a promising direction is to �rst use the proposed approach to learn a library
of action primitives, each represented as a structured policy, then learn to complete more complex tasks by
referencing and reusing those action primitives. More concretely, if the agent is operating in the kitchen
domain, then each of the reach, grasp, pour, etc. and be their own individual primitive. These primitives
can be learned from a few demonstrations. As previous work has shown that LLMs can perform general
task decomposition [91], the agent can decompose any complex long-horizon tasks into a sequence of
primitives and execute the speci�c primitives. This leverages the general knowledge of vision language
models, but still ensures that the action is grounded to the current environment.

Apply General Knowledge Integration to Other Settings

Additionally, the bene�t of integrating general knowledge applies beyond representing policies; it can also
be used to represent the transition model of the world. One could use a similar technique to develop a
sample-ef�cient model-based reinforcement learning policy where the structure of the world comes from
existing databases or humans, and the speci�c parameters are tuned by interacting with the real world. This
would be helpful in domains where the dynamics is easy to describe but the policy is not.
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Chapter 7

Concluding Remarks

In this thesis, we introduced structured policies that encode semantic information of the task into the
symbolic structure of the policy and �t their continuous parameters from demonstrations. This bridges
the gap between the semantic knowledge human experts typically possess and the unstructured model
architectures that are used for behavior cloning. We detailed how an LLM can be used to enable structure
generation and how it could be learned from gradient descent once the initial values of the parameters are
set in both a zero-shot setting and an interactive, laypeople-friendly setting.

Through the Lunar Lander and Car Racing tasks, we show that our approach is more sample-ef�cient
than an unstructured baseline and also more robust to noisy environments. We also presented qualitatively
how having a structure enables more robustness to imperfect expert demonstrations. Through a user study
with laypeople, we show that our proposed method achieves better robustness in unseen environment
settings, receives better perceived performance, and does not affect the overall usability of the system. We
also analyze the generated models and con�rmed that the components, such as multi-round interactions
and summary generation, all contribute to the learning agents' performance gain, and the system is able to
handle a diverse variety of user instructions.

In general, we introduce a new framework for incorporating symbolic knowledge and continuous
parameter learning for embodied tasks. We hope that it inspires more work on learning multimodal signals
beyond scaling deep learning models.
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Appendix

A GPT Prompts Used in KIM

The following is used as the system prompt:

Implement pytorch models that follow the specified structure of the user. 1

2

The user will provide the following: 3

* [Structure Description] explains the connections / operations between each variables
/ features,!

4

* [Features] explains how to interpret the input to the model. For example, which
dimension of the input corresponds to which feature, and their type (discrete or
continuous)

,!

,!

5

* [Output Space] explains the action space 6

* [Additional Notes] (optional) explains any additional details of the task 7

8

You will do the following steps before giving the final implementation: 9

* [Variables] Extract and list the intermediate (latent) variable (if any) from the
user's description. Also, indicate the shape or type of each variable.,!

10

* [Plan the connections] List the variables (and their type and shape) in the order in
which they should be computed, where the variables based only on the input
features are listed first, then the variables that depend on those, etc. For each
of them, explain how they can be computed using the previously listed variables or
inputs to the model. Also indicate whether the new feature is positively
correlated to the previous feature or negatively correlated respectively. Be very
specific. List the functions or operators that should be used to connect the
variables. If you decided to use a linear combination, explain why a bias term is
included or not included.

,!

,!

,!

,!

,!

,!

,!

,!

11

* [Code] Provide the implementation of the model as a subclass of `nn.Module`. Do not
include examples. No need to explain the code.,!

12

13

Use the following format: 14

[Variables] 15

* Name of the first variable (shape and type) 16

* Name of the second variable (shape and type) 17

... 18

19

[Connections] 20

* Name of the first variable that should be computed (shape and type) 21

- depends on <feature 1 name> (positively correlated), <feature 2 name> (negatively
correlated), ...,!

22

- can be computed with a linear combination of ... and with a bias term 23

- the bias term is included because ... 24
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* Name of the second variable that should be computed (shape and type) 25

- depends on <feature 1 name> (negatively correlated), <feature 2 name> (positively
correlated), ...,!

26

- can be computed using `torch.where` on ... 27

28

[Code] 29

```py 30

import torch 31

from torch import nn 32

33

class ModelName(nn.Module): 34

<YOUR MODEL DEFINITION> 35

``` 36

37

38

Notes: 39

* Represent new features as linear combinations of old features when possible. If you
are very certain no bias term is needed (i.e., the feature value should be 0 if
all inputs are 0), then don't include the bias term to make it easier to learn.
Register all weights and bias terms as `nn.Parameter` with `required_grad=True`.

,!

,!

,!

40

* There might be cases where linear combination is not sufficient, then you may use
other operations such as multiplication to represent the interaction between two
features.

,!

,!

41

* When initializing the values for each weight and bias, set a value based on positive
or negative correlation (e.g., if the input feature is negatively correlated then
set its weight to -0.1) instead of using random initialization.

,!

,!

42

* There should be no constant number in the `forward` function. If there is a
parameter that can't be learned by gradient descent (e.g., the bounds in the clamp
function), then label and register it as a `nn.Parameter` in the model class. Also,
use the comment to label it as a "non-gradient parameter".

,!

,!

,!

43

* You may use any of the functions defined in pytorch (e.g., `torch.logical_and`,
`torch.clamp`, `torch.abs`, `torch.square`, etc.).,!

44

* Make sure the gradient can flow back to the parameters. Avoid in-place operations
(use new variable names instead) or constructing new tensors (use `torch.stack` or
`torch.cat` instead).

,!

,!

45

* You may assume the inputs are already normalized. 46

* For discrete output space, the model should output a (potentially unnormalized)
distribution among those discrete actions. For continuous action space, return the
predicted action without worrying about distributions, but clip the values to the
appropriate range (if specified).

,!

,!

,!

47

* At any point in the process, if you are unsure about something, or if there is some
ambiguity, then state so and ask a clarification question instead of proceeding.,!

48

The following is the prompt used for the Lunar Lander task

[Structure Description] 1

The lander is in air if none of its legs are in contact with the ground. Otherwise, it
is in contact with the ground.,!

2

3

The target heading of the lander depends on its horizontal coordinate and speed so that
it points to the center. But we will clip in a range such that it stays roughly in
the middle, because tilting too much is bad.

,!

,!

4

5
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The target vertical coordinate depends on the magnitude of the horizontal offset of the
lander. The further the lander is to the landing pad (which is at $(0, 0)$), the
higher the target vertical coordinate should be.

,!

,!

6

7

The heading adjustment depends on the difference between the current and clipped target
heading of the lander as well as the current angular velocity.,!

8

9

The speed adjustment needed to put the lander to rest is proportional to its vertical
speed.,!

10

11

And the vertical adjustment depends on the difference between the current and target
vertical coordinate as well as the vertical speed.,!

12

13

Only activate the left or the right engine when the lander is not contacting the ground.
And the probability of activating the left engine is the heading adjustment, and
symmetrically the probability of activating the right engine is the negation of the
heading adjustment.

,!

,!

,!

14

15

The probability of activating the main engine in air is the vertical adjustment. 16

17

The probability of activating the main engine when the lander is in contact with the
ground is the speed adjustment.,!

18

19

There is a base level probability that the lander will do nothing regardless of the
input.,!

20

21

[Features] 22

The input to the model is a tensor of $(8)$. The features of the lander in each
dimension are:,!

23

0. (float32) horizontal coordinate $x$ 24

1. (float32) vertical coordinate $y$ 25

2. (float32) horizontal speed $v_x$ 26

3. (float32) vertical speed $v_y$ 27

4. (float32) heading $\theta$ 28

5. (float32) angular velocity $\omega$ 29

6. (bool) whether the left landing leg is in contact with the ground 30

7. (bool) whether the right landing leg is in contact with the ground 31

32

[Output Space] 33

A tensor of shape (4,) representing the unnormalized distribution among the following
four actions,!

34

0: do nothing 35

1: fire left orientation engine 36

2: fire main engine 37

3: fire right orientation engine 38

39

[Additional Notes] 40

The lander is upright when $\theta = 0$ and is tilting to the left when $\theta > 0$.
When the lander is falling $v_y < 0$ since the y-axis points upward.,!

41

The following is the prompt used for the Car Racing task.

[Structure Description] 1
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First, find the tile that is close to the race car using the tile's xy coordinates (the
race car is at the origin). Then the tiles close to the race car are defined as the
consecutive tiles that follow the closest tile up until some number threshold.
Similarly, the tiles ahead of the race car are also the consecutive tiles that
follow the closest tile up until some larger threshold or the end of the sequence.

,!

,!

,!

,!

2

3

The curvature of two consecutive tiles is defined as the difference between the angle
of the tiles (normalized to (-1, 1)) and will be provided. It is signed with a
negative value corresponding to the track bending to the left, and a positive value
means bending to the right. There is a corner if the absolute value of the
curvature is greater than some threshold. The sharpness of the corner is the
magnitude of the curvature (e.g., -0.99 corresponds to a sharp left turn).

,!

,!

,!

,!

,!

4

5

The target speed when there are no corners ahead can be represented as a constant. 6

7

The target speed when there is at least one corner tile ahead is the minimum of the
corresponding target speed of each tile. It depends on the magnitude of its lateral
distance to the race car, the magnitude of the heading difference, longitudinal
distance, and curvature. Specifically, the larger the lateral distance is, the
faster the target speed can be because the car doesn't need to make a sharp turn.
The larger the longitudinal distance is, the faster the target speed is because the
car has more time to slow down later. However, the sharper the corner the lower the
target speed should be. And the larger the heading difference is the lower the
speed should be because the race car has to steer more.

,!

,!

,!

,!

,!

,!

,!

,!

8

9

The target heading of the race car is related to the average heading and curvature of
the tiles close to the race car as well as the average lateral position of the race
car relative to those tiles. If the lateral position is negative then the race
car's target heading is proportionally positive to re-center the race car, and vice
versa. But the target heading should also follow the heading and the curvature of
the close tiles.

,!

,!

,!

,!

,!

10

11

The race car is controlled by three dimensions: steer, accelerate, and brake. Each of
them should be controlled by a linear controller that takes in the difference
between the target and the current state of the race car's heading and speed and
outputs a control signal. However, the output of steering should be scaled based on
the current speed such that when speed approaches $1$ the steer magnitude should
approach $0$. That is, when the current speed is high the steer magnitude should be
discounted so that the race car does not lose control, and when the speed is low it
can steer with more magnitude.

,!

,!

,!

,!

,!

,!

,!

12

13

[Features] 14

The input to the model is two tensors representing the tracks and other indicator
information:,!

15

0. (float32, (L, 8)) tiles. Where $L$ is the number of tiles on the track and the last
dimension contains $(x, y, _, _, \theta, _, \delta_\theta, _)$ where $x$ is the
signed lateral position of the tile, $y$ is the signed longitudinal position of the
tile, $\theta$ is the heading of the tile, and $\delta_\theta$ is the different in
heading between neighboring tiles (curvature). Other features from input (marked by
$_$) can be ignored.

,!

,!

,!

,!

,!

16

1. (float32, (7,)) indicators. Where the first column is the speed $v$, and the second
column is the current heading of the race car $\theta$ while the other features are
not important.

,!

,!

17
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18

[Output Space] 19

A tensor of shape (3,) where each element corresponds to steer, accelerate, and brake
controls of the race car respectively. The steer value should be in the range of
$(-1, 1)$, while the accelerate and brake should be in the range of $(0, 1)$.

,!

,!

20

21

[Additional Notes] 22

The track is a loop. 23

B Models Generated by GPT for KIM

The following is the code generated by GPT for the Lunar Lander task (formatted by an automatic formatter
Black[94]).

1 import torch
2 from torch import nn
3

4

5 class LanderModel(nn.Module):
6 def __init__(self):
7 super().__init__()
8 # Learnable parameters for linear combinations
9 self.target_heading_weights = nn.Parameter(

10 torch.tensor([0.1, 0.1]), requires_grad=True
11 )
12 self.target_heading_bias = nn.Parameter(torch.tensor(0.0),

requires_grad=True),!

13 self.heading_adjustment_weights = nn.Parameter(
14 torch.tensor([-0.1, 0.1, -0.1]), requires_grad=True
15 )
16 self.heading_adjustment_bias = nn.Parameter(
17 torch.tensor(0.0), requires_grad=True
18 )
19 self.speed_adjustment_weight = nn.Parameter(
20 torch.tensor(-0.1), requires_grad=True
21 )
22 self.vertical_adjustment_weights = nn.Parameter(
23 torch.tensor([-0.1, 0.1, -0.1]), requires_grad=True
24 )
25 self.vertical_adjustment_bias = nn.Parameter(
26 torch.tensor(0.0), requires_grad=True
27 )
28 self.prob_nothing = nn.Parameter(torch.tensor(0.1), requires_grad=True)
29 # Non-gradient parameters
30 self.target_heading_clip = nn.Parameter(
31 torch.tensor([-0.5, 0.5]), requires_grad=False
32 )
33
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34 def forward(self, x):
35 # Extract features
36 (
37 x_coord,
38 y_coord,
39 v_x,
40 v_y,
41 theta,
42 omega,
43 left_leg_contact,
44 right_leg_contact,
45 ) = x.unbind(-1)
46

47 # Compute in_air
48 in_air = torch.logical_not(
49 torch.logical_or(left_leg_contact, right_leg_contact)
50 ).float()
51

52 # Compute target_heading
53 target_heading = torch.clamp(
54 x_coord * self.target_heading_weights[0]
55 + v_x * self.target_heading_weights[1]
56 + self.target_heading_bias,
57 self.target_heading_clip[0],
58 self.target_heading_clip[1],
59 )
60

61 # Compute target_vertical
62 target_vertical = torch.abs(x_coord)
63

64 # Compute heading_adjustment
65 heading_adjustment = (
66 theta * self.heading_adjustment_weights[0]
67 + target_heading * self.heading_adjustment_weights[1]
68 + omega * self.heading_adjustment_weights[2]
69 + self.heading_adjustment_bias
70 )
71

72 # Compute speed_adjustment
73 speed_adjustment = v_y * self.speed_adjustment_weight
74

75 # Compute vertical_adjustment
76 vertical_adjustment = (
77 y_coord * self.vertical_adjustment_weights[0]
78 + target_vertical * self.vertical_adjustment_weights[1]
79 + v_y * self.vertical_adjustment_weights[2]
80 + self.vertical_adjustment_bias
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81 )
82

83 # Compute probabilities
84 prob_left_engine = heading_adjustment * in_air
85 prob_main_engine = vertical_adjustment * in_air + speed_adjustment * (
86 1 - in_air
87 )
88 prob_right_engine = -heading_adjustment * in_air
89

90 # Stack probabilities
91 probs = torch.stack(
92 [self.prob_nothing, prob_left_engine, prob_main_engine,

prob_right_engine],,!

93 dim=-1,
94 )
95

96 return probs

The following is the code generated by GPT for the Car Racing task

1 import torch
2 from torch import nn
3

4

5 class RaceCarController(nn.Module):
6 def __init__(
7 self, num_close_tiles, num_ahead_tiles, corner_threshold,

target_speed_no_corner,!

8 ):
9 super().__init__()

10 self.num_close_tiles = num_close_tiles # non-gradient parameter
11 self.num_ahead_tiles = num_ahead_tiles # non-gradient parameter
12 self.corner_threshold = nn.Parameter(
13 torch.tensor(corner_threshold), requires_grad=False
14 )
15 self.target_speed_no_corner = nn.Parameter(
16 torch.tensor(target_speed_no_corner), requires_grad=False
17 )
18

19 # Parameters for target speed with corner
20 self.lateral_weight = nn.Parameter(torch.tensor(0.1))
21 self.longitudinal_weight = nn.Parameter(torch.tensor(0.1))
22 self.heading_weight = nn.Parameter(torch.tensor(-0.1))
23 self.curvature_weight = nn.Parameter(torch.tensor(-0.1))
24 self.target_speed_bias = nn.Parameter(torch.tensor(0.5))
25

26 # Parameters for target heading
27 self.heading_weight_close = nn.Parameter(torch.tensor(0.1))
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28 self.curvature_weight_close = nn.Parameter(torch.tensor(0.1))
29 self.lateral_weight_close = nn.Parameter(torch.tensor(-0.1))
30 self.target_heading_bias = nn.Parameter(torch.tensor(0.0))
31

32 # Parameters for control signals
33 self.steer_weight = nn.Parameter(torch.tensor(0.1))
34 self.accelerate_weight = nn.Parameter(torch.tensor(0.1))
35 self.brake_weight = nn.Parameter(torch.tensor(0.1))
36

37 def forward(self, tiles, indicators):
38 # Closest tile index
39 distances = torch.sqrt(tiles[:, 0] ** 2 + tiles[:, 1] ** 2)
40 closest_tile_index = torch.argmin(distances)
41

42 # Close and ahead tiles
43 close_tiles = tiles[
44 closest_tile_index : closest_tile_index + self.num_close_tiles
45 ]
46 ahead_tiles = tiles[
47 closest_tile_index : closest_tile_index + self.num_ahead_tiles
48 ]
49

50 # Corner mask and sharpness
51 corner_mask = torch.abs(ahead_tiles[:, 6]) > self.corner_threshold
52 sharpness = torch.abs(ahead_tiles[:, 6])
53

54 # Target speed with corner
55 target_speed_with_corner = torch.min(
56 self.lateral_weight * torch.abs(ahead_tiles[:, 0])
57 + self.longitudinal_weight * torch.abs(ahead_tiles[:, 1])
58 + self.heading_weight * torch.abs(ahead_tiles[:, 4])
59 + self.curvature_weight * sharpness
60 + self.target_speed_bias
61 )
62

63 # Target speed
64 target_speed = torch.where(
65 corner_mask.any(), target_speed_with_corner,

self.target_speed_no_corner,!

66 )
67

68 # Target heading
69 average_heading_close = close_tiles[:, 4].mean()
70 average_curvature_close = close_tiles[:, 6].mean()
71 average_lateral_close = close_tiles[:, 0].mean()
72 target_heading = (
73 self.heading_weight_close * average_heading_close
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Figure C.1: Age Distribution

74 + self.curvature_weight_close * average_curvature_close
75 + self.lateral_weight_close * average_lateral_close
76 + self.target_heading_bias
77 )
78

79 # Control signals
80 steer_control = (
81 self.steer_weight * (target_heading - indicators[1]) * (1 -

indicators[0]),!

82 )
83 accelerate_control = self.accelerate_weight * (target_speed -

indicators[0]),!

84 brake_control = self.brake_weight * (indicators[0] - target_speed)
85

86 # Clamp outputs
87 steer_control = torch.clamp(steer_control, -1, 1)
88 accelerate_control = torch.clamp(accelerate_control, 0, 1)
89 brake_control = torch.clamp(brake_control, 0, 1)
90

91 return torch.stack([steer_control, accelerate_control, brake_control])

C Participant Background for INTERPRET User Study

There are five recruiting criteria for participating:
• At least 18 years and no more than 64 years old

• Proficient in English

• Have normal or corrected-to-normal vision

53



Figure C.2: Gender Distribution

• Can operate a handheld gamepad controller using both hands

• Do not have cognitive impairment that interferes with the use of a driving simulator.

Figures C.1, C.2, C.3, C.4, C.5, C.6 show the background distribution of the participants. Notably, 4 of
the participants in the baseline condition reported “Video game every day or every other day" while none in
the INTERPRET condition had that extensive video game experience. For other categories, the participants
are mostly evenly distributed.

D Prompts Used in INTERPRET

System prompt S used in prompting:

Implement pytorch models that reflect the specified structure of the user. 1

2

The user will provide the following: 3

* [High-Level Instructions] explains the decision-making principles of the model 4

* [Features] explains how to interpret the input to the model. For example, which
dimension of the input corresponds to which feature, and what type (discrete or
continuous)

,!

,!

5

* [Output Space] explains the action space 6

* [Additional Notes] (optional) explains any additional details of the task 7

8

You will do the following steps before giving the final implementation: 9

10

* [Variables Extraction] List the names of the variables, including feature space,
latent space, and output space. Note that some of them need to be inferred from the
instructions.

,!

,!

11

12

* [Structure Description] Describe the connections / operations between each variables
/ features.,!

13

14

54



Figure C.3: Game Frequency Distribution

* [Plan the connections] List the variables (and their type and shape) in the order in
which they should be computed, where the variables based only on the input features
are listed first, then the variables that depend on those, etc. For each of them,
explain how they can be computed using the previously listed variables or inputs to
the model. Also, indicate whether the new feature is positively correlated to the
previous feature or negatively correlated respectively. Be very specific. List the
functions or operators that should be used to connect the variables. If you decided
to use a linear combination, explain why a bias term is included or not included.

,!

,!

,!

,!

,!

,!

,!

15

16

Use the following format: 17

[Variables] 18

* Name of the first variable (shape and type) 19

* Name of the second variable (shape and type) 20

... 21

22

[Structure Description] 23

English description of the model. 24

25

[Connections] 26
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Figure C.4: Driving Frequency Distribution

* Name of the first variable that should be computed (shape and type) 27

- depends on <feature 1 name> (positively correlated), <feature 2 name> (nagatively
correlated), ...,!

28

- can be computed with a linear combination of ... and with a bias term 29

- the bias term is included because ... 30

* Name of the second variable that should be computed (shape and type) 31

- depends on <feature 1 name> (negatively correlated), <feature 2 name> (positively
correlated), ...,!

32

- can be computed using `torch.where` on ... 33

34

[Code] 35

```py 36

import torch 37

from torch import nn 38

39

class ModelName(nn.Module): 40

<YOUR MODEL DEFINITION> 41

``` 42

43
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