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Abstract

Rapid prototyping systems demand both adaptability to new components
and precision in physical interaction. In this thesis, we explore how
geometry can be used in two complementary ways: as a prompt for
detecting novel industrial objects, and as a leverage for fine-grained
perception in precision tasks.

CAD-Prompted SAM3 enables instance segmentation directly from
geometric specification, supporting detection of unseen objects without
object-specific training. In CAD-Prompted Manipulation, we extend
it to a zero-shot robotic manipulation pipeline by integrating it with pose
estimation and grasp generation. Eye-in-Finger incorporates geometric
reasoning with tool-integrated sensing, enabling industrial-level perception
accuracy using inexpensive commercial hardware.

Together, these works demonstrate how geometry-guided perception pro-
vides a scalable approach for rapid prototyping, enabling systems to both
adapt to newly introduced components and achieve the precision required
for reliable assembly.
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Chapter 1

Introduction

Rapid prototyping environments are characterized by continuous change. Parts are

designed, fabricated, assembled, modi�ed, and replaced in short cycles. Robots

operating in such settings must interpret newly introduced components often without

large, labeled datasets, and execute tight-tolerance assembly in cluttered environment.

These requirements introduce two key challenges for perception: generalizing to newly

introduced objects and achieving the precision required for �ne-grained interaction.

Most modern perception systems are organized around object classes, language

descriptions, or visual exemplars. Class-based detectors, such as those built on

convolutional or transformer architectures, can capture geometric structure when

su�cient annotated data exists, and have achieved strong performance in instance

segmentation and detection benchmarks [18]. However, they rely on object-speci�c

training with labeled datasets, and cannot generalize to unseen objects without

retraining. Language-prompted models, enabled by vision-language pretraining,

provide a 
exible interface for open-vocabulary perception. However, they rely on

textual descriptions, which are poorly suited for industrial parts, as natural language

typically describes objects by names or general appearance rather than precise

geometric structure(Fig. 2.2a). Visual prompting approaches, including exemplar-

based segmentation methods such as PerSAM[43] and matching-based pipelines

leveraging feature extractors like DINOv2 [31], enable category-agnostic detection by

comparing image features. While these methods no longer requires object-speci�c

training or text descriptions, they primarily encode appearance cues such as color and

1



1. Introduction

(a) Hard-to-describe
engineered parts

(b) Precision assembly
requires accurate

perception

Figure 1.1: Challenges in Rapid Prototyping

texture, which in rapid prototyping can vary a lot as the same part can be fabricated

with di�erent process, material, and color.

Precise perception in cluttered assembly environments presents a distinct chal-

lenge in rapid prototyping systems. Tight-tolerance tasks such as LEGO assembly

require sub-millimeter accuracy and continuous correction under occlusion and lim-

ited visibility (Fig. 2.2b). Conventional wrist-mounted or external cameras often

su�er from viewpoint obstruction and insu�cient resolution when interacting with

partially constructed structures, making reliable �ne alignment di�cult to achieve.

On the other hand, existing industrial perception solutions often rely on hardware

that is expensive or customized for speci�c tasks, making them unsuitable for rapid

prototyping contexts. This thesis investigates how geometry can guide perception

to address these challenges in rapid prototyping environments. For object detection,

geometric speci�cations derived from digital design models enable recognition of

novel objects that are di�cult to describe using language or visual exemplars. For

high-precision perception, geometric reasoning allows reliable, �ne-grained estima-

tion using inexpensive sensing hardware, supporting accurate physical interaction in

cluttered, tight-tolerance settings.

2



1. Introduction

1.1 Overview of Contributions

Across three works, this thesis examines geometry-guided perception at complementary

levels.

1.1.1 CAD-Prompted SAM3: Geometry-Guided Instance

Segmentation for Unseen Objects

In Chapter 2, we introduce a CAD-conditioned segmentation framework that enables

dense mask prediction directly from geometric speci�cation. By rendering canonical

multi-view representations of CAD models and training with large-scale synthetic

data, the system learns geometry-aware conditioning that generalizes across materials

and appearance variation. This approach supports scalable instance discovery for

newly introduced parts without class-speci�c annotation.

1.1.2 Geometry-Guided Perception for Zero Shot Object

Manipulation

In Chapter 3, we extend geometry-guided segmentation into a perception-to-action

pipeline for object manipulation. Learned masks are combined with geometric model

alignment to estimate accurate object poses, and CAD-based grasp generation enables

execution. This enables zero-shot manipulation of novel objects speci�ed only by

their CAD models. We demonstrate this approach on real-world manipulation tasks,

highlighting how geometry-guided perception contributes to reliable manipulation.

1.1.3 Eye-in-Finger: Geometry Guided Perception for

Precise LEGO Manipulation

In Chapter 4, we present Eye-in-Finger, a tool-integrated high-resolution perception

system for tight-tolerance assembly. Evaluated on LEGO assembly and disassembly,

which is a very common modular, digitally speci�ed rapid prototyping, the system

embeds sensing directly at the tool tip and exploits task-speci�c geometric features

to achieve sub-millimeter alignment and real-time error correction in cluttered envi-

3



1. Introduction

ronments. This addresses the limitations of conventional camera setups for precision

interaction.

1.2 Summary

Together, these projects present a uni�ed view of geometry-guided perception for

rapid prototyping systems. They span global geometry-grounded object discovery and

local geometry-aware precision alignment, demonstrating how digital design models

and structural constraints can serve as active perceptual priors|reducing reliance on

manual labeling while enabling reliable physical execution.

Publications The content of this thesis has been published in the following papers:

ˆ Z. Tang, R. Nagabhirava, C. Liu, \CAD-Prompted SAM3: Geometry-Conditioned

Instance Segmentation for Industrial Objects," arXiv:2602.20551, 2026.

ˆ Z. Tang, R. Liu, C. Liu, \Eye-in-Finger: Geometry-Guided Perception for Pre-

cise Manipulation," in Proc. IEEE/RSJ International Conference on Intelligent

Robots and Systems (IROS), 2024.
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Chapter 2

CAD-Prompted SAM3:

Geometry-Conditioned Instance

Segmentation for Industrial Objects

2.1 Introduction

Robotic manipulation in cluttered environments depends on reliable perception

to identify target objects before planning interaction. In practice, YOLO-style

models provide accurate and e�cient detection and segmentation suitable for real-

time robotic applications. However, achieving reliable performance on new object

categories typically requires collecting and annotating hundreds of instances per

class. In rapid prototyping and small-batch manufacturing settings, where new parts

are introduced frequently and produced in small quantities, this data requirement

becomes a signi�cant bottleneck.

Recent advances in promptable segmentation, particularly foundation models

such as SAM3 [4], support both language and image-exemplar prompting. Language-

prompted vision models perform well for broad semantic categories but are less

suitable for engineered components, which often lack descriptive names and are

distinguished by subtle geometric di�erences [19, 32].

Image-exemplar prompting reduces linguistic ambiguity by conditioning on visual

5



2. CAD-Prompted SAM3:
Geometry-Conditioned Instance Segmentation for Industrial Objects

references, but degrades when substantial intra-class appearance variation exists

between support and query images [6], which is common in rapid prototyping settings.

In contrast, engineered objects are canonically de�ned by their CAD models,

which specify geometry independent of surface appearance. In this work, we introduce

a CAD-prompted segmentation framework that extends promptable segmentation

to geometry-de�ned objects. Building upon SAM3, we use canonical multi-view

renderings of a CAD model as prompt inputs to condition segmentation on geometric

structure while remaining independent of surface appearance. The model is trained

using large-scale synthetic data generated by rendering mesh-based objects with

randomized color and textures.

Our contributions are:

ˆ We formulate CAD-prompted promptable segmentation, introducing canonical

multi-view renderings as a geometry-aware prompt modality.

ˆ We present a synthetic training pipeline that leverages mesh renderings to

disentangle geometry from appearance variation.

ˆ We demonstrate that CAD prompts enable robust single-stage dense mask

prediction for industrial objects across varying materials and surface properties.

By conditioning segmentation on CAD-de�ned geometry, our framework aligns

perception with how engineered components are speci�ed in manufacturing practice.

This enables reliable open-set instance segmentation for parts whose identity is

determined by shape rather than appearance.

2.2 Related Work

2.2.1 Foundation Segmentation Models

Foundation segmentation models replace �xed semantic classi�ers with 
exible input

prompts such as points, boxes, language, or image exemplars. The original Segment

Anything Model (SAM) introduced large-scale prompt-conditioned mask prediction

and demonstrated strong generalization across datasets [22]. SAM3 further extends

this framework to promptable concept segmentation, enabling mask prediction con-

ditioned on text and image exemplars across images and videos [4]. These works

6
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show that segmentation can be formulated as a general prompt-conditioned task.

However, when conditioned on visual exemplars, the representation remains based on

appearance similarity.

2.2.2 Appearance-Based Exemplar Conditioning

Several works perform cross-image segmentation by conditioning on a visual exemplar.

Earlier few-shot segmentation methods such as CANet and PFENet compute dense

feature correspondences between support and query images, using the resulting

similarity maps to guide subsequent mask prediction modules [38, 42]. Within the

SAM framework, PerSAM computes similarity in SAM's image embedding space to

derive explicit point prompts, along with high-level semantic prompts and target-

guided attention to improve mask prediction [44]. Matcher performs bi-directional

feature matching using an external DINOv2 [31] backbone to generate point prompts,

and then applies SAM for mask prediction [29]. Despite architectural di�erences,

these methods rely primarily on explicit dense support{query feature similarity to

guide segmentation.

2.2.3 CAD-Based Detection with Proposal Matching

Modern model-based, unseen object detection methods on RGB images typically

generate object proposals and match them against rendered views of a prede�ned

set of CAD models using pretrained visual features. Representative systems include

CNOS, which �rst uses SAM [22] to segment all possible object instances as proposals,

then scores proposals against CAD-rendered views using DINO [5] features to identify

object instances [30]. Subsequent works such as MUSE [7] and NIDS-Net [27] improve

this pipeline by adopting stronger proposal models and feature backbones, and re�ning

similarity scoring. These approaches evaluate multiple object candidates per image

and perform per-object scoring against a set of CAD models, rather than providing a

uni�ed promptable segmentation interface.

7
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Figure 2.1: Model architecture. Canonical multi-view renderings of a CAD mesh are
encoded into geometry-aware embeddings, which are injected as cross-image prompt
tokens into a fusion transformer. The fused features are processed by the SAM3
detection and mask heads to produce instance masks in one forward pass.

2.2.4 Geometry-Conditioned Prompting

Existing exemplar-based methods rely on support{query similarity maps to guide

segmentation, while proposal-matching pipelines use CAD models only after mask

generation, scoring object proposals against a prede�ned CAD model set within a

two-stage detection framework. In contrast, we formulate CAD-prompted perception

as a single-stage promptable segmentation problem. Built on SAM3 [4], our method

replaces RGB exemplars with canonical multi-view renderings of CAD models to

allow geometry-conditioned mask predictions.

2.3 Methodology

We extend the SAM3 architecture to enable geometry-conditioned segmentation driven

solely by CAD models. We �rst revisit the relevant components of SAM3, then de�ne

our CAD-prompted segmentation task, and �nally introduce our geometry-based

prompting mechanism and training procedure.

8



2. CAD-Prompted SAM3:
Geometry-Conditioned Instance Segmentation for Industrial Objects

2.3.1 Revisiting SAM3

SAM3 is a promptable segmentation model that predicts instance masks conditioned

on input prompts. It consists of four primary components:

ˆ Image Encoder: extracts dense visual tokens from an input image.

ˆ Prompt Encoder: converts prompts into embedding tokens, including GeometryEncoder

for point prompts and TextEncoder for text prompts.

ˆ Fusion Transformer: conditions image features on prompt embeddings via

cross-attention.

ˆ Detection Head and Mask Decoder: predict instance tokens and decode

them into pixel-level segmentation masks.

Given an image I, the image encoder produces visual tokens

TI = ImageEncoder(I):

Given prompt embeddings E, the fusion transformer computes

Tfused = FusionTransformer(TI ; E);

which are subsequently processed by the detection head and mask decoder to produce

instance masks.

SAM3 also supports exemplar prompting via theGeometryEncoder, which encodes

point-conditioned features from the same input image and feeds them directly into

the detection module. In the original formulation, exemplar prompts are assumed to

originate from the query image itself.

In our work, we retain the image encoder, fusion transformer, detection head, and

mask decoder of SAM3. Our contribution lies in extending the prompt interface to

support geometry-conditioned embeddings derived from CAD models.

Task De�nition: CAD-Prompted Segmentation

We consider the problem of segmenting all visible instances of a target object in a

query RGB image given only its 3D mesh as speci�cation.

Formally, given:

ˆ A target mesh M,

9
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(a) Multi-view CAD
prompts.

(b) Synthetic training
scene.

Figure 2.2: Geometry-conditioned training pipeline.

ˆ A query RGB image I 2 RH�W �3 ,

the goal is to predict binary masksf Ŝkg corresponding to all visible instances ofM

in I.

No textual description, category label, or real image exemplar is provided at

inference time. The only object speci�cation is the 3D geometryM . The objective

is to condition dense mask prediction directly on geometric speci�cation within a

promptable segmentation framework.

2.3.2 Geometry-Conditioned Prompt Construction

In our setting, the exemplar is derived from rendered views of a CAD model and

therefore originates from a di�erent image domain than the query image. Directly

feeding such cross-image exemplar embeddings into the detection head, as in the

original same-image exemplar formulation, leads to weak alignment between prompt

features and query image features.

To address this, we introduce a mesh-to-prompt conversion pipeline that explicitly

re-aligns geometry-derived embeddings with the query image through the SAM3

fusion transformer.

Multi-View Mesh Rendering. Given a CAD mesh M , we render it from prede-

�ned canonical viewpointsV = 12 using Blender. The viewpoints are distributed over

the viewing sphere to capture diverse geometric perspectives. Multi-view projections

10
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have been shown to provide an e�ective representation of 3D shape by encoding

complementary geometric information across viewpoints [34]. Subsequent work

demonstrated that modeling relationships across views further enhances geometric en-

coding quality [39]. Each rendering produces an RGB imageRv and its corresponding

foreground mask (Fig. 2.2a).

View Encoding via Sequence Geometry Encoder. Each rendered view Rv is

encoded using the SAM3 image encoder:

Tv = ImageEncoder(Rv):

To emphasize geometric structure, we uniformly sample 25 point prompts within

the foreground mask of each rendering. The image tokensTv and the point prompts

Pv are passed through the SAM3 GeometryEncoder:

Ev = GeometryEncoder(Tv; Pv):

This yields a set of geometry-aware exemplar embeddingsfE vgV
v=1 representing

canonical views of the mesh.

Cross-Image Prompt Fusion. Unlike the same-image exemplar prompt in SAM3,

we do not feedfE vg directly into the detection head. Instead, we reinterpret geometry-

derived embeddings as concept tokens and route them through the SAM3 text{image

fusion transformer.

Given query image tokens

TI = ImageEncoder(I);

we compute

Tfused = FusionTransformer(TI ; fE vgV
v=1 ):

The transformer-based fusion module naturally supports a variable number of

prompt tokens, allowing multiple viewpoint embeddings to be injected without

architectural modi�cation. Self-attention within the transformer enables interaction

11
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among viewpoint tokens, allowing multi-view geometric information to be aggregated

before conditioning the image features.

This fusion step is critical for aligning cross-image geometry embeddings with

query image features and enables e�ective geometry-conditioned segmentation.

2.3.3 Single-Stage Detection and Segmentation

The fused representationTfused is processed by the inherited SAM3 detection head to

generate instance tokens. Each instance tokenDk is decoded by the mask decoder to

produce a segmentation mask:

Ŝk = MaskDecoder(Tfused; Dk):

Detection and segmentation are performed in a single forward pass conditioned

directly on the CAD-derived prompt.

2.3.4 Training with Synthetic Data

Although the backbone architecture is reused from SAM3, �ne-tuning is required to

align geometry-derived prompt embeddings with image features and to encourage

geometry-focused reasoning.

Synthetic Dataset Generation. We collect approximately 9,000 CAD models

from the ABC Dataset [23]. Multi-object scenes are generated with Isaac Sim's

Replicator pipeline by placing meshes in cluttered environments under diverse lighting

conditions and background textures (Fig. 2.2b). The pipeline employs Automated

Domain Randomization (ADR) across 21 independently con�gurable parameters span-

ning PBR material assignment, HDR lighting pro�les, camera intrinsics and extrinsics,

object scale and pose variation, and distractor placement. This randomization is

designed to simulate the diversity of real manufacturing environments, including vary-

ing surface �nishes, lighting conditions, and scene clutter, to prevent the model from

exploiting appearance shortcuts and encourage geometry-based reasoning from CAD

priors. Pixel-level ground-truth masks are obtained automatically from simulation.
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Appearance Randomization. To reduce reliance on color and texture cues, object

materials, colors, and surface properties are randomly assigned independently of mesh

identity. This encourages invariance with manufacturing variations and promotes

geometry-driven segmentation.

Optimization Objective. Training is conducted in two stages to balance sta-

bility and multi-instance detection capability. Although DETR-style models often

employ one-to-one matching to avoid post-processing, we found that strict one-to-one

supervision leads to unstable optimization.

Stage 1: Score-Weighted Mask Supervision

In the initial stage, we supervise all predicted masks using a score-weighted mask

loss. Each predicted instance includes a mask̂Sk and a detection scoresk . For each

prediction, we compute a mask loss consisting of binary cross-entropy (BCE) and

Dice loss:

L (k)
mask = L BCE (Ŝk ; S�

k ) + L Dice(Ŝk ; S�
k );

whereS�
k denotes the ground-truth mask that best matches the prediction̂Sk , de�ned

as

S�
k = arg max

Sj 2G
IoU(Ŝk ; Sj );

where G is the set of ground-truth instance masks in the image.

We weight each mask loss by its predicted detection score:

L stage1 =
X

k

sk � L (k)
mask:

This formulation supervises all predicted outputs and provides strong gradient

signals during early training, leading to improved optimization stability. However,

since each prediction is independently encouraged to match any ground-truth mask

without explicit instance-level assignment, this objective does not enforce coverage

across distinct object instances. As a result, multiple predictions may collapse onto

the same instance, while ignoring others when multiple instances are present.

Stage 2: One-to-Many Matching.

After the model learns basic geometric alignment between CAD prompts and

image features, we switch to a one-to-many matching strategy to enable multi-instance
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prediction.

For each ground-truth instance, we allow up toK = 5 predictions to be matched

based on IoU-based greedy matching. The loss consists of matched mask loss (BCE

+ Dice) for selected predictions and presence loss supervising detection scores:

L stage2 =
X

k2M

L (k)
mask + L presence;

where M denotes the set of matched predictions. The presence loss supervises

detection scores such that matched predictions are assigned a target label of 1, and

unmatched predictions are assigned 0. Formally, for each predictionk, we de�ne a

binary target

yk =

8
<

:
1; k 2 M;

0; otherwise;

and compute a binary cross-entropy loss on the detection score sk :

L presence =
X

k

L BCE (sk ; yk):

This objective encourages the model to cover multiple object instances rather than

collapsing predictions onto a single instance. During inference, non-maximum sup-

pression (NMS) is applied to remove redundant overlapping predictions.

2.3.5 Inference

At inference time, only the target meshM and the query imageI are required. The

mesh is rendered into canonical views, encoded into geometry-conditioned prompt

embeddings, fused with image features, and decoded in a single forward pass to

produce segmentation masks.

This formulation extends SAM3 from language-conditioned and same-image ex-

emplar prompting to cross-image, CAD-conditioned segmentation while preserving

its single-stage, promptable architecture.
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Figure 2.3: Representative samples from the custom 3D printing dataset.

2.4 Experimental Results

2.4.1 Experiment Setup

Evaluation Protocol. For all datasets, we adopt a prompt-based evaluation

protocol. For each image, we issue one prompt per ground-truth object category

present in that image. Each prompt is expected to segment all visible instances of the

corresponding object within that image. This setup evaluates prompt-conditioned

instance segmentation rather than closed-set detection over a prede�ned set of objects.

Since SAM3 does not natively support exemplar prompts from a di�erent im-

age domain, directly injecting cross-image prompt embeddings results in unusable

performance of approximately 0 PQ due to feature misalignment. To enable a fair

comparison, we introduce a cross-image fusion mechanism to align exemplar and

query features, which is required for all methods under this setting. For PerSAM,

we aggregate multi-view CAD renderings using mean pooling to produce a single

prompt embedding without modifying its architecture. For Matcher, we adapt its

mask scoring to instance-level selection, as its original formulation is tailored for

semantic segmentation. These modi�cations are minimal and only serve to make the

baselines compatible with cross-image, multi-view prompting under our evaluation

protocol.

Metrics. We report Panoptic Quality (PQ) and instance-level F1 score. PQ jointly

measures segmentation accuracy and instance recognition quality, while F1 evaluates

instance-level detection performance based on mask overlap. Together, these metrics

capture both dense mask precision and multi-instance prediction accuracy.
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Table 2.1: Performance on the custom 3D printing dataset.

Method PQ F1
PerSAM (Original) 0.314 0.337
PerSAM (Multi-View w/ Mean Pooling) 0.318 0.341
Matcher (Original) 0.249 0.280
Matcher (Multi-View + Adapted Scoring) 0.494 0.548
SAM3 Image Exemplar Prompt 0.141 0.156
CAD-Prompted SAM3 (Ours) 0.754 0.803

2.4.2 3D Printing Dataset

To evaluate geometry-conditioned segmentation in rapid prototyping scenarios, we

construct a custom dataset consisting of 20 distinct 3D-printed objects derived from

CAD models. The dataset contains 200 real-world RGB images with an average of 4

object instances per image. Each object is printed in two di�erent colors, and images

are captured under diverse backgrounds with unrelated distractor objects (Fig. 2.3).

The objects do not appear in the synthetic data used for training the model,

ensuring evaluation on unseen geometries. Ground-truth instance masks are manually

annotated for all objects.

Table 2.1 reports performance. Our method achieves the highest segmentation

quality, obtaining a PQ of 0.754 and an F1 score of 0.803. The strongest baseline,

Matcher with adaptation, achieves a PQ of 0.494 and an F1 score of 0.548. PerSAM

shows limited improvement from multi-view aggregation (PQ 0.318, F1 0.341), while

direct SAM3 image exemplar prompting performs substantially worse (PQ 0.141, F1

0.156). These results demonstrate that geometry-conditioned prompting provides a

signi�cant advantage in rapid prototyping settings where object identity is de�ned

primarily by shape rather than surface appearance.

2.4.3 Benchmark Datasets

We further evaluate on two standard industrial benchmarks: T-LESS [13] and

ITODD [9]. All benchmark results are reported on the o�cial test splits.
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Table 2.2: Performance on T-LESS and ITODD benchmarks.

Method T-LESS ITODD
PQ F1 PQ F1

PerSAM (Single View) 0.168 0.190 0.241 0.350
PerSAM (Multi-View w/ Mean Pooling) 0.166 0.188 0.250 0.362
Matcher (Original) 0.163 0.184 0.263 0.357
Matcher (Multi-View + Adapted Scoring) 0.264 0.305 0.272 0.370
SAM3 Image Exemplar Prompt 0.171 0.189 0.415 0.507
CAD-Prompted SAM3 (Ours) 0.317 0.371 0.536 0.657

T-LESS. T-LESS is an industry-related object dataset consisting of texture-less

rigid components. The objects have no identi�able color or texture, many exhibit

strong geometric similarity, and scenes are highly cluttered with signi�cant occlusion.

These characteristics make instance discrimination challenging for appearance-based

methods.

ITODD. ITODD is an industrial setting dataset featuring texture-less metallic

objects captured in grayscale. The dataset includes both uncluttered and highly

cluttered scenes, emphasizing shape-based reasoning under limited appearance cues.

Table 2.2 summarizes benchmark performance. On T-LESS, our method achieves

the highest PQ (0.317) and F1 (0.371), outperforming all baselines. On ITODD, our

approach yields a substantial improvement, reaching PQ 0.536 and F1 0.657. The

consistent gains across both datasets indicate that conditioning segmentation directly

on canonical CAD geometry improves robustness in industrial object perception.

2.5 Conclusion and Future Work

2.5.1 Conclusion

We presented a geometry-conditioned promptable segmentation framework that

extends foundation segmentation models to industrial objects de�ned by CAD speci-

�cations. Instead of relying on language descriptions or RGB exemplars, our method

conditions segmentation directly on canonical multi-view renderings derived from CAD

models, enabling shape-based object identi�cation independent of surface appearance.
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Built upon SAM3, our approach formulates CAD-conditioned perception as single-

stage promptable instance segmentation. Across a custom 3D printing dataset and

standard industrial benchmarks including T-LESS and ITODD, CAD-Prompted

SAM3 consistently improves segmentation quality over appearance-based exemplar

methods. The gains are particularly pronounced in rapid prototyping scenarios where

objects vary in color and context but retain �xed geometry.

These results demonstrate that canonical geometry can serve as a robust and

expressive prompt modality for foundation segmentation models. By aligning percep-

tion with the way industrial objects are de�ned|through precise CAD models rather

than textual labels or visual exemplars|our formulation o�ers a practical solution

for perception for rapid prototyping and small-batch manufacturing.

2.5.2 Future Work: Cross-Modal Geometry Conditioning

While this work uses multi-view renderings of CAD models as prompts, an important

next step is to move beyond rasterized images and explore direct geometric condition-

ing. Future work could investigate encoding meshes, point clouds, or implicit surface

representations directly into the prompt space of foundation models, enabling tighter

integration between geometric reasoning and perception, without the middle step of

canonical rendering.
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Chapter 3

CAD-based Perception for

Zero-Shot Robotic Manipulation

3.1 Introduction

In the previous chapter, we introduced CAD-prompted segmentation as a geometry-

guided perception framework that conditions segmentation on canonical object ge-

ometry. In this chapter, we extend this approach to a full manipulation pipeline,

demonstrating how geometry-based perception can support object interaction and

action execution in real-world tasks.

Rapid prototyping environments involve frequent introduction of new, previously

unseen parts, making it impractical to rely on object-speci�c training or curated

datasets. Existing approaches to vision-based manipulation present a trade-o�

between generality and structure: data-driven pipelines enable broad task coverage

but require substantial training data, while model-based approaches provide structured

reasoning but are often specialized to known objects. These limitations motivate a

representation that is both structured and generalizable, while requiring minimal

adaptation to new objects.

To address these challenges, we adopt a geometry-guided manipulation pipeline

that directly leverages CAD models for perception and action. The system integrates

CAD-prompted instance segmentation, geometric pose estimation via ICP, and grasp
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generation directly from object geometry. Given an RGB-D observation and a set

of CAD models, the system detects object instances, estimates their 6D poses, and

generates executable grasp actions without object-speci�c training or labeled real

images. Because the pipeline relies solely on CAD models, it is well-suited for rapid

prototyping settings where new objects are frequently introduced, enabling immediate

deployment without additional data collection or training.

3.2 Related Work

3.2.1 End-to-end learned manipulation.

Recent vision-language-action (VLA) pipelines [3, 16, 21] learn direct mappings from

visual observations to actions using large-scale pretrained models [5, 31] and language-

conditioned policies. These approaches enable complex task execution and exhibit

robustness to disturbances, but rely heavily on large amounts of task-speci�c training

data and o�er limited interpretability.

3.2.2 Multi-stage model-based pipelines.

Another class of methods [41] decomposes manipulation into perception, state estima-

tion, and action generation. These pipelines typically employ trained vision models

such as YOLO [17] for object detection, followed by geometric registration methods

such as ICP or learned pose estimators like FoundationPose [40] to recover object

pose. Manipulation strategies are then de�ned based on the estimated pose, often

requiring object-speci�c design.

3.2.3 Zero-shot prompt-based methods.

Recent work explores zero-shot manipulation using promptable foundation models.

Approaches such as COPA [14] use vision-language models with textual prompts to

recognize objects without task-speci�c training. COPA generates grasp candidates

over the entire scene and �lters them based on detection results, enabling a complete

manipulation pipeline without explicit pose estimation. However, performance can
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vary signi�cantly across object types due to inconsistent detection, which can limit

overall manipulation success.

3.3 Method

We present a geometry-guided zero-shot manipulation pipeline that combines the

structured decomposition of multi-stage systems with the 
exibility of zero-shot

perception. Instead of relying on object-speci�c training, the approach uses CAD-

prompted detection for instance segmentation and directly leverages CAD geometry

for pose estimation and grasp generation. This results in a fully geometry-driven

pipeline that operates without object-speci�c training or manual labeling.

3.3.1 Problem Formulation

We consider an object sorting task in which a robot must identify a set of objects

placed on a table and place each object into its corresponding bin. The task can be

represented as

T = [(O 1; B1); (O2; B2); : : : ; (ON ; BN )];

where Oi denotes an object type and Bi its designated target bin.

Given an RGB-D observation of the scene, the robot is required to detect all

object instances, estimate their 6D poses, and execute a sequence of grasping and

placement actions to complete the sorting task.

A key aspect of this work is that we operate under a zero-shot setting with

respect to object appearance. Speci�cally, we impose the constraint that no labeled

real images, category-speci�c training, or object-speci�c �ne-tuning are available for

unseen objects. Instead, the only information provided for each object is its CAD

model.

The objective is to perform reliable object sorting across diverse and cluttered

scenes, leveraging only CAD-based geometric information without requiring additional

data collection or labeling for new objects.
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Figure 3.1: Full perception pipeline using object CAD as the sole input. Objects are
detected and segmented with CAD-Prompted SAM3, followed by pose estimation via
ICP, and grasp generation based on the CAD model and estimated pose.

3.3.2 Geometry-Guided Instance Segmentation

Given an RGB observation of the scene, we perform instance segmentation using

CAD-Prompted SAM3 [37], introduced in Chapter 2. The method leverages CAD

renderings as geometric prompts to enable class-free, instance-level segmentation

without object-speci�c training. For each object, multiple canonical views are rendered

from its CAD model, and foreground points sampled from these views are encoded as

prompt tokens and fused with the query image representation.

Compared to alternative training-free approaches such as language prompting or

image exemplars, CAD-based prompting provides a more reliable signal for industrial

objects. Language prompts can be ambiguous or di�cult to specify for engineered

parts, while exemplar-based methods depend on appearance cues that may vary

signi�cantly across instances. In contrast, our approach conditions segmentation on

object geometry, which is particularly important in rapid prototyping settings where

parts frequently change in appearance but retain consistent geometric structure.

The CAD renderings and their corresponding prompt encodings can be precom-

puted o�ine for each object. During inference, the input image is encoded once,

and the detection module is applied independently for each object using the cached

geometric prompts, producing a set of object masks corresponding to each queried

CAD model.
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3.3.3 Geometry-Based Pose Estimation

For each segmented object, we estimate its 6D pose through geometric registration.

Using the depth image from an RGB-D camera, we extract the object-speci�c point

cloud by projecting pixels within the predicted mask into 3D, followed by outlier

�ltering.

We align the corresponding CAD model to the observed point cloud using Iterative

Closest Point (ICP) [1]. The CAD model is initialized by centering it at the �ltered

point cloud centroid, and ICP is performed from a small set of discrete orientation

hypotheses (corresponding to axis-aligned rotations) to improve robustness to local

minima. We use a point-to-point variant of ICP for alignment.

The resulting rigid transformation is expressed in the camera frame and then

converted to the robot frame using known camera extrinsics. This process recovers

the full 6D pose of each object, providing the geometric state required for downstream

manipulation.

3.3.4 Grasp Generation from Geometry

We generate top-down parallel-jaw grasp candidates directly from CAD geometry

using a heuristic antipodal grasp planner. Surface points and normals are uniformly

sampled from the mesh, and candidate contact pairs are formed by enforcing gripper

width limits and approximate normal opposition. To improve robustness for tabletop

picking, candidates are restricted to a horizontal band around the object body

and converted to top-down grasp poses with a �xed downward approach direction.

Candidates are then ranked using a geometric score based on normal opposition,

alignment with the gripper closing direction, and proximity to the object center, and

the highest-scoring feasible grasp is selected for execution.

Because grasp generation is performed in the object frame using its geometry, the

method naturally generalizes across objects without requiring learned grasp policies.

The resulting grasp poses are transformed into the robot frame using the estimated

object pose.
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Figure 3.2: (a): A Kinova Gen2 robot with parallel gripper is used for execution,
with a �xed Realsense D435 Camera for perception. Objects are randomly placed on
table with moderate cluttering. (b),(c): Robot executing planned grasp

3.3.5 Robotic Execution

For each step, the robot selects the object with the highest segmentation con�dence

and chooses a corresponding grasp candidate. This strategy prioritizes more reliable

detections while allowing less con�dent objects to become easier to perceive as

occlusions are removed.

The selected grasp pose is transformed into the robot frame using the estimated

object pose and camera extrinsics, and a pick-and-place motion is executed with a

top-down approach. The gripper closes with width determined from the predicted

grasp contacts, lifts the object, and drops it at a �xed bin location. This process is

repeated sequentially for all objects in the scene.

Overall, the pipeline integrates geometry-conditioned perception, model-based

pose estimation and grasp generation to enable unseen object sorting in cluttered

environments without the need for any manual labeling.

3.4 Experimental Results

We evaluate the proposed geometry-guided perception and manipulation pipeline on

a real-world tabletop object sorting task. The system is required to detect, localize,
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grasp, and place a set of objects into designated bins using only CAD models, without

any object-speci�c training or labeled real images.

3.4.1 Setup

Experiments are conducted using a �xed RGB-D camera for perception and a Kinova

6 axis robot arm equipped with a parallel-jaw gripper for execution. We evaluate on

5 types of rapid-prototyping relevant objects(Fig. 3.3). A set of objects is placed on a

table in moderately cluttered con�gurations(Fig. 3.2). For each object, only its CAD

model is provided to the system. Grasping is restricted to top-down con�gurations,

and objects are placed into �xed bins after grasping. As a baseline, we compare against

COPA [14], a zero-shot manipulation pipeline that uses a vision-language model with

textual prompts for object recognition, and GraspNet[11] on raw pointcloud from

RGB-D camera for grasp prediction without explicit object pose estimation. For fair

comparison, both methods are evaluated under the same hardware setup and share

identical downstream execution modules.

3.4.2 Quantitative Results

We report the pick-and-place success rates for a set of representative objects in

Table 3.1, and average time taken to generate grasp command in Table 3.2. A trial

is considered successful if the object is correctly grasped, lifted, and placed into the

designated bin without failure.

Figure 3.3: Objects used in evaluation
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Object Ours COPA
Shaft Mount 9/10 1/10
Gear 8/10 2/10
Square Tube 8/10 3/10
Bolt 6/10 2/10
LEGO Brick 9/10 3/10

Table 3.1: Pick-and-place success rates for di�erent objects, comparing our method
with COPA [14].

Stage
Ours COPA

Module Time (s) Module Time (s)

Detection
CAD-Prompted SAM3 0.170 SAM (Everything) 5.80
{ { GPT5.4mini API 1.29

Pose Estimation ICP 0.112 { {
Grasp Prediction Physics-Based 0.188 GraspNet 0.172
Total 0.460 7.26

Table 3.2: Per-object average runtime breakdown for our method and COPA. Both
methods are evaluated on a computer with NVIDIA RTX 4070 GPU and Intel Core
Ultra 9 185H CPU.

3.4.3 Discussion

The results demonstrate that the proposed pipeline can perform reliable object sorting

across a range of geometries without object-speci�c training. Objects with distinctive

or task-aligned geometry (e.g., shaft mount, LEGO brick) achieve higher success

rates.

Compared to COPA [14], our method achieves signi�cantly higher overall per-

formance (80% vs. 31% success rate). The primary gap arises from di�erences in

perception consistency and grasp generation. COPA's VLM-based detection perfor-

mance varies signi�cantly across object types. It achieves reasonable performance on

semantically distinctive objects (e.g., gear, bolt), but yields near-zero detection rates

on others. In contrast, our geometry-based prompting yields more consistent object

detection across di�erent geometries. In addition, grasp pose prediction in COPA is

performed directly on point clouds using GraspNet, which is less reliable than our

approach that combines explicit pose estimation via ICP with physics-based grasp

generation on object meshes.
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Figure 3.4: Failure modes

The primary failure mode in our pipeline arises from inaccuracies in ICP-based

pose estimation, which can lead to incorrect object orientations and consequently

misaligned grasp poses. Objects with strong asymmetric geometric features provide

better constraints for registration (e.g., shaft mount), while objects that are invariant

to certain orientation errors (e.g., LEGO bricks) are more tolerant to such inaccuracies.

In contrast, objects with less orientation-distinctive geometry and require speci�c

grasping pose (e.g., bolts) are more prone to failure.

In terms of e�ciency, our pipeline is also substantially faster. Our method

completes detection, pose estimation, and grasp generation in under 0.460 seconds

per object on average, while COPA takes about 15x longer due to having to segment

all candidate objects in the image and calling language model API.

Overall, these results highlight that geometry-guided perception enables robust

zero-shot manipulation.

3.5 Conclusion and Future Work

3.5.1 Conclusion

This chapter presented a geometry-guided pipeline for zero-shot robotic manipulation

that leverages CAD models as the sole source of object information. By integrating

CAD-prompted instance segmentation, geometric pose estimation via ICP, and grasp

generation directly from object geometry, the system enables detection, localization,
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and manipulation of previously unseen objects without any object-speci�c training or

labeled real images. Experimental results on real-world object sorting tasks demon-

strate reliable performance and strong generalization across diverse object geometries.

These results highlight the e�ectiveness of geometry as a uni�ed representation for per-

ception and action, and show that geometry-guided perception can support practical

manipulation in rapid prototyping settings.

3.5.2 Future Work

While the proposed pipeline demonstrates strong zero-shot capability, several com-

ponents can be further improved by incorporating learned models. In particular,

replacing ICP with learned pose estimators such as FoundationPose [40] could im-

prove robustness to noise, partial observations, and symmetric ambiguities. Similarly,

replacing the current physics-based grasp planner with state-of-the-art learned grasp

generation models such as GraspGen [36] could provide more reliable and diverse

grasp candidates, especially for complex geometries. More broadly, future work

could explore hybrid pipelines that combine geometry-based structure with learned

components, aiming to retain zero-shot generalization while improving accuracy and

robustness in challenging real-world scenarios.
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Chapter 4

Eye-in-Finger: Geometry Guided

Perception for Precise LEGO

Manipulation

4.1 Introduction

LEGO assembly provides a simple yet representative example of rapid prototyping:

components are modular and frequently recon�gured during construction. Despite

the tight �t between parts|where successful insertion requires precise alignment

at sub-millimeter scale|such tasks are trivial for humans due to the use of tactile

feedback. When inserting a brick, vision provides a coarse estimate of position, while

contact and force cues guide the �nal alignment. In robotic systems, visual feedback

similarly serves as a powerful tool for global perception, enabling high-level scene

understanding and object localization. However, for precise manipulation of small

objects, traditional vision-based approaches face critical challenges related to accuracy

and occlusion.

Robotic manipulation of small objects presents multiple challenges, among which

occlusion and precision are particularly important. In �ne-detail tasks such as assem-

bling with small components or performing surgery, the end-e�ector is often larger

than the target components, increasing the probability of occlusion when utilizing
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Figure 4.1: (a) Top: EiF mounted on a robot holding a LEGO brick. Bottom: cut-out
views with key dimensions (mm). (b) Robot using EiF to correct misalignment and
pick LEGO bricks from a static board (top) and a moving hand (bottom). (c)
Limitations of conventional LEGO manipulation approaches addressed by EiF.

vision guidance. Moreover, vision systems often fail to provide the position estimation

accuracy required for precise manipulation of small objects [35]. While tactile sensing

o�ers high-resolution local perception, it su�ers from inherent limitations, including

high cost, durability concerns, and prolonged feedback latency [45]. Additionally,

tactile sensors typically necessitate the use of soft materials at the point of contact,

imposing constraints on mechanical design and further restricting their applicability

in industrial and medical settings.

To bridge this gap, we introduce Eye-in-Finger (EiF), a vision-integrated

sensing method that delivers low-cost, high-resolution perception directly from the

tip of the end-e�ector. Using geometric feature of LEGO bricks as explicit visual

guidance, our approach provides precise spatial information in translation and rotation,

achieving levels of accuracy traditionally reserved for contact-based tactile sensing.

By embedding vision at the contact point, EiF also e�ectively overcomes occlusion

challenges and enables real-time, �ne adjustments during delicate manipulation tasks.

This approach allows robots to re�ne their actions dynamically, just as a human does

by combining visual guidance with �ngertip tactile feedback.

In this work, we use robotic LEGO assembly and disassembly as a structured test
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