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Abstract

The performance of learned robot visuomotor policies depends heavily on the size and
quality of their training data, yet collecting high-quality demonstrations remains costly for
robots in the real world. Although large-scale robot and human datasets are increasingly
available, embodiment gaps and mismatched action spaces make them difficult to leverage
directly. Cross-embodiment transfer — reusing experience from other embodiments to im-
prove learning on a target embodiment — is therefore crucial for scaling robot learning
beyond per-robot data collection. This thesis argues that efficient transfer can be greatly
beneficial by learning from what is shared across embodiments — the visual dynamics of how
the world responds to motion — and by effectively exploiting the scarce target-embodiment
data at test time.

In this thesis, a framework for efficient cross-embodiment transfer is presented for object
manipulation: Latent Policy Steering (LPS). A World Model (WM) is pretrained across
eight different embodiments; by leveraging optical flow as a shared representation of visual
transitions, we show that such a WM can be adapted to an unseen target embodiment
with only one hour of teleoperation data. To fully exploit this limited target-embodiment
data, we develop a robust value function that simulates, in the WM’s latent space, the
test-time mistakes the target-embodiment policy is prone to make, and steers the policy
back toward the training data distribution. Through evaluations on both real-world tasks
and simulation benchmarks, the proposed framework consistently improves the policy across
tasks and outperforms baselines that rely on embodiment-specific proprioception and actions
during pretraining.

Together, the results support the two keys of this thesis. A world model grounded in
embodiment-agnostic visual dynamics, rather than any particular proprioception or action
space, learns transferable representations from diverse, cheaply available experience that
adapt to a new embodiment from few demonstrations. And once finetuned on that scarce
target data, the same model lets the policy anticipate the consequences of its actions, foresee
and avoid its own mistakes through test-time search — making steering a desirable paradigm

for leveraging pretrained representations.
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Chapter 1

Introduction

Imitation learning through Behavior Cloning (BC) has become a widely adopted paradigm for
acquiring robot visuomotor policies. Its recipe is conceptually simple — collect demonstra-
tions, then train a policy to imitate the demonstrated behaviors — but its success depends
heavily on the size and quality of the demonstration data. Collecting sufficient high-quality
demonstrations in the real world is a time-consuming process, typically requiring a human
operator to teleoperate the robot through every task variation the policy is expected to mas-
ter. Worse, the resulting data are often specific to a particular robot, task, and environment:
demonstrations collected on one platform reflect its kinematics, sensors, and action space,
and rarely carry over to another. In practice, the data collection effort therefore needs to
be repeated for each new embodiment, task, or environment. This stands in stark contrast
to the story behind large language models, whose training corpora — internet-scale text —
accumulate naturally as a byproduct of human activity. The robot experience has no such
free supply: every real-world demonstration must be laboriously collected, making data one
major bottleneck for deployable robots in the real world.

A natural response to this bottleneck is to aggregate data from diverse sources. By aggregat-
ing large datasets across many robots and environments, the community has made progress
toward generalist robot policies trained on multiple embodiments at once. Yet these models
often do not generalize to new tasks or platforms with satisfactory results, and adapting them
remains expensive: given the large model sizes required to absorb such datasets, finetuning
demands a considerable amount of new data — pi0, for instance, requires an additional five
to ten hours of demonstrations to reach high success rates on new tasks [1]. The underlying
difficulty is that robot pretraining does not straightforwardly inherit the pretraining recipe
that powers LLMs and VLMs, where a model trained on large, diverse data produces gen-
eral representations that transfer to new tasks from only a small number of examples. Each
robot in a pooled dataset carries embodiment-specific information — its proprioception and
its action space — so representations learned from such data have strong dependency on the

embodiments presented during training and may generalize poorly to unseen ones. What is



needed, then, is a form of cross-embodiment transfer that learns from what embodiments
share rather than what sets them apart, so that diverse, cheaply available experience —
including cheap data from very different embodiments such as humans — can benefit a new
robot effectively.

Therefore, we propose to pretrain a World Model (WM) that learns only what embodiments
share — the visual dynamics of how the world responds to motion — while deliberately
dropping the embodiment-specific proprioception and actions to learn transferable represen-
tations. To make learning visual dynamics possible in the absence of action, we leverage
optical flow as an off-the-shelf transition representation of visual dynamics. The WM is
trained to predict future observations (e.g., an image) given the current observations and
an encoded optical flow between them. This design turns heterogeneous, cheaply available
data — trajectories from different robots, actionless videos of human manipulation — into
a pretrain dataset to learn transferable visual dynamics that can be adapted to an unseen
target embodiment from as little as one hour of teleoperation data.

Furthermore, we argue that the scarce target-embodiment data during cross-embodiment
transfer should be exploited beyond its conventional role. Prior work on Vision-Language-
Action (VLA) models treats such data purely for finetuning: the demonstrations update
the policy’s weights and connect the pretrained representations to the target embodiment
action space. However, even with abundant data, a policy could still drift from the training
distribution during inference, and small errors compound into failures. In this work, we
leverage policy steering as a paradigm to close this gap: rather than executing the policy’s
output directly, the agent samples multiple action candidates from the policy, evaluates their
consequences, and selects the most promising one. The pretrained WM is finetuned on the
target embodiment data to replace optical flow with robot actions, and a value function is
learned in the WM’s latent space. During inference, the WM simulates each candidate’s
outcome in its latent space, and a value function scores these imagined futures and steers

the policy back toward the training data distribution.

1.1 Contributions

Our contributions are as follows.

e We leverage optical flow as an off-the-shelf transition representation of visual dynamics
for pretraining a World Model (WM) across diverse robot and human embodiments,

reducing dependency on any specific embodiment.

e We propose Latent Policy Steering (LPS), which adapts the pretrained WM to a target

embodiment from limited demonstrations and uses it to steer the policy at test time.



To mitigate inference-time distribution shift, LPS learns a robust value function in
the WM’s latent space — trained on both expert states and states the policy is likely
to visit during deployment — and selects action candidates whose imagined latent

outcomes stay closest to the expert distribution.

e Through simulation benchmarks and real-world evaluations, we demonstrate that LPS
consistently improves policy performance on object manipulation tasks and outper-
forms baselines that rely on embodiment-specific proprioception and actions during

pretraining.

Together, these results support the argument of this thesis: a WM with minimal dependency
on embodiment can harness abundant experience from other embodiments, and test-time
search via policy steering turns that pretrained knowledge into better decisions on a target

embodiment where data is scarce.

1.2 Thesis Organizations

The rest of the thesis is organized as follows. Chapter 2 discusses the technical background,
including formulating the robot learning and policy steering via Partially Observable Markov
Decision Process (POMDP), generative action models for learning visuomotor policy, and
WDMs. Chapter 3 discusses the related work of the proposed framework, including robot
learning from diverse data, policy steering and planning with World Models, offline and
inverse Reinforcement Learning, and lastly optical flow as a representation in Robotics.
Chapter 4 presents LPS, including details of the framework, pretraining, finetuning, test-time
search via policy steering, and is followed by the experiments and discussion of limitations.

Chapter 5 outlines directions for future work.



Chapter 2

Background

This chapter provides an overview of the technical background relevant to this thesis. The
first section describes the Partially Observable Markov Decision Process (POMDP), formu-
lating the robot learning and policy steering. The second section describes the formulation
of the cross-embodiment transfer. The third section describes generative models to learn a
visuomotor policy. The last section describes Dreamer World Models, which was used to

learn the dynamics and provides test-time steering for the policy.

2.1 Robot Learning and Policy Steering

We consider robot control in a Partially Observable Markov Decision Process (POMDP)
setting, with a latent state space learned by a neural network. A POMDP can be described
by a tuple ( ;X;S;A;R;P), which consists of observations X 2 X, conditional observation
probabilities  (X'js;a), states s 2 S, actions a 2 A, reward function r = R(s; a), and tran-
sition function P (s'js;a). At the timestep t 2 [1;2;:::; T], the observation, state, action, and
reward are denoted as Xt; St; @¢; I't. Given discount factor | the expected future discounted
reward from state S; is defined as: E[ tJ;O tr], and can be estimated by a state-value func-
tion V(st). Given Ptask horizon length T, policy steering seeks the best action such that:

a; = argmax,nE I:t K njs;,ap=a .

2.2 Cross-Embodiment Transfer

A dataset consists of sequences of (X¢;ag; ry) where ry is a binary reward indicating task
successes. In this work, we consider two such datasets: A small dataset E of expert demon-
strations on the target robot embodiment, and a larger cross-embodiment dataset C with
action space A’ that may not match the action space A of the target embodiment and se-
quences that do not necessarily represent task success. Importantly, kCk >> KEK, and we
would like to maximally leverage C in training despite its action-space mismatches and non-

optimal data.



2.3 Generative Model of Actions

A Diffusion Policy (DP) formulates visuomotor control as conditional denoising: the policy
learns to iteratively refine noisy action samples into expert-like actions, conditioned on the
observation. During training, an expert action (or action sequence) 8y drawn from the
demonstration data is corrupted by a forward diffusion process, which progressively adds
Gaussian noise over K steps. This produces a noisy action ax at diffusion step K, where ¢

follows a predefined noise schedule, and larger K yields a noisier action.

— P
a2 =P a0+ e € NI (2.1)
A noise-prediction network (ag; X; K) is trained to recover the noise that was added, condi-
tioned on the observation X and the diffusion step k, by minimizing

h [
L()=Epaye € € a5xk °: (2.2)

During inference the policy initializes an action sample from Gaussian noise, ax ~ N(0; 1),

and iteratively denoises the action for k = K :::; 1 using the predicted noise (ax; X; k), until

a clean action ag is obtained to execute on the robot.

2.4 \World Model

A World Model (WM) captures the dynamics of the environment by learning to predict
the next state given the current state and action, p(St+1 J St;at). In this thesis, we adopt
Dreamer as our WM, given that it learns the dynamics in a compact latent space from high-
dimensional observations, enabling efficient long-horizon imagination and planning. Dreamer
is built upon the Recurrent State-Space Model (RSSM), which maintains a deterministic
recurrent state hy and a stochastic latent state zy. Thus, a complete latent state S¢ will be

the concatenation of hy and z;. RSSM includes the following modules:

Recurrent model: he =T (hy 1;2Z¢ 1;a¢ 1) (2.3)
Representation model: Ze q (z¢) hegxe) (2.4)
Transition predictor: 2 p (2¢jhy) (2.5)
Image predictor: e p Rejhgzy) (2.6)

All components are implemented as neural networks, and denotes their combined parameter

vector. We drop the reward and discount predictors from the original Dreamer, since they



are not used in our framework. The model is trained by maximizing the image log-likelihood
while keeping the posterior of the representation model close to the prior of the transition
predictor:
x #
L()=E, Inp (X¢jhgz)+ KL g (zejhegx) p (2¢) he) (2.7)
t=1
The KL term regularizes the latent space and trains the transition predictor to match the
representation model, and  balances the two objectives. The representation model  here
functions as a teacher model to convert high-dimensional observation X; into a compact
latent state, while the transition predictor p acts as a student to imitate the teacher’s
output without depending on high-dimensional observation X¢. p allows the WM capable of
predicting consequences of actions without interfering with high-dimensional observations,

making it less vulnerable to compounding errors.



Chapter 3

Related Work

3.1 Robot Learning from Diverse Data

Collecting large amounts of robot data for a specific task can be challenging and time-
consuming. A common strategy to overcome this limitation is to leverage data from other
sources, including online robot datasets with multiple types of robots and even human videos.
Prior works [2][3][4][5] train a visual encoder using both human and robot video data to avoid
learning the policy network from scratch. However, the pretrained encoder only provides
visual representations instead of directly learning to make decisions. Thus, to learn full
policies across multiple robot embodiments, recent works have also looked at learning a single
network across multiple robot embodiments by using a modular structure with a common
trunk and various heads for different action spaces [6][7]. Another common approach is the
vision-language-action model (VLA) approach, where a pretrained vision-language model is
finetuned with robot data to act as a robot policy [8][1][9]. However, due to their large size,
both these approaches can be expensive to fine-tune to improve performance on a specific
task, and sometimes suffer from slow inference. We compare our approach against a finetuned
HPT [7] as a representative example of these types of models.

Human video is also abundant, but can be challenging to use for robot policies as it lacks
specific action information. Some works have attempted to overcome this by learning reusable
priors or affordances from human video that can then accelerate robot learning [10][11][12].
However, these approaches tend to make specific assumptions about how humans interact
with the world, and may not generalize to tasks that don’t fit these assumptions. LAPA [13]
and MOTO [14] sidestep this by extracting latent actions from a VQ-VAE bottleneck [15]
trained to predict future observations, enabling pseudo-labeling of large-scale actionless data
under a unified action representation. Compared to prior works which requires to label the
dataset, VLA-JEPA [16] takes a more direct approach: it asks the VLM to propose latent
action from the actionless data to learn latent dynamics, which is based on the frozen video
encoder [17].



In this thesis, our proposed method explores the mean to leverage multi-robot and actionless
human dataset without the requirement of learning pseudo-labeling models (e.g., VQ-VAE)
or learning latent dynamics from frozen video encoders. Specifically, we choose optical flow

as an off-the-shelf transition representation of visual dynamics to learn visual dynamics.

3.2 Policy Steering & Planning with World Models

Recurrent-state-space-based world models (RSSM) have become an increasingly common
approach to model environment dynamics and transition functions in robotics. Popularized
by Hafner et al. [18][19], these models consist of an encoder, which maps visual observations
to a latent state representation, a latent transition function which predicts future latent
states, and a decoder which is used primarily during training to propagate gradients. Once
trained, these world models can be utilized in a variety of ways. One approach is to learn
actor and critic models from the same training data to generate action sequences, roll them
out over time, and evaluate them with the critic [19]. Another approach is to encode a goal
image in the latent space and then use the similarity between planned states and the goal
image as a value function to select the best sequence of actions. These action sequences are
commonly optimized using gradient-free optimizers like the Cross-Entropy Method (CEM),
but gradient-based optimization can also be used [20][12][19].

These approaches are closely related to policy steering, where a value function and optionally
a world model are used to refine the output of a base policy [21, 22|. Policy steering has
been shown to compensate for failure modes in the base policy [21] or to select actions from
the base policy that obey safety constraints [22]. Using a world model allows the robot to
steer its policy based not just on the next action, but on a projected series of actions. We
build on the ideas from both planning with World Models and Policy Steering by learning a
value function to steer actions from a behavior cloned policy towards states within the data

distribution, and closer to the task goal.

3.3 O Lind & Inverse Reinforcement Learning

We propose a value function that favors states in the distribution of the training data, which
is related to the pessimism used in offline RL [23][24][25][26], and the concept of Inverse
RL [27]. In offline RL, a model ( e.g., value functions, dynamics models) only has access
to the state-action pairs in an offline dataset. Therefore, predictions for state-action pairs
outside of the training data distribution could be unreliable. For example, a value function
could be overly optimistic when queried with out-of-distribution state-action pairs, leading

to extrapolation errors [23].



3.4 Optical Flow as a Representation in Robotics

Both 2D optical flow and 3D point flow have commonly been used as intermediate represen-
tations in robotics. Multiple works have used 3D flow to represent object affordances [28-30].
These representations transfer well from simulation to real hardware and can be learned from
human videos. Other works have predicted 2D optical flow as an action representation [31, 32]
or used optical flow to measure similarity between actions across episodes [31, 33]. Rather
than using optical flow as a predicted action representation, in this work, we use optical flow
as a unified transition representation of visual dynamics to learn the world model across
embodiments. Motus [34] also adopts optical flow for learning shared representation across
embodiments by choosing to use an autoencoder to obtain compact encodings from optical
flow. Different from Motus, we design to pretrain our model fully end-to-end: a compact

encoding of optical flow will be learned jointly with the World Model.



Chapter 4

Latent Policy Steering

Modified from a submission to 2027 International Conference on Robotics & Automation.
Yiqi Wang!, Mrinal Verghese?, Jeff Schneider®
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Figure 4.1. Left: We choose optical flow as an off-the-shelf transition representation of
visual dynamics, allowing the World Model to make use of existing or cost-efficient data
across diverse embodiments. Middle: An image-based World Model (WM) is pretrained
using encoded optical flow, and then finetuned on a target-embodiment with robot actions.
Right: During inference, Latent Policy Steering evaluates multiple candidate plans and
executes the best one.

An illustration of the proposed LPS framework for efficient cross-embodiment transfer is
provided in Figure 4.1. The cross-embodiment transfer, as described in Section 2.2, has two
phases: pretraining across a pooled dataset across multiple embodiments, and finetuning
towards a target embodiment with the target dataset. Section 4.1 describes the pretraining
phase, including the motivation to choose optical flow to pretrain the World Model (WM),
and the design choices of the WM pretraining. Section 4.2 describes the second phase
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