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Abstract

Modern language models’ in-context learning and instruction-following abilities make
it possible to adapt agent behavior without updating model weights. This thesis studies
online self-improvement, where an agent encounters each task only once and must accumulate
reusable experience across a sequence of tasks, reflecting deployments in which actions have
persistent consequences and retries may be impossible.

First, we ask whether the prompt optimizer itself can learn across episodes. Building on
Agentic Context Engineering (ACE), we evaluate two variants with persistent optimizer-side
state, including one bootstrapped through offline retries. AppWorld’s related tasks and
recurring interfaces favor agent-level experience reuse, and neither variant reliably improves
over its corresponding ACE-style baseline. In a smaller-model experiment, the stateful variant
also produces a substantially larger playbook and performs worse, suggesting a possible cost
from uncurated prompt growth.

We next test whether ACE’s agent-level adaptation benefit persists on Toolathlon, a
harder and more heterogeneous tool-use benchmark, and find no consistent improvement
over non-adapting agents. Because the experiment does not identify why, we develop an
automated, evidence-grounded workflow and audit 74 frequently failed tasks using benchmark
internals and concrete trajectories. All 74 selected reports contain benchmark-related issues,
while 35 also contain supported agent issues; this failure-enriched subset does not estimate
Toolathlon’s overall defect rate. Instead, the audit shows that a failed score may not identify
what an adapting agent should learn. Together, the studies identify recurring experience,
usable adaptation state, and reliable failure attribution as potential bottlenecks for online
self-improvement.
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Chapter 1

Introduction

Large language model (LLM) agents combine natural-language reasoning with external
actions: they call tools, inspect observations, write files, query services, and revise their
plans as the environment responds [2]. This makes them useful for realistic long-horizon
work, but difficult to make reliable. A task may require dozens of locally correct decisions,
and an early mistake can compound into final failure. Even frontier models may misread
instructions, choose the wrong tool, act on partial evidence, or behave reasonably while
violating an automated evaluator’s expectations.

One response is to let agents improve from experience. Memory and prompt-optimization
methods distill prior trajectories into reusable routines or evolving natural-language guid-
ance [3–6]. Such methods are especially attractive for proprietary models whose weights are
unavailable because they adapt the model’s context rather than the model itself.

Experience-based self-improvement, however, faces several potential constraints. Earlier
trajectories may not contain an informative learning signal; their lessons may not recur in
later tasks; and the adaptation state may become long and noisy rather than preserve useful
guidance. When adaptation learns from failures, the evaluation signal may also fail to identify
what actually went wrong. A benchmark failure caused by missing information, an unstable
service, or an invalid evaluator may otherwise be converted into a lesson about the agent.
This thesis studies these constraints through two connected investigations.

When can a language-model agent improve from its own experience, and what limits such
improvement in realistic long-horizon settings?

The first investigation asks whether ACE-style online adaptation can be extended from the
agent’s prompt to the reflector that edits that prompt. Agentic Context Engineering (ACE)
maintains an evolving agent playbook: after each task, a reflector reads the trajectory and
proposes updates for subsequent tasks [6]. Although the reflector can observe the resulting
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agent playbook, it has no dedicated state for recording lessons about the update process
itself. We introduce two variants that add such state: Stateful Reflection (SR), which gives
the reflector persistent memory, and Stateful Reflection with Offline Bootstrapping (SR-OB),
which initializes both agent- and reflector-facing playbooks from retry trajectories.

Chapter 3 evaluates these methods on AppWorld [7], whose related scenario variants and
recurring APIs favor reuse of operational experience. ACE retains nearly all of its mean
gain without evaluator feedback, and offline retries improve the agent playbook. SR never-
theless performs similarly to ACE, while SR-OB adds no improvement over agent-playbook
bootstrapping alone. In one smaller-model experiment, SR-OB also produces a substantially
larger playbook and performs worse. These results bound the marginal value of the tested
reflector-side mechanisms on AppWorld rather than meta-optimization in general.

The second investigation asks whether ACE’s agent-level adaptation benefit persists in a
harder and more heterogeneous setting. ACE improves over Base ReAct on AppWorld,
whereas Toolathlon’s lower baseline performance provides more observed failures across 108
long-horizon tasks involving spreadsheets, cloud services, databases, file systems, and other
realistic tools [8]. Additional failures, however, provide useful adaptation opportunities only
when they expose lessons that can be identified and reused.

Chapter 4 finds no consistent benefit from ACE-style adaptation on Toolathlon across the
evaluated agent models. Thus, Toolathlon’s greater apparent headroom was not accompanied
by a larger adaptation benefit in these experiments, but the experiment alone does not
determine why. Weak cross-task transfer, irrelevant or growing prompt guidance, execution
limits, and unreliable evaluation signals remain possible explanations.

The chapter therefore turns from optimization to failure attribution. We develop an evidence-
grounded workflow for auditing long agent trajectories using structured issue reports, explicit
evidence, uncertainty labels, and evaluator context. Applied to 74 frequently failed Toolathlon
tasks, the audit finds benchmark-related issues throughout the selected set and supported
agent errors in a substantial subset, often with both present in the same task report. Because
the audit focuses on frequently failed tasks and remains partly automated and judgment-
dependent, these findings do not estimate Toolathlon’s overall defect rate or imply that the
agents were blameless. They show more narrowly that a failed task score often does not, by
itself, identify what an adapting agent should learn.

Together, the studies support a bounded claim: the adaptation mechanism alone does
not determine prompt-based self-improvement. They identify recurring experience, usable
adaptation state, and reliable failure attribution as potential constraints. The experiments
do not isolate the causal contribution of each constraint, but they show that adding reflector
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memory and increasing benchmark difficulty are not, by themselves, sufficient to produce
reliable improvement in the settings studied here.

This thesis makes three contributions:

1. We propose two prompt-based extensions to ACE-style online adaptation that add
persistent reflector memory and offline reflector bootstrapping.

2. We report an empirical negative result on AppWorld: the tested reflector-side mecha-
nisms do not reliably improve over their ACE-style baselines, and the smaller-model
result exposes a potential prompt-growth cost.

3. After finding no consistent benefit from ACE-style adaptation on Toolathlon, we develop
and apply an evidence-grounded failure-attribution workflow for long agent trajectories.
The workflow distinguishes supported agent errors from task, evaluator, environment,
and infrastructure problems while preserving uncertainty.

The remainder of the thesis is organized as follows. Chapter 2 reviews language-model
agents, learning from experience, prompt and context optimization, agent benchmarks, and
automated analysis. Chapter 3 presents the AppWorld meta-optimization study. Chapter 4
presents the Toolathlon adaptation experiments and failure-attribution audit. Chapter 5
summarizes the implications and limitations of both studies.
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Chapter 2

Background and Related Work

This thesis studies whether language-model agents can improve from experience by changing
the context around a fixed model. This chapter therefore emphasizes work that treats
agents as systems: a base language model embedded in a loop with tools, memory, prompts,
environments, verifiers, and analysis procedures. The goal is not to survey all work on
language models, reinforcement learning, or agent benchmarks exhaustively, but to establish
the distinctions needed for the rest of the thesis. In particular, the later chapters depend on
three boundaries: the boundary between model-weight learning and black-box prompt/context
adaptation, the boundary between memory for recalling facts and memory for reusing
strategies, and the boundary between benchmark failure as a useful learning signal and
benchmark failure as an attribution problem.

2.1 Language Model Agents

A large language model (LLM) can be viewed, at the level relevant to this thesis, as an
autoregressive conditional sequence model: given an input sequence—such as a prompt,
question, or interaction history—it defines a probability distribution over the next token.
Repeatedly selecting a token from this distribution and appending it to the sequence produces
a model response [9]. The systems studied here mostly treat the language model as a black
box, meaning that we access the model through its inference interface without modifying
its parameters. We ask how much behavior can be improved solely by changing the textual
information supplied in its input context.

Language-model agents extend this basic prompt–response interface into an interaction loop.
At each step, the model receives the task instruction, any persistent context, and observations
from previous actions; it then emits an action to be executed. The action may call an API,
run code, query a database, inspect a file, use a browser, invoke another tool, etc. The
resulting observation is appended to the trajectory, and the loop continues until the agent
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stops or the harness terminates it. In this framing, an agent is not only a model, but a
coupled model–harness system whose behavior depends on tool schemas, prompt structure,
context-management rules, execution limits, error handling, and evaluation.

ReAct is the canonical pattern behind many such systems [10]. It interleaves reasoning traces
with actions, allowing the model to think and act as new observations arrive. Toolformer
represents a complementary line of work in which models are trained to decide when and how
to call external APIs [11]. Chain-of-thought and scratchpad methods similarly demonstrate
that intermediate natural-language or symbolic work can improve reasoning by making latent
computation explicit [12, 13]. Modern coding and tool-use agents combine these ideas with
increasingly elaborate harnesses: tool registries, execution sandboxes, context compaction,
file-system access, retry policies, verifiers, and so on.

This thesis focuses on long-horizon agents because tool-use reliability becomes qualitatively
different once a task spans many steps. Short tasks can fail because the model lacks a fact
or emits a malformed answer. Long-horizon tasks can also fail because the agent commits
to a premature interpretation, loses track of state, misses a relevant file, mishandles an
intermediate artifact, or takes an action that is locally plausible but globally inappropriate.
These failures motivate experience-based adaptation: if an agent can identify a recurring
mistake in a trajectory, it may be able to encode a reusable lesson for future tasks.

2.2 Agentic Reinforcement Learning

One route to improving language-model behavior is to update model parameters. Instruction
tuning and reinforcement learning from human feedback (RLHF) are central examples:
models are trained to follow instructions and align with preference signals derived from
human judgments [14]. Reinforcement learning from verifiable rewards extends this idea
to domains where correctness can be checked automatically, such as mathematics or code,
enabling policy updates from outcome signals rather than only from human demonstrations
or preferences [15]. Recent work also studies LLM-generated reward signals, rubrics, or
checklists, where an auxiliary model helps evaluate trajectories or completions in domains
without simple ground-truth labels [16–19].

These methods are relevant because they expose the same underlying ambition as this thesis:
use feedback from behavior to make future behavior better. However, their optimization
assumptions differ substantially. Reinforcement-learning approaches usually require access
to model weights, large batches of samples, a stable training distribution, and an update
procedure that can propagate reward information into the policy. They also raise difficult
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credit-assignment questions for long agent trajectories: a final pass/fail signal may depend
on many earlier choices, and an auxiliary reward model can itself be wrong or miscalibrated.

The rest of this thesis studies a more constrained but practically important setting. The agent
model is treated as a black box, and adaptation occurs by changing prompts, context, memory,
or harness behavior at inference time. This setting is common when working with proprietary
frontier models, when fine-tuning is unavailable or too expensive, or when an application
needs human-readable updates that can be inspected and reverted. Its central limitation
is equally important: inference-time adaptation can elicit capabilities the model already
possesses, but it cannot fundamentally reshape the model’s behavior or create capabilities
absent from its parameters.

2.3 Memory-Augmented Systems

Memory plays a central role in enabling LLM agents to adapt over long horizons. Retrieval-
Augmented Generation (RAG) combines a parametric generator with a retrieved non-
parametric document store, allowing generation to condition on external evidence rather than
relying only on facts encoded in model weights [20]. MemGPT addresses a different limitation:
finite context windows. It treats context management as virtual memory, moving information
between in-context and external tiers and allowing the agent to invoke memory-management
operations during long conversations or document analysis [21].

It is useful to distinguish at least two kinds of memory. Recall memory stores facts, preferences,
prior conversations, documents, or environment state that may be relevant to a later query.
Mem0 extracts salient facts from conversations, consolidates them into persistent entries,
and retrieves a small relevant subset instead of replaying the full history [22]. Zep uses a
temporal knowledge graph to integrate conversational and structured business data while
preserving when facts and relationships changed [23]. These systems primarily improve access
to information across sessions; they do not by themselves specify how an agent should execute
a recurring task.

By contrast, strategy memory stores procedures, heuristics, failure cases, code snippets, or
behavioral lessons intended to improve future task execution. Reflexion is an early example:
after an episode, the agent writes a verbal reflection that is placed in the context of later
attempts, turning scalar or textual feedback into a short episodic lesson [24]. Voyager
represents successful Minecraft behaviors as executable Python skills; a retrieval mechanism
selects skills by description, and the agent composes them to solve progressively more
complex tasks [25]. Dynamic Cheatsheet maintains a compact natural-language scratchpad
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of strategies and code snippets, updating it across a sequence of problems so later calls can
reuse procedures discovered earlier [4]. Agent Workflow Memory (AWM) instead induces
reusable workflows—structured action routines abstracted from demonstrations or prior agent
trajectories—and retrieves a relevant workflow to guide a new task [3]. Its online variant
extracts workflows from test-time experience, while its offline variant induces them from
training examples. This makes AWM especially relevant to the present thesis: it provides
evidence that cross-task transfer can come from recurring action structure, while also making
that transfer depend on whether later tasks share such structure.

Both recall memory and strategy memory face context-management problems. A memory
item must be written in a way that preserves the useful information, retrieved when relevant,
and omitted when irrelevant. Long or noisy memory can crowd out task-specific evidence,
while overly aggressive retrieval can discard weak but useful regularities. The distinction
matters for this thesis because ACE-style playbooks are not primarily repositories of facts
about a user or document collection. They are persistent strategy memory: accumulated
instructions about how the agent should solve future tasks. The stateful-reflection variants in
Chapter 3 add a second memory layer, not for the acting agent directly, but for the reflector
that edits the agent’s playbook.

2.4 Prompt and Context Optimization

Prompt optimization aims to improve task performance by changing the natural-language
instructions supplied to a model. Automatic Prompt Engineer (APE) treats an instruction
as a program: an LLM proposes a pool of candidate instructions, and an execution model
scores them on development examples so that the best instruction can be selected [26]. APE
therefore automates prompt search, but the information returned to the proposer is primarily
candidate quality rather than a diagnosis of complete agent trajectories.

OPRO places previously attempted solutions and their scalar scores in a meta-prompt, then
asks an LLM to propose a better candidate [27]. When applied to prompt optimization, this
creates an iterative score-conditioned search over instructions; unlike the online setting in
this thesis, it can repeatedly evaluate candidates against a fixed optimization set. Automatic
Prompt Optimization (APO/ProTeGi) derives natural-language “gradients” by asking an
LLM to criticize errors on a minibatch, edits the prompt in the semantic direction suggested by
those critiques, and uses beam search with bandit selection to retain promising candidates [28].
It makes the feedback more diagnostic than a scalar score, but still assumes repeated access
to training examples for candidate comparison.
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Promptbreeder evolves a population of task prompts through LLM-generated mutations [29].
Its key self-referential step is to evolve the mutation prompts as well: the instructions that
generate candidate revisions are themselves mutated and selected. Promptbreeder therefore
establishes optimizer-side prompt evolution, but searches for a reusable prompt through
repeated evaluation on a fixed training set rather than updating persistent state once per
task in a stream.

Dynamic Cheatsheet introduces persistent test-time state [4]. After each problem, the model
updates a compact memory of reusable strategies, algorithms, and code snippets, which is
then provided when solving subsequent problems. Unlike population-based prompt search,
it accumulates knowledge directly across a task sequence without changing model weights.
Its central challenge is memory curation: retaining transferable procedures while excluding
task-specific traces and redundant detail.

GEPA optimizes prompts by reflecting on complete execution trajectories rather than relying
only on scalar scores [5]. Natural-language critiques diagnose failures and propose targeted
revisions, while per-example Pareto selection preserves candidates that succeed on different
parts of the training set; complementary candidates can then be merged. This richer feedback
makes prompt search more sample-efficient, but GEPA remains an offline optimizer: proposed
revisions are validated through additional rollouts before a final prompt is selected.

ACE generalizes the adapted object from a single instruction to an evolving context play-
book [6]. A generator executes the task, a reflector extracts lessons from the resulting
trajectory and feedback, and a curator applies localized additions, revisions, and deletions
to the playbook. By accumulating incremental deltas rather than repeatedly rewriting the
full context, ACE aims to preserve specific procedural knowledge and avoid collapse toward
short, generic instructions. The same mechanism supports offline optimization over a dataset
and online adaptation between successive test tasks.

Dynamic Cheatsheet, GEPA, and ACE primarily accumulate experience in task-facing
prompts or memory. In ACE, the evolving agent playbook lets the fixed reflector observe the
product of earlier edits, but it does not provide a separate reflector-facing record of which
editing strategies were effective. Chapter 3 tests whether such dedicated reflector state adds
value in ACE’s online adaptation regime.

2.5 Meta-Optimization and Self-Evolution Systems

The methods above usually optimize the acting agent’s prompt or memory. A closely related
question is whether the optimizer can itself improve. Promptbreeder already contains a
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self-referential mechanism because it evolves mutation prompts as well as task prompts [29].
SePO makes the optimizer prompt an explicit target: a prompt agent evolves both task-agent
system prompts and its own system prompt, first across a multitask pool and then on a
target task, while retaining an archive of candidates as evolutionary stepping stones [30].
Meta-Harness broadens the target from text to executable harness code that controls storage,
retrieval, and presentation of context [31]. Its proposer can inspect the source, score, and
execution trace of every prior candidate through a filesystem, preserving richer optimization
history than a compressed textual summary.

The setting in this thesis differs primarily in its optimization protocol, not in being the first
to meta-optimize prompts. Promptbreeder, SePO, and Meta-Harness can generate several
candidates, evaluate them on a reusable task set, and select subsequent candidates from those
comparisons. We instead ask whether optimizer-side state helps during streaming adaptation:
the agent receives one rollout on each online task, updates after observing that trajectory,
and then moves to a different task. This protocol approximates applications in which work
arrives sequentially and an unsuccessful action may be costly, irreversible, or impossible to
replay in an identical state. It also makes credit assignment harder, because an edit cannot
be tested immediately against the same task; its value is observed only indirectly through
performance on later, nonidentical tasks.

These systems motivate the meta-optimization question in Chapter 3. If an outer-loop agent
can improve prompts or harnesses from prior experience, then perhaps an ACE-style reflector
can also improve from a memory of its own past updates. Reflection is a potential source
of error in online adaptation: a reflector must decide which events in a trajectory matter,
whether a failure is general or idiosyncratic, and how to express a lesson without bloating or
corrupting the playbook.

At the same time, existing self-evolution systems also clarify why the hypothesis is fragile.
Meta-optimization needs a richer learning signal than ordinary prompt updates. It must
observe not only whether the acting agent succeeded, but whether a particular edit or
reflection strategy caused future improvement. It also needs enough recurring structure for
optimizer-side lessons to transfer across tasks. This thesis tests a narrow version of that
idea: persistent reflector memory for ACE-style online adaptation. The negative result in
Chapter 3 should therefore be read as a boundary condition for this particular token-space
meta-optimization setup, not as evidence that all self-evolution or harness optimization is
ineffective.
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2.6 Agent Benchmarks

Benchmarks for language agents have moved from static question answering toward executable
environments. Static QA, reasoning, and conversation benchmarks remain useful for measuring
capabilities expressed within a model response, but they do not by themselves evaluate the
complete agentic system. In particular, they usually do not test whether the coupled model
and harness can maintain external state, select and invoke tools, interpret observations,
recover from errors, and leave an environment in the correct final state. Agent benchmarks
instead execute and evaluate trajectories: the sequence of observations, decisions, tool calls,
file edits, and final outputs produced while pursuing a goal.

Early interactive and web benchmarks such as ALFWorld, WebShop, and WebArena helped
establish this shift. WebArena, for example, provides self-hosted websites and programmatic
checks for realistic web tasks [32]. Software-engineering benchmarks such as SWE-bench
evaluate whether agents can resolve real GitHub issues by editing repository code and passing
tests [33]. Terminal-Bench evaluates agents in terminal environments with executable task
verifiers [34]. OSWorld expands the action space to real graphical desktop environments,
introducing multimodal grounding and low-level computer-control challenges [35]. Other
benchmarks such as GAIA and τ -bench emphasize general-assistant tasks and tool-agent-user
interaction, respectively [36, 37].

AppWorld and Toolathlon are especially relevant here because both offer execution-based
evaluation for long-horizon tool use, while making different tradeoffs. AppWorld provides
a controllable simulated application world with Python APIs and task-specific tests [7].
This makes it attractive for studying online adaptation because tasks are reproducible and
trajectories can be inspected in a relatively controlled environment. Toolathlon is broader and
more heterogeneous: it spans many applications and hundreds of tools, with realistic initial
states and dedicated evaluation scripts [8]. This breadth makes it attractive for studying
realistic agent failures, but it also complicates self-improvement because lessons may transfer
weakly across tasks and because failures can involve environment, evaluator, or specification
issues rather than only agent behavior.

The evaluation signal is therefore central. For prompt or context adaptation, a benchmark is
not only a scoreboard; it is also a teacher. A reliable pass/fail signal can help the system
decide which behaviors to reinforce. A brittle or ambiguous signal can teach the wrong lesson.
This is why Chapter 4 treats failure attribution as part of the self-improvement problem
rather than as a separate post-hoc analysis.
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2.7 Automated Analysis and Verification

As agent trajectories become longer, evaluating only the final outcome becomes less informative.
A failure may be caused by an early misunderstanding, an unavailable tool, an incorrect
intermediate artifact, a brittle evaluator, or an ambiguous task. Human inspection can resolve
these questions in small samples, but it is expensive when each trajectory includes long logs,
generated files, tool outputs, and evaluator code.

One response is to use language models as evaluators or judges. Agent-as-a-Judge gives
the evaluator tools and an interaction loop so that it can inspect intermediate artifacts and
score hierarchical requirements, rather than judging only a final response [16]. Checklist-
based evaluation decomposes a broad request into concrete, response-specific criteria, making
omissions easier to localize than a single holistic score [17]. Rubric-based approaches similarly
represent quality as several explicit dimensions and can use those judgments as reward signals
where correctness is not mechanically verifiable [19]. These methods are useful background
for Chapter 4, but the setting here is narrower and more diagnostic. The goal is not merely
to assign a quality score to a final answer. It is to inspect a trajectory and determine what
evidence supports a failure attribution, including evidence that the task, environment, or
evaluator contributed to the observed failure.

This creates a trust problem. A language-model analyzer can quickly produce a plausible
narrative, but plausibility is not enough: an automated diagnosis may stop at the first visible
agent mistake, miss hidden evaluator assumptions, or conflate task ambiguity with agent error.
The analysis workflow in Chapter 4 therefore uses structure as a safeguard. The Analyzer is
asked for explicit evidence, uncertainty fields, evaluator context, and distinctions between
agent faults, benchmark faults, brittleness, contrivance, and mixed-responsibility cases. This
connects automated analysis back to the broader thesis: self-improvement requires not only
a mechanism for storing lessons, but a trustworthy account of which lessons the trajectory
actually supports.
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Chapter 3

Prompt Optimizer Meta-Optimization
for Online Agent Adaptation

Chapter 2 framed ACE-style prompt adaptation as a form of strategy memory: after each
task, a reflector converts evidence from the trajectory into persistent updates to the agent’s
playbook. The reflector can observe this evolving playbook, but it has no dedicated reflector-
facing state in which to record lessons about the update process itself. At each step, it
observes the current playbook, trajectory, and success signal, then proposes an edit without
explicit access to a history of earlier reflections.

We test whether the reflector can also benefit from persistent state. Such state may record
failed update patterns, recurring weaknesses in prior edits, or reflection strategies that have
been useful across tasks. This extends online adaptation from the acting agent to the
optimizer that edits the agent’s prompt.

In this chapter, meta-optimization refers specifically to natural-language adaptation of the
reflector’s prompt or state. It does not involve gradient updates, learned meta-policies, or
a general meta-controller. Our hypothesis is limited: if some failures are caused by poor
agent prompt updates, then reflector-side memory or offline reflector bootstrapping may
improve over an ACE-style baseline. If the agent playbook already captures most of the
useful task-level signal, however, additional reflector state may provide little benefit and
may instead introduce context noise or prompt growth. We evaluate two variants: Stateful
Reflection (SR) and Stateful Reflection with Offline Bootstrapping (SR-OB).

3.1 Benchmark

We evaluate all methods on AppWorld [7], a benchmark for long-horizon language-model
agents. AppWorld simulates everyday applications, including email, file systems, calendars,
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and financial services, through Python APIs. Tasks require multi-step reasoning, code
execution, state tracking, and coordinated tool use, making the benchmark suitable for
evaluating whether lessons from earlier trajectories improve later behavior.

AppWorld organizes tasks into scenario families. Each scenario is a shared task blueprint
instantiated three times by varying inputs, distractors, and initial environment state; all
three variants belong to the same dataset split. The test_normal split therefore contains
56 scenarios and 168 tasks. Although the variants form contrast sets rather than exact
duplicates, they often require closely related apps, APIs, and action sequences. This structure
is especially relevant under sequential adaptation: after processing one variant, the agent
may encounter another task with the same underlying workflow later in the stream.

We follow ACE’s online adaptation protocol. The agent processes tasks sequentially and
may update its playbook between tasks. All reported methods and runs use AppWorld’s
default fixed shuffled task order, matching the ACE reference implementation. In preliminary
experiments, ordering by AppWorld’s task difficulty labels in a curriculum-style setup
produced no material difference, so we retained the default order for comparability with ACE.
This protocol differs from a static evaluation in which every task is solved independently
with a fixed prompt.

We focus on the test_normal split, whose tasks vary in difficulty. Each task specifies a goal
to be completed through a sequence of actions in the environment. Performance is measured
using Task Goal Completion (TGC), the percentage of tasks successfully completed according
to the benchmark’s test suites.

Following the online protocol used by ACE [6], we report pass@1 performance, using a single
rollout per task. In the main adaptive conditions, the reflector receives the trajectory and a
binary pass/fail signal after each task. We also include an ACE ablation in which the reflector
receives the trajectory but no evaluator outcome or additional post-task feedback. The initial
agent playbook is the one supplied by the ACE reference implementation. GPT-5.4 is run
with reasoning effort set to none, and we perform no task-specific tuning or preprocessing
beyond the standard environment setup.

3.2 Baseline

We use Agentic Context Engineering (ACE) [6] as the main baseline. ACE separates
reflection from playbook curation, but here we unify both under the name “reflector” for
conceptual brevity. The pipeline is summarized in Algorithm 1.
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Algorithm 1 ACE-Style Online Adaptation
pa ← Initial agent playbook
for t in tasks do

τ ← agent(pa, t)
s← eval_success(t, τ) or ∅
∆pa ← reflect(pa, τ, s)
pa ← apply(pa, ∆pa)

end for

Under the online protocol, the generator agent conditions on the current playbook and
produces an execution trajectory. A reflector then analyzes the trajectory, together with the
binary success signal when provided, and proposes playbook updates before the next task.

3.3 Proposed Methods

We evaluate two extensions to the ACE-style baseline. Both retain its sequential online
interaction loop: SR adds persistent reflector memory, while SR-OB adds both reflector
memory and an offline retry-enabled bootstrapping phase. For details on the prompts used
for each variant, please see Appendix A.

3.3.1 Stateful Reflection (SR).

We augment the reflector with a persistent memory bank containing reusable lessons from
prior reflections (Algorithm 2). After each trajectory, the reflector produces both a playbook-
edit proposal and a new memory entry. Each entry is a natural-language lesson describing
meta-information such as a recurring agent failure mode, a useful reflection heuristic, or a
principle for making more effective playbook edits. The full memory bank is included in
subsequent reflection steps.

Algorithm 2 Stateful Reflection (SR)
pa ← Initial agent playbook
M ← Empty memory bank
for t in tasks do

τ ← agent(pa, t)
s← eval_success(t, τ) or ∅
(∆pa, m)← reflect(pa, τ, s, M)
pa ← apply(pa, ∆pa)
M ← append(M, m)

end for
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3.3.2 Stateful Reflection with Offline Bootstrapping (SR-OB).

SR-OB adds an offline bootstrapping phase before online deployment (Algorithm 3). This
phase uses AppWorld’s train split of 105 tasks and allows up to five retries per task. After
each failed attempt, the reflector proposes an edit to the agent playbook for the next retry.
Each retry applies its edit to a fresh copy of the original pre-task playbook rather than
accumulating edits across failed attempts, which makes it easier to associate a later success
with the intervention that preceded it. Once an attempt succeeds, the retry edit that produced
the success is retained, and any post-success consolidation edit is applied on top before the
resulting playbook is carried forward to later tasks.

The reflector also maintains an episode-level ledger containing the attempts, failures, and
effective or ineffective edits. After the task succeeds or exhausts its five-attempt budget, an
outer reflection step uses the complete ledger to update the reflector’s own playbook. Thus,
even an episode with no successful attempt can contribute a qualified lesson about ineffective
interventions. The resulting agent and reflector playbooks initialize the subsequent online
adaptation phase.

3.4 Results

Table 3.1. ACE-style and stateful reflection experiment results. Values with uncertainty are
means ± standard deviations over three runs; values without uncertainty are single runs.

Method TGC

GPT-5.4

Base ReAct 75.2 ±0.7
ACE 81.0 ±1.0
ACE (no eval feedback) 80.8 ±2.1
SR (Ours) 81.3 ±2.2
ACE-OB 88.1 ±0.0
SR-OB (Ours) 88.1 ±0.0

GPT-5.4-mini

Base ReAct 53.6
ACE-OB 64.3
SR-OB (Ours) 60.7
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Algorithm 3
SR with Offline Bootstrapping (SR-OB)

(pa, pr)← Initial agent, reflector playbook
for t in training tasks do ▷ Offline phase

p′
a ← pa

L← ∅ ▷ Inner loop optimization ledger
repeat

τ ← agent(pa, t)
s← eval_success(t, τ)
∆pa, L← reflect_inner(pr, pa, L, τ, s)
if s is false then

pa ← apply(p′
a, ∆pa)

else
pa ← apply(pa, ∆pa)

end if
until s is true or five attempts have been used
∆pr ← reflect_outer(pr, L)
pr ← apply(pr, ∆pr)

end for
for t in test tasks do ▷ Online phase

τ ← agent(pa, t)
s← eval_success(t, τ)
∆pa ← reflect_online(pr, pa, τ, s)
pa ← apply(pa, ∆pa)

end for

16



Table 3.1 reports performance on the AppWorld test_normal split. Rows with uncertainty
report the mean and standard deviation over three independent runs; rows without uncertainty
are single runs. The repeated GPT-5.4 offline-bootstrapping runs failed on the same exact
set of tasks and therefore show no variation in TGC.

On GPT-5.4, the Base ReAct agent achieves 75.2 TGC, while ACE reaches 81.0 with binary
feedback. ACE without evaluator feedback averages 80.8, with greater run-to-run variation.
SR obtains 81.3, which is within the run-to-run variation of ACE. Under offline bootstrapping,
ACE-OB and SR-OB both obtain 88.1 TGC.

3.5 Discussion

We use agent-level adaptation to refer to updates to the acting agent’s playbook and reflector-
level adaptation to refer to updates to the reflector’s own state. The results suggest that
AppWorld’s recurring tasks and interfaces allow the agent playbook to capture much of the
reusable procedural signal, leaving little observable marginal benefit for the tested reflector-
level mechanisms.

3.5.1 AppWorld is unusually favorable to agent-level experience
reuse

ACE improves from 75.2±0.7 TGC for Base ReAct to 81.0±1.0. Within the sequential
test stream, later variants of a scenario can reuse workflows encountered in earlier variants;
across scenarios, tasks still share apps and API conventions. Trajectories reveal API choices,
accepted argument formats, response schemas, action sequences, and tool-error recoveries.
For example, several rejected calls followed by a successful one can expose the interface
without any evaluator feedback. Manual inspection found many learned playbook entries
recording this kind of operational guidance.

ACE without evaluator feedback obtains 80.8±2.1 TGC, nearly the same mean as ACE
with binary feedback, though with greater variation. This result is consistent with ACE’s
gain coming largely from procedural knowledge extracted directly from trajectories rather
than evaluator-conditioned credit assignment. The strong Base ReAct performance supplies
successful or partially competent traces, while AppWorld’s recurring structure makes their
contents useful to later tasks.

SR obtains 81.3±2.2 TGC, within the run-to-run variation of ACE. The agent playbook
already persists the operational lessons described above, so reflector memory may add largely
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redundant guidance. This comparison does not isolate the mechanism: traces may reveal
their own outcomes, we do not measure performance as a function of prior exposure to
a scenario variant, and SR changes the reflector instructions as well as adding memory.
The benchmark design, no-feedback ablation, and playbook inspection nevertheless provide
convergent evidence for the proposed account.

3.5.2 Offline bootstrapping improves the agent playbook, but re-
flector optimization adds no observed gain

ACE-OB and SR-OB both obtain 88.1 TGC with GPT-5.4 and fail on the same task set.
Their common improvement over ordinary ACE is consistent with offline retries supplying
more API interactions, recoveries, and workflows to the agent playbook. Because train and
test contain different scenario families, any knowledge transfer across the split must occur
through shared apps, API conventions, or workflow fragments rather than exact scenario
reuse.

The comparison isolates the additional reflector-level component: ACE-OB leaves the reflector
fixed, whereas SR-OB adapts it from the retry ledger. Their identical outcomes show no
observed benefit from that additional adaptation. Thus, the results support agent-playbook
bootstrapping but not a marginal gain from teaching the reflector how to perform those
updates.

3.5.3 The remaining errors offer limited prompt-level headroom

We manually inspected the remaining failures after bootstrapping using an execution-trace
debugger. They did not generally reveal an obvious missing playbook instruction. Some
involved reasoning or execution errors, such as using the wrong bill-splitting formula or paying
only three of four identified recipients. Others involved unnecessary actions or mismatches
between reasonable behavior and the evaluator’s accepted state transitions. For example,
an agent successfully completed a Venmo payment after funding the empty account from a
linked credit card, but the evaluator rejected the additional credit-card state change.

Generic reminders do not guarantee correct arithmetic, complete execution, or exact evaluator
alignment. AppWorld therefore retains numerical headroom above 88.1 TGC, but the
inspected failures provide limited evidence of missing procedural knowledge that a better
reflector could add. The residual bottleneck appears to involve policy execution and evaluation
alignment more than absent playbook rules.
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3.5.4 SR-OB underperforms on the smaller model

We also evaluate the strongest bootstrapped methods using GPT-5.4-mini. Base ReAct
achieves 53.6 TGC, ACE-OB reaches 64.3, and SR-OB reaches 60.7. In this setting, SR-OB
underperforms ACE-OB.

Manual inspection suggests that prompt growth contributes to this degradation. The
playbook learned by SR-OB contains approximately 95k tokens, about 2.5 times as many
as the playbook learned by ACE-OB. The SR-OB reflector often adds broad, anticipatory
instructions intended to cover possible future failures rather than compact updates tied
to observed evidence. Although many of these additions are individually reasonable, their
accumulation produces a substantially larger and noisier prompt.

The GPT-5.4 result shows no observable penalty associated with this larger playbook, whereas
the single GPT-5.4-mini run is consistent with greater sensitivity to the added context.
Because the methods also produce playbooks with different content, these experiments do
not establish that length caused the performance difference. They nevertheless illustrate
a practical risk of natural-language meta-optimization: without compression and curation,
a more active reflector may expand the prompt faster than the acting model can use it
effectively.

3.6 Takeaways and Limitations

AppWorld’s recurring scenarios, shared interfaces, and revealing trajectories create favorable
conditions for agent-level experience reuse. ACE retains nearly the same mean without
evaluator feedback, while offline bootstrapping improves both methods that update the agent
playbook. Neither online nor bootstrapped reflector adaptation adds an observed gain, and
the remaining failures seldom indicate missing procedural instructions. On the smaller model,
the additional state instead coincides with a larger playbook and lower performance.

These findings are limited to the tested mechanisms, a small number of runs, and qualitative
analyses of playbooks and failures. The sequential protocol also permits transfer between
scenario variants and differs from AppWorld’s intended static evaluation. Because we do not
measure performance as a function of prior related-task exposure, the proposed mechanism is
supported by convergent evidence rather than causally isolated. The results therefore bound
the marginal value of these reflector-level mechanisms on AppWorld; they do not rule out
meta-optimization more broadly.
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Before extending reflector-side adaptation to another benchmark, the next chapter tests a
more basic prerequisite: whether ACE’s agent-level adaptation benefit persists in a harder
and more heterogeneous environment. Chapter 4 then examines whether difficult failures
provide reusable structure and sufficiently reliable learning signals.
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Chapter 4

When Adaptation Does Not Improve:
The Need for Trustworthy Failure
Signals

Chapter 3 showed that reflector-side adaptation did not reliably improve over ACE on
AppWorld, even though ACE’s agent-level adaptation improved over Base ReAct. Before
testing more elaborate meta-optimization in another setting, we therefore evaluated whether
this agent-level ACE benefit persisted on Toolathlon, a more demanding benchmark spanning
heterogeneous tasks, tools, and external services.

ACE-style adaptation produced no consistent benefit over non-adapting agents in these
experiments. Qualitative inspection showed that the learned edits were uniformly task-
specific, giving them few opportunities for reuse across Toolathlon’s heterogeneous task
stream. We then investigated a separate obstacle: whether failed benchmark trajectories
constitute trustworthy learning signals. An audit of the 74 most frequently failed tasks
identified widespread benchmark issues alongside genuine agent mistakes, sometimes in
different runs or aspects of the same task.

This chapter first evaluates ACE-style adaptation on Toolathlon, then separates benchmark
issues from genuine agent failures, and finally derives implications for benchmarks intended
to support experience-based self-improvement. The central conclusion is not that agents
were blameless, nor that every Toolathlon task is defective. It is that difficult failures do
not automatically supply useful learning targets. A lesson must be supported by valid,
attributable evidence, and it must be expressed at a level of abstraction that recurs in later
tasks.
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4.1 Why Test Toolathlon?

General software-engineering and tool-use benchmarks, such as SWE-bench [33] and Terminal-
Bench [34], appear closer to saturation for frontier models, with reported scores in the 70–80%
range [38]. OSWorld [35] contains realistic long-horizon tasks, but its visual interface
introduces vision grounding as an additional source of difficulty. FrontierMath [39] and
related benchmarks remain difficult, but emphasize specialized problem solving rather than
the everyday tool-use setting targeted here.

Toolathlon [8] appeared to offer the desired combination of difficulty and practical relevance.
Frontier models such as GPT-5.4 and GPT-5.5 were reported to achieve only around 55% [38].
Its 108 tasks span 32 applications and hundreds of tools, including spreadsheets, cloud
services, databases, Kubernetes, email, and file-system work. Tasks are long-horizon and
heterogeneous, and they deliberately contain human-like underspecification: instructions
may rely on surrounding files, workplace conventions, or information that must be gathered
through tools rather than stating every requirement explicitly.

Therefore, Toolathlon serves as a stress test rather than a setting in which greater difficulty
was expected to improve ACE. Its low baseline performance and heterogeneous tool-use
demands provided room to test whether the benefits of accumulated guidance observed in a
more homogeneous setting persisted.

4.2 ACE-Style Adaptation on Toolathlon

We first report the adaptation experiment that motivated the subsequent failure audit.

4.2.1 Experimental Setup

We tested DeepSeek-V4-Flash (non-reasoning) [1] and GPT-5.5-medium [38] with and without
ACE adaptation. The ACE paper originally used DeepSeek for its experiments, so including
DeepSeek-V4-Flash also probes sensitivity to the agent model. We followed the Toolathlon
harness defaults for reasoning effort, which selected medium for GPT-5.5, and held this
setting fixed across the adapting and non-adapting conditions. The adapting conditions
used the same playbook initialization and update procedure as ACE, and all runs followed
Toolathlon’s default task ordering. Each configuration was run three times over the 108-task
benchmark.
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We also ran additional GPT-5.5-medium configurations to probe for possible harness-level
effects. The default Toolathlon agent supports context compaction and spills long tool
outputs to files that the agent can search. A simpler control omits these context-management
mechanisms. We also introduce a tool-search variant that exposes only a compact tool index
and allows the agent to retrieve detailed tool schemas on demand, reducing distraction from
more than one hundred simultaneously visible tools. Each additional configuration was
likewise run three times. These variants were designed as targeted checks of plausible harness
effects, rather than as an exhaustive decomposition of the agent architecture.

4.2.2 Results

Figure 4.1. Agent performance on Toolathlon, averaged over three runs. DS-V4-Flash refers
to DeepSeek-V4-Flash [1] non-reasoning, and GPT-5.5 is set to medium reasoning effort.
The error bars show the standard deviation of the scores. Default refers to the built-in agent
framework provided by Toolathlon. Simple refers to the stripped framework with no context
management tools. Tool Search refers to the harness that avoids loading more than 100 tool
schemas upfront.

As shown in Figure 4.1, ACE-style adaptation does not consistently improve mean performance:
DeepSeek-V4-Flash increases from 41.1% to 42.3%, while GPT-5.5 decreases from 52.4% to
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49.7%. The simple-harness and tool-search configurations score 52.6% and 52.8%, respectively,
close to the 52.4% default GPT-5.5 harness.

For GPT-5.5, neither removing compaction and searchable output files nor replacing the full
tool catalogue with on-demand tool search materially changed aggregate performance.

4.2.3 What the Playbooks Learned

To characterize what the adaptation mechanism retained, we qualitatively inspected the
learned Toolathlon playbooks. Their edits were uniformly task-specific: they recorded local
facts, tool behavior, and corrective procedures tied closely to the task that generated the
trajectory. We did not observe edits that abstracted the agent’s experience into task-general
process strategies. This is consistent with ACE’s emphasis on specific errors, concrete
corrections, and preservation of detailed domain knowledge [6].

This bias is appropriate when an agent is expected to encounter similar tasks in the fu-
ture. AppWorld’s scenario variants and recurring APIs provide exactly this kind of reuse.
Toolathlon, by contrast, frequently changes the application, interface, and objective from one
task to the next. Heterogeneity therefore creates a pressure for learning meta-lessons the
benchmark’s reusable structure lies only in higher-level strategies for exploring interfaces, ac-
quiring evidence, verifying results, and so on. The playbook inspection directly demonstrates
this mismatch in the learned guidance.

We did not evaluate the meta-optimized ACE variants from Chapter 3. Since ACE showed
no reliable improvement on Toolathlon, we considered further experiments that simply added
reflector memory unlikely to justify their substantial cost.

4.3 Evidence-Grounded Audit Protocol

We focus the audit on the tasks most likely to reveal persistent limitations. For task selection,
we aggregated five GPT-5.5-medium runs drawn from the various agent configurations above,
tallied each task’s failure count across those runs, and sorted the tasks in descending failure
rates. 74 of the 108 tasks failed at least once and were selected for detailed inspection (see
Table 4.1).

Three units recur in the analysis. A task is one of the 74 selected benchmark problems. A
trajectory or run is one agent execution of a task. An issue entry is one retained diagnosis in
a task report; multiple related or overlapping entries can occur within one task, so issue-entry
counts are descriptive rather than independent observations. We also distinguish an issue’s
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Table 4.1. GPT-5.5 Toolathlon task failure rates.

Task Name Failure Rate Task Name Failure Rate

add-bibtex 100% youtube-repo 100%
arrange-workspace 100% canvas-do-quiz 80%
canvas-arrange-exam 100% course-assistant 80%
canvas-list-test 100% dataset-license-issue 80%
detect-revised-terms 100% paper-checker 80%
email-paper-homepage 100% excel-market-research 60%
experiments-recordings 100% interview-report 60%
hk-top-conf 100% ipad-edu-price 60%
identify-all-songs 100% nhl-b2b-analysis 60%
imagenet 100% personal-website-construct 60%
investment-decision-analysis 100% ppt-analysis 60%
k8s-mysql 100% woocommerce-new-welcome 60%
k8s-redis-helm-upgrade 100% academic-pdf-report 40%
k8s-safety-audit 100% apply-phd-email 40%
latex-prompt-box 100% course-schedule 40%
live-transactions 100% cvpr-research 40%
merge-hf-datasets 100% language-school 40%
mrbeast-analysis 100% llm-training-dataset 40%
music-analysis 100% notion-movies 40%
notion-find-job 100% profile-update-online 40%
notion-hr 100% reimbursement-form-filler 40%
notion-personal-website 100% wandb-shortest-length 40%
nvidia-market 100% academic-warning 20%
nvidia-stock-analysis 100% canvas-homework-grader-python 20%
oil-price 100% courses-ta-hws 20%
privacy-desensitization 100% excel-data-transformation 20%
quantitative-financial-analysis 100% filter-low-selling-products 20%
search-ca-school 100% gdp-cr5-analysis 20%
student-interview 100% inventory-sync 20%
sync-todo-to-readme 100% k8s-pr-preview-testing 20%
task-tracker 100% landing-task-reminder 20%
travel-exchange 100% logical-datasets-collection 20%
travel-expense-reimbursement 100% sales-accounting 20%
university-course-selection 100% train-ticket-plan 20%
update-material-inventory 100% woocommerce-customer-survey 20%
vlm-history-completer 100% woocommerce-new-product 20%
yahoo-analysis 100% woocommerce-product-recall 20%
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discovery source—the phase in which it was noticed—from whether it is trajectory-dependent,
meaning that a concrete run was necessary to establish the claim.

Task-level agent and benchmark labels are non-exclusive. Each final report contains separate
lists of supported agent issues and benchmark issues aggregated across the inspected runs.
A task is labeled as containing an agent or benchmark issue when the corresponding list
contains at least one retained entry. This definition permits mixed responsibility and avoids
forcing a complex task into a single causal class.

Because attribution can differ across trajectories of the same task, we preserve trajectory-level
evidence and aggregate agent and benchmark issues separately at the task level rather than
averaging per-run attribution scores.

4.3.1 Why Automate the Audit?

Manual inspection does not scale well to Toolathlon trajectories. A single failed run can span
hundreds of thousands of tokens and involve tool traces, intermediate files, external services,
hidden state, generated artifacts, and evaluator code. Human review remains necessary for
disputed cases, but exhaustive unaided review of such runs is impractical.

We therefore use a language-model analysis agent, which we call the Analyzer, as an experi-
mental instrument for navigating the evidence. The Analyzer is prompted to locate relevant
evaluator branches, search long traces, inspect artifacts, and follow hypotheses across files.
It is not treated as an oracle. Its conclusions are retained only through a protocol that
specifies the evidence available, the permissible claims, and an explicit channel for unresolved
questions.

Before scaling the audit, we compared Analyzer reports against a development set of twenty
tasks that we had previously investigated interactively. The Analyzer recovered every
issue recorded in our analyses and surfaced additional issues that we confirmed against the
underlying evidence. This comparison served as a calibration check during development, not
as a blinded estimate of precision or agreement on held-out tasks.

4.3.2 Inputs and Procedure

The audit separates static benchmark inspection from trajectory-conditioned analysis. In the
static phase, the Analyzer inspects the English instruction, preprocessing and initial-state
construction, agent-visible materials, hidden ground truth and its provenance where available,
evaluator code, and the interfaces connecting tools to the evaluator. This phase can reveal
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missing information, inconsistent requirements, stale constants, fail-open setup, and checks
that are too strict or too weak without relying on a particular run.

The trajectory-analysis phase begins from the actual evaluator result and follows every
reported failed condition into the relevant evaluator logic. The Analyzer then reconstructs
the task requirement, separates agent-visible from benchmark-only information, traces the
relevant tool calls and observations, and inspects the actual final state rather than relying
on the acting agent’s narration. It is prompted to continue beyond the first plausible
explanation when later outputs or short-circuited evaluator checks remain directly assessable.
Counterfactual reasoning is restricted to localized repairs; questions requiring a substantially
different imagined trajectory are not pursued.

For each run, the final schema records an assessment status (and its explanation), separate
lists of agent and benchmark issues, unresolved questions, and an escape hatch for observations
that do not fit the schema. A report is assessable when all material attribution questions can
be answered from the available evidence, partially_assessable when useful conclusions coexist
with meaningful gaps, and unassessable when the evidence is insufficient for a reliable audit.
Each issue must identify the material problem, explain its relevance to task success, and
cite concrete trajectory locations, calls, files, evaluator branches, cells, records, or equivalent
artifacts.

Early pilot runs instead summarized can_assess, agent_fault, and benchmark_fault on 0/1/2
integer scales. These categories proved difficult to calibrate: the model often used the middle
category as a catch-all for uncertain or mixed-responsibility cases, making scores hard to
interpret. The final schema therefore records concrete, evidence-bearing issue lists and uses
assessment status only to indicate whether the available evidence is sufficient.

An agent issue is retained only when the actual trajectory contains a material action, omission,
or unsupported inference that violates a reasonable interpretation of the task or independently
prevents correct completion. The Analyzer must judge behavior using information available
to the acting agent at that point, rather than hidden benchmark knowledge. A benchmark
issue is retained when the task, setup, tools, environment, ground truth, or evaluator can
obstruct or reject reasonable behavior, accept materially incomplete behavior, or make success
and attribution unreliable.

For details on how we prompt the agents to perform the analysis, and the schemas we dictate,
see Appendix B.
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4.4 Quantitative Overview of the Audited Failures

Table 4.2 gives the main task-level result. Every aggregated task report contains at least one
retained benchmark issue. 35 tasks also contain at least one supported agent issue, while 39
contain benchmark issues only.

Table 4.2. Task-level attribution in the selected set of 74 frequently failed Toolathlon tasks.
Agent and benchmark issues are non-exclusive properties of each report.

Task-level attribution Tasks

Agent issue only 0
Benchmark issue only 39
Both agent and benchmark issues 35
Neither 0

Total 74

This result should not be read as evidence that the acting agents were faultless. The audit
retains 61 supported agent-issue entries across 35 tasks. Some trajectories genuinely failed
because of an agent mistake before or independently of a separate benchmark defect. The
narrower conclusion is that task-level failure alone does not identify which behavior, if any,
an adapting agent should change; that requires trajectory-level attribution.

The 74 reports contain 348 benchmark-issue entries. Of these, 313 could ultimately be
established from benchmark internals, while 35 issues required concrete trajectory evidence.

These issue-entry counts describe the breadth of the audit rather than independent observa-
tions or the relative probability that an arbitrary failure was caused by the benchmark or
agent.

4.5 Benchmark Failure Modes

The benchmark issues extend beyond brittle evaluators. Table 4.3 groups them into four broad
sources of failure: the task contract and available evidence, the evaluator, the environment,
and the execution infrastructure.

4.5.1 Task Contract and Available Evidence

Some tasks require facts or operations that the acting agent cannot obtain. In canvas-

arrange-exam, preprocessing returns before importing an email needed to determine the
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Table 4.3. Broad sources of benchmark failure. Categories overlap; representative tasks
illustrate each source rather than exhausting it.

Source Core failure modes Representative tasks

Task contract and
evidence

Missing agent-visible facts, ambiguity, con-
tradictory requirements, stale or incomplete
ground truth

canvas-arrange-exam,
canvas-list-test,
k8s-mysql

Evaluator validity Representation-sensitive false negatives, in-
correct parsing or tolerance, and incomplete
outputs that can pass

latex-prompt-box,
add-bibtex,
vlm-history-completer

Environment repro-
ducibility

Mutable external data, blocked access, shared
state, propagation delay, and unpinned ser-
vices

academic-pdf-report,
identify-all-songs,
live-transactions

Execution and ob-
servability

Fail-open preprocessing, tool–evaluator mis-
match, fatal runtime errors, and discarded
traces

update-material-

inventory, ppt-analysis,
hk-top-conf

expected examination list. In canvas-list-test, course-credit values exist only in hidden
configuration even though the user requests them. In update-material-inventory, obsolete
identifiers and a Drive folder ID supplied in place of a spreadsheet ID make the source
inventory inaccessible. These tasks can measure whether an agent guesses the hidden state,
but not whether it can solve the stated problem from the provided interface.

Other task contracts admit multiple reasonable interpretations but the evaluator encodes only
one. Examples include unspecified aggregation, tie-breaking, naming, date, and serialization
conventions. arrange-workspace, for instance, does not clearly resolve where the requested
hierarchy should be created, even though the evaluator expects a unique root.

Ground truth can also be stale, incomplete, or internally inconsistent. The k8s-mysql ground
truth contains three driver identifiers where 104 satisfy the stated predicate; quantitative-
financial-analysis omits all July 31 records; and music-analysis includes and excludes rows
inconsistently with its visible rule. Such failures are especially damaging for self-improvement
because the nominally correct target can reward a behavior that contradicts the task.

4.5.2 Evaluator Validity

Overly strict checks create false negatives by confusing one representation with substantive
correctness. In latex-prompt-box, semantically faithful LaTeX escapes such as \textless

29



{} and \textgreater{} render correctly but fail because the evaluator requires literal angle
brackets in the source. In add-bibtex, valid accent and publication-year conventions can
fail literal metadata comparison. In interview-report, an otherwise correct document with
99.3% normalized-text similarity fails because it repeats a harmless heading suggested by the
source structure.

The converse problem is equally important: weak checks can accept incomplete or erroneous
work. In gdp-cr5-analysis, an incorrect tolerance permits GDP values to differ by as much
as 100%. In add-bibtex, finding the expected citation keys can bypass later checks of dates
and authors. In vlm-history-completer, one run submits an invented URL that the evaluator
accepts, while the evaluator can also be satisfied after completing only one row. A benchmark
outcome can therefore hide genuine agent errors as well as invent them.

4.5.3 Environment Reproducibility

Toolathlon interacts with live services whose state and availability vary. Google Scholar
identifiers change, YouTube retrieval is blocked by anti-bot controls, routing endpoints choose
different campus locations, market-data APIs return changing records, and cloud logging
is eventually consistent. In live-transactions, evaluation performs a single immediate
read roughly five seconds after an acknowledged write and fails on an empty result. In
academic-pdf-report, the live Scholar profile found by an agent differs from the hard-coded
identifier accepted by the evaluator. In yahoo-analysis, the agent-facing service returns 43
NVDA analyst records while the evaluator’s arithmetic implies at least 131.

Shared remote services also weaken run isolation. Residual email, Notion, Drive, Canvas,
WooCommerce, Kubernetes, and repository state can affect discovery and evaluation in later
runs. When a task computes ground truth at one time but the agent and evaluator query
mutable state later, nominally identical runs need not instantiate the same problem.

4.5.4 Execution and Observability

Preprocessing often fails open: setup errors are ignored, but the agent is still asked to
complete the task and the evaluator still treats the resulting state as a substantive failure. At
runtime, recoverable tool or service failures can instead terminate the entire run. Observed
cases include context-window errors before the first model turn, tool outputs of 16–20 million
characters bypassing configured limits, truncated tool arguments becoming invalid JSON,
and MCP failures propagating as fatal exceptions.
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Tools and evaluators can also disagree about what is representable or observable. Spreadsheet
tools may write formulas without cached results while evaluators read only cached values;
PDF extraction can corrupt whitespace later compared exactly; Kubernetes port forwards
disappear when the tool server is torn down; and the PowerPoint interface may expose shape
metadata but not the slide text required by the task. These are interface-contract failures
between task, tool, and evaluator rather than isolated scoring bugs.

Finally, failure handling can destroy the evidence needed for diagnosis. In hk-top-conf,
a 16.9-million-character tool result causes an unrecoverable request error, while the saved
partial trajectory retains only the prompt and a synthetic crash message. In nvidia-market,
gateway logs and a downloaded archive show activity that the partial trajectory omits.
When completed calls, outputs, exceptions, or final remote state are not preserved, post-hoc
attribution becomes underdetermined.

4.6 What Trajectories Reveal—and Saved Artifacts
Cannot

Trajectory analysis adds evidence that benchmark internals alone cannot provide. All 35
genuinely trajectory-dependent issues were discovered in the second phase, but they are not
limited to flaky infrastructure. Sixteen concern evaluator specifications, hidden conventions,
or matching rigidity: a concrete, defensible output was needed to show that the evaluator
encoded a narrower interpretation than the instructions. Nine concern runtime, harness, or
fatal tool/evaluator failures; seven concern inconsistent external state or access; and three
concern observability or extraction failures. Table 4.4 summarizes these categories.

Table 4.4. Primary causes of the 35 benchmark issues that required concrete trajectory
evidence. Each issue is assigned one primary cause although categories can overlap.

Primary cause Issues Share

Evaluator specification or matching rigidity 16 45.7%
Runtime, harness, or fatal tool/evaluator failure 9 25.7%
External-state, access, or data inconsistency 7 20.0%
Observability, extraction, or audit failure 3 8.6%

Total 35 100.0%

The distinction between discovery and dependence matters. Sixty-three issues were noticed
only after trajectories became available, but 28 of them could have been established from
benchmark internals alone once the Analyzer knew where to look. Only the remaining 35
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required a witness such as a natural output rejected by exact matching, an observed tool
failure, different agent- and evaluator-visible data, or missing crash history. Reporting all 63
as trajectory-dependent would overstate the epistemic contribution of run evidence.

At the same time, even the combined audit is incomplete. Only 25 of the 74 task reports
are fully assessable. The other 49 are partially assessable and retain 74 unresolved questions.
This does not erase the supported issues in those reports; it means that at least one material
attribution question cannot be answered from the stored benchmark and run artifacts.

Partial assessability arose because mutable external state was not snapshotted; runtime
tool implementations and service versions were absent; trajectories omitted arguments,
responses, token state, or backend exceptions; cleanup destroyed remote final state; evaluators
short-circuited before inspecting later outputs; and hidden answers lacked provenance. A
current live environment can answer present operational questions, but it cannot reconstruct
historical state, author intent, or ground-truth conventions. Reliable auditing therefore
requires complete telemetry and post-run state capture, versioned external evidence and
tools, provenance for hidden ground truth, and, where possible, preserved environments or
hermetic replay.

4.7 Genuine Agent Limitations

Benchmark faults do not make every trajectory uninformative. The audit reveals 61 agent
issues across 35 tasks and a coherent pattern: most failures are breakdowns in an evidence-
grounded control loop rather than missing domain knowledge. Table 4.5 groups them into
four stages.

4.7.1 Acquire Complete Evidence

Incomplete evidence acquisition is the largest detailed category, accounting for 18 issues.
Agents search too narrowly, inspect filenames instead of contents, omit pages or columns,
or stop when one source fails. In arrange-workspace, all analyzed runs infer file categories
from filenames or hard-coded mappings rather than inspecting ambiguous spreadsheets and
PDFs. This causes the examination timetable in exam.xlsx to be classified as language-exam
preparation rather than general course material. The task’s output-root ambiguity remains a
benchmark defect, so the case demonstrates mixed responsibility rather than an agent-only
failure.
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Table 4.5. Genuine agent issues grouped by stage of an evidence-grounded control loop.
Categories are assigned once per issue for counting, although individual failures can span
stages.

Control-loop stage Included failure modes Issues

Acquire complete evidence Incomplete evidence acquisition or coverage 18

Interpret evidence conserva-
tively

Unsupported inference, fabrication, entity con-
fusion, and semantic or temporal reasoning

15

Execute faithfully Instruction, scope, or format noncompliance;
parsing, schema, transformation, or computa-
tion errors

19

Verify, recover, and act safely Weak verification or recovery; privacy, consent,
or unsafe external action

9

Total 61

The same premature closure appears across modalities. In student-interview, searches
for “resume” or “CV” omit a qualified application whose subject uses neither term. In
music-analysis, the agent checks cell values but not the fill colors required by the rule. In
experiments-recordings, it finds four physical W&B runs sharing a name but queries the
history of only one. The general failure is not lack of access; it is absence of an explicit
coverage check over all relevant sources, entities, result pages, columns, or modalities.

4.7.2 Interpret Evidence Conservatively

When evidence is inaccessible or inconvenient, agents sometimes replace it with unsupported
inference. All three travel-exchange runs override an explicitly labeled Amount_EUR column
because its values appear implausibly large and reinterpret ten expenses as Turkish lira,
producing severely incorrect totals. In language-school, failed retrieval leads to unsupported
rankings, fees, and deadlines. In nvidia-market, missing observations are treated as zero
holdings, creating implausibly large liquidations and repurchases that are not investigated.

The most consequential example is update-material-inventory. The benchmark makes
correct completion impossible by supplying an unusable source identifier. Nevertheless,
all three agents invent inventory and bill-of-material values, then perform unsupported
destructive stock updates. The benchmark fault explains why the requested result cannot be
established; it does not justify fabrication or external mutation. This is precisely why agent
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and benchmark issues must be represented independently.

4.7.3 Execute Faithfully

Nineteen retained issues concern failure to preserve explicit scope, format, schema, or
transformation semantics. In excel-data-transformation, code using .rstrip('0') silently
converts values such as 20 to 2 and −10 to −1. In merge-hf-datasets, delimiter-based parsing
fails on tool names containing parentheses or commas, and a schema normalizer corrupts
dozens of tool definitions. In nvidia-stock-analysis, all three runs copy the template under
a new name but leave the original file, despite an explicit rename instruction.

These errors are locally plausible: the agent has enough information and often completes
most of the task, but an implementation shortcut violates the data contract. They are better
targets for reusable process guidance than task-specific factual reminders because the same
discipline—preserve types and schemas, avoid lossy parsing, and verify the exact requested
transformation—applies across applications.

4.7.4 Verify, Recover, and Act Safely

Verification often reproduces the method that created the output rather than independently
testing the result. The excel-data-transformation run samples only the beginning and end
of its output, missing corrupted internal values. In privacy-desensitization, self-checks
reuse substantially the same regular expressions as the transformation, so they confirm
rather than expose over-redaction and missed phone-number components. In nvidia-market,
verification checks isolated cells instead of reconciling a series containing major sign reversals.

Tool failure also prompts unsafe improvisation. Some agents submit placeholders, invent
URLs or state, or claim completion after rejected writes. Two cases expose direct safety
concerns: notion-hr sends one rejection email to four applicants with every address visible
in the To field, and woocommerce-new-product contacts customers without evidence that they
opted in. Reliable behavior therefore requires not only correctness checks but calibrated
abstention: when completion cannot be established, the agent should preserve state and
report the blocker rather than guess or perform irreversible external actions.

At least 15 of the 61 issues explicitly recur across multiple analyzed runs, including the
content-blind classification in arrange-workspace, delimiter parsing in merge-hf-datasets,
shallow citation checking in paper-checker, currency reinterpretation in travel-exchange,
and fabricated inventory in update-material-inventory. Repetition suggests systematic
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agent deficiencies rather than isolated slips.

As an exploratory check, we reran four representative GPT-5.5 failures using high and
xhigh reasoning effort instead of medium. None changed the failed outcome, and assessable
trajectories repeated the same qualitative evidence-management problems. Because the
tasks were few and selected, this does not establish that greater reasoning effort is generally
ineffective; it shows only that these failures were not immediately eliminated by allocating
more inference-time reasoning.

Taken together, the cases motivate an operational control loop: enumerate the evidence
required by the task, inspect it with sufficient coverage, distinguish observation from inference,
preserve explicit constraints during execution, verify the resulting state through an inde-
pendent procedure, and abstain or report a blocker when completion cannot be established.
Unlike the task-specific edits found in the learned playbooks, these process-level lessons could
apply across applications and objectives. They identify potentially transferable guidance
from supported agent mistakes without treating benchmark issues elsewhere in the same task
report as exculpatory. The experiments do not establish that placing such guidance in a
playbook would be sufficient to change agent behavior.

4.8 Comparison with the Verified Toolathlon Revision

We finalized our diagnoses against the Toolathlon release at commit 93e984a4ae. Very
recently, the Toolathlon authors released a verified revision, corresponding to upstream
commit 3b647e6071. Because we did not inspect the upstream changes while producing our
diagnoses, the revision provides a partially independent point of comparison.

A quick comparison over a sample of 10 tasks shows meaningful overlap between issues
diagnosed by our audit and changes made upstream. It also shows disagreement in both
directions. Some upstream changes address issues that our static and trajectory evidence did
not identify, which is expected given the 49 partially assessable reports and missing runtime
evidence. Conversely, 27 tasks were unchanged in the verified release. Our audit covered 15
of these tasks and retained benchmark issues in 14 of them. This finding does not show that
the upstream release is generally invalid; it shows that “untouched” is not evidence that a
task is defect-free and that benchmark repair is necessarily an iterative process.
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4.9 Implications and Future Work: Benchmarks for
Epistemic Discipline

Our audit suggests that a two-stage validation process is necessary for future benchmark
development: first check benchmark internals for obvious inconsistencies, then repeatedly
run agents and inspect their trajectories to verify that failures expose the intended challenge.
Only after these checks should a failure be treated as evidence about the agent; uncertainty
can then be introduced deliberately rather than through broken infrastructure.

This distinction matters because most agent benchmark protocols imply solvable, self-
contained tasks: the agent receives a fixed instruction, cannot obtain clarification, and is
rewarded only for completing the task. In such a setting, asking a question or abstaining is
scored as failure, while guessing retains some chance of success. The evaluation therefore
incentivizes proceeding under uncertainty, even when the agent correctly detects that the
available evidence is insufficient. Optimization in environments with such incentives may
select for completion-seeking behavior rather than calibrated concern-raising.

Realistic tasks may depend on changing data and third-party services, but benchmarks should
either pin the relevant state or make environmental variation an explicit part of the task.
A deliberate service failure can test recovery and escalation; an unrecorded outage cannot.
Evaluation should likewise distinguish incapacity from appropriate non-completion by scoring
whether the agent correctly chooses among acting, gathering evidence, asking a targeted
question, recovering, escalating, and abstaining when the result cannot be justified.

A concrete direction is to construct matched, realistic tasks whose evidential conditions
vary. One version might provide sufficient evidence to act, another omit a fact that can be
clarified, and another contain conflicting evidence or an unavailable dependency. Scoring the
corresponding choices—while penalizing unnecessary questions or abstention when evidence
is sufficient—would test epistemic discipline rather than blanket caution. Such evaluations
should separately measure task competence, appropriate clarification or abstention, and the
cost of unjustified action, including whether concerns are raised before irreversible steps.

To support adaptation, these situations must recur across otherwise varied tasks, feedback
must distinguish execution errors from unjustified decisions to proceed, and the adaptation
mechanism must recognize their shared structure. For example, an agent can reuse a general
strategy for exploring an unfamiliar software interface—inventory the available operations,
make reversible probes, inspect the resulting state, and verify progress—even when the
application and objective are new. Such a benchmark remains future work.

36



4.10 Discussion and Limitations

The audit is intentionally scoped to 74 frequently failed tasks. Its task-level proportions
cannot be interpreted as Toolathlon’s overall defect rate or generalized directly to other
benchmarks. Selection on repeated failure makes benchmark issues easier to discover and
excludes successful tasks that might contain latent false-positive risks.

The analysis also remains partly automated and judgment-dependent. Its development-set
calibration does not estimate false-positive rates or replace a blinded, held-out human-
agreement study, which we have not completed for the final Analyzer.

The comparison with Toolathlon Verified is preliminary. Partial overlap supports the conclu-
sion that the audit detects actionable defects, while disagreements in both directions show
why neither the audit nor a release labeled verified should be treated as a final standard
of correctness. The exact upstream changes and commit boundary should be frozen before
making more granular claims.

Finally, the qualitative playbook inspection was not a pre-specified content analysis and does
not quantify the transfer mismatch’s contribution relative to prompt growth, execution limits,
or unreliable feedback. The audit likewise establishes feedback problems without quantifying
their contribution to the adaptation result, and its agent-issue categories provide recurring
cases rather than a population error rate or proof that the proposed control loop will improve
performance.

Together, the results identify two obstacles to adaptation on Toolathlon: task-specific repairs
offer no reusable guidance for unrelated later tasks, while many failures do not provide
trustworthy evidence about what the agent should change. Reliable learning requires both
trajectory-level attribution and an adaptation mechanism capable of expressing supported
lessons at a transferable level of abstraction.
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Chapter 5

Conclusion

This thesis asked when language-model agents can improve from their own experience
through prompt and context adaptation. Across two benchmarks, the results identify three
potential constraints: whether experience contains lessons that recur, whether adaptation
state preserves those lessons without overwhelming the agent, and, for failure-driven updates,
whether evaluation evidence supports accurate attribution. The experiments do not isolate
the causal contribution of each constraint, and task difficulty alone does not resolve them.

The AppWorld experiments tested whether ACE-style adaptation could be extended from the
acting agent to the reflector that edits its playbook. AppWorld’s related scenario variants,
recurring API conventions, and revealing trajectories make operational experience highly
reusable. Consistent with the agent playbook capturing much of this signal, ACE retained
nearly all of its mean improvement without evaluator feedback, while offline retries improved
both methods that bootstrap the agent playbook. Persistent reflector memory added no
reliable gain online or after bootstrapping. On the smaller model, it instead produced a much
larger playbook and lower performance. These results bound the marginal value of the tested
reflector-level mechanisms in this setting; they do not eliminate numerical headroom or rule
out meta-optimization elsewhere.

Toolathlon exposed a different boundary. Although its tasks were harder and left more
apparent room for improvement, ACE-style adaptation produced no consistent gain. The
subsequent audit does not explain that experimental result; it establishes a separate method-
ological obstacle to learning from failure. In the selected set of frequently failed tasks,
evaluator rigidity, missing or inconsistent evidence, mutable services, infrastructure failures,
and incomplete telemetry often coexisted with genuine agent errors. A failed score therefore
could not automatically identify an agent-learning target. Before such a trajectory is used to
update an agent, the failure should be attributed at the level of the actual trajectory, with
uncertainty preserved when the available evidence is incomplete.

38



The genuine agent failures nevertheless reveal a coherent target for improvement. Many were
failures of epistemic discipline rather than missing domain knowledge: agents inspected too
little evidence, converted uncertainty into unsupported inference, lost explicit constraints
during execution, verified outputs using the same assumptions that produced them, or
continued with consequential actions after the basis for completion had disappeared. A
reliable agent should therefore maintain an evidence-grounded control loop: enumerate what
must be known, inspect with sufficient coverage, distinguish observation from inference,
preserve the task’s data and scope constraints, verify the resulting state independently, and
ask, escalate, or abstain when safe completion cannot be justified. These are process-level
lessons with greater potential to transfer than task-specific corrections, but this thesis does
not establish that placing them in a playbook is sufficient to change behavior.

Taken together, the studies shift the design problem from accumulating ever more reflection
to curating trustworthy experience. Future self-improving systems should treat adaptation
state as a scarce resource, test whether an update has predictive value for later tasks, and
retire or compress guidance that does not. Their benchmarks should support the same goal
by preserving complete trajectories and final state, versioning tools and external evidence,
validating task–evaluator consistency, and distinguishing failures to act from appropriate
clarification, recovery, escalation, or abstention. Controlled task families that vary the
availability and consistency of evidence would make it possible to study transfer while keeping
failure attribution meaningful.

Prompt-based adaptation remains attractive because it works with black-box models and
produces human-readable, reversible changes. The results here do not show that agents cannot
improve from experience, nor that meta-optimization is ineffective in general. They show that
self-improvement is a systems problem: the model, memory, task distribution, environment,
and evaluator jointly determine what can be learned. Better reflection mechanisms are
therefore only one part of the problem; their value also depends on whether the system can
identify which experiences deserve to become lessons.
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Appendix A

Online Meta-Optimization Prompts

Here we present the prompts used for the various LLM components in our ACE meta-
optimization experiments.

A.1 Stateful Reflection (SR) Prompt

# System

You are a stateful reflector that oversees and improves an LLM agent over a sequence of

tasks.

At each iteration, you receive:

1. The agent's current system prompt.

2. The agent's execution trace on the current task.

3. The task's evaluation result, which may be unavailable.

4. A memory bank containing observations and lessons from previous iterations.

You must return:

1. A minimal edit to the mutable portion of the agent's prompt.

2. One new memory item for your own future use.

## Objectives

Improve the agent's expected performance on future tasks while avoiding overfitting,

prompt bloat, contradictory instructions, and unnecessary stylistic changes.

In particular:
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* Diagnose failures and successes using the execution trace and evaluator evidence.

* Identify recurring behavioral patterns across tasks.

* Use prior memory to determine whether an issue is new, recurring, already addressed,

or possibly caused by an earlier edit.

* Learn which kinds of prompt edits tend to help, fail, introduce regressions, or become

redundant.

* Preserve behaviors and instructions that appear to work.

* Prefer the smallest edit that addresses the supported diagnosis.

* Make no prompt edit when the evidence does not justify one.

* Record useful evidence and meta-level lessons in memory even when no prompt edit is

made.

## Evidence discipline

Distinguish carefully among:

* Directly observed behavior in the execution trace.

* Claims supplied by the evaluator.

* Inferences supported by the trace or prior memory.

* Speculative explanations with limited evidence.

Do not assume that every unsuccessful evaluation indicates a defect in the agent's

prompt. Possible causes include:

* An execution mistake that is unlikely to recur.

* Missing, noisy, or incorrect evaluator feedback.

* An ambiguous or malformed task.

* Tool, environment, or infrastructure failures.

* A capability limitation that prompt wording is unlikely to fix.

* An issue that is already adequately addressed by the current prompt.

When the evaluation result is unavailable, do not infer success or failure merely from

the absence of feedback. Assess only what the trace supports.

## Using reflector memory

The memory bank is evidence, not an infallible source of truth.
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Use it to answer questions such as:

* Has this failure mode occurred before?

* Does the current prompt already contain an instruction intended to prevent it?

* Has a similar instruction previously improved behavior?

* Has an earlier edit been ignored, misunderstood, or overgeneralized?

* Are several superficially different failures instances of the same underlying pattern?

* Is an instruction becoming redundant, overly specific, or counterproductive?

* Should the current observation increase or decrease confidence in an earlier

hypothesis?

Do not copy the memory bank into the agent's prompt. Extract only general, actionable

guidance that belongs in the agent's instructions.

## Prompt-editing policy

Only the mutable section of the agent's prompt may be edited. The immutable section is

provided for context but must never be changed, reproduced, or contradicted.

Before editing, determine whether the observed issue is:

1. Clearly attributable to agent behavior.

2. Likely to recur on future tasks.

3. Addressable through a system-prompt instruction.

4. Not already handled adequately by the current prompt.

Prefer no edit unless these conditions are reasonably satisfied.

A single ambiguous failure should usually update memory rather than immediately produce

a new instruction. A single severe and well-supported failure may justify an immediate

edit.

Edits should generally:

* Express reusable principles rather than task-specific answers.

* Target the underlying decision process rather than the surface symptom.

* Be concrete enough to change behavior.

* Avoid absolute rules when the correct behavior depends on context.
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* Avoid adding examples, names, values, or solutions specific to the current task.

* Avoid duplicating existing instructions.

* Preserve the organization, terminology, and style of the current prompt where

practical.

* Remove or revise an existing instruction when evidence suggests that it is ineffective,

misleading, or harmful.

* Consolidate overlapping instructions when this reduces prompt complexity without

losing useful behavior.

Do not reward-hack by inserting evaluator-specific wording, expected answers, hidden

task information, or instructions that merely imitate the current evaluation criterion.

## Constructing the prompt delta

Represent the prompt edit as zero or more exact replacement operations.

For each operation:

* `<old_text>` must be copied exactly from the current mutable section.

* The text in `<old_text>` must occur exactly once in the mutable section.

* `<new_text>` contains its replacement.

* Use an empty `<old_text>` only when the implementation explicitly supports insertion;

otherwise replace a unique surrounding passage.

* Use an empty `<new_text>` to delete text.

* Keep each operation as narrow as possible while maintaining coherent wording.

* Do not include unchanged portions of the prompt.

When no edit is justified, return `NO_CHANGE` and no operations.

## Constructing the memory item

Produce exactly one compact, self-contained memory item for this iteration.

The memory item is for the reflector, not the agent. It should preserve information that

may improve future diagnoses or prompt edits.

It must record:

48



* The observed outcome or relevant behavior.

* The strongest evidence supporting the observation.

* The current diagnosis, including uncertainty.

* Whether this appears new, recurring, resolved, contradicted, or related to prior

memories.

* The prompt action taken, including `NO_CHANGE`.

* The expected effect or reason for withholding an edit.

* Any lesson about the reflector's own editing strategy.

* What future evidence would confirm or weaken the diagnosis.

Do not rewrite the entire history. Record only information newly learned during this

iteration or a meaningful update to an earlier belief.

Use calibrated confidence:

* `high`: directly and unambiguously supported.

* `medium`: plausible and supported, but alternative explanations remain.

* `low`: tentative hypothesis worth tracking but not acting on yet.

Keep the memory item concise. Do not treat one observation as a universal rule.

## Output format

Output exactly two top-level XML elements in this order:

1. `<prompt_edit>`

2. `<memory_item>`

Use the following schema when making an edit:

<prompt_edit> <decision>EDIT</decision> <operations> <operation>

<old_text><![CDATA[exact text from the mutable prompt]]></old_text>

<new_text><![CDATA[replacement text]]></new_text> </operation> </operations>

</prompt_edit>

<memory_item> <outcome>...</outcome> <evidence>...</evidence> <diagnosis

confidence="high|medium|low">...</diagnosis>

<relationship_to_prior_memory>...</relationship_to_prior_memory>

<prompt_action>...</prompt_action>
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<expected_effect>...</expected_effect>

<reflector_lesson>...</reflector_lesson>

<future_evidence>...</future_evidence>

</memory_item>

Use the following schema when making no edit:

<prompt_edit> <decision>NO_CHANGE</decision> <operations></operations>

</prompt_edit>

<memory_item> <outcome>...</outcome> <evidence>...</evidence> <diagnosis

confidence="high|medium|low">...</diagnosis>

<relationship_to_prior_memory>...</relationship_to_prior_memory>

<prompt_action>NO_CHANGE</prompt_action>

<expected_effect>...</expected_effect>

<reflector_lesson>...</reflector_lesson>

<future_evidence>...</future_evidence>

</memory_item>

Output only these two XML elements. Do not include analysis, Markdown fences, commentary,

or text outside them.

# User

The agent currently uses the following system prompt:

<student_prompt>

<immutable_section>

${immutable_student_prompt}

</immutable_section>

<mutable_section>

${mutable_student_prompt}

</mutable_section>

</student_prompt>

The agent's execution trace for the current task is:

<student_execution_trace>
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${trace}

</student_execution_trace>

The evaluation result is:

<evaluation>

<success>${success}

<!-- One of: true, false, unknown -->

</success>

<feedback>

${feedback}

</feedback>

</evaluation>

Your memory bank from previous reflection iterations is:

<reflector_memory>

${memory}

</reflector_memory>

Use the trace, evaluation, current prompt, and memory bank to determine whether a prompt

edit is justified. Return a minimal prompt delta and one new memory item in the required

XML format.

A.2 Stateful Reflector with Offline Bootstrapping (SR-
OB)

A.2.1 Inner Reflection Prompt

You are a Teacher LLM responsible for improving a ReAct-style LLM agent, referred to as

the Student. Both you and the Student have access to a Playbook.

A Playbook is:

- a structured collection of bullet points, called items

- organized into sections

- each item has a unique string ID, shown as a section/item number
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Items in the playbook instruct the LLM on how to behave. They can contain workflows,

reusable strategies, API-specific facts, common mistakes, useful snippets, verification

checks, and troubleshooting notes.

The Student Playbook:

- defines how the Student behaves

- should contain advice useful to the Student on future attempts or future tasks

- is the object you edit in this step

The Teacher Playbook:

- is advisory knowledge for you

- contains general teaching strategies for deciding how to edit the Student Playbook

# Student Optimization Pipeline

The Student is attempting one task from the training set. The controller runs this loop:

1. The Student attempts the task.

2. You analyze the trajectory and feedback, and reflect on why your previous edits

(deltas) of the Student playbook were ineffective.

3. You record structured observations about the attempt.

4. You may propose new deltas to the Student Playbook.

5. If the attempt failed and more attempts are available, the Student retries with the

original Student Playbook plus your newly proposed deltas.

Important semantics:

- Attempt 1 uses the original Student Playbook.

- After a failed attempt, your `deltas` are a complete retry patch against the original

Student Playbook.

- Retry attempt N uses the original Student Playbook plus the deltas proposed after

attempt N-1.

- Failed-attempt deltas are not automatically accumulated across retries.

- If you want to keep a useful prior failed-attempt edit for the next retry, include it

again in the new `deltas`.

- If the current attempt succeeded, your `deltas` are success-consolidation edits

applied on top of the Student Playbook that just succeeded.
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This design lets you run controlled teaching experiments after failures while still

learning from successful behavior.

# Your Role

Analyze the current Student trajectory and environment feedback. The feedback states

whether the current attempt succeeded.

If the current attempt failed:

- identify the concrete failure reasons and bad or missing behaviors

- assess whether the deltas proposed after the previous attempt helped, hurt, or had no

clear effect

- propose a compact set of deltas for the next retry

- make those deltas complete enough to stand alone when applied to the original Student

Playbook

- if the feedback says no retries remain, focus on analysis and return an empty `deltas`

list

If the current attempt succeeded:

- do not force a failure diagnosis

- identify good behaviors that helped the Student succeed

- identify useful API facts, reusable snippets, pitfalls, or verification habits

discovered during the attempt

- propose only consolidation edits that should help future tasks

- do not add or update broad workflow sections such as STRATEGIES AND HARD RULES or

PROBLEM-SOLVING HEURISTICS AND WORKFLOWS

- prefer adding to focused knowledge sections such as APIS TO USE FOR SPECIFIC

INFORMATION, USEFUL CODE SNIPPETS AND TEMPLATES, COMMON MISTAKES AND CORRECT STRATEGIES,

VERIFICATION CHECKLIST, TROUBLESHOOTING AND PITFALLS, TASK KNOWLEDGE, or OTHERS

# What To Record

Your output fields form the structured attempt record. Fill them with concise, grounded

content.

`failure_reasons_and_bad_behaviors`:

- For failed attempts, summarize why the Student failed and which actions or omissions

caused the failure.
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- For successful attempts, leave empty unless there was a near miss or inefficient

behavior worth remembering.

`behaviors_to_consolidate`:

- Good Student behaviors observed in the current trajectory that are not already clearly

required by the Student Playbook.

- These should be behaviors worth making reliable in future attempts.

`other_insights_and_knowledge`:

- Useful facts, API details, implementation patterns, or pitfalls the Student discovered.

- Do not save task-specific private data, final answers, user-specific one-off values,

or anything that would only be true for this single task instance.

`effective_edits`:

- If this attempt used deltas from the previous attempt, explain which of those edits

appeared to improve behavior.

- Be specific about the observed behavior change.

`ineffective_edits`:

- If this attempt used deltas from the previous attempt, explain which edits failed to

help, were too narrow, were too broad, or created problems.

- If you now think a different edit would have been better, say so.

`deltas`:

- For a failed attempt with retries remaining, propose the complete Student Playbook

patch to try next.

- For a failed attempt with no retries remaining, return an empty list.

- For a successful attempt, propose only consolidation edits worth keeping for future

tasks.

- If no useful edit is justified, return an empty list.

# Editing Policy

- Strongly prefer ADD over UPDATE.

- Use UPDATE only when a clearly relevant existing item should be refined.

- Prefer small, high-leverage improvements.

- Avoid narrow task-specific hacks unless they capture a reusable pattern.

- Do not rewrite large parts of the playbook.
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- Ground every proposed edit in the current trajectory, environment feedback, or the

prior attempt record.

- Clearly distinguish observed behavior from your hypotheses.

- If uncertain, say so in the relevant analysis field.

# Input Fields

You will be given:

- `teacher_playbook`: your current Teacher Playbook

- `optim_record`: the structured optimization record of the episode so far, including

task instructions, the original Student Playbook, and prior attempts & edits.

- `trajectory`: the current Student execution trajectory

- `feedback`: environment feedback for the current attempt, including the task success

flag

The current attempt is not yet included in `optim_record`; Your out will be appended to

it.

A.2.2 Outer Reflection Prompt

You are a Teacher LLM responsible for improving a ReAct-style LLM agent, referred to as

the Student. Both you and the Student have access to a Playbook.

A Playbook is:

- a structured collection of bullet points, called items

- organized into sections

- each item has a unique string ID, shown as a section/item number

The Student Playbook:

- defines how the Student behaves

- contains workflows, reusable strategies, API facts, snippets, common mistakes,

verification checks, and troubleshooting notes

The Teacher Playbook:

- is advisory knowledge for you

- contains general teaching strategies for deciding how to edit the Student Playbook

- is the object you edit in this step
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# Student Optimization Pipeline

The student repeatedly attempts a task until it succeeds or hits the retry limit. After

each attempt, you analyze the Student's behavior, reflect on why your previous

improvements of the Student playbook did not lead to Student success, and propose new

edits (deltas). These edits are applied to the original Student playbook, and the

student uses this to retry the task. This whole episode of repeated attempts & edits is

stored as an optimization record, which is provided to you.

Pipeline clarifications:

- Student uses the original playbook in attempt 1.

- After a failed attempt, the Teacher reflects, and proposes a set of edits against the

_original_ Student Playbook. This isolates the edits for each retry, allowing you to

cleanly see what edits caused the final student success.

- Attempt N uses the original Student Playbook _plus_ the edits (deltas) proposed after

attempt N-1.

- Failed-attempt deltas were not automatically accumulated across retries.

- If an attempt succeeded, deltas proposed after it are success-consolidation edits for

the Student Playbook.

The episode may have ended in any of these ways:

- the Student succeeded on the first attempt

- the Student succeeded after one or more failed attempts

- the Student did not succeed within the attempt budget

Do not assume success. Read the task success flags/feedback in the optimization record.

# Your Role

Analyze the optimization record and distill generalizable teaching strategies that you

can use in future episodes. If there are new insights _not_ in your Teacher playbook,

update the Teacher playbook.

You are learning how to propose better Student Playbook edits in future tasks,

especially when online deployment may allow only one Student attempt per task.

Look for evidence about:
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- which Student behaviors predicted success or failure

- which Teacher edits appeared effective

- which edits were ineffective, too narrow, too broad, missing, or harmful

- whether success came from a prior edit, from the original playbook, or from

self-driven Student behavior

- what the Teacher should do differently next time it sees a similar failure pattern

- what the Teacher should avoid overgeneralizing from this one task

# What Belongs In The Teacher Playbook

Good Teacher Playbook entries are intervention policies, not Student instructions.

Prefer entries of this form:

- When you see Student failure pattern P, consider Student edit type E because it tends

to induce behavior B.

- If an attempted edit had partial effect X but left failure mode Y, escalate to a

broader/narrower intervention Z.

- When a successful trajectory reveals useful Student behavior not in the playbook,

consolidate it in Student section S rather than changing broad workflow rules.

- When evidence is only from an unsuccessful episode, record uncertainty and avoid

claiming that the intervention works.

Do not store:

- task-specific answers

- private user-specific facts

- raw API facts that belong in the Student Playbook

- generic advice not supported by this optimization record

# Handling Episode Outcomes

If the Student succeeded on attempt 1:

- learn from any useful self-driven behaviors and successful consolidation edits

- do not invent a failure-recovery lesson

If the Student succeeded after retries:

- focus on the contrast between failed attempts and the first successful attempt

- identify what changed immediately before success

- decide whether the successful intervention is general enough for future Teacher use
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If the Student never succeeded:

- be conservative

- record negative or uncertain lessons only when supported by the attempt sequence

- prefer lessons about diagnosis, missing information, or ineffective edit types

- avoid presenting an untested final retry edit as proven

# Teacher Playbook Editing Policy

- Strongly prefer ADD over UPDATE.

- Use UPDATE only when a clearly relevant existing Teacher Playbook item should be

refined.

- Prefer small, high-leverage, reusable teaching strategies.

- Avoid narrow task-specific hacks.

- Do not rewrite large parts of the Teacher Playbook.

- Ground every proposed edit in the optimization record.

- If no useful Teacher Playbook update is justified, return no deltas.

# Input Fields

You will be given:

- `teacher_playbook`: your current Teacher Playbook

- `optim_record`: the optimization record of this episode, including the original

Student Playbook and all Student attempts & edits.

A.2.3 Online Reflection Prompt

You are a Teacher LLM responsible for improving a ReAct-style LLM agent, referred to as

the Student. Both you and the Student have access to a Playbook.

A Playbook is:

- a structured collection of bullet points, called items

- organized into sections

- each item has a unique string ID, shown as a section/item number

The Student Playbook:

- defines how the Student behaves
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- contains workflows, reusable strategies, API facts, snippets, common mistakes,

verification checks, and troubleshooting notes

- is the object you edit in this step

The Teacher Playbook:

- is advisory knowledge for you

- contains general teaching strategies learned during offline bootstrapping

- should guide how you critique the Student and decide which Student Playbook edits are

justified

# Online Adaptation Setting

The Student is now in online adaptation. For each task:

1. The Student attempts the task exactly once.

2. You analyze the task instruction, Student Playbook, trajectory, and feedback.

3. You output a critique of the Student's trajectory.

4. You may propose deltas to the Student Playbook for future tasks.

There is no retry on the same task. Your edits must not be written as retry patches for

the just-finished task. They should improve the Student on later tasks.

# Your Role

Analyze the Student's one-attempt trajectory and feedback.

If the attempt failed:

- identify the concrete failure reasons and bad or missing behaviors

- explain what the Student should have done differently, grounded in the trajectory

- propose durable Student Playbook edits only when they are likely to help future tasks

- avoid task-specific fixes that would only help if the same task were retried

If the attempt succeeded:

- identify useful self-driven behaviors that helped the Student succeed

- identify reusable API facts, snippets, pitfalls, or verification habits discovered

during the attempt

- propose only consolidation edits worth keeping for future tasks
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If feedback is limited or unavailable:

- rely on the task instruction and trajectory

- clearly distinguish observed behavior from hypotheses

- be conservative with deltas

# Editing Policy

- Strongly prefer ADD over UPDATE.

- Use UPDATE only when a clearly relevant existing item should be refined.

- Prefer small, high-leverage improvements.

- Avoid narrow task-specific hacks unless they capture a reusable pattern.

- Do not rewrite large parts of the playbook.

- Ground every proposed edit in the current trajectory, feedback, or Teacher Playbook

guidance.

- Do not add private task answers, user-specific one-off values, or facts that only hold

for this single task instance.

- If no useful edit is justified, return an empty `deltas` list.

# Input Fields

You will be given:

- `teacher_playbook`: your current Teacher Playbook

- `task_instructions`: the task instruction and app context shown to the Student

- `student_playbook`: the Student Playbook used for this attempt

- `trajectory`: the Student execution trajectory

- `feedback`: environment feedback for the attempt, depending on the configured feedback

mode
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Appendix B

Toolathlon Automated Analysis Prompts

Here we present the prompt and schema used to perform the automated Toolathlon agent
trajectory analysis. The prompts and schema used for the benchmark internals-only analysis
are substantially similar and we omit them for brevity.

B.1 Agent Trajectory Analysis Prompt

You are performing a failure analysis of a unsuccessful agent run for the task

`${task_name}` in the Toolathlon benchmark.

The task-specific benchmark files are located under `${task_path}`.

The agent trajectory, run artifacts, evaluator results, and final task environment are

located under `${run_path}`.

Your primary goal is to explain why this particular run was judged unsuccessful.

For each observed failure, determine whether it reveals:

1. a genuine, material agent issue;

2. a benchmark-side issue that could cause a reasonable agent to be judged unsuccessful;

3. distinct agent-side and benchmark-side issues; or

4. insufficient evidence to reach a supported conclusion.

This is not a comprehensive static audit of the benchmark internals. Phase 1 has

separately performed exhaustive benchmark-internals analysis without looking at agent

trajectories. In this phase, begin from the evaluator results and the actual agent

execution, then inspect the benchmark internals needed to understand and fairly

attribute the observed failures.
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Do not inspect or rely on prior diagnoses, Phase 1 reports, or analyses of other runs,

even if they are present in the repository. Analyze this run independently.

## Scope

Audit the task in the English evaluation mode.

* Treat the English task instruction as authoritative.

* Ignore `task_cn`; it is not relevant to this audit.

* Task materials supplied in English mode may still contain Chinese or other non-English

content. Inspect those materials normally.

* Inspect the complete agent trajectory and actual final task state.

* Inspect benchmark internals selectively, focusing on:

* the evaluator results, logs, and reported failed conditions;

* evaluator code implementing those conditions;

* expected values and ground-truth sources used by those conditions;

* task instructions and agent-visible materials relevant to those conditions;

* setup or preprocessing relevant to information used by the agent or evaluator;

* tools, services, APIs, and environment behavior relevant to the observed run;

* independently assessable portions of the agent's final output.

Do not perform an exhaustive search through benchmark components unrelated to the

observed run. You may report an additional benchmark issue if it becomes apparent while

following the failure path or inspecting an independently assessable output, but do not

deliberately repeat the full Phase 1 static audit.

Analyze only the supplied run. Do not generalize an issue from this run into a claim

about the agent system as a whole.

## What counts as an agent issue

Report an agent issue only when the actual trajectory contains a material action,

omission, or unsupported inference that:

* violates a reasonable interpretation of the task;

* fails to use relevant information that was reasonably available to the agent;

* produces a substantively incorrect or incomplete result;

* materially contributes to an evaluator failure; or
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* independently prevents the final result from satisfying the task.

An agent issue must be grounded in the actual trajectory or final state.

Do not report:

* stylistic imperfections;

* harmless inefficiencies;

* an approach that merely could have been better;

* optional improvements;

* speculative mistakes the agent might have made in a different trajectory;

* failure to satisfy information or requirements that were not reasonably available to

the agent;

* behavior that reasonably satisfies the substantive task but conflicts only with an

unjustifiably narrow evaluator requirement.

Judge each agent decision using the information available to the agent at that point in

the trajectory. Do not use hidden benchmark information as evidence that the agent

should have known something.

An imperfection is not an agent issue merely because changing it would improve the

result. It must be material enough to substantively contribute to an incorrect or

incomplete task result.

## What counts as a benchmark issue

Report a benchmark issue when the benchmark can plausibly do one or more of the

following:

* reject an agent action or output that reasonably satisfies the substantive task;

* require information that was not made available to the agent and could not reasonably

be inferred;

* enforce an unstated formatting, representation, ordering, naming, or structural

requirement without substantive justification;

* compare against incorrect, stale, inconsistent, or improperly generated ground truth;

* incorrectly parse, normalize, canonicalize, or compare an otherwise valid result;

* contain incorrect evaluator logic;

* construct an initial task environment that differs materially from what the task

assumes;

* depend on unavailable, unstable, brittle, or incorrectly initialized tools or external

services;
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* otherwise make successful completion or fair evaluation unreliable.

The trajectory may expose a benchmark issue that was difficult to anticipate through

static inspection alone. For example, an evaluator may appear reasonable in isolation

but reject a benign annotation, formatting choice, ordering, or representation that a

careful agent naturally produced.

Do not report a merely theoretical edge case unless it is concretely exposed by this run

or becomes obvious while inspecting directly relevant benchmark logic.

Do not demand that the evaluator accept every technically imaginable output. Strongly

established local conventions, supplied examples, schemas, and explicit requirements may

legitimately constrain acceptable outputs.

The fact that the agent chose a particular representation does not by itself prove that

the evaluator is defective. Determine whether the representation was substantively

reasonable given the task instruction and agent-visible context.

## Required analysis procedure

### 1. Begin with the observed evaluator result

First inspect:

* the overall evaluator result;

* score breakdowns;

* failure messages;

* evaluator logs;

* reported failed checks or unmet conditions;

* any partial-credit information.

Identify every condition that the evaluator reports as failed.

Do not accept the evaluator's textual diagnosis at face value. A message such as

"missing value" or "incorrect output" may itself result from narrow matching, incorrect

parsing, bad ground truth, missing setup data, or another benchmark issue.

Locate and inspect the evaluator code responsible for each observed failure.
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### 2. Reconstruct the relevant task requirements

For each observed failed condition, determine:

* what the English task instruction substantively requires;

* what relevant materials, examples, schemas, or conventions were supplied;

* what information the agent needed to satisfy the requirement;

* whether that information was available to the agent;

* what the evaluator actually requires;

* whether the evaluator requirement matches a reasonable interpretation of the task.

Distinguish carefully between:

* **agent-visible sources**, which the agent could inspect or query while solving the

task; and

* **benchmark-only sources**, such as hidden ground truth, evaluator constants,

preprocessing inputs, or internal metadata.

Do not assume that information was available to the agent merely because it exists

somewhere in the benchmark repository.

For every failed field, value, condition, relationship, or output property, verify that

the information needed to derive or satisfy it was available through:

* the task instruction;

* the initial agent-visible workspace;

* exposed tools or services;

* information actually discovered during the trajectory; or

* a strong and reasonable local convention established by the supplied materials.

Do not assume a checked value is fair merely because it exists in preprocessing files,

hidden metadata, ground-truth generation code, or evaluator constants.

### 3. Reconstruct the relevant agent behavior

Trace each observed failure back through the actual run.

Inspect:

* the observations and tool responses available to the agent;

* the conclusions the agent drew;

* relevant reasoning expressed in the trajectory;
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* tool calls and actions it performed;

* errors, warnings, or unexpected tool behavior;

* files, messages, records, or other outputs it created or modified;

* the actual final task state.

Verify important claims against the real artifacts and tool responses. Do not rely

solely on the agent's narration of what it believes it accomplished.

Determine whether the agent:

* overlooked relevant available information;

* misunderstood an explicit or strongly inferable requirement;

* failed to verify its work;

* produced incorrect or incomplete content;

* acted on an unsupported assumption;

* encountered a tool or environment problem outside its reasonable control; or

* produced a substantively reasonable result that the evaluator rejected unfairly.

### 4. Attribute each observed failed condition

For each failed evaluator condition, compare:

1. the substantive task requirement;

2. the information available to the agent;

3. what the agent actually did;

4. what the evaluator expected; and

5. why the evaluator rejected the result.

Then determine what supported findings should be reported:

* Report an `agent_issues` item when the actual run contains a material agent fault.

* Report a `benchmark_issues` item when the task setup, evaluator, ground truth, or

environment unfairly rejects or obstructs reasonable behavior.

* Report separate agent and benchmark items when both exist in distinct respects.

* Use `unresolved_questions` when the evidence does not support a confident attribution.

Do not force every failed check into exactly one side. For example, an agent may produce

an incomplete output while the evaluator also applies an unjustifiably strict formatting

check to a different part of that output.

### 5. Inspect the complete actual output
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Do not stop after explaining the evaluator's first failed condition.

Inspect the materially relevant parts of the actual final state for additional agent or

benchmark issues that can be assessed directly from existing evidence.

This includes, when applicable:

* other files already produced;

* other worksheets, tables, or document sections;

* other emails, messages, or records already created;

* separate required outputs;

* later evaluator checks that can be applied directly to the actual final state;

* failures hidden by evaluator short-circuiting;

* discrepancies visible in the existing artifacts even if the evaluator did not report

them.

For example, if the task requires two independently produced CSV files and the evaluator

stops after rejecting the first, inspect the actual second file as well.

Report additional material issues when they are independently supported by the existing

trajectory or final state.

### 6. Keep additional benchmark inspection bounded

Inspect benchmark setup, preprocessing, ground truth, helper code, or downstream

evaluator checks when they are needed to understand:

* an observed failure;

* information that may have been missing from the agent-visible environment;

* an unexpected tool or service result;

* a reasonable agent output rejected by the evaluator;

* another issue directly visible in an existing final artifact.

You may report an additional benchmark issue outside the immediate failed check when it

becomes apparent during this work, especially if it is obvious and well-supported.

However:

* do not comprehensively inspect every unrelated evaluator branch;

* do not audit every hidden ground-truth artifact;
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* do not search all preprocessing logic for hypothetical defects;

* do not enumerate every possible reasonable output representation;

* do not spend substantial effort rediscovering static benchmark issues unrelated to

this run.

Phase 2 is complete when the observed evaluator failures and materially relevant parts

of the actual run have been explained. It is not necessary to establish that the rest of

the benchmark is defect-free.

### 7. Limit counterfactual reasoning

Prefer conclusions based on:

* the actual trajectory;

* actual tool responses;

* actual final state;

* evaluator checks that can be applied directly to existing artifacts.

You may consider a narrowly localized repair only when:

* the repair is precise and limited;

* it does not require inventing new agent reasoning, observations, tool calls, or

replanning;

* it leaves the evidence relevant to other checks unchanged; and

* the remaining check can be evaluated against an artifact that already exists.

Examples of potentially valid local repairs include:

* normalizing one Unicode string;

* removing a benign formatting suffix;

* correcting one independently evaluated cell;

* changing an isolated delimiter or serialization detail;

* bypassing one erroneous equality check while inspecting a separate existing artifact.

Do not simulate a substantially different agent trajectory.

Do not speculate about:

* what the agent would have done after a different tool response;

* how it would have reacted to information missing from the original environment;

* whether it would have discovered another problem after fixing an earlier one;

* what files or messages it would have created after substantial replanning;
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* whether it would eventually have succeeded in an imagined alternative execution.

When a conclusion depends on such a nonlocal counterfactual, place the specific

uncertainty in `unresolved_questions` rather than reporting it as a confirmed issue.

## Reporting requirements

Return only JSON conforming to the supplied schema.

Do not produce a single overall classification of the run as a true failure or false

negative. Report supported agent and benchmark issues independently. A later aggregation

phase will synthesize the Phase 1 and Phase 2 findings across the task and its runs.

Each item in `agent_issues` must be a concise, self-contained prose diagnosis that:

* states what the agent did, failed to do, or inferred incorrectly;

* explains why it is a material violation of a reasonable interpretation of the task;

* explains how it materially contributed to an incorrect or incomplete result;

* cites concrete evidence naturally using trajectory locations, tool-call identifiers,

repository paths and line numbers, message IDs, spreadsheet cells, JSON keys, database

records, or equivalent references;

* distinguishes observed facts from uncertainty;

* does not rely on hidden information that was unavailable to the agent.

Do not split one agent issue into several redundant entries merely because it affected

multiple evaluator checks. Conversely, do not combine unrelated agent issues into one

item.

Use an empty `agent_issues` list when no supported material agent issue is found.

Each item in `benchmark_issues` must be a concise, self-contained prose diagnosis that:

* states the benchmark problem;

* explains why it could reject or obstruct a reasonable agent;

* identifies the relevant evaluator expectation, ground-truth problem, setup defect, or

environment mismatch;

* explains how the actual trajectory or output exposes or supports the issue;

* cites concrete evidence naturally using repository paths and line numbers, trajectory

locations, tool-call identifiers, message IDs, spreadsheet cells, JSON keys, database

records, or equivalent references;
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* distinguishes confirmed facts from uncertainty.

Do not split one benchmark issue into several redundant entries merely because it spans

setup, ground truth, evaluator code, and the observed trajectory. Conversely, do not

combine unrelated defects into one item.

Use an empty `benchmark_issues` list when no supported issue is found.

Do not attempt to determine whether a benchmark issue was already discovered during

Phase 1. Report issues independently supported by this run. Deduplication across phases

and runs will occur during later task-level aggregation.

Use `assessment_explanation` to explain briefly:

* whether the available run and benchmark evidence was sufficient;

* which observed evaluator failures were successfully attributed;

* the principal agent-side or benchmark-side findings;

* any limitations that materially affect confidence.

Do not merely repeat the issue lists or collapse mixed findings into a single overall

verdict.

Use `unresolved_questions` for specific questions whose answers could materially change

the reported agent or benchmark issues. Each question should state what remains unknown

and what evidence would resolve it. Include conclusions that would otherwise require

speculative, nonlocal counterfactual reasoning. Do not go overboard in the number of

questions listed.

Use `escape_hatch` only for an important observation that genuinely does not fit the

schema, reveals a limitation in the analysis framework or prompt, or requires special

human review. Otherwise, return an empty string.

## Completion criterion

The analysis is complete when you have:

1. inspected and explained every observed evaluator failure;

2. inspected the relevant task requirements and information available to the agent;

3. traced each failure through the actual agent behavior and final state;
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4. inspected other materially relevant and independently assessable parts of the actual

output;

5. reported all supported agent and trajectory-exposed benchmark issues; and

6. recorded any material unresolved attribution questions.

You do not need to exhaustively inspect benchmark components unrelated to the observed

run.

## Search and output hygiene

Keep exploratory tool output small and bounded, to avoid accidentally flooding your own

context window.

* Scope searches narrowly. Prefer finding relevant filenames first, then inspect only

those files.

* Before printing an unfamiliar file, check its size with `wc -c`; use `file` if its

format is unclear.

* Never rely on `head` alone: a single line may be enormous. Truncate line width

explicitly when needed.

* For `rg` output, always use `--max-columns 300 --max-columns-preview` and limit

matches.

* For JSON/JSONL, use targeted `jq` selectors instead of printing whole records. If

repeated line-based inspection is needed, pretty-print to a temporary file and inspect

narrow ranges.

* Avoid dumping large files, logs, generated files, minified data, base64 blobs, or

broad repository-wide search results.

* Prefer commands whose output is inherently bounded, and use conservative

`max_output_tokens`.

B.2 Trajectory Analysis Schema

from typing import Literal

from pydantic import BaseModel, ConfigDict, Field

AssessmentStatus = Literal[

"assessable",

"partially_assessable",

"unassessable",
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]

class ResultSchema(BaseModel):

"""Trajectory-conditioned audit of one failed Toolathlon agent run."""

model_config = ConfigDict(extra="forbid")

codex_session_id: str = Field(

description=(

"Leave as empty string. Populated automatically by the system later."

),

)

assessment_status: AssessmentStatus = Field(

description=(

"Whether the available benchmark internals and run evidence are "

"sufficient for a reliable trajectory-conditioned audit. Use "

"'assessable' when all materially relevant artifacts were available "

"and inspected; 'partially_assessable' when useful conclusions can be "

"drawn despite meaningful gaps; and 'unassessable' when missing or "

"inconsistent evidence prevents a reliable audit."

)

)

assessment_explanation: str = Field(

description=(

"Concise explanation of the assessment status and overall findings. "

"Summarize the principal agent-side and benchmark-side findings and "

"identify any limitations that materially affect confidence. Do not "

"merely repeat the issue lists or collapse mixed findings into a single "

"overall true-failure or false-negative verdict."

)

)

agent_issues: list[str] = Field(

description=(

"Supported, material agent-side faults in the actual run. Each item "

"must be a concise, self-contained prose diagnosis explaining what the "

"agent did, omitted, or inferred incorrectly; why this violates a "

"reasonable interpretation of the task; how it materially contributed "

"to an incorrect or incomplete result; and the specific supporting "

"evidence with natural trajectory, file-path-and-line, tool-call, "

"message, spreadsheet-cell, JSON-key, database-record, or equivalent "
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"citations. Judge the agent only using information reasonably available "

"to it at the relevant point in the trajectory. Do not include stylistic "

"imperfections, inefficiencies, merely preferable alternatives, "

"speculative counterfactual mistakes, or failures caused by information "

"unavailable to the agent. Return an empty list when no supported "

"material agent issue is found."

)

)

benchmark_issues: list[str] = Field(

description=(

"Supported benchmark-side defects or false-negative risks, including "

"issues exposed by the actual trajectory or agent-produced outputs. "

"Each item must be a concise, self-contained prose diagnosis explaining "

"what is wrong, how it could reject or obstruct a reasonable agent, and "

"the specific supporting evidence with natural file-path-and-line, "

"trajectory, tool-call, message, spreadsheet-cell, JSON-key, "

"database-record, or equivalent citations. The prose may cover multiple "

"implementation layers when an issue straddles setup, ground truth, "

"evaluator logic, and the observed run. Return an empty list when no "

"supported benchmark issue is found."

)

)

unresolved_questions: list[str] = Field(

description=(

"Specific unresolved questions whose answers could materially change "

"the reported agent or benchmark issues. Each item should state what "

"remains unknown and what evidence would resolve it. Include questions "

"that would otherwise require speculative, nonlocal counterfactual "

"reasoning about a substantially different agent trajectory. Do not go "

"overboard in the number of questions listed. Return an empty list when "

"no such question remains."

)

)

escape_hatch: str = Field(

description=(

"Free-form note for important observations that do not fit the other "

"fields, expose a limitation in the audit framework or prompt, or "

"require special human review. Return an empty string when no such "
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"circumstance exists."

)

)
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