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Abstract

In wildfire scenarios, deploying autonomous drones requires safely anticipating the dy-

namic behavior of dense smoke to coordinate effectively. Unlike traditional rigid obstacles,

smoke represents a fast-moving, complex fluid hazard that impairs visual navigation and on-

board sensors. In this thesis, we propose a novel risk-aware, multi-agent path planning frame-

work that treats dynamic smoke as a continuous physical hazard. By leveraging Probabilistic

Fourier Neural Operators (PFNO), our architecture forecasts the spatiotemporal behavior

of smoke density while simultaneously quantifying its inherent aleatoric uncertainty. These

probabilistic predictions are mapped into a safety cost using a Conditional Value-at-Risk

(CVaR) metric, which directly informs a safe variation of a time-varying Model Predictive

Path Integral (MPPI) controller to ensure collision-free coordination. We integrate inter-

agent safety bounds directly within the sampling-based planner of each drone and shield

its output using Control Barrier Functions (CBFs). Furthermore, because individual agents

might possess a limited field of view, we address the critical challenge of partial observabil-

ity. We explore a potential initial solution for an active search policy driven by epistemic

uncertainty mapping, demonstrating how the agents collaboratively construct partial global

maps to navigate safely. Extensive results demonstrate that this unified multi-agent archi-

tecture successfully coordinates the agents, conservatively overbounding active smoke fronts

and minimizing both cumulative and high-density smoke exposure compared to standard

reactive baselines.
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Chapter 1

Introduction

This chapter introduces the motivation behind this work, which focuses on the problem

of safe navigation in wildfire environments and the remaining challenges. It then presents

the proposed solution and the main contributions of this thesis.

Motivation

Safe path planning in wildfire environments remains challenging due to dynamic haz-

ards such as dense smoke and heat. In particular, smoke is not only a source of perception

degradation, but also a distributed physical hazard that can compromise reliable robot oper-

ation in multiple ways. Safe autonomous navigation in such environments therefore requires

path planners to anticipate the spatiotemporal evolution of hazards such as heat and smoke.

Smoke is especially difficult to reason about because exposure can severely obstruct visual

navigation, transport damaging particulates, and lead to critical communication losses [1].

These challenges arise in several applications, including aerial monitoring, search-and-rescue,

and remote inspection in wildfire scenarios [2–5].

Safe path planning in dense smoke environments is challenging because hazardous re-

gions must be avoided not only in space but also over time. Unlike rigid dynamic obstacles

that can be represented by a finite-dimensional state, smoke evolves as a distributed spa-

tiotemporal field governed by fluid dynamics. Furthermore, uncertainty from wind variation

and temperature-induced pressure changes makes future smoke propagation difficult to pre-

dict. These properties make standard dynamic-obstacle safety formulations poorly suited to

smoke-aware planning.

Prior works have considered related problems, but from different perspectives. For ex-

ample, [6] studies planning in smoke environments primarily to evaluate sensor degradation,

rather than treating smoke itself as a physical hazard to be explicitly avoided. Similarly,
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[7] addresses visual tracking and control of a smoke plume using predictive dynamics, but

models the plume as a moving kinematic object rather than a stochastic fluid field. While

such formulations are useful for perception and tracking, they do not address risk-aware path

planning under distributed smoke uncertainty, leaving the treatment of smoke as a planning

hazard largely unresolved.

Moreover, recent works have emphasized the need to deploy multiple agents, as the large

scale of wildfire environments demands rapid task execution for applications like monitoring

and search-and-rescue. For instance, studies such as [8] and [9] argue that relying on a single

agent is insufficient for time-critical scenarios, whereas multi-agent systems can achieve faster

and more comprehensive coverage. Similarly, [10] explores a decentralized deep reinforcement

learning approach for multi-agent search-and-rescue in wildfires to accelerate response times.

Both coordinating navigation and sharing information among agents are essential for

these tasks. First, the simultaneous presence of multiple drones introduces the critical

challenge of inter-agent collision avoidance. For example, [11] presents a swarm path op-

timization method that explicitly accounts for collision awareness among drones, and [12]

further highlights this as a relevant factor for multi-agent navigation in such contexts. While

the scope of coordination can be expanded depending on the application, in this work we

focus strictly on collision avoidance. Furthermore, collaborative information sharing plays a

crucial role; the data collected by individual agents can be integrated globally to aid overall

task completion while also improving safe egocentric navigation. This is particularly impor-

tant because individual agents typically suffer from partial observability of the environment,

an issue whose impact varies depending on the specific task. For instance, [13] explores

the importance of exchanging environmental and planning information to effectively control

multi-agent systems. Similarly, [14] stresses the need to address information gathering under

realistic assumptions, treating the partial observability of each drone as a core constraint

rather than simplifying the problem by assuming global knowledge.

Proposed approach

In this work, we address the challenge of multi-agent navigation within dense smoke

environments through a unified framework consisting of probabilistic prediction and risk-

aware planning. To capture the underlying dynamics of smoke evolution, we introduce a

Probabilistic Fourier Neural Operator (PFNO) that enables real-time forecasting of future

smoke density over a specified horizon, alongside the aleatoric uncertainty inherent in the

smoke dynamics. These probabilistic rollouts are then mapped into a time-varying risk field
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using the Conditional Value-at-Risk (CVaR) metric, parameterized by a user-defined risk

tolerance level α, allowing the framework to effectively leverage both the forecasted density

and its associated uncertainty.

To control the agents, we introduce a sampling-based variation of the Model Predictive

Path Integral (MPPI) planner that explicitly accounts for inter-agent collision avoidance

while optimizing trajectories to minimize exposure to uncertain smoke hazards. Through

extensive simulation, we demonstrate that the proposed framework significantly improves

key metrics related to both smoke exposure and overall navigation performance.

This thesis is structured as follows. Chapter 2 reviews the prior state of the art. Chapter 3

details the problem formulation and assumptions, mathematically formalizing the challenges

described above. Next, Chapter 4 introduces the neural architecture used for smoke behavior

prediction and presents results demonstrating its efficacy. Chapter 5 focuses on the single-

agent case, integrating prediction and planning without the added constraints of multi-

agent coordination. Chapter 6 then extends this approach to multi-agent systems, explicitly

addressing collision avoidance and presenting relevant experiments. Chapter 7 evaluates the

complete integrated framework—combining both prediction and planning components—and

compares its performance against several baselines. Subsequently, Chapter 8 explores the

implications of partial observability on the framework’s planning capabilities, presenting

potential solutions. Finally, Chapter 9 summarizes the conclusions.

The main contributions of this thesis are as follows:

• A novel framework that integrates a PFNO to forecast the dynamics of dense smoke

environments in an online fashion for real-time applications.

• A collision-aware and risk-aware sampling-based control strategy that specifically eval-

uates these probabilistic predictions to navigate safely through stochastic fluid hazards

while avoiding inter-agent collisions.

• Extensive evaluations demonstrating that our approach significantly reduces both the

instantaneous and cumulative smoke exposure to the robots compared to standard

rigid-constraint baselines, in both single- and multi-agent settings.

• A discussion on the implications of partial observability for the framework’s planning

capabilities, along with potential solutions.

• An open-source implementation, including the architecture training pipeline, environ-

ment simulation, data collection, proposed collision-aware and risk-aware planner,

3



and experimentation evaluation, available at https://github.com/EmanuelSamir/

safe-nav-smoke.
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Chapter 2

Related Work

In this chapter, we present the related work to this thesis. We organize it into four cat-

egories: Risk-aware motion planning, smoke reconstruction, multi-agent collision avoidance,

and navigation under partial observability.

Risk-Aware Motion Planning

Risk-aware motion planning is a well-explored problem that is typically categorized

into hard-constraint and soft-constraint methodologies. On one hand, hard-constraint ap-

proaches, such as Control Barrier Functions (CBF) [15] and Hamilton-Jacobi reachability

analysis [16], provide strict mathematical safety guarantees. However, they often yield overly

conservative behavior or fail in highly constrained stochastic environments where recursive

feasibility is easily lost. Furthermore, traditional motion planning in dynamic environments

typically relies on discrete occupancy maps, which assume that the state or trajectory of

obstacles is measurable and predictable [17]. On the other hand, soft-constraint approaches

relax strict avoidance criteria and instead minimize the time or accumulated exposure to a

hazard through continuous risk-dependent costs. Model-based predictive formulations such

as MPPI [18] are particularly well suited to this setting, since they can naturally incorporate

safety violations as state-dependent costs during trajectory optimization.

Smoke Reconstruction

Defining a strict geometric state for smoke is impractical due to the continuous and

rapidly evolving dynamics of the fluid field. While its behavior is strictly governed by phys-

ical equations, its observable evolution is highly stochastic due to unknown external factors.

To forecast this field, several works have leveraged its underlying physics. For instance,
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[19, 20] propose physics-informed neural field approaches to reconstruct smoke plumes using

multi-view images. Similarly, [21] utilizes a physics-based loss to model the dynamics of a

neural radiance field within an environment with obstacles. Furthermore, [22] proposes a

diffusion-based architecture for smoke reconstruction from a single view, explicitly constrain-

ing the physics for physical plausibility. Other approaches achieve comparable reconstruction

performance without strictly enforcing physics; for example, [23] uses multi-modal channel

information (infrared, depth, and RGB) to decouple smoke from the background, projecting

it via 3D Gaussian Splatting.

A critical drawback of these reconstructive approaches is their computational infeasibility

during inference for use in online, real-time control caused by complex inferential architec-

tures. Nonetheless, they collectively demonstrate the predictive superiority of embedding

physical priors into models. Recent advances employing Physics-Informed Neural Networks

provide faster inference [24] but concurrently struggle with noisy measurements and random-

ized initial conditions. The forecasting problem is not straightforward, as critical boundary

conditions, such as wind velocity and temperature gradients, are often completely unknown

during online deployment. Because smoke inherently exhibits chaotic dynamics despite fol-

lowing fluid physics, robotic planning models must capture both the physical propagation

and the inherent uncertainty. Recently, Neural Operators [25] have emerged as a powerful

alternative, promising to directly learn the mapping between infinite-dimensional function

spaces for extremely fast physics inference. In particular, [26] have arisen as a neural model

that can approximate an operator in the Fourier domain, such that it was tested on the

Navier-Stokes equations with high granularity while allowing for a fast inferential archi-

tecture. In this work, we build upon this direction, leveraging the learned spatiotemporal

dynamics of the fluid system to forecast the stochastic risk field.

Multi-Agent Collision Avoidance

Controlling agents in multi-agent settings involves the hard constraint of avoiding col-

lisions while coordinating their motion. A primary challenge in implementing traditional

controllers in this setup is balancing scalability with safety feasibility. As the number of

agents increases, the dimensionality of the joint state-control space grows, leading to an ex-

ponential increase in computational complexity. Beyond the expensive computational cost,

this often leads to computationally intractable problems where finding a feasible solution is

not guaranteed. To address scalability while optimizing objectives, multi-agent reinforce-

ment learning (MARL) has emerged as a potential solution. For instance, [27] presents
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Proximal Policy Optimization (PPO) applied to multi-agent systems for collaborative tasks.

Regarding path planning, [28] proposes the use of Deep Deterministic Policy Gradients to

generate trajectories bounded by a cooperative CBF formulation. Similarly, [29] embeds

local information into a graph neural network to train an actor-policy framework. These

learning-based approaches primarily address scalability by teaching agents how to coordi-

nate implicitly. However, they often fail to guarantee explicit safety, as they rely on training

algorithms to learn collected safe trajectories. One approach to handle safety is to penalize

unsafe policies using negative rewards. For example, [30] proposes shielding mechanisms

during the training of MARL architectures to penalize if policies are unsafe. Despite these

formulations, safety remains unguaranteed during deployment.

One reason for this vulnerability is the computational burden required to evaluate CBF

shielding online. To mitigate this, [31] proposes synthesizing shields for multiple agents to

guarantee safety when coupled with MARL. In contrast, other works leverage model-based

approaches to learn collision-free control policies directly. Both [32] and [33] utilize graph

neural networks to encode agent information and directly generate a policy that drives

agents toward their goals with formal safety guarantees. Their approaches scale well to

a large number of agents, even when trained on a small sample, allowing a centralized

controller to learn global coordination strategies, a crucial feature for swarm applications.

On the other hand, non-learning model-based sampling approaches like the Model Predictive

Path Integral (MPPI) [34] have also been adapted. For example, [35] and [36] propose

MPPI variants that generate collision-free paths by heavily penalizing trajectory samples

that result in collisions. While these methods perform well for a small number of agents,

their computational overhead scales linearly with the agent count. Furthermore, because

safety is enforced via soft penalties, they require extensive reward tuning and do not offer

explicit mathematical guarantees. More recently, [37] proposed DualGuard, a variation of

MPPI that efficiently samples safe paths by integrating Hamilton-Jacobi (HJ) reachability

analysis directly into the sampling process. However, this approach has thus far only been

applied to single-agent systems.

Navigation under Partial Observability

Partial observability remains a fundamental challenge for motion planning algorithms,

as it severely restricts the capabilities of controllers to make long-horizon planning decisions

based solely on local observations. This limitation is particularly critical when coordinating

multi-agent systems and finding optimal paths. To mitigate this, [38] proposes a decentral-
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ized multi-agent path-finding approach where each agent communicates its Field of View

(FOV) through a transformer-based architecture. Their work highlights how a smaller FOV

degrades MARL controller performance, emphasizing the need to share information globally

among agents. Similarly, [39] explores the integration of heterogeneous sensors for explicit

map generation when deploying multiple robots in an unknown environment. Alternatively,

[40] proposes an implicit mapping strategy to facilitate collaboration, where agents generate

and share Euclidean Signed Distance Fields (ESDF) across their local neural networks.

The challenge of partial observability is also deeply explored in the field of Simultaneous

Localization and Mapping (SLAM). For example, [41] provides a comprehensive survey on

SLAM algorithms, detailing the difficulties of fusing agent observations in environments

that are both unknown and dynamic. While traditional mapping architectures often focus

on generating global static maps from limited sensor measurements, dynamic environments

require anticipating how unobserved regions evolve over time. Addressing this, [42] proposes

the use of recurrent neural processes alongside a mixture of Gaussian processes to forecast

spatiotemporal maps. Building on this, [43] couples a Spatiotemporal Mixture of Gaussian

Processes with an informative path-planning framework to optimize information gathering

within a dynamic map.

However, it must be noted that for our work, perfect map generation is not the primary

objective; rather, it is a necessary byproduct used strictly to facilitate safe navigation. In-

stead of exhaustively mapping the environment, the agents must employ an active search

policy to navigate and collaborate efficiently. Following this philosophy, [44] proposes a

Collaborative Partially Observable MAPF framework where global information guides the

overarching policy to avoid clustered deadlocks, while local information is used strictly for

immediate collision avoidance. This approach stresses that map discovery in time-critical ap-

plications should serve as a byproduct of the problem formulation, rather than the end goal.

Similarly, [45] proposes a multi-agent search and rescue framework that actively coordinates

agents in completely unknown dynamic environments without relying on prior global maps.

In this thesis, we adopt a similar philosophy, treating global map estimation as a byproduct

for achieving probabilistically safe navigation and not as the primary objective.
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Chapter 3

Problem Statement

In this chapter, we formally present the mathematical formulation of the problem. We

also present the assumptions made regarding the system and the environment, as well as the

definition of the objective and the constraints. The problem is broken down into four main

parts: the system and environment dynamics, the risk-aware objective function, the hard

safety constraints, and the control policy.

System and Environment Dynamics

Consider a decentralized multi-agent system consisting of N mobile agents, indexed by

i ∈ {1, . . . , N}. Each agent i has a state x(i) ∈ Rn and navigates under continuous dynamics:

ẋ(i) = f(x(i),u(i)), (3.1)

where f represents the kinematic or dynamic model and u(i) ∈ Rm is the control input. Let

X ⊂ R2 be a bounded 2D spatial domain. The state of an agent can be projected onto the

2D space via a local mapping operator P : Rn → X , such that:

x(i)
p = P (x(i)). (3.2)

We assume the agents navigate in a dense smoke environment where the hazard intensity is

described by a spatiotemporal scalar density field ρ : X × R≥0 → R≥0. While the system is

multi-agent, the decision-making process is egocentric; each agent formulates its own control

problem based on its local state and shared position information from other agents. This

fluid field evolves according to an unknown physical dynamics operator

F [ρ](xp, t) = 0 s.t. I[ρ](xp, t) = 0, (3.3)
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where I represents the unmeasured initial and boundary conditions. Because we lack com-

plete observability of all physical variables (e.g. thermal buoyancy or exact wind vectors), we

reformulate the dynamics as governed by a Stochastic Partial Differential Equation (SPDE)

governed by the operator:

Fω[ρ](xp, t;ω) = W (xp, t, ω), (3.4)

where ω ∈ Ω denotes an element of the underlying probability space (Ω,Σ, P ) that represents

a specific realisation of a stochastic process. The term W serves as a stochastic function

that encompasses unknown processes and collapsed physical parameters. For tractable online

forecasting and decision-making, we formulate a discrete-time representation of this field. At

discrete time step k ∈ {0, 1, . . . , H}, let ρk(xp) = ρ(xp, k∆t) for a time horizon of length H.

The environment state advances according to a discrete mapping:

ρk+1(xp) = G(ρk(xp), ωk), (3.5)

where G approximates the underlying SPDE dynamics propagated over the interval ∆t.

Risk-Aware Objective Formulation

We define a state-dependent hazard cost J(x
(i)
p , t) for each agent i that is strictly positive

definite with respect to the local smoke density ρ(x
(i)
p , t), meaning higher concentrations

equate directly to higher operational costs. Notice that the scalar field ρ is not defined as a

finite-dimensional state, but rather as a continuous distribution. Specifically, we define:

J(x(i), t) = h(ρ(P (x(i)), t)), (3.6)

where h : R≥0 → R≥0 satisfies h(0) = 0 and h(ρ) > 0 ∀ρ > 0.

The objective is to find a nominal control policy π
(i)∗
nom for each agent i that drives it

from an initial state x
(i)
0 to a target state x

(i)
goal while minimizing exposure to the hazard

cost across the trajectory. Due to the stochastic behavior of the fluid field ρ, guaranteeing

absolute safety regarding smoke is intractable. Thus, we formulate this hazard avoidance

as a soft constraint by defining a risk metric R(·) evaluated over the hazard cost J(x
(i)
p , t).

Formally, the nominal objective is to minimize the expected cost over a finite horizon H:

π(i)∗
nom = argmin

π(i)
E

u
(i)
k ∼π(i)

[
ϕ(x

(i)
H ) +

H−1∑
k=0

(
q(x

(i)
k ,u

(i)
k ) + λR

(
J(x

(i)
k , k)

))]
, (3.7)
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where ϕ(x
(i)
H ) is the terminal state cost for reaching the goal, q(x

(i)
k ,u

(i)
k ) penalizes excess

control effort, and λ > 0 governs the significance of the risk measure R. Note that we

use H to denote the planning horizon to distinguish it from the number of agents N . This

risk operator assesses the distribution of future hazard costs based directly on the predicted

spatiotemporal behavior of ρk. While this nominal policy shifts the paradigm to a statistical

severity of probable fluid exposure, it acts as a partial policy that does not account on

collision avoidance with other agents.

Hard Safe Constraint Formulation

To ensure strict collision avoidance in the multi-agent system, we define a physical failure

set. Two agents i and j are considered to be in collision if the Euclidean distance between

their projected spatial positions is less than a safety threshold Ds. Thus, the failure set for

agent i with respect to agent j is defined as:

Fi,j = {x | ∥P (x)− P (x(j))∥ < Ds}. (3.8)

The overall failure set for agent i is the union of failure sets with respect to all other agents:

Fi =
⋃
j ̸=i

Fi,j. (3.9)

To reduce the computational complexity of avoiding the entire set Fi, we recognize that

guaranteeing safety against all agents is equivalent to guaranteeing safety against the nearest

neighbor. Let j∗ be the index of the closest agent to agent i:

j∗ = argmin
j ̸=i
∥P (x(i))− P (x(j))∥. (3.10)

The strict safety requirement is thus reduced to ensuring that agent i does not enter the

failure set of its nearest neighbor, which serves as our hard constraint:

x(i) /∈ Fi,j∗ . (3.11)

Control Policy

The final control formulation unifies the risk-aware objective with the strict multi-agent

hard constraint into a single coupled optimization problem. We formulate the optimal policy

π(i) to minimize the expected cost while simultaneously ensuring strict collision avoidance.
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This unified constrained optimization is expressed as:

π(i)∗ = argmin
π(i)

E
u
(i)
k ∼π(i)

[
ϕ(x

(i)
H ) +

H−1∑
k=0

(
q(x

(i)
k ,u

(i)
k ) + λR

(
J(x

(i)
k , k)

))]
s.t. x

(i)
k /∈ Fi,j∗ ∀k ∈ {1, . . . , H}.

(3.12)

By solving this coupled problem, the agent anticipates the hard safety constraints directly

during the cost minimization process.

Notice that rather than decoupling the decision-making process into two phases, such as

in a traditional shielding approach where a nominal policy is first generated and subsequently

projected to satisfy safety, this unified formulation allows the agent to find an optimal, non-

myopic trajectory that a decoupled strategy might miss.

For comparison, if we were to consider a decoupled process, the problem reduces to a

traditional shielding framework. Although this approach is suboptimal, it remains a com-

mon standard in many multi-agent applications. For completeness, we formally define this

decoupled strategy, where the applied control u(i)∗ tracks an unconstrained nominal policy

as closely as possible while being projected into the safe set. This projection is expressed as:

u(i)∗ = argmin
u
∥u− u(i)

nom∥2 s.t. x(i) /∈ Fi,j∗ , (3.13)

where u
(i)
nom is the control input sampled from the nominal policy π

(i)∗
nom that navigates the

stochastic smoke field.

To methodically address the complexities of this formulation, the subsequent chapters

will solve the problem incrementally. Chapter 5 will first tackle the risk-aware navigation

problem for a single agent (i.e., N = 1), effectively isolating the challenges of forecasting

and avoiding the stochastic fluid field without the inter-agent collision constraints. Building

upon this foundation, Chapter 6 will then reintroduce the multi-agent constraints to solve

the complete unified optimization problem.

Partial Observability and Environment

In realistic deployment scenarios, agents do not possess global observability of the density

field ρk. Instead, each agent relies on onboard perception sensors, which limit its environ-

mental awareness to a local Field of View (FOV). We model the FOV of agent i at time step

k as a local square region of side length 2dfov centered at its projected position x
(i)
p :
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V(i)
k =

{
p ∈ X

∣∣∣ ∥p− x(i)
p ∥∞ ≤ dfov

}
. (3.14)

Consequently, the agent receives a partial observation z
(i)
k of the environment, defined as

the true density field masked by its local FOV:

z
(i)
k (p) =

{
ρk(p) if p ∈ V(i)

k ,

unobserved otherwise.
(3.15)

While a complete global map can theoretically be constructed if the union of all agents’

FOVs covers the entire domain X , this is rarely the case in practical large-scale environments.

The unobserved regions introduce a fundamental layer of epistemic uncertainty, uncertainty

arising from a lack of knowledge rather than the stochastic physical dynamics.

To navigate safely, the downstream predictive model (the forecaster) must operate over

these partial observations to infer the global state. Formally, we define an estimation operator

M that maps the history of partial observations Z
(i)
k = {z(i)0 , . . . , z

(i)
k } to an estimated global

field ρ̂k and an associated epistemic uncertainty measure ξ
(i)
k :

(ρ̂k, ξ
(i)
k ) =M(Z

(i)
k ). (3.16)

By formulating the problem under partial observability, we explicitly acknowledge that our

risk-aware planner must account for two distinct sources of uncertainty: the aleatoric uncer-

tainty inherent to the stochastic fluid evolution, represented by the random variable ωk in

Eq. 3.5, and the epistemic uncertainty derived from the unmapped regions, represented by

ξ
(i)
k .

For the primary development of the planning and control framework in the subsequent

chapters, we will operate under a certainty equivalence assumption, treating the estimated

field as sufficiently accurate (ρ̂k ≈ ρk) and abstracting away ξ
(i)
k to focus on the control

formulation. The complexities introduced by this partial observability and the detailed

methodology for the estimation operatorM will be explicitly explored in Chapter 8 of this

dissertation.
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Chapter 4

Behavior Prediction and Uncertainty

This chapter introduces the proposed model for predicting the future behavior of the

smoke as presented in Eq. (3.5), as well as the methodology for quantifying the uncertainty

associated with these predictions.

Behavior Prediction

The behavior of the smoke is intrinsically governed by fluid mechanics PDEs (e.g., the

Navier-Stokes equations coupled with advection-diffusion). However, since physical vari-

ables like wind vectors or temperature fields are not directly observable, we treat the system

dynamics as an SPDE, effectively collapsing these unknown variables into the stochastic op-

erator. While a deterministic model could approximate the mean flow, it is fundamentally

unsuited for this formulation, as it ignores the stochastic evolution and inherent uncer-

tainty caused by these unobserved physics. To efficiently forecast this evolution without the

computational overhead of traditional computational fluid dynamics solvers, we model the

environment using a Probabilistic Fourier Neural Operator (PFNO). This framework allows

us to map initial environmental conditions directly to future spatiotemporal solutions while

explicitly capturing associated uncertainties.

We define a learnable operator Gθ, based on the Fourier Neural Operator (FNO) [26],

parameterized by θ ∈ Θ. Let the true underlying dynamics be represented by the operator

G : A → U , mapping between separable Hilbert spaces. In this context, A represents the

input function space comprising the initial conditions and the latent physical variables, such

as wind vectors and thermal buoyancy, while U denotes the solution space containing the

evolution of the scalar field. We assume there exists an optimal parameter configuration θ∗

such that Gθ∗ ≈ G from (3.5).
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The architecture of the FNO can be summarized as the composition of three primary

stages: lifting, iterative Fourier layers, and projection. First, the input is lifted to a latent

representation v(0)(x) = P (ρk(x)). Then, for l ∈ {0, . . . , L− 1}, the state is updated as:

v(l+1)(x) = σ
(
W (l)v(l)(x) + (Kv(l))(x)

)
, (4.1)

where W (l) is a pointwise linear transform, σ is a non-linear activation, and K is the Fourier

integral operator:

(Kv(l))(x) = F−1
(
Rθw · (Fv(l))

)
(x), ∀x ∈ X , (4.2)

where F and F−1 denote the Fourier transform and its inverse, respectively, and Rθw is

a learned complex-valued weight tensor. The final state is obtained via the projection

ρk+1(x) = Q(v(L)(x))

Given the stochastic nature of the environment expressed in Eq. (3.5), we extend the

traditional FNO framework such that Gθ maps directly to a probability distribution over the

solution space. We model this predictive distribution as a multivariate Gaussian, such that

the forecasted state is defined as:

Gθ∗(ρk) ∼ N (µk+1,Σk+1). (4.3)

While a standard neural operator predicts the state at a single future timestep, long-

horizon planning requires predictions over a receding window of length H. Applying an

operator recursively at every micro-step accumulates significant compounding errors. To

mitigate this while preserving accuracy, we formulate an autoregressive, multi-step prediction

model bridging larger temporal jumps ∆t = H/m. This strategy strikes a balance between

long-term prediction stability and fine-grained temporal resolution. Consequently, the model

outputs m distributional heads simultaneously.

To achieve this approximation, our PFNO utilizes dual-headed output architecture that

explicitly returns the predictive mean µ and standard deviation σ of the PDE solution. The

network is optimized using the Negative Log-Likelihood (NLL) loss evaluated over the m

forecasted steps:

L(θ) =
m∑
i=1

− logN
(
ρ̂k+i | µk+i(θ), σ

2
k+i(θ)

)
, (4.4)

where ρ̂ represents the ground truth smoke density.
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Our predictive model provides two crucial insights for the rapid dynamic smoke envi-

ronment: the expected spatiotemporal progression characterized by the mean µ, and the

environmental uncertainty quantified by the standard deviation σ. Both elements are indis-

pensable and are directly utilized by the downstream risk metric to ensure probabilistically

safe navigation.

We acknowledge that the normal distribution is merely an approximation, and it may not

be the optimal choice for representing the true probability distribution of the PDE solution

as discussed in prior work [46]. However, this modeling is justified by prior discussions

on strictly proper scoring rules [47]. By using NLL, the model is incentivized to provide

calibrated predictions, where the predicted mean µ and variance σ2 are consistent with the

empirical observations. Moreover, using a normal distribution has useful properties when

computing the risk, which we discuss below.

Uncertainty Quantification

To formally define the risk metric R(·) introduced in Eq. (3.7), we employ a measure

widely used in finance and safety-critical control known as the Conditional Value-at-Risk

[48].

Given a continuous random variable Z, corresponding to the hazard intensity in our

context, the CVaR at confidence level α ∈ (0, 1) is defined as the expected value of the

worst-case outcomes in the upper (1− α)-tail of the distribution:

CVaRα(Z) =
1

1− α

∫ 1

α

VaRτ (Z) dτ, (4.5)

where the Value-at-Risk (VaR) is defined as the α-quantile of the distribution:

VaRα(Z) = inf{z ∈ R | P(Z ≤ z) ≥ α}. (4.6)

A significant advantage of modeling the PFNO output as a multivariate Gaussian is that

normal distributions admit a closed-form analytical expression for CVaR. For a normally

distributed forecasting step ρ̂k ∼ N (µk, σ
2
k), the exact risk evaluation is given by:

R(ρ̂k) ≜ CVaRα(ρ̂k) = µk + σk ·
g(Φ−1(α))

1− α
, (4.7)

where g(·) and Φ−1(·) denote the standard normal probability density function and the

inverse cumulative distribution function, respectively.
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We utilize this analytical expression to construct the risk-aware cost map Jk:k+N utilized

by the path planner. The underlying intuition is mathematically rigorous: in highly chaotic

regions where the PFNO predictive uncertainty σk is inherently large, the CVaR operator

yields a heavily penalized, conservative estimate. Conversely, in coherent or well-predicted

flow regimes where uncertainty σk is negligible, the risk evaluates closely to the predictive

mean µk. This dynamic balancing allows the system to smoothly maintain robust safety

guarantees without over-penalizing navigation efficiency.

Experiments

We implemented the model described and evaluated it against some baselines in a simu-

lated environment. The experimental setup and results are presented in this section.

Simulation Environment Setup

The underlying ground truth of smoke propagation is governed by the two-dimensional

incompressible Navier-Stokes equations coupled with a scalar transport equation. Because

the simulation restricts the agent’s movement to a 2D planar map, vertical convective effects

such as thermal buoyancy are omitted, collapsing vertical dispersion into an aggregated

horizontal domain. The formal dynamics are defined as:

∂tρ+ u · ∇ρ = κ∇2ρ+ S, ∇ · u = 0, (4.8)

where ρ is the smoke density, u is the fluid velocity field, κ is the diffusion coefficient,

and S specifies the localized smoke emission sources. To mimic the unpredictable nature

of real-world environments, we introduce a semi-continuous, randomized external wind ve-

locity generated via Perlin noise. This dynamic wind field continuously perturbs the fluid

state while maintaining spatial and temporal smoothness. All fluid dynamics are simulated

utilizing the PhiFlow framework.

Training Protocols

The model is trained across entirely randomized fluid environments to grasp the funda-

mental advection-diffusion physics rules governing smoke spread under varying wind con-

ditions. The training dataset consists of 500 independently simulated environments, each

recorded over a 10 s horizon with a grid spatial resolution of 0.2m. By parameterizing the

dataset with randomly initialized source locations, emission intensities, and wind conditions,
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(a) Forecasting results in terms of under-prediction metric error on the
benchmark case

(b) Forecasting results in terms of over-prediction metric error on the
benchmark case

Figure 4.1. Comparison of error metrics across PFNO, PFNO-CVaR, and ConvLSTM
models in a time horizon of 2.0 seconds

we prevent the network from overfitting to specific scenarios and force it to learn the true

underlying stochastic operator mapping.

Prediction Forecasting Results

During the prediction forecasting stage, we compare the spatiotemporal accuracy of the

PFNO against a Convolutional Long Short-Term Memory (ConvLSTM) baseline architec-

ture. The ConvLSTM is optimized to predict the smoke field regressively over a ∆t-step

horizon identical to the PFNO architecture. Furthermore, we establish a naive ”persistence”

baseline assuming the fluid field remains entirely static from the current observation ρk.
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Given that under-predicting smoke expansion leads to hazardous structural collisions,

conservative boundary over-predictions are preferred. To evaluate this, we introduce two

metrics: under-prediction error and over-prediction error, defined respectively as max(ρ̂k −
ρk, 0) and max(ρk−ρ̂k, 0). The under-prediction error quantifies the model’s failure to ”cover”

the real hazard, representing a direct safety risk, while the over-prediction error measures the

tendency toward cautious estimation. A graphical interpretation of these metrics is provided

in Figure 4.2. The metrics for two example cases are shown, where PFNO µ primarily

exhibits misses or under-predicts in few specific zones (indicated in dark red). However,

these errors can be mitigated by incorporating the uncertainty represented by the variance

σ2 when instead using the CVaR risk, which significantly reduces under-prediction error. A

clear trade-off is observed: as under-prediction is reduced through CVaR, over-prediction

increases.

We evaluated both metrics over an H = 20 step rollout (∆t = 0.1 s, totaling 2.0 s). As

illustrated in Figure 4.1, the predictive mean µ of the PFNO achieves lower under-prediction

than the ConvLSTM and persistence baselines. Leveraging the CVaR formulation defined

in Eq. (3.7) mathematically enforces statistical over-coverage by mapping the predictive

uncertainty σ directly into the safety cost, thereby intrinsically lowering collision risk. Results

for α ∈ {0.75, 0.9} demonstrate that under-prediction can be further reduced. Naturally, this

safety margin involves a trade-off with increased conservativeness, as reflected in the over-

prediction metric. However, this is acceptable given our objective to prioritize safety risk

mitigation. During deployment, the PFNO achieved an inference rate of 18.7 ± 0.3ms per

rollout step on an NVIDIA RTX 6000 Ada, well within the margins required for real-time,

online integration.

Figure 4.2 visualizes representative forecasting cases and highlights the spatial distribu-

tion of under-prediction and over-prediction errors across PFNO, PFNO-CVaR, and ConvL-

STM. In both examples, PFNO-CVaR reduces critical under-predicted regions compared to

PFNO mean prediction and ConvLSTM, at the expense of increased over-prediction. This

qualitative result supports the intended safety behavior of the CVaR formulation, which

sacrifices some accuracy for more conservative hazard coverage.
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(a) Forecasting: Example scenario 1

(b) Forecasting: Example scenario 2

Figure 4.2. Comparison of error distributions for representative cases across PFNO,
PFNO-CVaR, and ConvLSTM models.
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Chapter 5

Single-Agent Risk-Aware Navigation

This chapter presents the integration of our probabilistic forecasting framework with a

sampling-based model predictive control algorithm to demonstrate risk-aware navigation in

a dynamic environment for a single agent. We present the full framework in Figure 5.1 as

well as the algorithmic logic in Algorithm 1. Finally, we present the experimental results in

the form of an ablation study to validate the performance of our approach.

Figure 5.1. Integration framework for PFNO-MPPI. The PFNO model is used to first
predict the smoke behavior. The resulting prediction and uncertainty measures are used to
construct a Conditional Value-at-Risk (CVaR) metric. This is used by MPPI to compute
the agent action.
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Predictive Control

To accommodate the dynamically shifting risk maps generated by the PFNO, we employ

the model predictive path integral [18] control framework. MPPI is a sampling-based model

predictive control algorithm inherently well-suited for non-linear dynamics and non-convex,

time-varying cost landscapes, thus making it an ideal choice for navigating rapid dynamic

smoke environments.

At each planning step k, MPPI maintains a nominal control sequence U = [u0, . . . ,uH−1]

over the predictive horizon H. It explores the action space by generating M stochastically

perturbed control sequences: vi,j = uj + δui,j, where δui,j ∼ N (0,Σ) represents injected

Gaussian noise for trajectory sample i ∈ {1, . . . ,M} and time step j ∈ {0, . . . , H − 1}.
Each perturbed control sequence is rolled out through the discrete agent dynamics fd to

produce a simulated trajectory τi. The corresponding trajectory cost S(τi) evaluates the

exact objective defined in Eq. (3.7) along the realized states, substituting the expected

value with the empirical realization over the sample:

S(τi) = ϕ(xi,H) +
H−1∑
j=0

(
q(xi,j,vi,j) + λ · R

(
J(xi,j, k + j)

))
, (5.1)

Crucially, the risk measure R is evaluated against the dynamically forecasted field se-

quence J(·, k + j), perfectly aligning the agent’s simulated spatial propagation with the

predicted temporal behavior of the smoke.

The MPPI solver aggregates these trajectory costs to compute an optimal, risk-aware

control update using an information-theoretic weighting scheme:

uj ← uj +
M∑
i=1

wiδui,j, wi ∝ exp

(
− 1

β
S(τi)

)
, (5.2)

where β represents the algorithm’s temperature parameter governing exploration. By as-

signing higher weights wi to trajectories yielding lower structural and risk costs, the nominal

sequence iteratively robustifies against smoke exposure. Upon identifying the optimal control

sequence, the agent executes the first action u0, acquires updated sensor inputs, assimilates

the new environment field ρk+1, and restarts the prediction-planning loop entirely online.
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Algorithm 1: PFNO-MPPI Risk-Aware Navigation

Initialize:
Gθ ← Probabilistic Fourier Neural Operator
x0 ← Initial agent state, xgoal ← Target goal state
ρ0 ← Initial observed smoke density field
N ← Planning prediction horizon, α← Risk tolerance level
for each discrete timestep k = 0, 1, 2, . . . do

// 1. Sensing

xk ← Get current agent state
ρk ← Update density field
// 2. Spatiotemporal Forecasting

(µk:k+N , σk:k+N)← Gθ(ρk)
// 3. Build Risk-Aware Cost Map

Rk:k+N ← CVaRα(µk:k+N , σk:k+N)
Jk:k+N ← compute cost(Rk:k+N ,xgoal)
// 4. MPPI Trajectory Optimization

u∗
k ← MPPI controller(xk, Jk:k+N , N,umax)

// 5. Apply Control

xk+1 ← fd(xk,u
∗
k)

Integration

To integrate our modules, the PFNO is first trained using a dataset D composed of se-

quential 2D smoke density frames. These frames are stacked to form a 3D spatiotemporal

input tensor of length hctx, which defines the historical context window for the model. Lever-

aging this temporal context, the architecture is trained to forecast the smoke evolution m

time steps into the future.

We showcase how we integrate our approach in Algorithm 1. First, we warm-up our model

with hctx steps of the environment field ρ0. Next, we pass the information to the learned

model in an autoregressive fashion to get N future rollouts. Subsequently, we use CVaR to

merge the mean and standard deviation from the distributions tuned by the parameter α

for risk definition. Lastly, we feed the risk maps to the time-varying MPPI, which outputs

a control law.

Experimental Setup

We evaluate the integrated PFNO-MPPI framework in a 2D environment where a single

agent must navigate from a starting position to a goal position while avoiding regions with

high smoke concentrations. In this section, we present the simulation and evaluation setup,
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as well as the baselines and metrics used to compare our approach.

Simulation Setup

The navigating agent is modeled using a non-holonomic unicycle (Dubins) kinematic

structure with state x = [x, y, θ]⊤, where (x, y) denotes the 2D Cartesian position and θ is

the heading angle. The control input is defined as uc = [v, ω]⊤, corresponding to the linear

and angular velocities.

Evaluation Scenarios

For the evaluation of the downstream path planner and the integration of it with the

trained PFNO via the CVaR metric, we transition from pure randomization to carefully

structured testing topologies. Specifically, we design 6 distinct configurations of smoke

sources that deliberately force extreme interactions between the agent and the expanding

smoke front. These setups serve to rigorously benchmark the planner’s safety and efficacy

under extreme boundary conditions.

Baselines

We benchmark our framework against three alternative control strategies: Risk-Agnostic

MPPI (No Risk), High-Order Control Barrier Functions (HOCBF), and Static Risk-Aware

MPPI.

Risk-Agnostic MPPI (No Risk)

A standard MPPI policy that navigates strictly toward the goal using a uniform cost

map, ignoring risk propagation entirely. This serves as a primary performance baseline for

ideal navigation time.

High-Order Control Barrier Functions (HOCBF)

Based on [49], this approach treats the smoke boundary as a hard deterministic constraint.

We establish a severe density threshold β, asserting a set-invariance failure if the agent is

exposed to ρ > β. We evaluated a parameter sweep to fine-tune the smoke threshold, as

it dictates a trade-off in agent behavior. A higher threshold risks exposure to the hazard
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Figure 5.2. Evaluation Scenarios for Single Agent Evaluation

while maintaining solution feasibility, whereas a lower threshold keeps the robot in less dense

smoke at the cost of introducing deadlocks due to path unfeasibility. Using a balanced Pareto

computation over successful trajectories, smoke exposure, and navigation time, we selected

a baseline density threshold of β = 0.6.

Static Risk-Aware MPPI

An MPPI variant that evaluates risk over the planning horizon assuming the smoke field

remains completely stationary at the most recent observation state ρk. This baseline demon-

strates the necessity of dynamic spatiotemporal forecasting as opposed to purely reactive

risk assessment.
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Results

To robustly evaluate navigational safety, we evaluate our full PFNO-MPPI model against

the previously established baselines across 120 randomized scenarios. Performance is quanti-

fied using three primary metrics: maximum instantaneous smoke exposure, cumulative mean

smoke exposure, and total navigation time. The box plot distributions for these metrics are

documented in Figure 5.3. All MPPI implementations, including ours, utilize a discrete time

step of dt = 0.1 s, requiring the controller computation to operate under a 10Hz refresh rate.

Additionally, our MPPI controller module executes in 20.4± 1.94ms, placing it well within

these real-time execution constraints.

The results conclusively indicate that our proposed risk-aware method achieves a lower

maximum and mean smoke exposure compared to bounding baselines. HOCBF suffers

severely under static environmental interpretations; while an agent may approach the static

boundary safely, subsequent physical diffusion frequently overruns the unicycle’s non-holonomic

turning radius. This forces the reactive controller into dense regions from which dynamic

recovery is physically infeasible. Furthermore, because the HOCBF controller is myopic,

even with fine-tuned parameters, it only achieved a 76% success rate.

Similarly, while static-persistence MPPI safely avoids historical smoke zones, its inability

to forecast expansion leads to high-speed reactive throttling when unpredicted fluid advects

into the planned path. In contrast, our PFNO-MPPI system anticipates forward diffusion

over its prediction horizon, proactively adjusting nominal paths to avoid predicted occlusions.

This probabilistic assurance yields a more conservative policy, resulting in a 92% success rate

(compared to the 96% success rate of Static-MPPI) and moderately longer trajectory times,

as reflected by the total navigation time in Figure 5.3. Ultimately, our approach successfully

prevents critical risk exposure by prioritizing navigational safety in highly dense smoke zones.
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Figure 5.3. Planning results for randomized 120 episodes for path planning.

27



Chapter 6

Multi-Agent Navigation via

CBF-Based Dual Guard

This chapter discusses the application of MPPI to multi-agent systems and the inherent

challenges regarding collision avoidance. To address these challenges, we introduce a novel

sampling-based controller integrated with Control Barrier Functions (CBFs). The experi-

mental setup and results are then presented, comparing the proposed controller against some

baselines.

Multi-Agent Control and Hard Constraints

As argued in the previous chapter, sampling-based planners are highly suitable for this

application due to their fast response times and ability to leverage system knowledge for

decision-making over a future horizon. To extend this framework to multiple agents, we

assume a decentralized, egocentric control scheme with centralized information sharing, al-

lowing the controller to maintain a structure similar to the single-agent case. A fully cen-

tralized formulation of state and action spaces would cause the computational complexity to

explode, making it unscalable for large systems. Thus, we expand the single-agent control

update from Eq. (5.2) for a multi-agent system, where each agent i independently computes

its control sequence:

u
(i)
j ← u

(i)
j +

M∑
m=1

w(i)
m δu

(i)
m,j, w(i)

m ∝ exp

(
− 1

β
S(τ (i)m )

)
. (6.1)

The primary challenge is that traditional MPPI lacks a mechanism to strictly enforce

hard constraints, which is critical in multi-agent systems where inter-agent collisions must

be avoided at all costs. A naive approach to handle these safety constraints is to heavily
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penalize violations in the cost function. However, this provides no formal guarantees for

constraint satisfaction and requires extensive parameter tuning.

The integration of hard constraints into sampling-based planners has been explored in

recent literature. Works such as [50] and [51] enforce safety by shielding the controller using

Control Barrier Functions [15] or Hamilton-Jacobi (HJ) Reachability [52]. Shielding is a

post-optimization technique that resolves safety constraint violations only after the optimal

control policy for the nominal problem has been computed, as previously formalized in

Eq. (3.13).

However, shielding often proves to be suboptimal and inefficient. Because it does not

integrate the hard constraints directly into the optimization process, it can lead to myopic

navigation strategies that only react to safety violations at the last moment. Recently, a novel

approach was introduced to tackle hard constraints in sampling-based planners by integrating

them directly into the sampling process itself. Specifically, [37] presents a variation called

DualGuard-MPPI, which utilizes a safety function h(x) to modify the sampled trajectories.

This proactive integration yields significantly more efficient solutions. However, the original

formulation relies on the computation of Backward Reachability Tubes via HJ reachability,

which is well-known for its high computational demand. In our multi-agent application,

HJ computation would scale exponentially with the number of agents due to the curse of

dimensionality.

Dual-Guard MPPI Generalization

We first present a generalization of the DualGuard-MPPI framework from [37] to decouple

it from its reliance on HJ reachability computations for the backup policy. Instead, we replace

this specific computation with a generalized safety function ϕ(x) and a backup control policy

u∗
safe(x). For our specific application, we demonstrate that Control Barrier Functions can be

effectively utilized as this safety mechanism.

In Algorithm 2, we present this generalized DualGuard algorithm. By substituting the HJ

computation with a general safety function ϕ(x) and backup control u∗
safe(x), we emphasize

that the framework can be extended to accommodate learnable safety functions, hybrid

safety functions (such as control-barrier value functions), or neural CBFs. For our multi-

agent collision avoidance scenario, standard CBFs are highly suitable, as the kinematic

models and states are well-defined, allowing us to derive the explicit equations analytically.
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Algorithm 2: DualGuard-MPPI with Generalized Safe Rollouts

Input: Safety index ϕ(x), backup policy u∗
safe(x) (e.g., via HOCBF-QP), cost

function S, parameters λ,M,H, and safety margin ϵ.
Nominal control sequence U = [u0,u1, . . . ,uH−1].

1 while task not completed do
2 Sample Gaussian control perturbations δum,j ∼ N (0,Σ);
3 x0 ← StateMeasurement();
4 for each rollout m← 1 to M do
5 for each time step j ← 0 to H − 1 do
6 if ϕ(xj) ≥ ϵ then
7 ∆um,j = δum,j;
8 else
9 ∆um,j = u∗

safe(xj)− uj ; // Override perturbation to follow

safe policy

10 xj+1 ← xj + f(xj,uj +∆um,j)∆t ; // Propagate using corrected

action

11 Compute total cost S(τm) using corrected perturbations ∆um,j;

12 for j ← 0 to H − 1 do

13 u∗
j ← uj +

∑M
m=1 exp(− 1

λ
S(τm))∆um,j∑M

m=1 exp(− 1
λ
S(τm))

;

14 if ϕ(x0) ≥ ϵ then
15 u∗∗

0 = u∗
0;

16 else
17 u∗∗

0 = u∗
safe(x0) ; // Safety override for current execution

18 ExecuteControl(u∗∗
0 );

19 [u0, . . . ,uH−1]← [u∗
1, . . . ,u

∗
H−1,u

∗
H−1] ; // Warm start for next iteration

Algorithm 2 outlines this generalized DualGuard-MPPI process. At the beginning of each

planning cycle (Lines 2-3), the controller samples a collection of Gaussian control perturba-

tions and measures the current state. The algorithm then iterates through each generated

rollout and time step (Lines 4-14), actively evaluating the safety function ϕ(xj) at the pre-

dicted state. If a state within a rollout trajectory is predicted to be safe (ϕ(xj) ≥ ϵ), the

original perturbation is preserved (Line 7). However, if a safety violation is detected, the

control input is overridden (Line 9) to align with a backup safe policy u∗
safe(xj), effectively

forcing the simulated system back toward a safe region before propagating the state (Line

11).

Following these trajectory-level adjustments, the algorithm evaluates the trajectory costs

(Line 13) and updates the nominal control sequence by aggregating their information-

theoretic weighted contributions (Lines 15-17). Finally, before execution on the real system,
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a last safety check is performed on the current measured state (Lines 18-22). This ensures

that the actually executed action u∗∗
0 strictly maintains the safety margin ϵ, shielding the

physical system from any failure (Line 23).

The necessity of generalizing this framework stems from the computational burden of

the original HJ reachability formulation. Because DualGuard-MPPI requires constant, high-

frequency evaluation of the safety function and backup control across thousands of sampled

trajectories (i.e., within the nested loops in Lines 4-12), traditional HJ reachability becomes

computationally intractable for real-time applications, especially for multi-agent systems

where computing Backward Reachable Tubes suffers from the curse of dimensionality when

the number of agents increase. By substituting the HJ components with fast-computing

alternatives, the algorithm can enforce strict safety guarantees while preserving the sampling

efficiency of MPPI.

Consequently, for our implementation, we instantiate the general safety function ϕ(x)

using a Control Barrier Function h(x) and compute the backup policy u∗
safe(x) via a CBF-

QP solver. This formulation retains all the theoretical benefits of the DualGuard-MPPI

structure but is scalable and application-specific.

Experimental Setup

We implemented the framework utilizing the CBF-based DualGuard-MPPI variation and

evaluated it under tailored testing scenarios. In this section, we present the mathematical

formulation of the Control Barrier Function, the parameters used, the baselines for com-

parison, and finally, the evaluation results focusing on smoke exposure, collision safety, and

latency.

Agents and CBF Formulation

The navigating agents are modeled as non-holonomic unicycles obeying Dubins kinemat-

ics. The state of agent i is denoted as x(i) = [xi, yi, θi]
⊤, where (xi, yi) is the 2D Cartesian

position and θi is the heading angle. The control input is defined as u(i) = [vi, ωi]
⊤, repre-

senting the linear and angular velocities.

We approximate the physical footprint of each robot as a bounding circle of radius r. A

collision between agent i and agent j occurs if the distance between their centers falls below

2r. Since we operate in a multi-agent environment, applying Eq. (3.10), the safety filter only

needs to enforce safety against the nearest neighbor j∗ to prevent combinatorial complexity.
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Because the Dubins model is non-holonomic, the angular velocity ωi only affects the

position derivatives at the second order. To ensure that the relative degree of the barrier

function is one (making it valid for a standard CBF), we shift the reference point from the

robot’s center to a lookahead point situated at a distance r along the heading direction:

p(i) =

[
xi + r cos θi
yi + r sin θi

]
. (6.2)

By defining a lookahead point, the first derivative of the position depends directly on both vi

and ωi. However, because the safety points are shifted forward, the effective bounding radius

must be conservatively inflated to encapsulate the entire physical geometry, especially during

parallel overtaking scenarios. Thus, we enforce an effective clearance dsafe = 2
√
2r + ϵsafe,

where ϵsafe is a small safety margin.

The Control Barrier Function h(x(i),x(j∗)) evaluates the squared distance between the

lookahead point of agent i and its closest neighbor j∗:

h(x(i),x(j∗)) = ∥p(i) − p(j∗)∥2 − d2safe. (6.3)

A state is considered safe if h ≥ 0. To enforce forward invariance of the safe set, the CBF

condition requires ḣ+ k1h ≥ 0, which yields the linear control constraint:

Au(i) ≥ b, (6.4)

where the Lie derivatives evaluate to:

A = 2
[
∆x cos θi +∆y sin θi r(−∆x sin θi +∆y cos θi)

]
, (6.5)

and the bound b is given by:

b = 2(p(i) − p(j∗))⊤v(j∗) − k1h(x
(i),x(j∗)). (6.6)

Here, ∆x and ∆y are the components of the relative position vector p(i)− p(j∗), and v(j∗) is

the estimated velocity of the nearest neighbor.

Finally, the backup policy u∗
safe is computed by projecting the nominal control u

(i)
nom into

the safe set via a Quadratic Program (QP):

u∗
safe = argmin

u

1

2
∥u− u(i)

nom∥2

s.t. Au ≥ b.
(6.7)
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Due to the single linear constraint, this QP admits a closed-form analytical solution, enabling

extremely fast evaluation which makes it ideal for computation inside the DualGuard-MPPI

rollouts.

Evaluation Scenarios

Similar to the single-agent case, we evaluate the proposed multi-agent framework across

tailored smoke environments. We designed six distinct spatial configurations of smoke sources

that deliberately force interactions both among the agents and against the expanding smoke

front. These testing scenarios accommodate a 6-agent navigation task, as illustrated in

Figure 6.1. The environments are explicitly structured to force the robots into tight crossing

scenarios amidst heavy smoke, rigorously testing the robustness of the collision avoidance

algorithms and the resulting smoke exposure. We generated and recorded 120 episodes with

randomized start/goal positions and smoke seedings; these exact episodes are replayed across

all baselines and our proposed method to ensure a fair comparison.

Baselines

We benchmark our framework against four alternative control strategies: MPPI-HJ-

Filter, MPPI-CBF-Filter, HJ-DualGuard, and a Nominal (unconstrained) controller.

MPPI-HJ-Filter

This baseline uses a traditional MPPI planner shielded by a Hamilton-Jacobi (HJ) Reach-

ability Least-Restrictive Filter (LRF). To avoid computing the Backward Reachable Tube

(BRT) in the joint state space of all agents, we formulate the problem in the relative Dubins

frame between the nearest pair of agents. The terminal value function l(xrel) is defined as

the signed distance to collision:

l(xrel) =
√

x2
rel + y2rel − 2r, (6.8)

where xrel = [xrel, yrel, θrel]
⊤ is the relative state of the nearest neighbor. Formally, the BRT

Value Function V (xrel) is continuously computed online via dynamic programming over a

discretized grid.

During online execution, the LRF evaluates the spatial gradients of the Value Function,

∇V = [Vx, Vy, Vθ]
⊤, at the current relative state. The safe control is computed by projecting
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Figure 6.1. Evaluation Scenarios for Multi-Agent Evaluation
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the nominal MPPI control unom into the safe half-space defined by the Hamiltonian lineariza-

tion V̇ ≥ 0:

min
u
∥u− unom∥2 s.t. cvv + cωω ≥ 0, (6.9)

where the coefficients derived from the relative Dubins dynamics are cv = −Vx and cω =

yrelVx − xrelVy − Vθ.

MPPI-CBF-Filter

Similar to the MPPI-HJ-Filter, this strategy employs a post-optimization shielding ap-

proach. The nominal control sequence optimized by standard MPPI is passed through a final

safety filter. If the first action violates the CBF condition from Eq. (6.4), it is overwritten

by solving the analytical QP-CBF to guarantee collision avoidance.

HJ-DualGuard

This baseline implements the original DualGuard-MPPI algorithm presented in [37]. It

follows the structure of Algorithm 2, but the safety index ϕ(x) is defined by the HJ Value

Function V (xrel), and the backup policy u∗
safe is computed via the HJ-LRF projection. Be-

cause this method requires querying the Value Function grid and computing the LRF pro-

jection at every time step for every sampled trajectory, the latency is high, making it a

challenging baseline for real-time multi-agent applications.

Nominal

In this configuration, we completely disable the safety filter and collision constraints,

running MPPI solely to minimize the smoke risk objective and goal tracking costs. We

include this nominal baseline to establish an upper bound on smoke avoidance performance

and a lower bound on latency, demonstrating the exact trade-off incurred when enforcing

strict multi-agent collision avoidance.

Results

We conducted 120 randomized episodes for each of the six testing topologies across all

five control strategies. The simulation environment and algorithms were implemented in

Python, and all experiments were executed on a desktop computer equipped with an Intel

35



Xeon Gold 5218 CPU and an NVIDIA GeForce RTX 6000 Ada GPU. It is important to

note that since the primary focus of this chapter is isolating the performance of the multi-

agent control formulations, we deliberately omitted the predictive smoke forecasting module

(PFNO) during these trials. Instead, we assumed the smoke state remained static across the

planning horizon, relying solely on the latest global observation. This isolates the compu-

tational overhead and navigation performance of the collision avoidance algorithms without

corrupting the metrics with the inference latency of the neural operator. The fully inte-

grated system, including real-time forecasting, is evaluated comprehensively in the following

chapter.

The primary hyper-parameters utilized across all baselines are standardized to ensure a

fair comparison:

• MPPI Planner: Planning horizon H = 20, Trajectory samples M = 200.

• Safety Configuration: Sensing radius rsense = 5.0m, Safety margin ϵsafe = 0.8m.

• CBF Solver: Constraint coefficient k1 = 5.0.

• HJ Solver: Interaction radius 5.0m, Spatial resolution 0.196m, Angular cells 51,

Target time 1.5 s, and ϵ = 0.2.

The quantitative results are summarized in Table Table 6.1. The evaluated metrics

include:

• Success (%): The percentage of episodes where all agents successfully reached their

goals without experiencing any collisions.

• Avg Steps: The mean number of discrete time steps required to complete the navi-

gation task.

• Smoke Max: The maximum smoke density encountered by any single agent during

the episode.

• Smoke Mean: The average smoke density exposure aggregated across all agents.

• Smoothness: The integral of the control action derivatives, where a lower value

indicates less jitter and abrupt changes.

• Latency (ms): The average wall-clock computation time required per control itera-

tion.
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Table 6.1. Quantitative results for multi-agent navigation scenarios compared against
baselines.

Controller Success (%) Avg Steps Smoke Max Smoke Mean Smoothness Latency (ms)

Nominal (baseline) 0.0 78.5 ± 25.3 0.5577 0.0262 5.53 109.5
CBF-DualGuard 100.0 83.5 ± 5.0 0.6817 0.0305 5.93 162.7
CBF-Filter 98.0 84.9 ± 5.8 0.7543 0.0328 5.66 117.0
HJ-DualGuard 97.0 98.9 ± 86.2 0.6821 0.0299 7.42 513.85
HJ-Filter 96.0 90.3 ± 16.4 0.7512 0.0341 7.89 180.66

The results demonstrate that our proposed CBF-DualGuard approach successfully main-

tains a 100% safety rate while efficiently guiding all agents to their goals. A critical observa-

tion is the clear performance gap between proactive constraint integration (DualGuard) and

post-optimization shielding (Filters). Specifically, CBF-DualGuard achieved a lower peak

smoke exposure (0.6817 vs 0.7543) and lower mean smoke exposure (0.0305 vs 0.0328) com-

pared to the CBF-Filter. This occurs because the filter blindly modifies the optimal nominal

trajectory to avoid a collision, which can inadvertently push the agent into high-density

smoke regions. In contrast, DualGuard actively samples and optimizes trajectories that in-

herently respect safety constraints, naturally finding paths that balance collision avoidance

with minimal smoke exposure.

Similarly, the HJ-Filter also suffers from higher smoke exposure and poorer safety. Fur-

thermore, the HJ-based methods require significantly more steps to reach the goal (98.9

and 90.3 steps vs 83.5 steps). This is largely due to the conservative nature of the Least-

Restrictive Filter (LRF) derived from the HJ Value Function, which induces severe chattering

(evident in the high smoothness penalties of 7.42 and 7.89). This chattering forces the agents

to rapidly decelerate near safety boundaries, prolonging the navigation time.

Finally, the latency metrics strictly validate our hypothesis regarding computational effi-

ciency. The standard HJ-DualGuard algorithm suffers from a high latency of 513.85ms per

iteration, making it unsuitable for real-time robotic applications. By mathematically replac-

ing the HJ evaluation with the analytical QP-CBF solver, our CBF-DualGuard reduces the

computational overhead to 162.7ms, allowing for responsive control while achieving a perfect

collision-free success rate. As expected, the Nominal baseline completely fails at collision

avoidance (0% success rate), although it provides the lowest theoretical smoke exposure and

latency bound, highlighting the strict trade-offs involved in safe multi-agent navigation.
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Chapter 7

Integration: From Dynamic Risk

Prediction to Safe Navigation

This chapter presents the complete integration of the framework components presented

in the previous chapters. The framework is evaluated against baselines similar to those used

in the single-agent implementation. Results are provided regarding the smoke exposure and

navigation time metrics.

Framework

Figure 7.1 illustrates the complete pipeline of the proposed framework. The implemen-

tation includes a solution to the challenges described in Chapter 3 by combining the work

in Chapters 4 and 6.

Notice that this unified scheme incorporates a risk-aware objective and a collision-aware

safety guard, guaranteeing safe navigation amidst both dynamic smoke and other agents.

Specifically, the pre-trained PFNO forecaster is coupled with the CVaR operator to generate

dynamic risk maps. As illustrated in Figure 7.1, the complete architecture includes a State

Estimator designed to aggregate partial smoke observations from each agent. To methodi-

cally evaluate the integration of the forecasting (PFNO) and control (DualGuard) modules

without confounding factors, the experiments presented in this chapter assume perfect global

observability. Consequently, for the evaluations in this chapter, the State Estimator oper-

ates strictly as an identity function (providing the exact global field). The complexities

introduced by realistic limited sensing, along with the actual implementations of the State

Estimator to construct global maps and quantify epistemic uncertainty, are isolated and

explicitly developed in Chapter 8.
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Figure 7.1. Integration framework for multi-agent safe navigation under partial
observability. Local observations are processed by a State Estimator to reconstruct the
dense smoke field. The Probabilistic Fourier Neural Operator (PFNO) predicts the future
smoke behavior, outputting both mean and standard deviation. These are used to
construct a dynamically evolving Conditional Value-at-Risk (CVaR) metric for uncertainty
quantification. Finally, a decentralized CBF-based DualGuard MPPI controller leverages
this risk map to optimize safe trajectories while strictly guaranteeing inter-agent collision
avoidance via Control Barrier Functions.
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Experimental Setup

The complete pipeline was evaluated using an experimental setup consistent with previous

chapters. The simulations were implemented in Python and executed on a desktop computer

equipped with an Intel Xeon Gold 5218 CPU and an NVIDIA GeForce RTX 6000 Ada GPU.

The controller utilized an MPPI planning horizon of H = 20 steps with M = 200

trajectory samples. The agent states were defined in a 3-dimensional space (Dubins kine-

matics) with linear and angular velocity control limits set to v ∈ [0.0, 6.0]m/s and ω ∈
[−4.0, 4.0] rad/s, respectively. For the safety filter, the sensing radius was set to 5.0m, with

a physical collision radius of 0.8m, a safety margin of 0.8m, and a CBF constraint coefficient

k1 = 5.0.

The discrete time step for the simulation was set to ∆t = 0.2 s. During evaluation, the

integrated controller averaged a computation time of 184.2 ± 8.0ms per step. This latency

makes it highly suitable for real-time deployment in applications requiring a 5Hz control

loop. Furthermore, the computational efficiency could be significantly improved in the future

by migrating the MPPI rollout operations to a highly parallelized GPU implementation in

C++.

The environmental smoke configurations and multi-agent testing topologies strictly matched

those established in Chapter 6 to ensure a consistent benchmark.

Baselines

We benchmarked the full integrated framework against three alternative control strate-

gies, analogous to those evaluated in Chapter 5:

• No-Risk: A variation of the MPPI planner that only optimizes for the goal-reaching

cost while strictly enforcing the hard collision constraints. This baseline serves as a

lower bound for navigation time and illustrates the severe smoke exposure incurred

when hazard avoidance is completely ignored.

• HO-CBF (Static Smoke): A traditional High-Order Control Barrier Function ap-

proach, where a predefined density threshold establishes a hard smoke boundary. In

this decentralized setup, both the smoke boundary and other agents are treated as

static obstacles. This represents a naive, purely reactive methodology that fails to

account for the dynamic evolution of either the fluid or neighboring agents.
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• Static-CBF-DualGuard: This strategy utilizes the exact same DualGuard pipeline

proposed in our framework, but entirely bypasses the PFNO forecasting and CVaR

modules. It assumes the current smoke observation remains perfectly static across the

planning horizon. We include this to explicitly isolate and demonstrate the critical

necessity of spatiotemporal forecasting.

Results

Figure 7.2. Multi-agent results for episodic scenarios with different smoke configurations.
(a) Success Rate. (b) Max Smoke Exposure Distribution. (c) Mean Smoke Exposure
Distribution. (d) Navigation Time Distribution.

Figure 7.2 presents the quantitative results of the complete integration compared against

the selected baselines. The performance trends closely mirror the single-agent findings from

Figure 5.3 in Chapter 5.
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Primarily, any strategy employing the CBF-DualGuard architecture (both Static and our

proposed Full Framework) achieves a 100% success rate. The proactive constraint integra-

tion successfully prevents all inter-agent collisions while reliably guiding the agents to their

respective goals. Conversely, the HO-CBF method suffers from the lowest success rate. By

failing to anticipate the dynamics of the smoke expansion and the movement of other agents,

it frequently traps the agents in deadlocks, induces collisions, or forces them into critically

dense hazard zones.

As expected, the No-Risk baseline forces the agents through the shortest possible paths,

resulting in maximum and sustained exposure to high-density smoke, validating the necessity

of a hazard-aware objective. Finally, while the Static-CBF-DualGuard successfully avoids

immediate high-density regions, its inability to forecast fluid advection causes it to reactively

maneuver into areas that subsequently become occluded. By coupling the DualGuard con-

troller with the PFNO forecaster and the CVaR risk formulation, our complete framework

proactively plans around future hazard expansions, achieving the lowest overall smoke expo-

sure among all safe baselines. As an additional drawback, the navigation time increases, as

the robots take more conservative trajectories overall when using the forecaster and CVaR.
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Chapter 8

Navigation Under Partial

Observability

This chapter focuses on exploring the challenge of partial observability. It presents poten-

tial solutions and discusses why it remains a challenge. In addition, it presents an evaluation

comparing the proposed solutions against the results of the previous chapter under full ob-

servability.

As introduced in the problem statement and illustrated in our framework, a mid-layer

state estimator is necessary when navigating large-scale spaces with limited sensing capa-

bilities. This estimator is responsible for generating the global map estimate, which is

subsequently fed into the forecaster for risk-aware planning.

When the Field of View (FOV) is limited, the agent only perceives local observations.

Building a global map from these local patches is particularly challenging because the envi-

ronment is dynamic. The agent must contend with the fact that previously observed regions

of the map are constantly evolving due to advection and diffusion while it continues to ex-

plore. It is important to note that the primary objective here is not to generate a perfectly

refined map for rendering, but rather to construct an estimate that is sufficiently accurate

and probabilistically bounded to enable safe navigation.

Assuming our onboard sensors provide exact, noise-free measurements of the local density,

the most accurate information available for any specific location is its most recent observa-

tion. However, relying solely on local FOVs prevents agents from making correct long-horizon

goal decisions. If the planning horizon extends beyond the boundaries of the current FOV,

the drone lacks the necessary context to find optimal, safe paths. In a multi-agent system,

drones can mitigate this by sharing their local maps, collaboratively assembling a more com-

plete picture of the environment.
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Intuitively, the reliability of a previously observed map region degrades based on two

primary factors: elapsed time and the local fluid dynamics. First, the longer the time since

a region was last observed, the more uncertain we become about its current state. Second,

this uncertainty is heavily dependent on the underlying dynamics; if the smoke was moving

rapidly or exhibiting high vorticity, the state will change significantly even over a short

period.

State Estimation Methods

To formalize this, let V(i)
k be the local FOV of agent i at time step k. The global

observation mask is the union of all agent FOVs: Vk =
⋃

i V
(i)
k . We define the observed

density exactly for these regions as ρobsk (p), where p denotes the spatial coordinates. For

unobserved regions, we must maintain an estimated map ρ̂k(p) and an associated epistemic

uncertainty ξk(p), which quantifies our lack of knowledge. We present three different methods

for this state estimation operator.

Deterministic Mapping

A naive approach to handle partial observability is to maintain a historical aggregation

of observations. The global map is updated deterministically by retaining the most recent

sensor readings and keeping unobserved regions static or updating them strictly via the

predictive mean of the PFNO. Formally, the estimated map is updated as:

ρ̂k(p) =

{
ρobsk (p) if p ∈ Vk,
ρ̂k−1(p) otherwise,

(8.1)

where ρ̂k−1(p) is the previous estimated map. Notice that for this naive baseline, we do not

even use the forecaster to update unobserved regions; they remain completely static until

re-observed. While this approach is computationally cheap and retains past information, it

fundamentally lacks a mechanism to quantify the degradation of knowledge over time (i.e.,

ξk(p) = 0), leading the planner to over-trust stale, frozen information.

FOV Aging Heuristic

To address the lack of uncertainty quantification, this approach models the decay of

information over time. We maintain an age map Ak(p) that tracks the number of time steps

since a cell was last observed:
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Ak(p) =

{
0 if p ∈ Vk,
Ak−1(p) + 1 otherwise.

(8.2)

Unlike the deterministic baseline, the estimated smoke map ρ̂k is actively updated for unob-

served regions using the predictive evolution from the forecaster. Because the PFNO yields

a probabilistic forecast, we isolate and apply strictly the predictive mean to propagate the

map state without artificially deviating it. To handle the uncertainty, we explicitly define

the epistemic uncertainty as a function of the age map. Assuming information decays expo-

nentially with a predefined half-life thalf, the epistemic uncertainty is formulated as:

ξk(p) = ξmax · (1− exp (−κ · Ak(p))) , (8.3)

where κ = ln(2)/thalf is the decay rate and ξmax is the maximum uncertainty bound.

Ensemble Rollouts

We can leverage the PFNO forecaster further, by adopting a formulation inspired by

the Ensemble Kalman Filter (EnKF). Since the model inherently learns the temporal and

spatial dynamics of the smoke, we can utilize a Monte Carlo ensemble approach to track

how epistemic uncertainty propagates.

Let an ensemble of M state members be defined, where each member m ∈ {1, . . . ,M}
represents a distinct hypothesis of the global smoke map, denoted as ρ̂(m)(p). The ensemble

is initialized such that unobserved regions contain Gaussian Random Fields (GRF),N (0, σ2),

simulating diverse, high-uncertainty starting states, while one main member (m = 1) remains

deterministic (σ = 0).

At each time step k, the state estimation follows a two-step EnKF process: Prediction

and Update.

Prediction Step (A Priori):

Each ensemble member is independently propagated forward in time using the PFNO

transition model, Fθ. This yields the predicted state estimate ρ̂
(m)
k|k−1:

ρ̂
(m)
k|k−1 = Fθ

(
ρ̂
(m)
k−1|k−1

)
∀m ∈ {1, . . . ,M}. (8.4)

By passing the ensemble through the non-linear operator Fθ, the temporal evolution of

uncertainty is implicitly handled by the learned physics of the model and the learned aleatoric
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uncertainty.

Update Step (A Posteriori):

In a standard EnKF, the update step assimilates new observations using a Kalman gain

matrix. However, because we assume our onboard sensors provide exact, noise-free local

measurements ρobsk , the Kalman gain effectively acts as an identity operator over the observed

subset of the domain, Vk, and zero elsewhere. Thus, the assimilation step simplifies to an

exact replacement for regions within the current FOV:

ρ̂
(m)
k|k (p) =

{
ρobsk (p) if p ∈ Vk,
ρ̂
(m)
k|k−1(p) otherwise.

(8.5)

This forces all M hypotheses to perfectly converge where sensor data exists, while maintain-

ing their diverged, model-driven predictions in unobserved areas.

Global Estimate and Epistemic Uncertainty:

The final global smoke density map estimate fed to the MPPI planner is the ensemble

mean of the a posteriori states, while the epistemic uncertainty is quantified by the sample

standard deviation across the ensemble members:

ρ̂k(p) =
1

M

M∑
m=1

ρ̂
(m)
k|k (p), ξk(p) =

√√√√ 1

M − 1

M∑
m=1

(
ρ̂
(m)
k|k (p)− ρ̂k(p)

)2

. (8.6)

Risk-Aware Collaborative Control

Having formalized the epistemic uncertainty ξk, we can leverage it to guide the agents.

Collaborative behavior might emerge when agents actively choose to explore paths with high

epistemic uncertainty. For instance, if an agent detects a dense smoke zone blocking its path,

it can be driven towards navigating unobserved regions. By doing so, it updates the global

map, potentially discovering new low density smoke zones and sharing this information with

the rest of the agents.

To incentivize this exploratory behavior, we redefine the MPPI trajectory cost function by

introducing an epistemic reward. We adapt the function defined in Chapter 5 by subtracting

the expected epistemic uncertainty from the risk cost:
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S(τi) = ϕ(xi,H) +
H−1∑
j=0

(
q(xi,j,vi,j) + λ ·

(
R
(
J(xi,j, k + j)

)
− β · ξk+j(pi,j)

))
, (8.7)

where β > 0 acts as the exploration exploitation tradeoff parameter. This formulation

balances safety (avoiding high density smoke described by the risk cost) with collaborative

mapping (seeking high epistemic uncertainty).

Evaluation Setup

We integrated all proposed state estimation operators into the framework and evaluated

them under the exact same scenarios and testing topologies presented in Chapter 6.

To stress-test the system under severe partial observability, we restricted the onboard

sensors to a limited square FOV of 5.0× 5.0m. The MPPI controller maintained a planning

horizon of H = 20 with 200 trajectory samples, utilizing a CVaR confidence level of α = 0.9

and an epistemic exploration tradeoff of β = 0.5. For the ensemble implementation, we

used M = 8 members initialized with a noise standard deviation of σ = 0.1. We compared

the performance of our three partial-observability estimation strategies (Deterministic, Age

Heuristic, and Ensemble Rollouts) against one new naive baseline and two bounds imported

from the full-observability experiments in Chapter 7:

• No-Risk: Imported from the previous chapter, representing agents with full global

knowledge but only considering collision-awareness constraints. This establishes the

worst-case scenario for smoke exposure and we use it to set a lower bound perfomance

for smoke exposure.

• Global Knowledge: The performance achieved by the proposed framework in Chap-

ter 7, but assuming access to the true global smoke density field. This represents the

best possible performance under full observability conditions and we use it to set a

high bound performance using the proposed framework.

• Only Local Knowledge (Naive Baseline): The most basic partial-observability

approach. The drones exclusively use the local sensor measurements within their cur-

rent FOV. No state estimation or map completion is performed for unobserved regions.
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Figure 8.1. Performance metrics under partial observability scenarios. (a) Success Rate.
(b) Max Smoke Exposure Distribution. (c) Mean Smoke Exposure Distribution. (d)
Navigation Time Distribution.
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Results

Figure 8.1 and Table 8.1 present the quantitative performance of each mapping approach.

All strategies achieved a 100% success rate. This confirms that the underlying framework

architecture remains robust against deadlocks and inter-agent collisions even when the agents

operate with restricted foresight.

Regarding risk-aware metrics, partial observability heavily degrades the framework’s abil-

ity to avoid dense smoke zones. Both mean and maximum smoke exposure significantly

increase across all local-knowledge methods when compared to the Global Knowledge upper

bound. This is primarily because the drones cannot accurately perceive long-horizon risks,

leading them to inadvertently navigate into regions that subsequently become saturated with

smoke. Nevertheless, all predictive operators successfully constrained the exposure to levels

well below the No-Risk baseline.

The data reveals a hierarchy of performance improvements when progressing from naive

to more sophisticated state estimator operator methods. Relying strictly on Only Local

Knowledge yields the worst safety metrics in terms of both mean and maximum smoke ex-

posure. Implementing the Deterministic approach provides an improvement, demonstrating

that retaining an aggregated, static, historical map helps agents avoid previously identified

dense zones.

However, as hypothesized, blindly trusting stale map data is unreliable. If a deterministic

map is used as a prior without considering uncertainty, it can generate false smoke barriers

or false safe zones that affect trajectory path generation, or conversely, give a false sense of

safety in areas where smoke has appeared. This highlights the necessity of epistemic-driven

exploration. By incorporating the Age Heuristic and Ensemble Rollouts, the agents prioritize

exploring highly uncertain regions. This collaborative exploration reduced both mean and

max smoke exposure.

The Ensemble Rollouts method achieved the best overall safety performance under partial

observability. However, it comes with two important trade-offs. First, navigation time

increases (averaging 11.39 s) because the epistemic reward actively diverts agents away from

direct paths to explore uncertain areas. Second, the computational overhead is significantly

higher; the inference time scales with the number of ensemble members, reaching an average

of 148.5±0.4ms per step. This latency is not viable for a control loop implementation of 0.2

s, but could be optimized through further parallelization. Latency represents the primary

drawback for this implementation.
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Table 8.1. Quantitative results for partial observability scenarios compared against global
and naive baselines.

Strategy Success Rate Max Smoke Mean Smoke Time (s)
No-Risk 100.00% 0.9986 0.1232 9.37
Global Know. 100.00% 0.5370 0.0182 10.96
Only Local Know. 100.00% 0.8650 0.0408 9.27
Deterministic 100.00% 0.7893 0.0359 9.78
Age Heuristic 100.00% 0.7673 0.0274 10.95
Ensemble Rollout 100.00% 0.7155 0.0255 11.39
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Chapter 9

Conclusions

This work presents an online multi-agent framework uniting Probabilistic Fourier Neural

Operators with a collision- and risk-aware sampling-based planner, based on Model Predic-

tive Path Planning, for safe navigation in evolving smoke-dense environments. The empir-

ical evaluations validate that transitioning outward from rigid obstacle-centric definitions

toward physics-informed, continuous risk quantification substantially mitigates smoke ex-

posure. Providing a planner with foresight into spatiotemporal dynamic fluid mechanisms

prevents myopic and reactive control while additionally guaranteeing pairwise collision avoid-

ance via Control Barrier Functions (CBFs). Furthermore, this work has presented the initial

steps for addressing partial observability by computing epistemic uncertainty through en-

semble rollout filtering.

Despite these advancements, several limitations remain. First, while the CBF provides

strong safety guarantees for pairwise interactions, it can lead to infeasibility in dense multi-

agent scenarios. Exploring learning-based coordination strategies could provide a more scal-

able alternative to avoid deadlocks and find feasible trajectories. Second, while the framework

works well under the evaluated conditions, the computational cost of the sampling-based

method increases as the number of robots grows. This bottleneck was measured in the con-

troller architecture implemented in this work, which assumes a centralized computation of

the controllers. Transitioning to a decentralized implementation was out of the scope of this

project but remains a critical next step for real-world deployment.

Third, the forecasting accuracy is fundamentally bounded by the training of the neural

operator, which was not explicitly optimized for very long-horizon predictions. Implementing

recursive training or autoregressive curriculum learning could extend the temporal validity

of accurate forecasts and enhance the aleatoric uncertainty estimation of the smoke. Ad-

ditionally, while the implemented partial observability methods bring the system closer to

real-world deployment, their performance remains suboptimal compared to the fully observ-
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able baseline. This degradation occurs because relying on a forecaster not optimized for long

horizons can lead to belief map collapse (e.g., predicting universally dense or zero smoke)

and hallucinations, which are typical challenges encountered in World Models.

Finally, while the current architecture assumes access to an external top-down 2D density

representation, translating these theoretical insights into physical hardware requires navigat-

ing realistic sensing constraints. In reality, robots rely on onboard sensors, such as egocentric

cameras, to collect visual data. This presents a much more difficult problem because cam-

eras capture 2D projections of a 3D volumetric phenomenon, with the smoke’s appearance

heavily coupled to the robot’s orientation and complex light scattering effects. Addressing

these visual challenges is vital for deployment, especially since active sensors like LiDAR

suffer from severe degradation in smoke. Future initiatives might center on extending the

forecasting operator into 3D environments from the agents’ egocentric point of view, inte-

grating the noisy, occluded perception constraints inherent to onboard sensing.
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