A Robotic System for Tree Nursery
Automation: Platform Design, Point
Cloud Tree Segmentation, and

Map-Based Human-Robot Interaction

William A. Hered

CMU-RI-TR-26-81
July 2026

School of Computer Science
The Robotics Institute
Carnegie Mellon University
Pittsburgh, Pennsylvania

Thesis Committee:

George Kantor, Chair

Michael Kaess
Easton Potokar

Thesis submitted in partial fulfillment of the
requirements for the degree of Master of Science in Robotics

© William A. Hered, 2026



Dedicated to the memory of my Uncle Gary, who always cheered for my success. You are

deeply missed.



Abstract

The United States Green Industry faces a persistent labor shortage that limits the adop-
tion of existing agricultural automation, largely because such systems are not designed for the
unstructured, densely planted environment of a tree nursery. This thesis presents a robotic
system intended to alleviate this shortage while remaining usable by non-technical farmers,
built around a map-based representation of the nursery environment. A custom robotic
platform, the mini-Amiga, and an accompanying LiDAR-camera-IMU sensor rig were de-
veloped to satisfy the maneuverability and payload requirements of tight nursery inter-row
spacing. Point cloud maps constructed with this platform, using the GLIM LiDAR-inertial
SLAM framework augmented with a custom GNSS georeferencing extension, were processed
with a Constrained Gaussian Mixture Model to segment individual trees without requiring
trunk visibility or large annotated training datasets; evaluated against 422 manually labeled
trees at a commercial nursery, this method achieved a precision of 0.94, a recall of 0.91,
and an F1 score of 0.93, substantially outperforming a forestry-domain baseline (F1: 0.71).
The resulting per-tree map was further augmented with photographic colorization and en-
coded as a hierarchically organized Universal Scene Description (USD) scene, supporting
non-destructive, multi-mode visualization and per-tree metadata storage intended for in-
tuitive interaction by non-technical operators, and was used to derive a Nav2-compatible
occupancy grid and row-traversal paths intended for autonomous task execution. These re-
sults demonstrate that individual nursery trees can be accurately and efficiently segmented
from point cloud data, and that the resulting map can be represented in a form suited
to both non-technical human interaction and autonomous navigation, providing a practical
foundation for future work integrating localization and autonomous task execution to fully
realize the labor-saving potential of this system.
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Chapter 1

Introduction

The United States Environmental Horticulture Industry | commonly referred to as the
Greenlndustry | encompassegiversesectorsincluding landscapeservices,oral retail, lawn
and gardencenters,greenhousgroduction, and nursery operations,collectively representing
a substantial segmentof the national economy. In 2018, the industry's combined direct
output wasestimatedat $159.57billion, with total output contributions reaching$348billion
[1]. Greenhousenursery, and oriculture production alone accountedfor 217,574jobs and
$28.69billion in output [1].

Despiteincreasinglandscapingdemandfor trees, shrubs,and ornamental plants [2], a persis-
tent labor shortageis negatively a ecting operationsacrossthe GreenlIndustry. The severity
of this challengeis re ected in a 2018national nursery survey in which 77% of respondents
identi ed labor astheir greatestbusinesschallenge[3]. While automation has beenrecog-
nized as a viable meansof bridging this gap, adoption of automated technologiesremains
low, asfew systemshavebeendesignedo addressthe unique operationaldemandsof nursery
crop production [4].

Herbicide application is onesuchlabor-intensivetask particularly well suited to automation.
Weed control in nursery production typically relieson a combination of pre-emergencéerbi-
cides,which are applied to the soil to prevent weedseedsrom germinating and establishing,
and post-emergencédierbicides,which are applied directly to the foliage of weedsthat have
already emerged. Becausenursery stock is high-value, densely planted, and highly sensi-
tive to o -target chemical contact, post-emergenceapplication in particular is frequently
performed as manual spot spraying | individually targeting weedsnear desirable plants
| rather than broadcastapplication acrossan entire plot. These samecharacteristics|
high value, denseand irregular planting, and the needfor precise,targeted action | make
herbicide application a representative example of the broader classof nursery tasks that
existing agricultural automation solutions, largely developedfor row-crop or broadacre eld
agriculture, do not addresswell.



1.1 System Overview

Addressingthe labor challengesdescribedabove requires a robotic system capable of op-
erating within the unstructured, tightly spaced,and denselyplanted environment of a tree
nursery, and capable of being adopted and directed by nursery personnelwithout special-
ized robotics expertise. This thesisdevelopssucha systemaround three central capabilities,
each correspondingto a chapter of this thesis: a physical platform suited to the nursery
environment, a perception pipeline that constructs a semantically meaningful map of that

environment, and a map-basedrepresentationthat makesthe resulting system'scapabilities
accessiblgo a non-technicaluserwhile supporting autonomoustask execution.

1.1.1 Physical Embodiment

No commerciallyavailablerobotic platform combinesthe maneuverability neededo navigate
tight inter-row nursery spacingwith the payload capacity and structural robustnessneeded
to carry sensingand herbicide application equipment. Chapter 2 presentsa custom robotic
platform, basedon a modi ed Amiga Flex, and an accompanyingsensorrig developedto
meetthesecombinedrequirementswhile capturing the high-quality LIDAR and cameradata
neededto construct the mapsdescribedbelow.

1.1.2 Map Construction and Tree ldenti cation

A prerequisitefor nearly any autonomousrobotic task is the construction of an environmental
map. While a map can take a wide variety of forms dependingon the task, its utility scales
directly with the richnessof domain-relevantinformation it encodes:the more contextually
meaningfulthe map representation,the more capableand intelligent the robot can be when
executingtaskswithin that environment. Robotic automation of nurserytasks| including
inventory counting, diseaseinspection, and targeted herbicide application | dependson a
map in which eachtree is individually identi ed asa discrete,actionable entity rather than
anundi erentiated collection of points. LiDAR-based mapsare well suited to generatingthis
representationin large outdoor environments, but segmentingindividual treesfrom within
sucha map remainsan openresearchproblem that existing approachesaddressimperfectly.
Chapter 3 presentsa method that exploits structural propertiesunique to the tree nursery
environment to segmentindividual trees via a probabilistic optimization over a reduced-
dimensionality representationof the problem, avoiding both the trunk-visibility dependence
and the large-scalemodel training required by existing approaches.



1.1.3 Human Interaction and Task Planning

A map identifying individual treesis only usefulto the extent that a human operator can
understandit and direct a robot's actionswithin it. Becausehe operatorsof this systemare
expectedto be nursery farmerswithout robotics backgrounds,a central premiseof this work
is that a map-basedrepresentationof the environment| onethat mirrors the mental model
an operator already useswhen reasoningabout the physical layout of their nursery| pro-
vides a more intuitive and practical basisfor task speci cation and review than alternative
interfacessuchas programmatic waypoint lists. Chapter 4 presentsthe augmentation of the
segmentedgeoreferencednap from Chapter 3 with photographic colorization and a Univer-
sal SceneDescription (USD)-basedscenerepresentation,enabling this intuitive interaction,
and describeghe derivation of an occupancygrid and per-plot row-traversal paths from that
map, structured to directly support autonomousexecutionof tasks suchas Go-To-Point and
Traverse Rows onceintegrated with a localization and navigation stack.

1.2 Contributions and Thesis Organization

The primary contributions of this thesisare:

~ A customrobotic platform and sensorrig designedor the maneuverability and payload
requirementsof tree nursery operation (Chapter 2);

" A constrainedGaussianMixture Model-basedmethod for segmentingindividual trees
from a nursery point cloud map without requiring trunk visibility or large annotated
training datasets, evaluated against manually labeled ground truth and a forestry-
domain baseline(Chapter 3);

A

A map-basedrepresentation, built on a georeference@nd photographically colorized
point cloud encodedasan interactive USD scenethat supportsintuitive human review
and task speci cation while producingoutputs | an occupancygrid and row-traversal
paths| structured for direct consumptionby an autonomousnavigation stack (Chap-
ter 4).

The remainder of this thesisis organizedas follows. Chapter 2 presentsthe designof the
robotic platform and SLAM sensorig. Chapter 3 presentsthe point cloud tree segmentation
methodologyand its evaluation against manually labeledground truth. Chapter 4 presents
the augmentationof the resulting map for humaninteraction and autonomoustask planning.
Chapter 5 concludesthis thesis with a summary of its contributions and a discussionof
future work, including the localization and navigation integration identi ed as future work
in Chapter 4.



Chapter 2

Robot Embodiment

This chapter presentsthe designand con guration of the customrobot platform and SLAM
sensorrig developedto accomplishthe stated objectives. Achieving reliable autonomous
operationin the unstructured, tightly spacedenvironmentof a tree nursery required a phys-
ical platform capableof maneuveringthrough narrow inter-row spacingwhile carrying the
sensingand herbicide application payloadsnecessaryfor the system'sperception and task
execution pipelines. No commercially available platform satis ed these combined require-
ments, motivating the designof a customrobot base,describedin Section2.2. In parallel, a
dedicatedsensorrig wasdevelopedand iterated uponto construct high-quality SLAM maps
of the nursery environment, discussedn Section2.3. The remainderof this chapter reviews
prior platforms and rig designsconsideredbeforearriving at the nal system(Section2.1),
details the mechanicaldesignof the mini-Amiga platform (Section2.2), documentsthe sen-
sor and hardware evolution of the SLAM Rig (Section2.3), and concludeswith a summary
of the designoutcomesand their implications for the remainder of this thesis (Section2.4).

2.1 Prior Work

Several existing commercial robotic platforms were evaluated as a potential base for the

desiredtree nurseryoperations,including the Clearpath Husky and Warthog [5, 6], the Burro

autonomousplatform [7], and the base Amiga Flex for Education [8]. Each platform was
assessedgainsttwo primary criteria: su cient maneuverability to navigate the tight inter-

row spacingcharacteristic of tree nursery plots, and su cient sizeand structural robustness
to reliably carry the sensinghardwareand herbicideapplication payload over unevenoutdoor
terrain.

The Burro and Warthog are robust enoughto carry the required payload and well suited to

rough terrain, but their footprint and maneuverability are sizedfor open- eld applications
rather than the con ned spacingbetweennursery rows. The Husky o ers a smallerfootprint

and improved maneuverability, but lacks the payload capacity and structural robustness



neededto con dently carry a herbicide tank, pump, and sensingpayload during extended
eld operation. The adjustable-wheelbasealesign of the base Amiga Flex for Education
allowed it to t within the specied rows for 30 and 40 gallon pots, but its stock skid-
steer con guration constrainswheel spacingaccordingto a xed geometricratio (detailed
in Equation 2.1), limiting the stability of achievableturns. This combination of a suitable
basefootprint with an addressablananeuverability limitation motivated the selectionof the
Amiga Flex as the foundation for a custom-modi ed platform, describedin Section 2.2,

rather than the unmodi ed adoption of a commercialalternative.

For a multi-sensorrig to produce an accurate, colorized point cloud map, its sensorsmust
be well characterized. This requirestwo calibrations: the camera'sintrinsics, the up-to-
scalerelationship betweenits 2D pixel coordinatesand the 3D environment, and its extrin-

sics, the camera's6-DOF physical location relative to the other sensorson the rig. The
cameracalibration [9] packagecan be usedto determinethe cameraintrinsic parameters
using a known calibration target.

Koide et al. [10] presenta methodologyfor automatic, target-lessextrinsic calibration be-
tweena cameraand LIDAR, using either manually selectedpoints or featuresdeterminedby
the pretrained SuperGlue[11] neural network feature detector. In the latter case,LiDAR

points are denselyaccumulatedinto a map over time, and correspondencesre found be-
tweenthe intensity of the LIDAR points and imagescaptured by the intrinsically calibrated
camera. This methodis usedto calibrate the SLAM Rig's camerato its LIDAR, asdescribed
in Section2.3.

Additionally, a prototype SLAM Rig, pictured in Figure 2.1, wasavailable for testing and
used a Velodyne VLP-32C LiDAR, an external Vectornav VN-200 IMU, a 20 megapixel
Allied Vision camera,an Emlid ReachM2 RTK GNSS, and an Nvidia Jetson Orin Nano
DevelopmentKit

2.2 Mini-Amiga Robotic Platform

As commercially available robotic platforms did not fulll the size and maneuverability
requirementsfor the desiredtree nursery operations,a modi ed version of the Amiga Flex
for Education [8] wasdesignedand assembledo serveasthe baseof the new system,which
will hereafterbe referredto asthe mini-Amiga.

The base Amiga Flex platform consistsof four independentwheel modules connectedby
squaresteel tubing fastenedwith bolted clamps. Each wheel module is capableof holding
a 48V battery to powerthe system,and cablesbetweenthe wheelmodulescarry power and
CAN communication. A small touchscreenprovidesa display for the systemindicators and



Figure 2.1. Prototype SLAM Rig usedto capture data and construct maps

the modi cation of various parameters. SeeFigure 2.2 for an image of the basesystem.
The bolted clamp design allows for the wheel spacingto be simply adjusted in both the
length and width dimensions,under the following constraint betweenthe wheel spacingin
the width direction (trackWidth) and the length direction (wheelBase)]2].

trackWidth  0:6 wheelBase (2.1)

The key designmodi cation was changingthe steeringmethod from skid steeringto di er-

ential drive by replacing two of the driven wheelswith passivecasters. This changeallows
the platform geometryto no longer be constrained by the above relation and enablesthe
smooth in-place rotations neededto e ectively maneuverin the tight spaceconstraints in
the tree nurseries.

The casterwheelswereconnectedto the Amiga frame through the useof the standard bolted
clampsand newly designedand fabricated Welded Connectorsand machined Caster Plate.
SeeFigure A.1 in Appendix A for the manufacturing drawing of the custom weldment.

In addition, rigid attachment points for mounting both the Sensorand Electronics Modules
were intentionally designed,as well as a large spacefor the planned herbicide application
system. A key designphilosophywaskeepingthe system'scenterof gravity aslow aspossible
to maximize the stability of the platform while maneuveringthrough the environment, so
the mounting area for the herbicide application system, which includes a heavy tank and



Figure 2.2. BaseAmiga Flex as Sold by Bonsai Robotics (formerly Farm-ng)

pump, was designedto be at the lowest point of the platform. A conceptof the herbicide
application systemmounting is depictedin Figure 2.3.

2.3 SLAM Rig

A secondversion of the SLAM Rig was also developedthat featuresenhancedsensorsand
hardware in an e ort to increasethe quality of the generatedpoint cloud maps. The nal

SLAM Rig, pictured in Figure 2.5, usesan Ouster OS0-64LiDAR with an integrated IMU

and a 5 megapixelFlir Blacky Scameratted with alensof smallerfocallength to produce
a larger eld of view. The Emlid RTK GNSSand Nvidia Jetsoncomponentswereretained
from the prototype Rig.

The changefrom an external IMU to the internal IMU of the Ouster LIDAR reducesa
signi cant source of error from the prototype rig by eliminating the need for a manual
extrinsic calibration betweenthesetwo sensors,in favor of using vendor-provided factory
calibration data. The manual calibration method used for the prototype rig consistedof
a two-stage calibration through the camera,which fundamentally stacks more error than a
direct sensor-to-sensocalibration.

An additional point of concernidentied with the external mounting of the IMU in the
prototype rig wasthat the 3D-printed mechanicalstructure holding the sensorss relatively
deformable,which slightly alters their relative positionswhenthe Rig is in motion.



Figure 2.3. Conceptual Placementof the Herbicide Application Componentswithin the
Mini-Amiga

Figure 2.4. The AssembledMechanical Structure of the Mini-Amiga
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