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Abstract
Language modeling progress is largely evidenced by steadily rising scores

on benchmarks of increasing apparent di�culty. From this, the �eld infers
increasingly general capabilities, many of which presuppose robust world
modeling. Interpreting a score, however, requires understanding both the
task's computational requirements and how the test-taker generalizes from
them. Unlike humans, who demonstrably generalize well, large language models
(LLMs) often do not: they instead learn heuristics �t to the minimal su�cient
computational requirements of a task, which may be far simpler than the
task appears to demand. This thesis extends this analysis to embodiment,
where multimodal LLMs (MLLMs) serve as the perception and reasoning
core of embodied agents, whose reliable deployment depends on benchmarked
capability including a robust world model of the agent's environment.

We evaluate world model robustness by independently manipulating object
count, duplication, trajectory length, and viewpoint change in a controlled
synthetic benchmark of multi-frame egocentric trajectories, and �nd that
frontier MLLMs degrade sharply as di�culty increases, while humans remain
near ceiling. We then characterize embodied question answering (EQA) task
demands through three nested paradigms: selecting relevant observations, clus-
tering nearby observations into local spatial-semantic units, and propagating
semantic state across experience. Stratifying questions by the weakest su�cient
paradigm yields a di�culty progression. Prominent EQA benchmarks pre-
dominantly test only the weakest paradigm, single-frame selection, and so we
introduce Campus-Bench, three multi-hour, campus-scale episode histories with
questions strati�ed into selection and propagation regimes, directly comparing
model performance on the two over the same episodes. We additionally develop
a diagnostic method in which an MLLM incrementally constructs and traverses
a hierarchical spatial-semantic memory, executing propagation explicitly. A
frontier long-context MLLM performs strongly on selection but collapses on
propagation; the same model leveraging our method dramatically improves
it while remaining competitive on selection, suggesting models struggle to
maintain state internally.

From this, we argue that frontier MLLMs do not yet maintain the robust
world models their benchmark scores suggest, and that the �eld needs to make
progress in formalizing tasks' computational requirements and evaluating along
their progressions of di�culty.
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Chapter 1

Introduction

1.1 Scaling, Benchmarks, and Measuring Progress

1.1.1 The Scaling Era and Its Benchmarks

Progress in language modeling, like deep learning more broadly, has been predominantly

driven by scaling. Performance improves predictably with model size, dataset size, and

training compute [40, 48], and, more recently, with the amount of computation spent

at inference time [71, 82]. GPT-3 established that scale alone yields qualitatively new

capabilities, most famously the ability to perform unseen tasks from a handful of in-context

examples [9]. Today, all three axes are deliberately dialed in frontier model development,

and the third is exposed directly to users as a con�gurable setting.

This progress has been evidenced by incrementally improving benchmark scores. Capa-

bility claims are made, compared, and contested as score increments on shared evaluation

suites, and the recent history of the �eld can be traced through them. In mathematical

reasoning, as frontier models saturated benchmarks, GSM8K's grade-school word problems

[18] gave way to competition-level MATH [39], to problems drawn directly from the AIME

olympiad quali�er [ 65], to FrontierMath [ 33], whose problems typically take specialist

mathematicians hours or days to solve. The ARC-AGI series, designed to measure �uid

intelligence [15], makes succession explicit in its numbering: ARC-AGI-2 supplanted

ARC-AGI-1, while ARC-AGI-3 further extends the format to turn-based settings [5, 16].

Across evaluation suites, each new benchmark is adopted at a level of di�culty frontier
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1. Introduction

models cannot meet, and is soon nearly or completely saturated.1 This cycle has become

routine: in the two weeks preceding this writing, two laboratories released state-of-the-art

models days apart, each announced primarily through its benchmark improvements over

its predecessor and its rival [2, 73].

The �eld draws a natural inference from this, analogous to the one we draw for people,

albeit with more limited expectations of generalization: rising scores across families of

benchmarks indicate rising general capability, with models growing more sophisticated

as each rung of the benchmark ladder is climbed. Taken at face value, the record reads

as models advancing, in �ve years, from solving grade-school word problems to nearly

saturating research-level mathematics. Chief among the capabilities this interpretation

credits is world modeling. Even routine benchmark gains carry this implication. Intuitively,

solving a mathematical word problem, understanding the next step of a proof, or predicting

the output of a program involves some level of modeling the situation it describes.2

Multimodal large language models, trained and evaluated under the same paradigm,

are now deployed as the perception and reasoning core of embodied agents [25, 89].

Their reliable operation depends on benchmark-demonstrated capability extending to the

construction and maintenance of a coherent model of the surrounding world. This thesis

examines that inference in the embodied setting.

1.1.2 Benchmarks Measure What They Measure

When a person scores well on a battery of tests, we infer that they have some more

general cognitive capability. That inference is justi�ed by evidence; psychometrics has

spent over a century establishing that human test scores predict performance outside the

test, that di�erent tests of the same capability agree with each other, and that the items'

computational requirements are understood�the cognitive operations that constitute

the capability itself [11, 26, 28]. This body of evidence is called construct validity [19].

The inference is further supported by an account of the underlying mechanism of the

brain: we generalize from sparse data by learning structured, compositional models of the

1At the time of writing this thesis, all aforementioned benchmarks except ARC-AGI-3 have been nearly
or completely saturated, with the latter featuring a veri�ed highest score near 8%, up from < 1% at
release four months ago [4, 5].

2ARC-AGI-3 makes this capability explicit, with its stated target being the construction of working
models of novel environments on the �y.
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1. Introduction

world [51, 84]. No comparable support exists for language modeling benchmarks. The

correspondence between a benchmark's score and the capability it is named for is generally

asserted rather than established [77], and the mechanism by which these models generalize

is exactly what is under debate. The inference of capability, for these benchmarks, rests

entirely on the scores alone.

Interpreting a score requires understanding two components: how a model generalizes

from a task, and the associated computational requirements of the task. On the �rst, the

evidence is consistent and sobering. Optimization settles on the cheapest solution that

�ts the training distribution. While transformers can provably express robust, general

algorithms [58, 90], models trained from examples typically learn heuristics �tted to their

training regime instead, failing to generalize on tasks as simple as arithmetic and length

extension [100]; compositional behavior emerges only when it is explicitly optimized for

[49]. This is not to say nothing forms inside these systems: probes recover board states

from game-playing transformers [54] and the evolving states of entities from language

models processing text [53]. But these successes are con�ned to toy problem scale, which

just as readily produces the failures above. At frontier scale, models that nearly saturate

Python benchmarks fail on the exact same problems translated into languages scarce

or absent in their training data, collapsing to near-zero on di�cult tasks even when the

language's documentation is supplied in-context [31]. Because generalization beyond

training and evaluation content cannot be assumed, a benchmark can only certify what it

explicitly covers. Even within those conditions, the score remains ambiguous unless the

task itself requires the capability attributed to it: a test measures a capability only in

systems where that capability is what produces the answers [7], and the same instrument

can therefore be valid for people yet invalid for a model that satis�es it by another route.

The second component, directly relevant to this thesis, is the minimal computational

requirement su�cient to solve a task, which may be much less than the more general

capability the task appears to demand. Before LLMs, image captioning benchmarks that

appeared to require rich visual and linguistic modeling could be solved competitively

through nearest-neighbor retrieval from visually similar captioned images [23, 75].3 The

reset in model performance upon the transition from ARC-AGI-1 to ARC-AGI-2, which

was designed to require more deeply compositional, multi-step, and context-dependent

reasoning [16], similarly suggests that success on the earlier benchmark re�ected competence

3Performance improved substantially with scale, reminiscent of the current LLM scaling paradigm.
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1. Introduction

within a limited regime of complexity and compositional depth rather than a more general

abstraction capability it appeared to demand. From above, learning to solve programming

problems in Python need not imply that the underlying algorithms or solutions have

been learned in any abstract sense; success may instead rely on procedures specialized

to recurring patterns in Python programs and problem statements [31, 66, 67]. Across

domains, models can satisfy benchmarks through procedures narrower than the capability

used to interpret their scores.

Still, these limitations do not make benchmark progress entirely uninformative. Perfor-

mance on International Mathematical Olympiad problems, for example, strongly suggests

that learned mathematical competence extends to somewhat novel problems [35]. What

has generalized, and to what extent, however, is harder to determine. Frontier models are

trained on vast and largely unobservable distributions containing related problems, proof

strategies, and intermediate constructions, making their prior experience di�cult to char-

acterize in the way it can be for a human. Factoring benchmarks into their computational

requirements provides a more tractable basis for this analysis: it clari�es what successful

performance requires, enables comparisons of those requirements across benchmarks, and

de�nes dimensions along which the scope of generalization can be tested.

1.2 World Models Have Computational Structure

The term world model, as used in this thesis, refers to a structured generative model of a

system: its entities, relations, and dynamics, together with the rules by which they generate

observations and possible outcomes [84, 91]. Importantly, such models have programmatic

structure: complex situations are represented through compositions of reusable primitives

[50, 51]. This structure was proposed to account for human generalization from sparse

experience: rather than learning each situation independently, people can instantiate

familiar components in new arrangements and use the resulting model to reason about a

novel situation.

This view motivates a computational account of benchmark progress. Benchmarks can

be compared through the minimal world model needed for success: which abstract entities

and relations must be accounted for, over what range familiar primitives must operate,

how broadly evidence must be integrated, how deeply those primitives must be composed,

and whether a new set of primitives must be introduced. Di�erences in performance across

4



1. Introduction

benchmarks can then be interpreted relative to changes in these requirements, clarifying

whether a capability extends to broader operating ranges, more complex representations,

deeper compositions, or tasks requiring additional primitives.

1.3 Embodiment as a Transparent Test Bed

Embodied environments make the computational structure of world models unusually

transparent. Their semantics are grounded in a physical world: entities persist in three-

dimensional space, stand in relations, and change over time, while observations are

generated by the interaction of this latent state with an agent's viewpoint and movement.

The legacy of cognitive maps captures the resulting problem: observations gathered across

movement and changing viewpoints must be integrated into a persistent representation of

places, entities, and their relations, supporting reasoning beyond what is currently visible

[69, 85].

In simulation, this generative structure is speci�ed directly by the program that de�nes

the scene, its dynamics, and the agent's observations. The scene, trajectory, object

identities, and spatial relations are known, so the state relevant to a query can be identi�ed

and object count, duplication, trajectory length, and viewpoint change varied independently.

This follows the diagnostic use of synthetic visual reasoning environments [32, 47, 96],

while adding egocentric perception and explicit ego-actions so that representations must

survive the observer's own movement. Real-world video provides a complementary setting

in which the generating program is not directly available but the same physical semantics

can still be recovered or annotated from recorded experience. Repeated structure, visual

aliasing, hierarchical space, non-local evidence, and hours of experience make it possible

to test requirements that cannot be localized to one view.

This transparency supports complementary comparisons between tasks. Chapter 2

holds the minimal world-model computation �xed while varying the conditions under

which it must succeed, including the number of entities, visual ambiguity, trajectory length,

and viewpoint change. Chapter 3 instead varies the computation required for success. Its

Select�Cluster�Propagate hierarchy forms a natural progression in which each later

primitive presupposes access to the capabilities exercised by the earlier ones. Together,

these comparisons reveal both the operating range of familiar computations and the point

at which additional world-model structure becomes necessary.

5



1. Introduction

1.4 Overview of the Thesis

Chapter 2 introducesREM(Reasoning over Embodied Multi-Frame Trajectories), a con-

trolled synthetic benchmark of multi-frame egocentric trajectories. Object count, duplica-

tion, trajectory length, and viewpoint change are manipulated independently, producing

parametric progressions over object permanence, object distinction, spatial relations,

temporal ordering, and numerical tracking. Frontier MLLMs perform well in simple

scenes and degrade sharply as these demands increase, while humans remain near ceiling.

Full-rotation trajectories further show models merging distinct instances across views even

when their ego-actions are provided explicitly.

Chapter 3 develops a semantic-unit account of embodied question answering through

Select, Cluster, and Propagate. The analysis identi�es when each paradigm is

necessary and shows that prominent EQA benchmarks predominantly permit single-frame

selection. On OpenEQA, oracle selection of one frame recovers most of the performance

obtained from full episode context, indicating that recent gains primarily establish retrieval

and frame-level visual reasoning rather than persistent state propagation.

We then introduce Campus-Bench, three multi-hour, campus-scale episode histories

with questions strati�ed by whether selection su�ces or propagation is necessary. A frontier

long-context MLLM performs strongly on selection and collapses on propagation over the

same episodes. Embodied Semantic Memory (ESM) diagnoses this gap by incrementally

constructing a hierarchical spatial-semantic memory and conditioning each update on

the state accumulated so far. The same model improves dramatically when propagation

is executed explicitly while remaining competitive on selection, localizing the failure to

internal state maintenance.

Chapter 4 returns to the broader implication: benchmark claims should be grounded

in minimal computational requirements and evaluated across progressions that vary both

their operating conditions and their composition. The same progressions may also provide

a training curriculum for internalizing capabilities that current models only execute reliably

when externally sca�olded.

1.5 Contributions

This thesis makes the following contributions:

6



1. Introduction

ˆ A framework for characterizing task demands. We analyze environment�query

pairs by their minimal su�cient computations and distinguish comparisons that

hold those computations �xed while varying their operating conditions from those

that introduce additional computations in dependency-structured progressions.

ˆ REM(Chapter 2). A controlled synthetic benchmark of embodied visuospatial

reasoning that independently varies object count, duplication, trajectory length, and

viewpoint change, revealing sharp degradation in frontier MLLMs while humans

remain near ceiling. This work was published at COLM 2025.

ˆ A semantic-unit account of EQA (Chapter 3). A nested hierarchy of Select,

Cluster, and Propagate, conditions under which each is necessary, and evidence

that prominent benchmarks largely occupy the selection regime.

ˆ Campus-Bench(Chapter 3). Three multi-hour, campus-scale episode histories with

questions that directly compare selection and propagation over the same experience.

ˆ Embodied Semantic Memory (Chapter 3). A diagnostic method that exter-

nalizes propagation through incremental construction and traversal of a hierarchical

spatial-semantic memory, substantially recovering propagation performance with the

same underlying MLLM.

7





Chapter 2

REM: Evaluating MLLM Embodied

Spatial Reasoning through

Multi-Frame Trajectories

Humans build viewpoint-independent cognitive maps through navigation, en-
abling intuitive reasoning about object permanence and spatial relations. We
argue that multimodal large language models (MLLMs), despite extensive video
training, lack this fundamental spatial reasoning capability, a critical limitation
for embodied applications. To demonstrate these limitations and drive re-
search, we introduceREM(Reasoning over Embodied Multi-Frame Trajectories),
a benchmark using controllable 3D environments for long-horizon embodied
spatial reasoning.REMsystematically evaluates key aspects like object perma-
nence/distinction, spatial relationships, and numerical tracking across dynamic
embodied viewpoints. Our evaluation shows that the best-performing current
models exhibit promising overall performance, but become increasingly unreliable
at even moderate complexity levels easily handled by humans. These �ndings
highlight challenges MLLMs face in developing robust spatial representations
from sequential visual input. Consequently,REMprovides targeted metrics and
diagnostics to foster improved spatial understanding in future models.

This chapter is based on �REM: Evaluating LLM Embodied Spatial Reasoning through Multi-Frame Tra-
jectories� (Thompson, Garcia-Lopez, and Bisk), published at COLM 2025. Dataset and code:github.com/
EmilianoGarciaLopez/REM.
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2. REM: Evaluating Embodied Spatial Reasoning through Multi-Frame Trajectories

2.1 Introduction

When navigating a familiar campus, park, or neighborhood, we rarely consult external

maps or need explicit directions. Instead, we rely on sophisticated mental representations

built through experience. These three-dimensional cognitive maps [69, 85] function as

accessible spatial databases that persist independently of our current viewpoint. Our

mental maps encode precise spatial relationships ("standing near the main gate, the statue

is to the left of the library") and allow us to plan optimal routes through areas currently out

of sight ("cutting through the science building will save time"). This remarkable ability to

maintain and interrogate comprehensive spatial representations across changing viewpoints

even enables us to answer di�cult questions like "How many blue recycling bins are on

campus?" through explicit mental enumeration, drawing on our persistent cognitive model

rather than immediate visual perception. This fundamental spatial reasoning capability,

which humans develop naturally, represents a critical challenge for current AI systems

attempting to understand embodied environments.

Multimodal Large Language Models (MLLMs) have emerged as powerful tools, demon-

strating impressive capabilities on static image and video understanding tasks. Their

ability to process and reason about visual and textual information makes them promising

candidates for robotics and embodied AI applications. However, success in complex,

dynamic environments requires more than recognizing objects or actions in isolated frames;

it demands robust embodied spatial reasoning. This entails building and maintaining

persistent internal models of 3D scenes�akin to human cognitive maps�that accurately

encode spatial relationships and object identities even as they move in and out of view

during navigation.

To investigate the extent to which current MLLMs possess these capabilities, we

introduce REM(Reasoning over Embodied Multi-Frame Trajectories). REMis a novel

benchmark speci�cally designed to evaluate embodied spatial reasoning using multi-frame

visual sequences simulating egocentric navigation within synthetic 3D environments of

controlled complexity. Unlike benchmarks focusing solely on static images [e.g.,37, 42, 61]

or complex, uncontrolled video scenarios [e.g.,55, 64], REMallows for systematic probing

of fundamental spatial understanding across changing viewpoints. It assesses critical

capacities including object permanence (tested via numerical counting across frames),

spatial relationships (tracking left/right positioning), temporal ordering (understanding

10



2. REM: Evaluating Embodied Spatial Reasoning through Multi-Frame Trajectories

Figure 2.1: REMat a glance. Left: top-down plot showing object distribution and
camera trajectory. Center: egocentric views from selected frames, simulating an agent's
perception during navigation. Right: example question-answer pairs that test di�erent
aspects of spatial reasoning: counting, comparison, temporal ordering, and left/right
relative positioning.

appearance sequence), and the ability to integrate visual context with movement history

for object identi�cation.

Our evaluation usingREMreveals signi�cant shortcomings in state-of-the-art MLLMs.

While newer models show impressive capability in reasoning over simpler scenes, as

shown in our 'baseline' dataset, performance degrades rapidly with increased complexity.

Furthermore, models fundamentally struggle with object permanence and distinction,

particularly under challenging viewpoint shifts, as demonstrated in our 'Full Rotation'

experiments where performance typically collapses. These �ndings underscore the speci�c,

deep challenges MLLMs face in developing robust spatial representations from sequential

visual input, highlighting the benchmark's utility in driving targeted improvements for

embodied AI.

11



2. REM: Evaluating Embodied Spatial Reasoning through Multi-Frame Trajectories

2.2 REM: Reasoning over Embodied Multi-Frame

Trajectories

Summarized in Table 2.1, we introduceREM, a set of three Blender-generated ego-

centric datasets designed to quantitatively evaluate multimodal large language mod-

els' abilities in embodied visuospatial reasoning, speci�cally focusing on object per-

manence and distinction, spatial relationships, and accuracy in counting and numer-

ical object comparisons. Each dataset consists of trajectories composed of sequen-

tial egocentric image frames. Crucially, the discrete camera action taken between

consecutive frames (e.g., `move forward 1m', `rotate right 15� ') is explicitly provided

alongside the image sequence as input to the model, simulating an agent aware of

its own movements. These trajectories occur within simple synthetic environments

containing objects of visually distinct shapes (cuboids, spheres, cones ) and colors

(brown, yellow, red, green, blue, purple, black, orange).

Property Baseline Single Frame Full Rotation

Num. Trajectories 3,119 (18) 350 100
Total QA Pairs 47,019 (154) 1,289 2,424
Trajectory Length(s) 2; 4; 8; 16; 32; 64 (4; 8; 16; 32) 1 24
Object Count 8-48 24 � 55 24
Duplicate Count 0 � 46 0 � 20 1 � 2
Purpose General Capabilities Single-frame Counting Object Distinction

Table 2.1: Comparative summary of theREMcomponent datasets (Baseline, Single Frame,
Full Rotation), detailing di�erences in dataset size, trajectory lengths, scene complexity,
and evaluation purposes. Mini-Baseline dataset for human evaluation shown in parentheses.

These environments are intentionally made to be simple, with easily distinguishable

object shapes and colors, asREMaims to diagnostically pinpoint failures and performance

scaling behavior in visuospatial reasoning and memory, not object detection or visual

distinction.

REMconsists of three datasets�Baseline, Single Frame, and Full Rotation. The

Baseline dataset benchmarks general capabilities across carefully varied task complexities;

Single Frame isolates single-image counting ability as a control; and Full Rotation specif-
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ically probes object permanence/distinction and contextual reasoning under challenging

viewpoint changes.

2.2.1 Baseline dataset

We introduce our baseline dataset as the foundation ofREM, designed to comprehen-

sively evaluate MLLM performance across four visuospatial reasoning tasks. It contains

nearly 50,000 question-answer pairs distributed across over 3,000 embodied image-action

trajectories. These trajectories systematically vary three key dimensions:

ˆ Trajectory Length: Sequences contain either 2, 4, 8, 16, 32, or 64 image frames

with associated actions, to evaluate how performance scales with increasing context

length and scene views.

ˆ Scene Congestion: Environments contain varying object densities, with either 8,

16, 24, 36, or 48 total objects to test performance under di�erent visual complexity

conditions.

ˆ Object Duplication: Scenes range from all-unique objects to mostly duplicated

objects (as few as two distinct types), testing identical object individuation and

tracking.

Trajectory lengths are distributed uniformly, while trajectory object densities and

total duplicate counts can be found in Figure A.2 in Appendix A. The baseline dataset

includes four primary question categories, meant to probe di�erent aspects of visuospatial

reasoning:

ˆ Object Counting: �How many blue objects are there?�

ˆ Comparison: �Are there more red cones, spheres, or equal?�

ˆ Relative Positioning: �Is the green sphere to the left or right of the blue cuboid?� 1

ˆ Temporal Ordering: �Did we see the purple cone before, after, or same time as the

orange cuboid?�

Each trajectory is automatically generated to include a variety of movement patterns,

with randomized sequences of both forward movements and rotations. We vary both the

number of consecutive forward movements before rotating (randomly left or right) and

1Importantly, this question is only asked in trajectories where objects maintain their left/right
positioning throughout all appearances in the trajectory.
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Figure 2.2: Example length-4 trajectory from the baseline dataset. Models receive
the sequence of egocentric visual frames and the corresponding discrete actions ('15°
Right', '1m Forward', '15° Right') taken between frames. Evaluating performance on such
sequences tests the model's ability to integrate visual perception with known movement
for spatial reasoning across changing viewpoints.

how many consecutive 15� rotations occur in a single direction, ranging from single 15�

turns to complete 180� (or greater) viewpoint changes, as permitted by the remaining

trajectory length. This design ensures that for longer trajectories, models cannot rely

solely on tracking objects through small, incremental camera changes, but must maintain

object representations across signi�cant viewpoint shifts where objects completely leave

and re-enter the �eld of view. An example length-4 trajectory is depicted in Figure 2.2.

Mini-Baseline dataset for Human Comparison

We also sample a representative Mini-Baseline subset (18 trajectories; 154 QA pairs) from

the larger dataset for a human performance comparison. Participants were given unlimited

time, provided a physical scratchpad, and used an interactive interface that allowed them

to use arrow keys to freely navigate images in the trajectory, similar to a reasoning model

repeatedly accessing its context while producing reasoning tokens. Mini-Baseline trajectory

statistics can be found in Figure A.3 in Appendix A.

2.2.2 Single Frame dataset

The Single Frame dataset, consisting of 350 trajectories and approximately 1,300 QA

pairs, isolates visual counting ability by eliminating frame-to-frame tracking requirements.

This control condition helps disentangle whether counting errors in sequential settings

originate from fundamental perceptual limitations, from failures in maintaining object

identity across frames, or a mixture of both. Unlike the baseline dataset, we include only

14
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Figure 2.3: Full Rotation dataset example scene: (left) top-down scene layout showing
object positions, with the camera at the origin, (top-right) view at 0� , and (bottom-right)
view after 180� rotation. Note the red sphere is intentionally duplicated between views,
while other objects occupy identical spatial positions but are visually distinct entities.
Peripheral objects at the top and bottom of the scene layout maintain visual continuity
during camera transitions, preventing empty frames with movement ambiguity.

object counting questions, providing comparative baselines for our multi-frame evaluations.

Dataset object and total duplicate statistics can be found in Figure A.1 in Appendix A.

2.2.3 Full Rotation dataset

The Full Rotation dataset, containing 100 trajectories and approximately 2,400 QA pairs,

challenges models with a trajectory consisting of a 360� rotation in a cluttered scene. At the

180� mark, the scene deliberately mirrors the initial 0� view: while the visual arrangement

appears identical, most objects are di�erent, with 1-2 target objects intentionally duplicated.

Importantly, the rotating camera maintains a continuous stream of object views, testing

whether MLLMs distinguish identities through integrated contextual and movement cues

or use simpler heuristics like spatially invariant attention aggregation. An example is

illustrated in Figure 2.3.
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2.2.4 Automated Question-Answer (QA) generation and

veri�cation

In REM, each trajectory is automatically generated with Blender-provided per-frame ground

truth object annotations, specifying color-shape identities and left-to-right spatial position-

ing. We then construct detailed data dictionaries recording object counts by color, shape,

and color-shape combinations, along with the speci�c frames where each object appears.

We automatically generate question-answer pairs using a template system for each

question type. For left/right relative positioning and temporal ordering questions, we

randomly select two color-shape entities (e.g., "red cube," "blue sphere") and consult our

ground truth annotations to determine correct answers. For counting and numerical

comparison questions, we randomly select entities (which may be speci�c color-shape

combinations, colors, or shapes) and reference our ground truth counts.

For evaluation, we employ a keyword-based veri�cation approach that identi�es terms

uniquely associated with correct answers. For instance, in counting questions, we extract

the �rst numerical value. For positioning questions, we search for a single directional

indicator ("left"/"right") - if both are provided, the answer is considered wrong per

our system prompt. For temporal questions, we look for a single sequence markers

("before"/"after"). To ensure maximum fairness to models, we exclude any question

where our veri�cation system cannot identify unambiguous correctness markers (note

this is exceedingly rare). A detailed diagram depicting the dataset generation and

veri�cation pipeline, as well as the prompting format, are provided in Figures A.4 and A.5

in Appendix A.

2.3 Dataset evaluation and results

2.3.1 Baseline results overview

We evaluate seven multimodal models: OpenAI o3 and GPT-4o, three from the Gemini

family (2.5-Pro, 1.5-Pro, 1.5-Flash), Nova-Lite-v1, and Llama-3.2-11B. The new SOTA

reasoning models (o3, 2.5-Pro) signi�cantly outperform the older non-reasoning models,

with the lightweight proprietary Nova-Lite-v1 and open-source Llama-3.2-11B performing

only slightly above chance. Note Gemini-2.5-Pro is only tested on the Mini-Baseline.
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o3 performs the best on the full Baseline with an impressive overall performance of

80.0%, but with the exception of left/right relation questions, performs noticeably worse

than the near-perfect human baseline. Notably, o3 comparatively struggles on counting

and numerical comparison tasks, which require aggregating information from multiple

objects across multiple images while respecting object permanence and distinction. A

more thorough analysis of individual question performance and scaling laws follows in

Section 2.3.2.

Question Metrics Overall Num. Comparison Left/Right Rel. Temp. Ord. Counting

Full Count 47,019 15,580 1,576 14,304 15,559
Mini Count 154 39 38 37 40
Random Chance � 33.3 50.0 33.3 �

Models Full Baseline (Accuracy %)

o3 80.0 78.3 92.3 88.4 60.9 (35.7)

GPT-4o 61.7 57.9 61.4 73.0 54.3 (24.4)
Gemini-1.5-Pro 59.6 54.3 67.7 69.0 47.4 (14.1)
Gemini-1.5-Flash 58.2 59.5 59.5 65.8 47.8 (13.8)
Nova-Lite-v1 38.7 38.1 51.3 43.4 21.9 (7.3)
Llama-3.2-11B 37.3 31.6 51.5 45.7 20.2 (7.0)

Models Mini Baseline (Accuracy %)

Human Average 97.8 96.3 99.3 98.2 97.5 (97.7)
o3 80.1 64.1 100.0 83.8 72.5 (59.1)
Gemini-2.5-Pro 79.4 74.0 78.9 94.6 70.0 (54.5)

Gemini-1.5-Pro 58.4 51.3 71.1 51.4 60.0 (36.4)
GPT-4o 57.1 56.0 57.9 59.5 55.0 (31.8)

Table 2.2: Top: dataset metrics. Middle: evaluation on the full Baseline. Bottom:
evaluation on the mini baseline sample. Reasoning models separated from non-reasoning
models. Overall performance shown in descending order. Counting question performance
with ground truth � 2 shown in parentheses.

2.3.2 Baseline performance breakdown

Figure 2.4 demonstrates basic scaling laws of non-numerical questions with overall object

count, total number of observed duplicates, and trajectory length. For simplicity, we limit

our analysis to o3, although similar scaling laws are observed with other models.

Object Comparison. We observe greatly decreasing performance with overall scene

congestion (both observed object count and duplicate count), with the most complex
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Figure 2.4: o3 QA performance across three scaling factors: (a) observed object
count, (b) observed duplicate count, and (c) trajectory length. Curves show
average correctness for Numerical Object Comparison, Temporal Ordering, and Left/Right
Positioning tasks.

scenes (36 viewed objects) dropping below 60% overall accuracy. Similarly, a moderate

decrease in performance is also observed with increasing trajectory length beyond 4 images.

In both cases, this is likely due to decreased signal-to-noise ratio (occlusion, scene diversity)

of the two objects being compared, and a greater need to sift through the scene for the

correct objects.

Additionally, as shown in Figure 2.5, we notice a signi�cant decrease in model perfor-

mance as targeted object counts become more similar, with 0 di�erence in target object

quantities resulting in only 66% accuracy. Qualitatively comparable performance drop-o�

with GPT-4o and Gemini suggests models are using a kind of "fuzzy counting" heuristic

that begins to fail with decreasing di�erence in target object quantities.

Temporal Ordering. We initially observe a strong reduction in performance with

increasing scene congestion (object count), but unlike the other question types, not with

trajectory length. Interestingly, we also see a strong positive correlation with maximum

duplicate counts, with the highest counts reaching saturation. The explicit relationship

between duplicate count and overall object count is more directly observed in Figure 2.6,

which shows that even in the most congested scenes, increasing duplicate count can lead

to performance saturation. This is likely due to increasing duplicate count resulting

in order-preserving questions being more likely to target the duplicates, which have an

increased signal-to-noise ratio (less attention competition) in the scene.
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Figure 2.5: o3 numerical object com-
parison count accuracy vs. the di�er-
ence in target object counts. Includes
95% con�dence interval. Random 33%
baseline provided in red.

Figure 2.6: o3 temporal ordering ques-
tion performance as a function of ob-
served duplicate and total object counts.
Di�erent colored lines bin respective object
counts, with random 33% baseline provided
in red.

Left/Right Orientation. In Figure 2.4, we notice left/right questions scaling

strongly with scene congestion and moderately with trajectory length. An intuitive

potential explanation for the scene congestion scaling is provided by increased occlusion,

object attention competition, and more non-target objects appearing between the targets.

Performance degradation with trajectory length is similarly intuitively explained by

increasing scene complexity.

Counting Questions. Counting question performance is predominantly dependent

on target object ground truth count. As shown in Figure 2.7, o3 progressively undercounts

objects as ground truth increases. In fact, counting questions with target object class

ground truth � 2 have an overall accuracy of only 35.7%.

Additionally, Figure 2.7 demonstrates that, independent of ground truth count, increas-

ing trajectory length does not seem to consistently a�ect undercounting. This is perhaps

counterintuitive, as longer trajectories include more diverse viewpoints of persistent objects,

which would naively result in relative overcounting.

Furthermore, we observe in Figure 2.8 that while the ground truth number of target

objects seen throughout the entirety of a trajectory is typically greater than the number

observed by models in any single frame, the amount predicted by o3 closely tracks the

latter value. Based on these observations alone, it is not clear whether counting is

considering overall trajectory object counts (requiring some notion of object permanence
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Figure 2.7: o3 average undercounting
fraction as a function of target object
ground truth count. Di�erent lines indi-
cate di�erent trajectory lengths.

Figure 2.8: o3 counting predictions vs.
maximum number of target objects in
a single frame. Includes both single-frame
and multi-frame trajectory ground truths,
both with 95% con�dence interval.

and continuity) or if the model is simply selecting some subset (potentially the maximum

object frame) of the trajectory, and returning a value correlated with object count in that

subset.

It is also notable that while absolute counting performance is increasingly poor beyond

ground truth counts 0 � 1, o3 does retain a strong notion of more vs less objects in a

trajectory, explaining why object comparison results are superior to absolute counting in

higher duplicate count (and thus higher target object count) settings.

2.3.3 Single frame counting results

Similar to baseline counting, o3 exhibits systematic undercounting behavior in single-frame

scenarios while maintaining a strong correlation with true object counts. This pattern

again indicates that although absolute counting accuracy is limited, models retain a

meaningful notion of relative quantity (Figure 2.8).

By averaging the fraction of undercounting observed with ground truth� 2 in Figure 2.8,

we see that o3 undercounts with an average prediction-to-actual ratio of 0.65 (compared

to 0.73 in multi-frame with same average ground truth), and progressively undercounts

worse with increasing ground-truth values. Notably, we never observe overcounting. This

improved undercounting ratio for multi-frame trajectories vs. single-frame trajectories
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(approximately 13% higher predictions), suggests that o3 is doing some kind of limited

object count aggregation across frames.

2.3.4 Full Rotation results

Table 2.3 shows that the best-performing model, OpenAI o3, consistently undercounts in

both single and double duplicated object scenarios, with a slightly less severe bias when only

a single object is duplicated. This result is intuitive: the single-duplicated case features

more distinct visual context after the 180� rotation, making the duplicated object scene

easier to identify as di�erent than the initial view. However, the dramatic undercounting

when the ground truth is two (86% and 90% failure rates for single and double duplication,

respectively) reveals a critical failure in integrating the complete trajectory. o3 fails to use

the explicit motion cues and clear object di�erences to understand that visually similar

con�gurations at 0° and 180° represent distinct sets of objects. Similar failure rates are

seen for all other tested models, including GPT-4o and the Gemini-1.5 family.

Ground Truth
Single Duplicated Object Two Duplicated Objects

Undercount Correct Overcount Undercount Correct Overcount

0 0:00 1:00 0:00 0:00 0:95 0:05
1 0:09 0:91 0:01 0:06 0:93 0:01
2 0:86 0:14 0:00 0:90 0:10 0:00

Table 2.3: Impact of intentional object duplication on counting accuracy in
the Full Rotation dataset with OpenAI o3. Counting questions target objects with
ground truth counts of either 0, 1, or 2.

2.4 Related work

Introducing MLLMs. Multimodal Large Language Models (MLLMs) typically combine

pretrained vision encoders [76], [24] with large language models (LLMs) [10], [17], [74],

[86], [88]. This integration enables them to process and reason about both visual and

textual information, demonstrating strong capabilities in tasks such as visual question

answering, image captioning, and generating descriptions grounded in visual input [97].

The potential of these models extends to applications requiring interaction with a physical
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world, including robotics and embodied AI, where understanding dynamic scenes and

spatial contexts is essential [25], [8], [89], [59].

MLLM Benchmarks for Static Images. A substantial body of work focuses on

evaluating MLLMs using single static images. Benchmarks utilizing synthetic scenes

like CLEVR [47] assess compositional reasoning and spatial relationships in controlled

settings, while those grounded in real-world images, such as VQA v2 [37], GQA [42], and

NLVR2 [83], evaluate understanding and reasoning based on a single naturalistic visual

input. Furthermore, comprehensive evaluation suites including MME [29] and MMBench

[61] provide broader assessments across diverse perception and cognition tasks within a

single-image context. While invaluable for measuring progress in interpreting complex

visual scenes, these static evaluations highlight the need for distinct methodologies capable

of addressing the challenges posed by temporal dynamics, viewpoint changes, and the

continuous perception-action loop characteristic of embodied agents.

MLLM Benchmarks for Video and Embodied Spatial Reasoning. To evaluate

performance on dynamic inputs, numerous video-based benchmarks have been proposed,

targeting various aspects of understanding. Early benchmarks often focused on temporal

event comprehension, action recognition, or causal reasoning within videos [32, 44, 52, 96],

with diagnostic datasets further probing speci�c temporal concepts [57, 62]. Subsequently,

comprehensive benchmarks emerged to assess broader video understanding across diverse

content and tasks [27, 30, 55, 56, 68]. More recently, re�ecting the push towards embodied

AI, evaluations have increasingly incorporated embodied perspectives, revealing challenges

in areas like long-form egocentric understanding [64], embodied question answering [63],

and spatial reasoning (including explicit counting) using realistic trajectories from 3D

scans [94]. While these benchmarks e�ectively identify performance gaps on complex

tasks, REMcomplements them by utilizing a controlled synthetic environment speci�cally

designed to enable detailed analysis of how fundamental factors in�uence core spatial

reasoning performance. By precisely manipulating trajectory length, scene clutter, and

object duplication, REMallows for a systematic study of their impact on object permanence

(critically tested via counting across views), spatial relationship tracking under viewpoint

shifts, and numerical consistency during simulated movement. This focused approach

provides targeted diagnostics on where models might fail, o�ering insights beyond overall

performance metrics on complex scenarios.
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2.5 Discussion

We introduced REM, a benchmark leveraging controlled synthetic environments to probe

MLLM embodied spatial reasoning across sequential egocentric viewpoints. Our analysis

suggests a core limitation: MLLMs struggle to build and maintain a stable internal

world model that integrates visual perception with explicit discrete egomotion

to track distinct object instances over time and viewpoint changes. This

fundamental de�cit manifests in the models' handling of object identity and quantity

across dynamic scenes:

The poor world modeling results in de�cient spatiotemporal context integration,

meaning models fail to correctly update their internal scene representation using the

explicitly provided actions alongside unfolding visual context (Section 2.3.4). This is

best shown in the `Full Rotation` experiment (Table 2.3), where models cannot leverage

known motion and visual change to disambiguate visually similar scenes. They incorrectly

merge distinct object instances seen before and after the 180� turn, demonstrating a

failure to ground perception in movement and visual context to form a viewpoint-invariant

understanding.

This di�culty in individuating objects using spatiotemporal context possibly contributes

to the observed poor numerical grounding (Sections 2.3.2, 2.3.3). When distinct

instances are erroneously merged due to context integration or object representation

failures, systematic undercounting can naturally follow, extending observed under-counting

biases in single-frame perception to multi-frame trajectories.

The impact of this core limitation additionally varies across other speci�c tasks.

`Counting` directly probes permanence (degrading with ground truth count, Figure 2.7).

`Numerical Comparison` re�ects noisy object quantity representations (failing on small

di�erences, Figure 2.5). `Left/Right` reasoning shows decaying relational tracking with

distance and clutter (Figure 2.4). `Temporal Ordering` highlights sensitivity to distinct

instance tracking versus overall scene complexity (improving with duplicates, degrading

with congestion, Figure 2.6). Unlike static or uncontrolled video benchmarks,REM's

systematic variation isolates these speci�c failures in dynamic spatial reasoning. For

example,REMshows that by simply increasing scene congestion from the Baseline dataset

average to 36 viewed objects, and only including counting questions with ground truth

> 1, overall SOTA model performance drops from an impressive 80% to under 60%.
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This inability to form integrated world models (cognitive maps) is a primary bottleneck

for deploying MLLMs in embodied AI. Future work must prioritize architectures and

training paradigms that explicitly foster robust object permanence and the integration of

spatiotemporal context, using targeted benchmarks likeREMto measure progress towards

spatially grounded intelligence.
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Chapter 3

Knowledge Propagation across

Embodied Experience

Whereas models select and summarize from relevant frames, humans naturally
propagate knowledge across experience, threading context through both space
and time to bind observations that were never co-visible. Frontier VLMs
excel at needle-in-a-haystack (NIAH) retrieval, enabling impressive gains on
embodied scene understanding benchmarks, as these are limited to short horizon
scenarios with minimal visual aliasing. We demonstrate on OpenEQA that
single frame selection largely su�ces in this regime, bypassing the need for state
maintenance across frames. No existing EQA benchmark exposes the mismatch
between the strengths of current VLMs and the persistent state propagation that
real-world embodied reasoning demands. Thus, we introduceCampus-Bench:
three 2+ hour, 4+ mile episode histories each traversing roughly 20 buildings,
with queries explicitly requiring either single frame selection or persistent state
propagation. VLMs comparatively excel at retrieval and collapse on propagation
questions. We also introduce Embodied Semantic Memory (ESM), where an
MLLM agent incrementally constructs a hierarchical spatial-semantic memory
during experience and traverses it at inference, externalizing propagation into
memory construction as the episode unfolds. ESM dramatically improves
propagation while maintaining competitive retrieval performance, suggesting
VLMs struggle to perform state maintenance internally. Our results motivate
benchmarks, training procedures, and architectures that target state propagation
as a core capability for embodied agents.

This chapter is based on �Knowledge Propagation across Embodied Experience� (Thompson, Salcedo,
Garcia-Lopez, Gonzalez, Zhang, and Bisk), under review at NeurIPS 2026 at the time of writing.
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Figure 3.1: From stateless to stateful embodied scene understanding.

3.1 Introduction

A university student approaches an unfamiliar campus building and notices a nameplate:

�Hall of Computer Science." Inside, the student carries the nameplate's semantics with

them, despite it disappearing from view: I am in the Hall of Computer Science. By the

elevator, a �oor indicator reads �3". Climbing two �ights of stairs, they update their

persistent �oor state even in the absence of �oor signs: four, then �ve. Down a hallway, a

printer alcove catches their eye. Although the nameplate, �oor indicator, stairwells, and

printer were never co-visible and were separated by several minutes of experience, the

student binds them: a printer on the �fth �oor of the Hall of Computer Science. Two

weeks later, a friend mentions another printer in a back o�ce on that �oor � despite

never being seen, it too is now integrated. When asked �How many printers are on the
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�fth �oor of the Hall of Computer Science?", the student queries their uni�ed cognitive

map, and responds: �two.�

We de�ne computational primitives to characterize this process (Figure 3.1). Select

attends to relevant single-image observations: the nameplate, the �oor indicator, the

stairwell, the printer, or the friend's utterance. Aggregate performs local operations

over selected evidence, such as classi�cation, counting, or attribute comparison. Cluster

groups nearby observations into local spatial-semantic units, enabling binding within a

room, hallway, �oor segment, or other local region. These primitives resemble the modular

view of visual reasoning in Neural Module Networks [1]: a question can be answered in a

single forward pass by composing Select and/or Cluster to produce an intermediate

representation, and then applying Aggregate to extract a response.

Propagate, instead, is characterized by experience-time recurrence: each new ob-

servation is interpreted against all previously known representations and may revise

them in turn. Rather than producing intermediate representations in a single forward

computation, propagation iteratively updates semantic state, alters relations, or uni�es

previously separate units across the episode. The student's cognitive map illustrates this

progression: observations are Selected, locally Clustered, and Propagated into a

dynamic representation that no local group of frames contains.

We argue that prominent Episodic Memory Embodied QA (EM-EQA) benchmarks

require Select, but not Propagate. They are built on short-horizon environments �

single apartments, homes, or individual buildings traversed over minute-scale episodes

� characterized by visually unique semantic zones and minimal aliasing. Evidence is

locally recoverable. �What color is the chair in the bedroom?� requires only retrieving

frames containing both a bedroom and chair, then reading the attribute. This resembles

Needle-In-A-Haystack (NIAH) retrieval, a task at which the transformer architecture

particularly excels. In Section 3.3, we characterize what environments require propagation,

then show that existing EQA environments largely lack these properties, and �nally

verify the prediction on OpenEQA: oracle single-frame selection recovers most full-context

performance.

The mapping community has pushed to larger environments, like buildings and entire

campuses [36, 93], making retrieval tractable at scale by organizing visually aliased regions

into distinct spatial-semantic units through Cluster. Within a cluster, semantics bind

locally: a nameplate labels its surroundings, cooking implements a kitchen. Bottom-up
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hierarchical clustering enables parent nodes to inherit semantics from children: a building

node may acquire �Hall of Computer Science� from a child region containing the nameplate.

But Cluster is not Propagate. Disjoint clusters, even when metrically adjacent or

hierarchically related, do not automatically share evolving semantic state. The inference

that cluster B sits above clusterA does not by itself imply that if A is ��oor 3,� then B is

��oor 4�; this requires updating state across the transition. Likewise, when evidence is non-

local (e.g. a friend's mention, a campus map, or a hint about a place not currently visible),

there may be no local cluster from which to recover it. Even these larger benchmarks

primarily evaluate Select, while existing memory methods mostly implement Cluster;

neither directly targets Propagate.

To expose this gap, we introduceCampus-Bench: a benchmark designed to require

Propagate. Each trajectory spans � 4 miles of walking over 2+ hours through campus

environments with 18+ buildings, repeated structure, hierarchical containment, and

non-local binding. Queries require either only Select (retrieval) or both Select and

Propagate (propagation), enabling direct comparison of the two regimes on the same

underlying episodes. Long-context MLLMs succeed at retrieval but collapse on propagation.

We further introduce Embodied Semantic Memory (ESM), in which an MLLM agent

incrementally constructs a hierarchical spatial-semantic memory over its episodic history

using only RGB. By conditioning each update on the memory built so far, ESM writes

accumulated semantic state into the representation itself, externalizing Propagate into

memory construction rather than leaving it to raw-frame inference. ESM dramatically

improves propagation while maintaining competitive retrieval performance, suggesting that

VLMs struggle to perform state maintenance internally. Together, our results motivate

benchmarks, training procedures, and architectures that evaluate and support state

propagation as a core capability for embodied agents.

3.2 Related Work

Embodied Question Answering: Benchmarks for Select. Embodied Question

Answering (EQA) [21] is the task of understanding an environment to answer natural lan-

guage queries. OpenEQA [63] introduced the �rst large-scale, open-vocabulary benchmark,

with subsequent work extending the literature to grounded answers, multi-object reasoning,

query ambiguity, and metric queries over space and time [3, 14, 45, 94, 98]. All but Anwar
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et al. [3] are limited to simple indoor scenes such as homes or single apartments, where

episodes are short and evidence necessary to answer questions is selected from at most a

handful of frames. NaVQA [3] extends to longer outdoor trajectories, but evidence remains

locally recoverable: metric answers are read from sensor metadata stored with retrieved

frames. None systematically require Propagate. This resembles needle-in-a-haystack

retrieval [60] � a task at which state-of-the-art MLLMs now excel [ 34, 72]. Note we

explicitly focus on episodic memory (EM-EQA [63]) rather than active exploration.

Scene Representations: Cluster without Propagate. Traditional 3D representa-

tions such as point clouds and metric maps, while geometrically precise, are computationally

expensive and lack the semantic abstraction needed for complex reasoning [13, 41, 81, 99].

Scene graphs o�er a more compact alternative [43, 79], and VLMs have enabled open-

vocabulary variants [22, 38]. More recent structured memory for embodied agents range

from �at retrieval over frame captions [70], to co-visible object clusters [95], to spatially-

clustered hierarchies [93, 98], to 3D/4D scene graphs [36, 80]. These methods share a

common computational structure: bottom-up spatial-semantic clustering that we call

Cluster. Many are evaluated in small indoor environments, and those that directly

compare to MLLMs compare against older non-CoT models with weaker long-context

visual reasoning. Unlike ESM, which requires only RGB, none permit an MLLM agent

self-directed agency over both memory construction and inference, and all but Ong and

Jang [70] require depth and poses. All build structure bottom-up from spatial proximity;

none thread semantic state through experience.

Agentic Frameworks for Long-Horizon Reasoning. Agentic Retrieval Augmented

Generation (RAG) methods such as Self-RAG [6], FLARE [46], and IRCoT [87] introduce

agency at inference time, where the LLM decides when and what to retrieve, evaluates

relevance, and iterates. However, these methods operate over �xed document collections via

query-based similarity and are evaluated on text QA benchmarks. Large-scale embodied

reasoning poses a di�erent challenge: the agent must actively decide what to store and

how to structure spatial-semantic memory as experience unfolds, not merely retrieve from

a �xed corpus at query time. Furthermore, inference over embodied memory requires

traversing spatial structure, not just semantic similarity, to locate relevant memories. With

ESM, we adopt this paradigm for embodied experience: the MLLM agent decides what to

Select, Cluster, and Propagate during construction, then selectively traverses that

structure at inference.
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3.3 A Semantic Unit View of Embodied Question

Answering

Figure 3.2: A schematic of the computational primitives and their compositional
hierarchy.

3.3.1 Task Formulation

We adopt the standard EM-EQA task formulation with pre-generated egocentric episode

histories. The evaluator provides the model an evaluation package E = (H; Q).

Episode History. We de�ne the episode history H = fo tgN
t=1 as an ordered sequence

of multimodal observations. Each observationot = ( I t ; L t ) consists of an egocentric RGB

imageI t and an optional linguistic hint L t representing context �heard� or read at stept.

The hint L t is independent ofI t and may convey information, such as �The elevators are

broken,� that is not visually present in the frame.

Queries. We de�ne Q = fhQ(k) ; A?(k) igK
k=1 , whereQ(k) is the question text andA?(k)

denotes the reference answer or answers used for evaluation.
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Answers. Outputs are either structured JSON designating scene names, counts, or

relations, or concise unstructured statements evaluated by an LLM or human judge.

3.3.2 Semantic Units, Support, and Query Depth

An embodied episode is an evolving semantic memory over units, relations, and semantic

state. A semantic unit is an entity, observation, utterance, or spatial-functional region

that can hold meaning: a view, object, room, road segment, �oor, building, etc. Relations

organize these units, encoding structure such as observation, containment, connectivity, or

co-reference. Semantic state stores the values attached to units, such as �red,� �closed

except to employees,� �oldest,� or ��fth.�

Let M t = ( Vt ; Et ; St ) denote the episode memory at timet. Here, Vt is the set of

semantic units constructed so far,E t their relations, and St (v) the semantic state attached

to unit v 2 Vt . For example,Vt may contain a printer, room, �oor, and building; E t may

encode that the printer is in the room, the room is part of the �oor, and the �oor is part

of the building; and St may store that the building is the Hall of Computer Science, the

�oor is �fth, or the printer is gray.

This view exposes three axes along which answering an EQA query can di�er in

di�culty:

ˆ Semantic Unit Complexity: the complexity of the unit and its relations that

must be represented to answer the query. Units range from atomic observations,

such as a view or object, to local composites, such as rooms or hallway segments,

to higher-order or abstract units, such as buildings or sets like �red brick buildings

with water fountains.�

ˆ Support: what evidence determines the unit's semantics. Support may be in-frame,

when the unit and its semantics are visible in one observation; local, when semantics

are recoverable from nearby or metrically grouped observations; sparse non-local,

when an utterance, map, sign, or query-provided hint updates a unit outside its local

context; or trajectory-distributed, when the semantics require inspecting an extended

path of observations, such as determining whether an intermediate sign renames one

directional span of a road but not the other.
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ˆ Query depth: the required memory traversal or composition to answer, including

reading one unit, following containment or connectivity relations, and aggregating

over a subgraph.

These axes separate representation construction from query-time reasoning. Query

depth captures the familiar modular operations used to answer a question, such as selecting,

counting, comparing, or following relations. Unit level and support determine whether the

semantic operands of those operations are already available in a frame, can be built from

local structure, or must be established and revised across experience.

3.3.3 From Selection to Propagation

Figure 3.2 illustrates Select, Cluster, and Propagate as a hierarchy of semantic

memory construction paradigms, where each method subsumes the functionality of the

last.

Select is the frame-local case. The semantic memory representation is recover-

able from a single observation, or from multiple observations that can be interpreted

independently:

MSelect = �(o t ):

Cluster expands the unit of local interpretation from one frame to many adjacent

observations:

C = Cluster(o i 1 ; : : : ; oi k ); M C = �(C):

where C is typically computed from local metric support, such as object clustering.

Propagate introduces recurrent experience-time updates that revise existing memory

beyond a single observation or locally formed cluster. Each observationot is interpreted

against the memory accumulated so far, and the update is applied throughout the episode:

M t = U(M t�1 ; ot ); t = 1; : : : ; T:

Equivalently,

MT = U(� � � U(U(M 0; o1); o2) � � � ; oT ):
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Unlike Select or Cluster, this is not a simple feedforward construction from a frame

or local group of frames. Each new observation can add semantic units, revise relations,

update semantic state, or unify previously separate units across the episode.

Therefore, these primitives form a nested progression. Select is the degenerate case

of Cluster where the cluster contains a single observation. Meanwhile, Cluster is

realized by restricting Propagate to a locally formed group of observations. Propagate

is the general case, where each new observation may revise memory accumulated anywhere

in the episode:

QSelect � Q Cluster � Q Propagate :

3.3.4 What Propagation Requires

The hierarchy above allows us to state what properties of an environment�query pair

require each semantic memory construction paradigm for successful EQA. Select su�ces

when the needed memory is recoverable from independently interpreted observations i.e.

NIAH retrieval. Cluster su�ces when the needed units, relations, and semantic state

can be constructed bottom-up from locally formed groups of observations. Propagate is

necessary only when successful answering depends on memory that cannot be constructed

by either lower regime.

This yields three requirements:
ˆ Locally insu�cient memory. The units, relations, or semantic state needed to

answer cannot be recovered from the target observation or its local cluster.

ˆ Non-local memory updates. Observations elsewhere in the episode establish,

maintain, or revise the units, relations, or semantic state needed for the answer.

ˆ Memory-conditioned queries. The answer depends on propagated units, relations,

or semantic values, rather than merely on locally visible objects, attributes, or

relations.

3.3.5 Existing Benchmarks Emphasize Local Recoverability

We argue existing EM-EQA benchmarks do not systematically target environment�query

pairs requiring Propagate. OpenEQA and related benchmarks are built on compact

indoor scans � homes, apartments, or single buildings � where the relevant semantic
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memory is often locally recoverable: there is typically one kitchen, one living room, or one

relevant functional region, with target objects that are themselves unique in the scene.

As discussed in Section 3.1, larger-scale mapping work moves beyond compact indoor

scans, but still does not target the environment�query pairing needed for propagation.

CODa and NaVQA provide longer robot trajectories, but the EQA-style setting remains

limited along the dimensions that matter here: only a small number of adjacent buildings,

no multi-�oor traversal, and little in-situ text for setting semantic state [3]. Moreover, the

associated NaVQA and OC-NaVQA questions are primarily object-centric, asking where,

when, or whether objects and events were observed, rather than making answers depend

on memory updated outside the target observation or local cluster [3, 36].

Dataset Multi-Bldg Multi-Floor In-situ Text Max Path

ScanNet 7 7 7 �10m
MP3D 7 3 (1�3) 7 �50m
HM3D 7 3 (1�3) 7 �20m
Gibson 7 3 (1�4) 7 �40m
CODa 3 (1�2) 7 7 �1.5 km

Ours 3 (18+) 3 (35+) 3 �7 km

Table 3.1: Environment comparison. Structural properties of a scene in ScanNet,
MP3D, HM3D, Gibson, and CODa [3, 12, 20, 78, 92] compared toCampus-Bench. Multi-
building and multi-�oor structure introduce propagatable semantic units; in-situ text
provides state-setting observations; and max path length indicates the scale over which
state may persist. State-conditioned questions are addressed byCampus-Bench's question
taxonomy in Section 3.4.

Table 3.1 shows that existing datasets lack multi-building, multi-�oor structure, and

in-situ text that make non-local memory updates native. These environments remain

well-suited for evaluating Select and Cluster; we validate this on OpenEQA in the

next section.

3.3.6 OpenEQA is Largely Solvable by Selection

The analysis above predicts that OpenEQA should be largely solvable by Select: if

most questions are locally recoverable, then an oracle single-frame input should recover
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Model Score "

Human 86.8

GPT-5-High 74.6
GPT-5-High-OS 70.6
GPT-4V 55.3

GPT-5 (blind) 41.9
GPT-4 (blind) 33.5

Table 3.2: OpenEQA on the HM3D split. Oracle single-frame Select with GPT-5-
High-OS recovers most full-context performance, suggesting OpenEQA primarily rewards
selecting the right observation rather than propagating state across observations.

much of the full-context performance. A human annotator inspected all queries on the

HM3D split of OpenEQA (557 queries) and found that fewer than 30 require multi-frame

Select or short-horizon Propagate; for each query, the annotator selected the single

best frame as model input. We compare this oracle single-frame setting against the

standard full-context setting. Table 3.2 demonstrates that models have improved on

their ability to perform Select in EQA but does not imply they are better embodied

reasoners broadly. This also aligns with improved NIAH retrieval performance in other

long-context domains [34, 60, 72]. Systematic evaluation of Propagate therefore requires

environments with the structural conditions provided byCampus-Benchas described in

Table 3.1 paired with questions that make answers depend on propagated memory.

3.4 Campus-Bench

Campus-Benchevaluates model performance discrepancy between Select and Propagate

established in Section 3.3.

Question taxonomy. All questions are human-authored and categorized by the weakest

semantic memory construction paradigm su�cient to answer them:
ˆ Selection. Answerable from one frame, or multiple that can be interpreted inde-

pendently. Example: �What vehicle was visible under the 37th street road sign?�

(A white van.)
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