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Abstract

Reinforcement learning agents in complex tasks often require extensive exploration
of large state spaces before useful structure emerges. Humans, in contrast, leverage
high-level semantic knowledge such as recipes, instructions, or labels, and adapt to
new tasks by grounding that prior knowledge in the environment. This thesis develops
Knowledge Graph-Augmented Reinforcement Learning (KG-RL), a method built to
augment RL policies with structured graph information. This work demonstrates the
ability of our method to inject this structured prior into a variety of policy networks,
and to act across a range of environments. The adapter consumes a task knowledge
graph (KG) merged each step with a scene graph (SG), runs a Graph Convolutional
Recurrent Network over the merged graph, and pools the result through a small
recommender into a fixed-width feature vector concatenated with the backbone’s
observation features before the heads. The backbone itself is untouched, so the
adapter slots into learned policies such as CNN–MLP, SoftMoE–LSTM, GTrXL, and
PoliFormer without modification; bringing it to a new environment requires only
enumerating a handful of entities and relation templates before training.

The KGs are built from a small set of named entities (objects, tools, room types,
achievements) plus three to six relation templates: instantiated against simulator-
exposed tables in symbolic environments, or mined by a one-time pre-pass of the
same perception pipeline that builds per-step SGs in open-world AI-Habitat. The
SG is constructed per step either algorithmically (geometric probes over the simula-
tor state) or perceptually (open-vocabulary detection and promptable segmentation
over the agent’s RGB frame). Across four environments—Overcooked-AI, MiniGrid,
Craftax, and AI-Habitat ObjectNav—and the four backbones, the adapter delivers
two improvements independent of backbone choice: faster training to the same final
policy (single-agent Overcooked, MiniGrid), reaching the same asymptotic reward in
up to �3� fewer environment steps in certain environments, and higher final policy
under a fixed budget (two-agent Overcooked, Craftax, AI-Habitat), where on Craftax
and AI-Habitat our method overtakes the available published baselines. Both gains
scale with task complexity, and the adapter is robust to substantial KG corruption,
retaining its advantage with half of the graph’s nodes removed.
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Chapter 1

Introduction

Reinforcement learning (RL) has produced agents that play games at superhuman

levels [93], control robots [76], and discover novel strategies that surprise their own

designers [139]. Yet nearly every such result rests on extensive exploration: the agent

learns slowly [147]. On compositional, sparsely rewarded tasks, an RL agent will

consume tens of millions, sometimes billions [160], of environment interactions before

it stumbles onto behavior that a person could describe in a single sentence. The

agent is forced to rediscover, through trial and error, structure that is already known:

structure that a human would simply read o� a recipe, a map, or a crafting tree. This

thesis is about closing that gap: handing the agent the structure it would otherwise

have to reinvent, in a form that is cheap to construct, reusable across tasks, and

independent of the policy architecture.

1.1 Sample ine�ciency on compositional tasks

Consider an agent in a simulated kitchen tasked with preparing a soup: it must gather

a tomato and an onion, chop each, combine them in a pot, cook for a �xed duration,

plate the result, and deliver it to a serving station. The reward arrives only at the very

end, when a correct dish is delivered. Every intermediate step�picking up the right

ingredient, �nding the cutting board, waiting for the pot, fetching a plate�yields

nothing on its own. To receive a single unit of feedback, the agent must execute a long,

precise, ordered sequence of subtasks, and any deviation along the way wastes the

episode. Specialized dense reward functions can approximate this sequential objective

and make it easier to learn, but they are di�cult to design, and in most complex

settings they remain only approximations of the true sequential reward [53, 100]. An

agent given a mis-speci�ed approximation will optimize it as written, exploiting any

gap between the proxy and the task it stands in for [5, 119].

Sparse reward is only part of the di�culty; the space of behaviors the agent must

search through grows combinatorially with the length and compositional depth of the

1



Figure 1.1: Training steps to reach 90% of planner-optimal return as recipe size grows
(Overcooked). The unaided policy's cost grows super-linearly and it stops converging at 13
ingredients; the same policy conditioned on the recipe's knowledge graph scales approximately
linearly through 19. The evaluation chapters measure this phenomenon in full (Chapters 4
and 5).

task. Each additional ingredient adds another subtask and another ordering constraint

to respect. As the background chapter argues (Section 2.1.3), the reward-free stretch

of training that an undirected policy must survive before it �rst sees reward grows

rapidly with the compositional depth k; sparing the agent that rediscovery burden

is what a structural prior is for. Standard RL agents that scale gracefully on short,

dense-reward control problems can therefore fail outright once the compositional

depth crosses a modest threshold. In the cooking domain studied in this thesis [24],

conventional agents cease to converge on recipes beyond roughly a dozen ingredients,

while the same underlying task structure is, to a human cook, no harder to understand

than a four-ingredient one. The task is hard for the agent because it begins from

a blank slate, and the structure that makes the task tractable for a human (which

ingredients exist, what can be done to each, which tool each action requires, how

the pieces compose into the goal) is invisible to a learner that sees only pixels or a

feature vector and a scalar reward. Figure 1.1 makes this concrete: training cost for a

conventional agent grows super-linearly with recipe size, while the same policy handed

the recipe as a knowledge graph scales approximately linearly to depths the unaided

agent never solves.

Existing remedies fall into two broad families. The �rst family reshapes the

learning signal itself: reward shaping supplies dense intermediate rewards [35, 100],

curriculum learning orders tasks from easy to hard [14], intrinsic-motivation and
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exploration bonuses reward novelty [13, 106, 110], and hierarchical RL decomposes

the problem into temporally extended options [9, 98, 149, 159]. These methods attack

the sparsity and length of the credit-assignment chain by manipulating what the agent

is rewarded for and when. The second family supplies a structural prior : rather than

changing the reward, it changes what the agent knows or how the agent represents

the world, injecting inductive biases that encode something about the task before any

reward is seen. Relational and object-centric architectures [12, 186], symbolic state

abstractions [44, 47, 170], and the use of external structured knowledge [2, 164] all

belong here. The distinction is not airtight�a good structural prior makes the learning

signal easier to follow, and a good shaped signal implicitly encodes structure�but it

is a useful axis along which to place a contribution.

This thesis sits �rmly in the structural-prior family. We do not alter the reward,

and we do not assume access to a curriculum or to intermediate supervision. Instead,

we give the agent a compact, symbolic description of the task's structure (the entities

involved, their a�ordances, the tools and subgoals that connect them) and we fuse

that description into the policy so that the agent can ground reusable abstractions

rather than rediscover them.

1.2 Using RL to learn from instruction

The motivation for this approach is easiest to see in how humans handle the same

compositional tasks. A chef handed a new recipe does not begin by experimentally

establishing that onions can be chopped, that a pot is required to make soup, or that a

dish must be plated before it can be served. That knowledge is symbolic, transferable,

and largely independent of the particular kitchen the chef is standing in. What the

recipe does not supply is the grounding: where, in this speci�c kitchen, the cutting

board is; how to physically navigate to the pot; the exact motor sequence to pick

up an onion. A person who already possesses the structure spends their learning

e�ort almost entirely on grounding, which is why an experienced cook can produce an

unfamiliar dish in one or two attempts rather than thousands.

The same division of labor governs navigation. A person dropped into an unfamiliar

building searches e�ciently not because they have memorized its �oor plan, but

because they carry a prior over how buildings are organized: kitchens usually contain

refrigerators, bedrooms usually contain beds, a sofa is more likely near a television

than near a toilet. This commonsense relational knowledge (which objects co-occur,

which rooms contain which targets [143]) prunes an otherwise enormous search, and

3



Figure 1.2: The high-level idea pursued throughout this thesis. A static task knowledge
graph (symbolic, transferable structure: which entities exist, what can be done to each, which
tool each action requires, how subgoals compose into the goal) is merged with a per-step
scene graph (situational structure read o� the current observation), encoded, pooled into
a single feature vector, and fused with the policy's own observation features. The agent
inherits the structure it would otherwise have to rediscover, and spends its learning budget
on grounding rather than on reinventing the recipe.

exploiting it is what distinguishes e�ective semantic object-goal navigators [25, 173].

Here too the grounding (which way is the kitchen here, what the corridors actually

look like) is situated and must be learned on the spot.

This recurring pattern is the conceptual core of this thesis, sketched in Figure 1.2:

symbolic, transferable task knowledge on one side, and situated, perceptual grounding

on the other. We argue that an RL agent should be given the �rst and made to

learn only the second. Concretely, we encode the transferable task knowledge as

a knowledge graph (KG) [68, 140]: a structured collection of nodes for the objects,

a�ordances, tools, and subgoals that the task involves, with edges for the relations

among them (which ingredient can be chopped, which a�ordance requires which tool,

which subgoals compose into the goal). The policy network, trained by RL, retains

responsibility for grounding: mapping the abstract entities in the graph onto the

concrete instances in the current observation, and learning the motor and navigation

skills that the graph does not specify. The same KG transfers across super�cially

di�erent tasks that share structure (a chopped-onion subgoal is the same abstraction

whether the dish is a soup or a stew), so the cost of acquiring and using the structure

is amortized in a way that pure trial-and-error never permits.

This pattern re�ects an asymmetry: a task being hard to perform is not the same
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as it being hard to describe. Many of the tasks on which reinforcement learning is least

sample-e�cient are ones a person could specify in a sentence or two�prepare this dish

from these ingredients, fetch the object in the other room, craft the tool that needs

these components. The agent is obliged to rediscover, through millions of interactions,

structure that was already written down. In contrast, tasks that are genuinely hard

to describe��ne motor control, recovery from an unexpected disturbance�are often

ones where learning from experience is the only viable route and where no symbolic

description would help. This distinction guides the method developed in this thesis:

exploit a graph when one is available, and degrade to ordinary reinforcement learning

when it is not.

1.3 Thesis Statement and Contributions

This thesis develops, re�nes, and generalizes a single methodological idea, Knowledge

Graph-Augmented Reinforcement Learning (KG-RL), and argues that, in its adapter

form, it constitutes a general-purpose structural prior for RL. The thesis statement is:

A compact, learned knowledge-graph module�a static task knowledge graph

dynamically merged with a per-step scene graph, encoded by a graph con-

volutional recurrent network and pooled by a recommender into a single

�xed-width feature vector�can be injected into reinforcement-learning poli-

cies as a structural prior that consistently improves sample e�ciency and

�nal policy quality, and this injection can be made independent of the

policy architecture and the environment, delivering gains across cooperative

cooking, partially observed grid navigation, open-ended survival, and pho-

torealistic embodied object-goal navigation that grow with task complexity

where a di�culty axis is swept.

At its most abstract, the method reduces to a single change to the policy: where

a conventional agent learns� (a j s), a KG-augmented agent learns� (a j s; GKG ),

conditioning its action distribution on both the raw state s and the task knowledge

graph GKG . The rest of the thesis is machinery for making that one conditioning

e�ective and broadly applicable; this introduction commits only to the high-level idea

and the policy notation �(a j s; GKG ).

The contributions that establish this statement, consolidated across the three lines

of investigation, are the following.
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ˆ A uni�ed formulation of KG-RL. We formulate Knowledge Graph-

Augmented Reinforcement Learning as an actor�critic policy conditioned on

a learned graph embedding fused with raw observations, presented once as

the thesis backbone in the method chapter (Chapter 3). The formulation is

instantiated there at three levels of generality: gated GCN fusion (Section 3.2),

a GCRN with a scene-graph merge and a recommender (Section 3.3), and an

adapter independent of the policy backbone (Section 3.4).

ˆ A dynamic neuro-symbolic architecture. We merge a static task knowledge

graph with a per-step scene graph and encode the result with a graph convo-

lutional recurrent network, grounding abstract task knowledge in per-instance

spatial locations and tracking the graph's temporal evolution. In grid-observation

(CNN-consumed) state spaces within fully symbolic simulators, this yields sever-

alfold faster convergence than a CNN�MLP baseline on the hardest MiniGrid

layouts and linear scaling on Overcooked-AI where the baselines' cost grows

super-linearly.

ˆ A KG adapter independent of the policy backbone. We collapse the entire

augmentation to a single �xed-width vector concatenated into the backbone

at a single point: before the backbone's recurrent or transformer trunk where

one exists, and as an extra modality token for PoliFormer. The same module

is used in CNN�MLP, SoftMoE�LSTM, GTrXL, and PoliFormer backbones

across four environments, with the AI-Habitat port's simpli�cations recorded

in Section 3.4.8.

ˆ The �rst open-world embodied extension of this KG-RL framework.

We extend the adapter to AI-Habitat HM3D object-goal navigation, with a

perceived scene graph, a perception-mined knowledge graph, and no large

language model anywhere in the pipeline. On the held-out HM3D validation

split, the adapted agent leads a four-arm comparison against the un-adapted

backbone, a zero-shot VLM navigator, and the same navigator given retrieval

access to our mined graph.

ˆ Cheap, reusable construction recipes for both input graphs. We instan-

tiate the knowledge graph from enumerated entities and a handful of relation

templates against simulator tables or a one-time perception pre-pass, and build

the scene graph from a few geometric probes algorithmically or via an open-

vocabulary detector�segmenter�depth pipeline.
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ˆ A consolidated empirical account of two complementary gain regimes.

We document sample e�ciency and higher �nal policy as one intervention seen

along the task-complexity axis rather than as two di�erent methods.

ˆ Robustness and scaling analyses. We back that account with robustness

studies (node and edge removal and insertion), graph-structure comparisons,

a parameter-scaling analysis showing that the gain is a structural prior and

not a parameter-count artifact, and an extended-budget run showing that the

advantage concentrates at standard budgets.

ˆ A composition of KG-RL with temporal-logic objectives. We layer

an automaton-derived accepting-frontier reward around the KG-conditioned

policy at the environment wrapper (Section 5.6). The composition preserves

the complexity-scaling advantage under hard ordering constraints, demonstrates

that the symbolic reasoning layer accepts non-graph data structures through

the same observation-feature and reward channels the graphs use, and admits a

charted boundary condition where dense shaping remains the faster signal.

Two regimes of gain. The bene�t appears in two distinct ways. Where an unaided

policy can eventually solve the task given enough interaction, the graph-augmented

agent reaches the same �nal policy as the baseline in substantially fewer environment

steps: the gain is one of sample e�ciency. Where it cannot, the baseline stalls below

the achievable ceiling while the graph-augmented agent does not: the gain is one

of �nal policy quality. Each result in Chapters 4�6 is discussed in these terms, and

Chapter 6 returns to why one architectural change should produce both.

1.4 Overview: Three Lines of Investigation

The work divides into three lines of investigation. The method (the original static

framework, its temporal grounding, and the adapter) is presented once in the method

chapter (Chapter 3); the three evaluation chapters then put those forms to work.

Each line removes one assumption the previous one relied on: �rst the static, single-

environment early formulation, then the dependence on a particular architecture, then

the dependence on a particular kind of environment.

First line: a proof of concept (Chapter 4). We evaluate the idea �rst in its

conceptually simplest form. In an extended Overcooked-AI [24] kitchen populated
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with hundreds of real recipes, a knowledge graph capturing each recipe's structure

is encoded by a graph convolutional network [75], pooled to a single vector, and

gate-fused with the agent's observation features before the actor and critic heads

(the original framework of Section 3.2). This �rst line of work establishes the central

premise and the phenomenon examined throughout the thesis: the advantage of the

structural prior widens as tasks get harder (the complexity-scaling phenomenon named

in De�nition 1.1). It is an early-stage formulation (the graphs are static and the

readout is the simplest possible mean-pool); the next two lines make the method

rigorous and general.

Second line: a rigorous dynamic method (Chapter 5). The second line

evaluates the hardened, dynamic form of the method. Two load-bearing components,

contributed by the temporal form of the method (Section 3.3) and carried forward by

the rest of the thesis, build on graph-convolutional encoders for relational data [75].

First, a per-step scene graph, read o� the current state, is merged with the static

task knowledge graph, grounding the abstract entities of the graph in the concrete

spatial instances the agent actually faces (this tomato, at this location). Second, a

Graph Convolutional Recurrent Network (GCRN) [136] replaces the static encoder,

maintaining a per-node memory that tracks how the merged graph evolves over time,

essential when a�ordances unfold over multiple steps, as when a pot cooks for a �xed

duration. A recommender then selects the task-relevant portion of the graph for the

action head. Evaluated across the Overcooked-AI recipes and eight MiniGrid [27]

layouts of increasing di�culty, the method converges severalfold faster than the CNN�

MLP baseline and substantially faster than the relational and symbolic baselines

on the hardest MiniGrid tasks, and scales linearly where the baselines' cost grows

super-linearly on Overcooked. There, a battery of ablations, robustness studies (to

missing and spurious graph information), and graph-structure comparisons isolates

scene-graph grounding and temporal reasoning as the components that carry the gain.

However, the evaluation is still tied to a single CNN�GCRN architecture.

Third line: an adapter independent of backbone and environment (Chap-

ter 6). The third line evaluates the entire augmentation collapsed into a single

self-contained module, the adapter of Section 3.4. The static task graph and the

per-step scene graph are unioned, encoded, and pooled into one �xed-width vector

concatenated with the backbone's observation features; the rest of the policy network is

untouched (Figure 1.3). Because the interface is this minimal, the same module serves,
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Figure 1.3: The endpoint of this progression: the knowledge-graph augmentation as a
self-contained adapter. The two graphs are unioned, encoded, and pooled into a single
�xed-width vector concatenated with the backbone's observation features. The backbone
(here drawn as an opaque �any policy backbone�) is otherwise unchanged.

modi�ed only by the AI-Habitat port simpli�cations recorded in the method chapter

(Section 3.4.8), four structurally di�erent policy backbones�a convolutional MLP, a

SoftMoE�LSTM [ 103, 115], a gated transformer (GTrXL) [108], and a transformer-

based embodied navigation backbone (PoliFormer) [187], where the vector joins as an

extra modality token�across four environments. The fourth environment carries the

furthest generalization: AI-Habitat photorealistic object-goal navigation [118, 128], an

open-world setting where there is no symbolic state to read. There, the scene graph is

perceived each step from RGB and depth through a frozen open-vocabulary detector,

segmenter, and depth-backprojection pipeline [92, 121], and the knowledge graph's

relations are mined once from a perception pre-pass over the training scenes, with no

large language model at any point and no manually speci�ed graph beyond a small

object-to-room prior used to label rooms. The structural idea has thereby been fully

decoupled from the observation modality.

What begins as a bespoke component for one kitchen task ends as an observation

channel available to any RL agent.

Two complementary empirical gains. Across all three lines, both regimes of gain

grow monotonically with task di�culty in the two environments where a di�culty axis

is swept (Overcooked ingredient count and MiniGrid di�culty rank) and are consistent

with that pattern in Craftax and AI-Habitat. The robustness, parameter-scaling, and

extended-budget analyses of Chapter 6, listed among the contributions above, support

reading the improvement as a structural prior rather than a parameter-count artifact.

This monotonic widening of the advantage is captured by the following de�nition,

which the evaluation chapters cite.

De�nition 1.1 (Complexity-scaling phenomenon). The complexity-scaling

phenomenon is the empirical regularity that the advantage of a KG-augmented policy

over an otherwise-identical graph-free baseline grows monotonically with the composi-
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tional depth k of the task. Its hypothesized mechanism is a division of labor: the cost

of learning to ground and use the graph is roughly constant ink, while the payo� of

having the structure grows withk, because the rediscovery burden it spares the agent

(Section 2.1.3) itself grows withk. The phenomenon has two faces along the same

axis�the two regimes of gain above: sample e�ciency below the threshold at which

the baseline still reaches the optimum, and higher �nal policy above it.

1.5 Reading guide

The remainder of the thesis is organized to be read in order, though the background

chapter and the appendices are designed to be consulted as references.

Chapter 2 (Background and Related Work) lays a single, consolidated foun-

dation for the whole document: reinforcement learning, PPO [135], and the sample-

e�ciency problem; knowledge graphs and the GCN/GCRN encoders used to embed

them; symbolic and relational RL and how this thesis's �structure into the policy�

di�ers from the �structure from observations� line; prior knowledge-graph methods in

RL [3, 191] and the axes that distinguish our approach; scene-graph generation and

open-vocabulary perception; and concise primers on the four policy backbones. Every

later chapter cites this foundation rather than re-deriving it.

The method is presented once; the evaluation is split into three studies.

Chapter 3 (The KG-RL Framework) presents the development in order, from the

original static framework (Section 3.2), through the temporal grounding via a per-step

scene graph, the GCRN, and the recommender (Section 3.3), to the collapse into the

adapter (Section 3.4), preserving the earlier variants as named precursors while �xing

the canonical forms the rest of the thesis attaches to. The three evaluation chapters

map onto the three lines of investigation and cite the method chapter rather than

restating it. Chapter 4 (Evaluation I) evaluates the origin work in Overcooked-AI:

the gated-fusion KG-RL agent and the �rst appearance of the complexity-scaling

phenomenon (De�nition 1.1), together with the temporal form's standard-recipe

scaling measurement on the same benchmark. Chapter 5 (Evaluation II) evaluates the

dynamic method in depth within a single symbolic domain: scene-graph grounding and

GCRN temporal reasoning across Overcooked-AI and MiniGrid, with the component

ablation and the missing/spurious/alternative-graph robustness studies (all run on

Overcooked). It closes with a focused composition study (Section 5.6) that pairs
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KG-RL with temporal-logic objectives (an automaton-derived reward for temporally

dependent tasks) as the exogenous counterpart to the GCRN's learned temporality.

Chapter 6 (Evaluation III) is the breadth study: the backbone�environment evaluation

of the adapter (CNN�MLP and SoftMoE�LSTM on Overcooked and MiniGrid, GTrXL

on all three symbolic environments, and PoliFormer on AI-Habitat), including the

open-world AI-Habitat extension, the wider corruption taxonomy, the parameter- and

budget-scaling controls, and a four-arm comparison against published zero-shot VLM

navigators on the held-out HM3D validation split. Chapter 7 synthesizes the results

into the two-regime narrative, states limitations, and projects future work.

Appendices. To keep the body readable, two appendices hold the details a practi-

tioner would need to reproduce the work. Appendix A collects the per-environment

knowledge-graph and scene-graph construction recipes: the algorithms that enumerate

entities, instantiate relation templates, and build the per-step scene graphs for each of

the four environments. Appendix B collects all implementation details: PPO/IPPO

hyperparameters and per-environment overrides, adapter con�guration and knowledge-

graph sizes, and per-backbone parameter counts and wall-clock overheads. The body

chapters point to these appendices wherever a reader might want the full recipe or

the exact numbers.
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Chapter 2

Background and Related Work

This chapter assembles the technical machinery and the prior literature that the

chapters from Chapter 3 onward depend on, each component introduced once in

the uni�ed notation of Table 3.1. Method-speci�c constructions (the gated fusion of

Chapter 3, the scene-graph merge and the recommender, the adapter interface) are

deferred to the chapters that own them.

The chapter follows the dependency structure of the thesis, from the reinforcement-

learning substrate (Section 2.1) through the graph encoders (Section 2.2), the two

literatures the work is positioned against (Sections 2.3�2.4), and the scene-graph

generation regimes (Section 2.5), to primers on the four policy backbones the adapter

later augments (Section 2.6).

2.1 Reinforcement Learning and the

Sample-E�ciency Problem

2.1.1 Markov decision processes and the actor�critic family

We formalize sequential decision making as a Markov decision process (MDP)M =

(S; A; P; r; 
 ), whereS is the state space,A the action space,P(s0 j s; a) the transition

kernel, r (s; a) the reward function, and
 2 [0; 1) the discount factor [147]. A stationary

stochastic policy� � (a j s), parameterized by� , induces a distribution over trajectories

� = ( s0; a0; s1; a1; : : : ). The agent's objective is to maximize the expected discounted

return

J(�) = E � �� �

"
X

t�0


 t r(s t ; at )

#

: (2.1)

Throughout the thesis the policies of interest are knowledge-graph-conditioned, which

we write � (a j s; GKG ) to make explicit that the action distribution depends not only

on the raw states but also on features derived from a graphGKG ; the precise form
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of that dependence is the subject of the method chapter, while (2.1) is the objective

optimized in every case.

Actor�critic methods learn the policy (the actor) jointly with a value function

(the critic). The state-value function V � (s) = E� [
P

k�0 
 kr t+k j st = s] estimates

the return achievable froms under � ; the advantageA � (s; a) = Q� (s; a) � V � (s)

measures how much better actiona is than the policy's average behavior ats. The

policy-gradient theorem [148] expresses the gradient of (2.1) as

r � J(�) = E � � [ r � log � � (at j st ) A � � (st ; at ) ] ; (2.2)

so the critic's advantage estimate supplies the per-step weighting of the log-likelihood

gradient. In practice the advantage is estimated by generalized advantage estimation

(GAE), an exponentially weighted average ofk-step temporal-di�erence residuals

� t = r t + 
V (s t+1 ) � V (s t ):

ÂGAE(
;�)
t =

X

l�0

(
�) l � t+l ; (2.3)

where� 2 [0; 1] trades bias against variance (� ! 0 recovers the high-bias one-step

estimate, � ! 1 the high-variance Monte-Carlo estimate) [134]. Every experiment

in this thesis uses GAE; the (
; � ) values are environment-speci�c and are tabulated

once in Appendix B.

The wider actor�critic family spans on-policy methods such as the asynchronous

advantage actor�critic [94] and IMPALA [ 39], o�-policy maximum-entropy methods

such as soft actor�critic [52], and deep value-based control [93, 139]. We adopt the

on-policy policy-gradient line: it retains deep function approximation without relying

on a greedily maximized action-value function, which is di�cult to learn accurately

under the sparse, long-horizon rewards studied here.

2.1.2 Proximal Policy Optimization

All methods introduced in this thesis are trained with Proximal Policy Optimization

(PPO) [135]; comparison baselines follow their own training procedures where noted.

PPO is a �rst-order policy-gradient method that improves the stability of vanilla actor�

critic by constraining each update to a trust region around the behavior policy, replacing

the second-order Kullback�Leibler constraint of trust region policy optimization [133]

with the cheaper clipped surrogate below. Writing� t (� ) = � � (at j st )=� � old (at j st ) for

the importance ratio between the candidate and behavior policies, PPO maximizes
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the clipped surrogate objective

LCLIP (�) = E t

h
min

�
� t (�) Â t ; clip(� t (�); 1 � �; 1 + �) Â t

� i
; (2.4)

whereÂ t is the GAE estimate of (2.3) and the clip range� (typically 0 :2) bounds how

far a single update may move the policy. The full PPO loss combines this surrogate

with a squared-error value lossLV (� ) = ( V� (st ) � R̂t )2 and an entropy bonusH[� � ]

that encourages exploration:

LPPO (�) = E t
�

LCLIP (�) � c v LV (�) + c e H[� � (� j s t )]
�

: (2.5)

The optimizer collects a rollout of �xed length from a bank of parallel environments,

computes (2.3), and performs several epochs of minibatch stochastic gradient ascent

on (2.5) with Adam [74]. PPO's appeal for this thesis is that it is independent of the

policy architecture: (2.5) treats the policy network as a black box that maps states to

action logits and a scalar value, so the same optimizer drives a convolutional policy,

a recurrent policy, and a transformer policy without modi�cation, a property the

adapter of Chapter 3 relies on.

Independent PPO and the multi-agent form. Most experiments in this thesis

train a single agent. The cooperative cooking domain [24] of Chapters 4 to 6 is natively

multi-agent, but the Overcooked experiments of Chapter 5 and the sample-e�ciency

benchmark of Chapter 6 instantiate the environment with a single agent and train with

the standard single-agent form of (2.5). Only the two-agent Overcooked experiments

of Chapter 6 train in a multi-agent scenario, and there we adopt Independent PPO

(IPPO) [ 132]: each agent runs its own PPO update treating the other agents as part

of a (non-stationary) environment, and with parameter sharing both agents draw their

policy from a single network� � , so the per-agent objectives reduce to a single shared

(2.5) averaged over agents. Yu et al.[181]document the empirical e�ectiveness of such

PPO-based methods in cooperative games. IPPO introduces no centralized critic and

no inter-agent communication, in contrast to the centralized-training, decentralized-

execution lineage [42, 86, 120, 126, 146]; forgoing these mechanisms keeps the focus

on the structural prior supplied by the knowledge graph rather than on coordination

machinery. Cooperation is likewise studied with �xed partners, not the zero-shot

human coordination targeted by population-based methods [144].
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2.1.3 Why sparse compositional reward is sample-ine�cient

The central obstacle this thesis addresses is sample ine�ciency on compositional, long-

horizon tasks under sparse reward. Consider a task that is solved only by completing an

ordered sequence ofk subtasks (in Overcooked, gathering and processingk ingredients

before a single delivery yields any reward). An undirected (e.g., uniformly random or

weakly shaped) policy must stumble onto every required subtask, in order, before it

observes any reward at all, and each additional subtask adds another set of a�ordances

to discover and another ordering constraint to respect, so the reward-free stretch

of training grows rapidly with the compositional depthk. Because policy-gradient

methods such as (2.5) can only improve once a non-zero advantage has been observed,

that reward-free experience translates directly into samples spent without learning.

The variance of the gradient estimate (2.2) compounds the di�culty: rare rewarding

trajectories produce large, infrequent updates amid long stretches of zero-advantage

steps.

The two broad families of remedy named in Section 1.1 meet this blow-up di�erently.

The �rst reshapes the learning signal (reward shaping [35, 100], curriculum design [99],

intrinsic motivation [ 13, 20, 64, 110], and hierarchical decomposition into temporally

extended options or subgoals [9, 98, 105, 159]) so that informative gradients appear

earlier. The second supplies a structural prior that narrows the e�ective search space

before any reward is seen.

Reward shaping, the �rst family's most direct instrument, carries a cost of its own.

A shaped reward is a hand-designed approximation of the true objective, and unless it

is expressed in potential-based form it can change which policy is optimal [35, 100].

Getting the approximation right is itself di�cult and domain-speci�c: the designer

must already know, and correctly encode, the subtask structure the agent is supposed

to learn, and in practice supplies only a proxy for the intended objective [53]. When

that proxy is mis-speci�ed the agent optimizes the proxy rather than the task, the

failure mode now studied as reward hacking [5, 141]: in the classic example, Randløv

and Alstrøm [119]shaped a bicycle agent with a bonus for progress toward its goal

and obtained one that rode in circles to collect the bonus inde�nitely. Section 5.6

documents the same behavior in this thesis's own experiments, where densely shaped

agents farm sub-task motion on long recipes instead of completing deliveries. Shaping

therefore trades the exploration problem for a speci�cation problem that grows with

the same compositional depth k.

This thesis belongs squarely to the second family: the knowledge graph encodes,
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symbolically and ahead of time, which objects a�ord which actions and how subtasks

compose, converting part of that rediscovery burden into a �xed, learned-once feature

channel. Across the three evaluation chapters, the resulting advantage over a graph-free

baseline grows monotonically with the compositional depth k.

2.2 Knowledge Graphs and Graph Encoders

2.2.1 Knowledge graphs

A knowledge graph is a structured representation of entities and the relations between

them, a paradigm popularized for web-scale search [140] and since surveyed extensively

across construction, representation, and reasoning [68, 101, 111]. Following the uni�ed

notation, we write a knowledge graph asGKG = ( V;A KG ), whereV is a set ofN nodes

(entities) and A KG 2 [0; 1]N�N is a (possibly typed) adjacency matrix whose nonzero

entries encode the relational edges. In the task-knowledge setting of this thesis the

nodes are the ingredients, a�ordances, tools, and subgoals of a task, and the edges are

object�a�ordance links (e.g., onion is�! cuttable ) and compositional dependencies

(e.g., soup contains����! onion ). For computational uniformity the node set is padded to a

�xed size N with inert PADnodes, and a boolean mask m2 f 0; 1gN separates real

entities from padding, so a single network can process knowledge graphs of varying

true size, from a few dozen to a few hundred nodes.

A complementary way to render a knowledge graph machine-readable is to embed

its entities and relations as continuous vectors, the dominant paradigm for link

prediction and completion [161]: translational models beginning with TransE [18]

and TransR [83], multiplicative scorers such as DistMult [172] and ComplEx [154],

rotational models [145], and convolutional scorers [34]. One comparator in this

thesis adopts pre-trained TransE embeddings as a static side input, but the methods

developed here instead encode the graph structurally with the message-passing networks

de�ned next, so that relational features are recomputed from the live graph rather

than frozen at pre-training time.

2.2.2 Graph convolutional networks

The graph convolutional network (GCN) of Kipf and Welling [75] is the basic message-

passing operator used throughout. Given a node-feature matrix H(l) 2 RN�d at layer

l and an adjacency A, a GCN layer aggregates each node's features with those of its
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neighbors and applies a learned linear map followed by a nonlinearity:

H (l+1) = �
�

~A H (l) W (l)
�

; ~A = ~D �1=2 (A + I) ~D �1=2 ; (2.6)

where W(l) is a learnable weight matrix, � a pointwise nonlinearity, and ~A the

symmetrically normalized adjacency with self-loops;~D is the degree matrix of A + I.

The self-loop retains each node's own features in the aggregation, and the symmetric

normalization keeps the spectrum bounded so that stacking layers does not amplify or

attenuate the signal. The GCN sits within the broader graph-neural-network family [12,

49, 130], and many alternative aggregators could be substituted into (2.6) [55, 79, 131,

157, 169]. The spectral GCN form of (2.6) is the speci�c, deliberately simple operator

this thesis builds on, chosen because its uniform normalization composes cleanly with

the recurrent extension that follows.

After L layers the per-node embeddings H(L) are collapsed into a single graph-level

vector by a readout. The simplest readout, used in Chapter 4, is mean pooling over

the (real, unmasked) nodes,zG = 1
jmj

P
i:m i =1 H (L)

i . Later chapters replace this with a

learned recommender (a hard top-K node selector in Chapter 5, softened to a dense

attention pool in Chapter 6), but the readout's role is constant across the thesis:

reducing a variable-size set of node embeddings to a �xed-width featurekg_feat the

policy can consume.

2.2.3 The Graph Convolutional Recurrent Network

Task knowledge that evolves over time (the scene of a task changes as the agent

acts, even when the static relational structure does not) motivates a recurrent graph

encoder. The Graph Convolutional Recurrent Network (GCRN) of Seo et al.[136]

is the encoder used in Chapters 5 and 6. The GRU-composed form stated below

is this thesis's instantiation of the scheme; the original models of Seo et al.[136]

use LSTM recurrence. This form is the default in Chapter 6; a further simpli�ed

single-GCN-plus-gate recurrence is recorded as a lighter alternative in Appendix B,

and is the variant used for the 1-billion-step Craftax runs of that chapter. The GCRN

maintains a per-node hidden state Ht 2 RN�d kg that is carried across timesteps,

and updates it by composing a graph convolution (2.6) with a gated recurrent unit

(GRU) [28] along the temporal axis:

H t = GRU
�

H t�1 ; �
� ~A t X t W

� �
; (2.7)
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where Xt is the per-node input at timet, ~A t is the (time-varying) normalized adjacency

of the graph being encoded, andGRU(�; �) is the standard gated recurrent update

applied independently per node over the embedding axis. The graph-convolution term

� ( ~A tX tW) produces a spatially aggregated candidate embedding, and the GRU's

reset and update gates mix it with the previous hidden state Ht�1 , so each node

accumulates a memory of how the agent has interacted with the corresponding entity

over the course of an episode. This per-node recurrence lets the encoder retain an

entity's relevance even when that entity is momentarily o�-screen or forgotten by the

backbone's own recurrent state. The reduction of (2.7) to a static GCN (dropping the

GRU so that H t = � ( ~A tX tW)) recovers (2.6) and serves as a controlled ablation in

the method chapters, isolating the contribution of temporal graph reasoning.

2.2.4 node2vec for node featurization

A graph encoder requires per-node input features Xt . One way to obtain them,

used in Chapter 5, is node2vec [51], an unsupervised algorithm that learns a vector

embedding for each node from the graph's connectivity alone. node2vec samples biased

second-order random walks over the graph�interpolating, via two hyperparameters,

between breadth-�rst exploration (which captures structural roles) and depth-�rst

exploration (which captures community structure)�and then optimizes a skip-gram

objective [91] so that nodes co-occurring on walks receive similar embeddings; the

tunable search bias generalizes the uniform random walks of DeepWalk [112]. The

result is a �xed featurization in which structurally or semantically related entities

(e.g., an ingredient and the a�ordance it supports) lie close together in embedding

space, independent of any particular task instance. The method chapter uses these

embeddings to align the graph and observation spaces: an object appearing in the

environment is assigned the node2vec embedding of its corresponding knowledge-graph

node, so the same entity carries the same vector whether it is seen on the grid or

reasoned about in the graph. An alternative, used in Chapter 6, replaces this �xed

featurization with a small learned per-node-type embedding tableE(v) trained end-to-

end with the policy; the two are interchangeable as the source of Xt , and the trade-o�

between them is discussed where each is used.
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2.3 Symbolic and Relational Reinforcement

Learning

A substantial line of work seeks to endow reinforcement-learning agents with explicit,

structured reasoning rather than purely connectionist value estimation. We distinguish

that tradition from this thesis and situate both within the broader neuro-symbolic

agenda: the two share vocabulary while di�ering in where the structure comes from

and how it enters the agent.

Symbolic reinforcement learning, exempli�ed by Garnelo et al.[47], aims to induce

a symbolic representation from raw perception: a neural front end extracts object-like

entities and their properties from pixels, and learning proceeds over the resulting

symbolic abstraction, with the promise of data e�ciency, generalization, and inter-

pretability. Relational deep reinforcement learning, introduced by Zambaldi et al.

[186], pursues the same spirit with a self-attention mechanism: a relational module

computes pairwise interactions among entities extracted from the convolutional feature

map, so the policy reasons over learned relations between objects in the scene. Both

are instances of what we term the structure-from-observations program: the relational

structure is discovered inside the network from the observation stream.

This thesis takes the complementary, structure-into-the-policy stance. The rela-

tional structure is not induced from observations but is supplied to the agent as prior

task knowledge�a knowledge graph authored or mined ahead of training�and the

learning problem is to ground that pre-existing structure in perception and action, not

to rediscover it. The two programs are not in opposition: a structure-from-observations

module could in principle furnish the entities a structure-into-the-policy method rea-

sons over. But the distinction matters for how each is evaluated and where each pays

o�. Structure-from-observations methods are tested on their ability to recover the

right abstraction from data; the methods of this thesis are tested on their ability to

convert a given, possibly imperfect, abstraction into faster or better policies. For that

reason the robustness studies of Chapters 5 and 6, which deliberately corrupt the

supplied graph, are the appropriate stress test here and have no natural analogue

in the structure-from-observations setting. Chapter 5 includes Garnelo et al.[47]

and Zambaldi et al. [186] as baselines to make this contrast empirical.

Both programs sit within the broader neuro-symbolic agenda [15, 31, 45, 46],

recently recast as the �eld's �third wave� by Garcez and Lamb[43]. Kautz [71]

organizes neuro-symbolic systems by where the symbolic component sits relative to
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the network; in those terms this thesis occupies the loosest coupling, with a symbolic

artifact compiled into the input of an otherwise unmodi�ed neural learner. The

families below are ordered roughly by how deeply the symbols reach into the learner,

and each is positioned against this loose coupling.

The most developed family makes the reasoning itself di�erentiable, so that logical

structure lives inside the network or its training objective. DeepProbLog attaches

neural predicates to a probabilistic logic program [88], NeurASP does the same

for answer-set programs [177], and Scallop generalizes the recipe into a Datalog-

based language for neurosymbolic programming [80]. Logic Tensor Networks relax

�rst-order formulas into di�erentiable constraints on learned embeddings [10, 137];

related work injects knowledge through the loss instead, as a semantic loss over

propositional constraints [168] or as domain-speci�c penalties [96]. A parallel thread

makes the inference and induction of logical rules di�erentiable end to end, in neural

theorem provers [123], di�erentiable inductive logic programming [40], di�erentiable

rule learning over knowledge graphs [174], and Neural Logic Machines [36]. All of these

change the learner, its architecture or its objective, to make room for the symbols;

the methods of this thesis change neither, and the knowledge graph enters as data.

A second family places the symbols at the interface between perception and

reasoning. Neural-symbolic VQA parses an image into a symbolic scene representation

that a program executor reasons over [178], the Neuro-Symbolic Concept Learner

learns the parser and its concepts jointly from natural supervision [89], neural symbolic

machines ground language into executable programs [81], and later work extends such

concept grounding to novel visual concepts and action anticipation [16, 17]. This

family works in the structure-from-observations direction of Garnelo et al.[47]; the

grounding problem of this thesis runs the other way, from given symbols toward

perception.

The family closest to this thesis is neuro-symbolic reinforcement learning itself,

which splits along what the symbols replace. One line makes the policy symbolic.

Programmatically interpretable RL distills a neural policy into a program [158], and

the same policy class supports exploration with formal safety guarantees [6]. Neural

Logic RL learns �rst-order policies by di�erentiable rule induction [69], logical-neural-

network agents learn interpretable rules for text-based games [73], NUDGE distills a

trained neural agent into weighted logic rules [33], and Garcez et al.[44] add common-

sense rules to the symbolic front end of Garnelo et al.[47]. A second line keeps the

policy neural and moves the symbols into the task structure. PEORL and SDRL

interleave symbolic planning with hierarchical RL so that a planner proposes the
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subtasks [87, 175] (most recently with a large language model proposing the skills and

their preconditions while RL grounds each with a trained policy [185]), symbolic plans

and policy sketches serve as high-level instructions that sca�old option learning [8, 67],

and reward machines expose the task automaton to the agent as reward-emitting

state [152, 153], the exogenous route that Chapter 5 composes with KG-RL. In each

line the symbolic component takes over a part of the learner: the policy class, the

exploration mechanism, the subtask structure, or the reward. The methods of this

thesis take over none of them, giving up the guarantees and explicit interpretability of

the stronger couplings in exchange for portability, since any backbone that accepts

a wider input accepts the augmentation. The KG-RL methods developed here are

neuro-symbolic in this sense: a symbolic graph carrying the what and why is fused

with a sub-symbolic policy that grounds the how, with the division of labor chosen so

that the transferable, human-authorable part of the task lives in the symbol structure

and the perceptual, instance-speci�c part lives in the network.

2.4 Knowledge Graphs in Reinforcement Learning

The literature that brings knowledge graphs inside the reinforcement-learning agent it-

self is most developed in text-based games, where the observation and action spaces are

already symbolic: Ammanabrolu and Riedl[2] build a knowledge graph incrementally

from the agent's textual observations, as a persistent memory of the explored world

and a means of pruning the combinatorial action space, and the same lineage extends

the graph-based state to domain transfer across games [3], external commonsense

knowledge [97], and latently learned belief-state graphs [1]. Beyond text games, knowl-

edge graphs have been used to guide exploration in massive multi-agent battles [191]1

and to reason over relations between scene entities with self-attention in relational

deep RL [186]. This body of work establishes the basic promise�a graph-structured

world model improves exploration and credit assignment�but much of it operates

where symbols come for free, sidestepping the grounding problem that dominates the

grid-world and embodied settings of this thesis. The same graph-as-state idea also

recurs well beyond games [66, 78, 84, 162, 163, 166, 189, 190]; none of those settings

faces the grounding problem above, and we do not draw on them further.

Two recent works are the closest comparators to the methods developed here. The

�rst is Wardenga et al. [164], which augments an RL agent with a static knowledge

1We use KG-RL as the name of this thesis's method family; it is unrelated to the KG-RL of Zhou
et al. [191], a graph-guided exploration method for multi-agent battle games.
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graph: pre-trained TransE entity embeddings are appended to the observation, and a

top-K recommender selects a �xed number of graph nodes to attend to. The second

is Yang et al. [173], which couples graph reasoning with reinforcement learning over a

temporally evolving graph. Against this pair, this thesis di�ers along three axes.

1. An interface independent of the policy architecture. Prior KG-RL

methods, including both comparators, interleave the graph machinery with

a particular encoder, so porting the method to a di�erent backbone requires

re-engineering. This thesis instead collapses the entire augmentation into a

single �xed-width vector concatenated before the policy's actor/critic heads, so

the identical module transfers across structurally di�erent backbones without

modi�cation (Chapter 6).

2. Knowledge graph fused with a per-step scene graph. Wardenga et al. [164]

treats the knowledge graph as a static auxiliary input, �xed across the episode.

This thesis instead merges the static task graph with a per-step scene graph that

grounds the abstract entities in their current instance-speci�c spatial relations,

and encodes the merged graph with the recurrent encoder of Section 2.2.3 so

the representation tracks the evolving situation rather than restating a constant

prior (Chapters 5 and 6).

3. No large language model. A growing body of KG-augmented RL relies

on a language model at construction or inference time to author or query the

graph [4, 188]. This thesis uses no language model at any point: knowledge

graphs are instantiated from enumerated entities and a handful of relation

templates against simulator tables, or mined from a one-time perception pre-pass,

and scene graphs are built either from geometric probes or from a frozen open-

vocabulary perception pipeline. The entire augmentation costs at most� 1:12 M

additional parameters on any backbone we test, with the graph machinery itself

a �xed � 42K (Table B.3), where an LLM in the loop would bring billions; and

because no language-model call sits in the training or action loop, training

remains an ordinary PPO run whose cost is set by the backbone rather than

by a foundation model (wall-clock overheads in Appendix B). The deployment

contrast is measured directly in the four-arm HM3D ObjectNav comparison

of Figure 6.4: the zero-shot VLM navigators there pay a value-map or LLM call

at every replanning step, while the trained adapter amortizes its knowledge into

the policy and runs at policy speed.
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These three axes recur as the framing for the discussion section of the generalization

chapter (Section 6.8); the comparator of Wardenga et al.[164] is additionally re-

implemented and included as a baseline in the Overcooked scaling comparison of

Chapter 6.

2.5 Scene Graphs and Open-Vocabulary Perception

Our methods ground their static task knowledge in the current situation by merging it,

each step, with a scene graph: a graph-structured description of the object instances

present in the agent's immediate environment and their relations. The scene-graph

abstraction originates in computer vision, where Johnson et al.[70] introduced it to

represent objects and their pairwise relationships for image retrieval, and Xu et al.

[167]cast scene-graph generation as iterative message passing over detected objects.

A scene graph can be obtained in two broad ways, and Chapter 3 constructs scene

graphs in both regimes.

Algorithmic scene-graph generation. When the environment exposes a symbolic

description of its state (the contents of each grid cell, the agent's position and

heading, the layout's named zones), a scene graph can be constructed algorithmically

by enumerating the in-world instances and �ring a small set of geometric probes

(for example: is an objectnear the agent, is the agentfacing it, are two objects

co-located ). This is cheap, exact, and deterministic, and it is the regime used for

the grid-world environments of the thesis; the probes themselves and their thresholds

are deferred to the method chapter and appendix.

Perceptual scene-graph generation. When the environment provides only raw

sensory input (RGB and depth, as in a photorealistic embodied simulator [128]),

the instance set must be perceived rather than read o�, and scene-graph generation

becomes a perception problem. Chapter 3's open-world pipeline composes two frozen,

o�-the-shelf vision models with a geometric depth back-projection step. An open-

vocabulary object detector, OWLv2 [92], is prompted with the knowledge-graph

vocabulary as text queries and returns candidate bounding boxes for the named

categories, so the detectable set is the graph's entity set rather than a �xed closed-set

ontology. Each detection is then tightened to an instance mask by the promptable

segmenter SAM 2 [121], and the mask's centroid is back-projected through the depth

channel to a metric 3D position in the agent's frame. The same geometric probes
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used in the algorithmic case then �re over these perceived 3D instances. Because both

regimes emit the same adjacency-plus-mask format, the graph encoder cannot tell

which produced its input, a property Chapter 3 exploits. This detector�segmenter�

depth pipeline is not a learned scene-graph-generation network; the vision models are

frozen and only the adapter is trained.

2.6 Policy Backbones

The thesis culminates in a knowledge-graph adapter that is independent of the policy

architecture. We give concise primers on the four backbones used so that Chapter 3

can describe each insertion point without re-introducing the architecture. In every

case the backbone is treated as a map from an observation to (i) a feature vector

zobs;t exposed just before its policy and value heads, and (ii) the heads themselves;

the adapter interacts with the backbone solely through zobs;t.

CNN�MLP. The simplest backbone, used for the grid-world environments, is a

convolutional encoder followed by a multilayer-perceptron head: a stack of convolu-

tional layers [50, 59, 61, 129] processes the spatial observation into a feature map,

which is �attened to zobs;t and fed to fully connected actor and critic heads. It is

stateless, depending only on the current observation, and is the standard architecture

for grid-based cooperative and navigation tasks of the kind studied in Chapters 4 to 6.

SoftMoE�LSTM. For tasks where partial observability and longer horizons make

a stateless policy insu�cient, we use a recurrent backbone built on a soft mixture-of-

experts (SoftMoE) layer [115] feeding a long short-term memory (LSTM) [62] head.

SoftMoE replaces a dense layer with a set of expert sub-networks combined through

soft, di�erentiable assignment of input slots to experts, avoiding the discrete routing

and load-balancing di�culties of hard mixtures; Obando-Ceron et al.[103] show

that incorporating such mixtures into value-based deep RL networks results in more

parameter-scalable models with substantial performance gains. The SoftMoE-pooled

token is passed to the LSTM, whose recurrent state supplies the memory thatzobs;t

then exposes to the heads [21, 107, 127].

GTrXL. For long-horizon, partially observed tasks with extended temporal depen-

dencies, we use the Gated Transformer-XL (GTrXL) of Parisotto et al.[108], a trans-

former architecture adapted to the reinforcement-learning setting. Self-attention [156]
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replaces recurrence with direct attention over a context window, but its high-variance

gradients make it notoriously unstable under the non-stationary objective of RL;

GTrXL augments the Transformer-XL [29] with a reordered layer normalization and a

GRU-style gate in place of the residual connection, which together stabilize training.

The model attends over a window of past observation embeddings, treating each

timestep's input as a token, and exposes the per-step transformer output aszobs;t.

GTrXL forms the trunk of recent transformer-based reinforcement-learning scaling

work [95]; the JAX port used for the open-ended survival environment [122] is the

speci�c implementation Chapter 6 builds on.

PoliFormer. For photorealistic embodied navigation, we use PoliFormer [187],

a transformer policy designed for object-goal navigation [7]. PoliFormer encodes

egocentric RGB frames with a frozen vision transformer [37], DINOv2 [23, 104],

whose self-supervised features transfer strongly without �ne-tuning. The resulting

visual tokens are fused with goal, GPS, and compass tokens in a transformer state

encoder followed by a causal transformer decoder over time, producing azobs;t that

aggregates the multiple input modalities of an embodied agent. Frozen large-scale visual

representations of this kind, including the language-aligned CLIP features [72, 117],

have become a standard front end for embodied navigation. PoliFormer's modality-

token structure is what lets Chapter 3 inject the knowledge-graph feature as one

additional modality token alongside the existing four.

No later chapter re-introduces the graph convolution (2.6), the GCRN update (2.7),

the PPO objective (2.5), or the internals of any backbone; each instead cites the

relevant equation or primer in this chapter.
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Chapter 3

The KG-RL Framework: From a

Static Knowledge Graph to a

Self-Contained Adapter

This chapter gives the single canonical statement of the architecture used throughout

the thesis: Knowledge Graph-Augmented Reinforcement Learning (KG-RL). It moves

from the simplest form to the most general: a static task knowledge graph fused into

one actor�critic policy; a temporally grounded form that adds a per-step scene graph,

a graph convolutional recurrent encoder, and a learned recommender readout; and an

adapter, independent of the policy architecture, reused without modi�cation across

structurally di�erent policy networks in four environments.

Earlier forms of each component appear alongside the canonical ones because

they explain why the canonical form looks the way it does: why the fusion is a

plain concatenation, why the readout is a dense softmax over node scores, why

the graph merge is an element-wise maximum. The canonical speci�cation itself

consists of the adapter interface (Equation (3.7)), the element-wise-max graph union

(Equation (3.8)), the dense-softmax recommender (Equation (3.10)), and the two

construction algorithms (Algorithm 1 and Algorithm 2). The variants (gated fusion,

mean-pool readout, TopK selection, node-matching merge, node2vec featurization)

are kept as named precursors; the canonical forms are the ones the rest of the thesis

attaches to. Generic operators are established once in Chapter 2 and cited at each

point of use.

3.1 Overview and Notation

Every version of KG-RL conditions a reinforcement-learning policy on two inputs: the

raw environment observation and a structured representation of task knowledge. The

agent operates in a Markov decision process (Section 2.1.1) and is trained to maximize
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expected discounted return (Equation (2.1)) by PPO/IPPO [132] (Section 2.1.2). The

structured input is a task knowledge graphGKG (Section 2.2.1), optionally combined

with a per-step scene graphGSG;t ; a graph encoder reduces it to a �xed-width feature

vector kg_feat t , which is concatenated with the backbone's observation featurezobs;t

(Section 3.4.1). The policy is written �(a j s; GKG ) throughout.

The architecture takes three forms, each a section of this chapter:

ˆ The original framework (Section 3.2): a static GKG , encoded by a GCN,

mean-pooled tokg_feat t = zG, gate-fused into a CNN�MLP actor�critic, and

trained by PPO.

ˆ Temporal grounding (Section 3.3): a per-step scene graph GSG;t grounds

abstract concepts in concrete instances; a graph merge fusesGKG and GSG;t

into GSKG;t ; a GCRN gives the encoder memory across timesteps; and a learned

recommender replaces the mean-pool readout.

ˆ The adapter (Section 3.4): the whole augmentation collapses into one function

f � (GKG ; GSG;t ; st ; ht�1 ) 7! kg_feat t , independent of the policy architecture, joined

to any of four backbones (Section 2.6) by a single concatenation.

Table 3.1 consolidates the notation used across all three forms and the rest of the

thesis, and is the notation's single point of de�nition; where a precursor variant uses a

di�erent name (e.g., zG for the graph feature), the table records the correspondence

so the precursor equations remain readable.

3.2 The Original Framework: A Static Task

Knowledge Graph

The original KG-RL framework conditions an actor�critic policy on a static task

knowledge graph and establishes the central premise of the thesis: that a learned em-

bedding of structured task knowledge, fused into the policy alongside raw observations,

accelerates learning, and that the advantage grows with task complexity.

3.2.1 The KG-Conditioned Actor�Critic

The architecture, depicted in Figure 3.1, conditions the policy� (a j s; GKG ) on two

inputs that are encoded separately and then fused: the raw environment observation

s and the task knowledge graphGKG = ( V;A KG ), whose nodesv 2 V stand for
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Table 3.1: Consolidated notation for the KG-RL framework. The middle column gives the
canonical symbol used in this and later chapters; the right column notes where it is de�ned
and any precursor alias.

Symbol Meaning Where de�ned / alias

st environment observation / state at step t Section 2.1.1
a discrete action Section 2.1.1
�(a j s; G KG ) KG-conditioned policy Section 3.1
V (s; GKG ) KG-conditioned value estimate Section 3.2
GKG = (V; A KG ) static task knowledge graph Section 2.2.1; built by Alg. 1
GSG;t = (V; A SG;t ) per-step scene graph Section 3.3; built by Alg. 2
GSKG;t merged scene�knowledge graph Eq. (3.8)
V shared padded node-index set, jVj = N Section 3.4.2
A KG ; A SG;t KG / SG adjacency matrices Section 3.3
A merge;t element-wise-max merged adjacency Eq. (3.8)
~A t ; ~D t self-looped, symmetrically normalized adjacency / degree Section 2.2.2
E(v) learned per-node-type embedding (dim dnode) Section 3.4.7; replaces node2vec
X t GCRN per-node input features Eq. (3.9)
H t 2 RN�d kg per-node GCRN hidden state (adapter state ht ) Eq. (3.9)
� t recommender attention distribution over nodes Eq. (3.10)
m per-step boolean node mask (real vs. PAD) Alg. 2
�z obs;t broadcast observation features (per-node) Eq. (3.9)
zobs;t backbone observation feature Section 2.6
kg_feat t 2 Rdkg pooled �xed-width graph feature (zG / z N rel ) Eq. (3.10)
zpolicy;t concatenated feature-path input [zobs;t k kg_feat t ] Eq. (3.7)
f � adapter function Eq. (3.7)
dnode; dkg; drec node-embedding / hidden / recommender widths Section 3.4
N relevant TopK recommender cuto� (precursor) Eq. (3.4)

Figure 3.1: The original KG-RL architecture. The static task knowledge graphGKG is
encoded by a GCN into per-node embeddings, collapsed to a �xed-width graph feature by
a mean-pool readout (Equation (3.1)), and fused with the encoded observation before the
shared actor�critic heads. The policy is trained end-to-end with PPO; the graph branch
contributes a single feature vector and leaves the rest of the network unchanged.

the recipe's objects, a�ordances, tools, and subgoals, with edges encoding object�

a�ordance and compositional relations (Section 2.2.1).
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Graph encoding and mean-pool readout. The knowledge graph is encoded with

a GCN encoder [75] (Section 2.2.2, Equation (2.6)), which propagates information

over the graph's edges to produce an embeddinghv for every node, so that each node's

representation re�ects both its own identity and its relational context; we adopt the

GCN for its simplicity. The per-node embeddings are collapsed to a single �xed-width

graph feature by a mean-pool readout over the real (unmasked) nodes,

zG =
1

jmj

X

v : m v =1

hv; (3.1)

followed by a learned projection that alignszG with the dimensionality of the ob-

servation encoding. The mean-pool readout is the simplest possible aggregation; it

�attens all node structure into one undi�erentiated vector and cannot attend to the

handful of nodes that matter at the current step. That is the limitation the learned

recommender of Section 3.3 addresses and the dense softmax pool of Section 3.4

�nalizes. In the uni�ed notation, Equation (3.1)'s zG is the original framework's

instance of the �xed-width graph feature kg_featt .

Observation encoding. The raw observation s is encoded by a modality-appropriate

encoder into an observation featurezs (the original framework's instance ofzobs;t).

Here the encoder is an MLP over the Overcooked gridworld state; the CNN over the

grid observation arrives with the temporal form (Equation (3.5)).

Gated fusion and shared heads. The two features are combined by concatenation

followed by a learned gate:

zfused = �(W f [ zs k zG ] + bf ) ; (3.2)

whereWf and bf are learned and� is a nonlinearity, so the fusion layer learns how to

weight the symbolic graph feature against the perceptual observation feature.1 The

fused embeddingzfused then feeds shared actor and critic heads, producing the action

distribution � (a j s; GKG ) and the value estimateV(s; GKG ). Equation (3.2) is the

gated precursor of the plain concatenationzpolicy;t = [ zobs;t k kg_feat t ] that becomes

canonical in Section 3.4, which shows the gate is unnecessary once the concatenation

is treated as a generic interface.

1We keep the original name gated fusion, though strictly the construct is a learned a�ne fusion
layer rather than a multiplicative gate.
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Training objective. The KG-conditioned policy is trained against the standard

expected-discounted-return objective of Equation (2.1), optimized by policy-gradient

methods (Equation (2.2)) with generalized advantage estimation [134] (Equation (2.3)),

the critic sharing the fused encoder. PPO [135] (Section 2.1.2, Equations (2.4)

and (2.5)) is the optimizer used throughout the thesis; the same objective is retained

verbatim by every later form; only the implementation migrates from RLlib [82] to

a JAX/Flax IPPO stack [ 19, 125]. All hyperparameters and the implementation-

evolution note are deferred to Appendix B.

3.3 Adding Temporal Grounding: Scene Graphs,

Graph Merging, and the Recommender

The static framework describes what a recipe is (tomatoes are boilable, soup needs a

pot) but cannot express where the tomatoes are, or how the agent's interaction with

them evolves over a sparse-reward episode; and its mean-pool readout collapses all

task structure into a single summary. The temporal form resolves both limitations

with three additions: a per-step scene graphGSG;t (a structured representation of

the objects in a scene and the relations among them, in the spirit of the scene-

graph representations developed for visual understanding [70, 167]) that grounds

abstract concepts in concrete instances; a graph merge that fusesGKG and GSG;t

into a singleGSKG;t ; and a temporal encoder (the GCRN) whose readout is a learned

recommender in place of the mean-pool. We describe the knowledge-graph construction

�rst (Section 3.3.1), then the scene graph and its merge (Section 3.3.2), and �nally

the three-stage forward pass that consumes them (Section 3.3.3).

A substantial body of work injects temporal structure into RL by specifying tasks

in a formal temporal logic (most commonly Linear Temporal Logic [114] and its �nite-

trace variant LTL f [30]) and deriving a reward signal from that speci�cation: reward

machines compile speci�cations into �nite-state reward-emitting automata [152, 153],

Camacho et al.[22]unify LTL and related languages under a single reward-speci�cation

framework, Vaezipoor et al.[155] learn a policy conditioned on an LTL instruction,

and Hasanbeig et al.[57] constrain the learned policy to satisfy a speci�cation with

formal guarantees. These supply temporality exogenously. KG-RL instead reasons

about temporality endogenously: the GCRN's recurrence carries a per-node hidden

state over the merged graph, so the agent learns how its grounded interaction with each

object evolves directly from sparse reward, without any externally supplied automaton
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or formula. The two views are complementary, and we compose them (KG-RL trained

against an automaton-derived accepting-frontier reward) in Section 5.6; here we restrict

attention to the learned, graph-recurrent form.

3.3.1 Knowledge-Graph Construction from Recipes

The static task knowledge graphGKG = ( V;A KG ) is constructed automatically from a

recipe, as a Semantic Knowledge Graph [140] whose entities and relations are organized

around the task's compositional structure, replacing the per-recipe speci�cation of the

original framework with an algorithm (stated canonically as Algorithm 1 in Section 3.4).

A recipe speci�es a set of ingredients, the actions performed on each ingredient using

available tools, and how processed ingredients combine into a deliverable dish. Three

design choices distinguish the Semantic KG from a naive ingredient-list encoding, each

motivated by the requirement that the graph merge cleanly with a per-instance scene

graph.

A�ordances as nodes, not edge labels. Actions are modeled as explicit a�ordance

nodes (e.g.,cuttable , boilable ) rather than labels on edges between objects. This

avoids redundancy (a single a�ordance shared by many ingredients is represented once

and connected to all of them) and makes the set of actions that apply to a given

ingredient, together with their required tools, directly readable o� the graph. When

the recommender later attends to the a�ordance nodes connected to a held ingredient,

it reads exactly the high-level operations to consider next.

Per-state ingredient nodes. Each distinct state of an ingredient is a separate

node: a raw tomato and a boiled tomato are two nodes, not one node with a mutable

attribute. This is essential for correct node matching during the scene-graph merge:

a boiled-tomato instance must match the boiled-tomato KG node, inheriting its

(di�erent) downstream a�ordances. Per-state nodes let the graph track an ingredient's

progression through the recipe as a path through distinct nodes. The deployed

automated builders of Section 3.4.5 represent each ingredient at the type level, without

the per-state re�nement; the re�nement is a schema-level design choice, and both

panels of Figure 3.4 draw the type-level graphs the deployed pipeline generates.

Explicit tool nodes. Explicit tool nodes (e.g., knife , pot ) are connected to the

a�ordances they enable, aligning an abstract action (boilable ) with the concrete tool
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instance (pot ) the scene graph will localize, so that �this ingredient can be boiled� is

grounded to �there is a pot at this grid cell.�

Edge labels are retained at construction time as separate relation channels: they

determine which edges exist and make the graphs auditable by reading. The deployed

encoder, however, sums the relation channels into a single untyped adjacency before

normalization (Algorithm 2), so KG relations are not distinguished from the spatial

relations the scene graph contributes once encoding begins; Section 3.4.2 states plainly

what information survives to the encoder. The full per-environment construction,

relation templates, and recipe database are given in Appendix A. The worked example

(the tomato�onion soup of Figure 3.4) is carried through this and the remaining

sections.

3.3.2 Scene Graph and Graph Merging

We supply instance-speci�c grounding with a scene graphGSG;t = ( V;A SG;t ), recom-

puted at every timestep t.

Scene-graph construction. The scene graph is inferred algorithmically from the

environment layout: a node for each relevant grid location, ingredient instance, and

tool instance present, connected by their spatial relationships (proximity, co-location,

the cell the agent faces). Where a symbolic layout is available the generation is purely

algorithmic and computationally negligible; where it is not, the scene graph is produced

from images by o�-the-shelf scene-graph generation, the perceptual regime established

in Section 2.5 and �nalized as Algorithm 2 in Section 3.4. The key property is that

the scene graph carries no task knowledge of its own: it is a pure spatial snapshot,

and all semantic structure must come from the merge with the KG.

Merging into GSKG;t . We merge the knowledge graph and scene graph into a

single merged scene�knowledge graphGSKG;t by node matching. We retain all scene-

graph nodes and transfer edges from semantically matching KG nodes onto their

corresponding SG nodes: a tomato instance in the scene inherits the edges of the

tomato KG node (its links to boilable , to the pot , and so on) while contributing

its own situational edges (near, facing, held); a KG node with no matching SG node

(an abstract deliverable subgoal corresponding to no physical object) is added

directly with all its edges, so no task knowledge is lost. In the idealized merge each

in-world instance is its own SG node; in the deployed shared-vocabulary encoding

(Section 3.4.2), nodes are indexed by entity type, so multiple instances of the same type
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Figure 3.2: The temporal KG-RL forward pass. The merged graphGSKG;t is encoded by
a Graph Convolutional Recurrent Network whose per-node hidden state persists across
timesteps (Stage 1, Equation (3.3)); the recommender scores and pools the nodes into a
task-relevant summary given the current state (Stage 2); and that summary is fused with
the spatial observation encoding to select an action (Stage 3).

activate a single node: the graph records that a tomato is present, near, or faced, not

which of several tomatoes, and per-instance spatial disambiguation is carried jointly

with the backbone's spatial observation branch.

Equivalence to the element-wise-max union. This node-matching merge is

exactly the canonical element-wise maximum of Equation (3.8), once both graphs

are expressed over the shared padded node setV; we carry the one-paragraph proof

in Section 3.4.2.

3.3.3 The Three-Stage Forward Pass

With the merged graph in hand, the policy� (a j s; GKG ) is conditioned on both the

raw state and features derived fromGSKG;t . Its forward pass proceeds in three stages

(Figure 3.2): (1) encode the merged graph into per-node embeddings with the GCRN,

(2) select the task-relevant nodes given the current state with the recommender, and

(3) combine the selected knowledge with the spatial observation to choose an action.

Stage 1: GCRN graph encoding. We encode the merged graph with a Graph

Convolutional Recurrent Network (GCRN) [136], which integrates a graph convolution

with a recurrent (GRU [28]) unit so the encoder tracks temporal node dynamics rather

than treating each step in isolation. This is the �rst place the GCRN is applied to

GSKG;t ; the generic recurrence is established once in Section 2.2.3 (Equation (2.7)) and

we state here only how it is instantiated. At each timestep the per-node hidden state
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is updated according to

H (l+1)
t = GRU

�
H (l+1)

t�1 ; �
�

~D
� 1

2
t

~A t
~D

� 1
2

t H (l)
t W (l)

��
; (3.3)

where ~A t and ~D t are the self-looped, symmetrically normalized adjacency and degree

matrices ofGSKG;t (Section 2.2.2), W(l) is the learned graph-convolution weight of

layer l , � is a nonlinearity, and the inner term is one layer of the standard GCN

message passing of Kipf and Welling[75] (Equation (2.6)) applied to the lower-layer

embedding H(l)
t , with H (0)

t the per-step node input features. Each layer carries its own

hidden state across time (H(l+1)
t�1 is layer l+ 1's state at the previous step, initialized

to zero at t = 0), so the recurrence is well de�ned at every depth. StackingL layers

gives the deep encoding H(L)
t . BecauseGSKG;t changes from step to step (objects are

picked up, processed, combined; the agent moves), the embeddings are recomputed

every step, and the carried hidden state lets the encoder reason about the trajectory

of the graph�a capacity the static GCN of Section 3.2 lacked. The canonical adapter

form of this update, with learned input features, is Equation (3.9).

Stage 2: The recommender and its readout forms. The recommender identi�es

which nodes of the encoded graph are relevant to the agent's current state. The readout

takes three named forms, in order of generality:

Mean-pool (original framework). The original readout, Equation (3.1), zG =
1

jmj

P
v: m v =1 hv: every real (unmasked) node contributes equally, with no ability

to attend to the currently relevant subset.

TopK selection (temporal form). This form scores every node with an MLP

against the compact state observation scompact and keeps the top Nrelevant :

Nrel = TopK
�

MLP
�

H (L)
t ; scompact

�
; Nrelevant

�
: (3.4)

For an agent currently holding a tomato, the recommender selects the nodes

for the tomato's a�ordances (boilable and the pot that enables it), indicating

the high-level concepts to pursue next. The recommended node setzN rel is

the �xed-width graph feature this form exposes (thekg_feat t of the uni�ed

notation). TopK routes gradient only to the selected nodes.

Dense softmax attention (adapter, canonical). The adapter replaces hard se-

lection with a dense softmax over the same node scores, pooling all node
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embeddings so gradient �ows to every node every step. The canonical form is

Equation (3.10); the two agree in the limit.

The recommender also lets KG-RL tolerate extraneous nodes, since irrelevant nodes

are never selected or, in the dense form, receive negligible attention weight. The

�mean-pool ! TopK ! dense softmax� progression is the central readout-design

decision of the thesis.

Stage 3: Action selection. In parallel with the recommender, a CNN encodes the

full grid observation into a spatial feature representation,

zenv = CNN(s grid ); (3.5)

and the action-head MLP jointly processes the spatial featureszenv and the recom-

mended node embeddingszN rel , combining high-level task knowledge with low-level

spatial perception. The MLP's outputs are the action logits, and the policy is the

softmax distribution over them,

�(a j s; G KG ) = softmax(MLP(z env; zN rel ))a ; (3.6)

over the discrete actions (up, down, left, right, or interact); actions are sampled from

this distribution during training, and at evaluation the agent acts greedily on the

logits. The concatenation [zenv k zN rel ] at the action head is the single point at which

graph knowledge enters this form's policy�the interface that Section 3.4 generalizes

to arbitrary backbones (Equation (3.7)). The entire network is trained end-to-end

with PPO [135].

3.4 Decoupling the Method from the Policy

Architecture

The two earlier forms present KG-RL as one architecture: a particular CNN front-end

fused with a particular graph branch, trained with a particular optimizer, on grid

worlds whose symbolic state is always available for free. The structural prior and

the policy network are co-designed, so transferring the gains to a new backbone

means re-deriving the integration. The adapter removes the coupling. This section

states the canonical formulation of KG-RL, isolating the entire augmentation in a

self-contained module with a �xed interface, and shows that the same module serves
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the four structurally di�erent backbones of Section 2.6�up to the AI-Habitat port

simpli�cations recorded in Section 3.4.8�including an open-world embodied setting

where the scene graph must be perceived from pixels and the knowledge graph is

mined from perception [118, 128, 150]. The interface comes �rst (Section 3.4.1), then

the module's stages and construction algorithms, and �nally what changes when the

backbone changes (Section 3.4.8).

3.4.1 Attaching the Adapter to a Policy Network

Every environment- and architecture-speci�c design choice of the earlier forms collapses

into one function: the adapter is

kg_feat t = f � ( GKG ; GSG;t ; st ; ht�1 ) ; zpolicy;t =
�

zobs;t




 kg_feat t

�
; (3.7)

whereGKG is the static task knowledge graph,GSG;t the per-step scene graph,st the

current observation,ht�1 the adapter's own hidden state (a per-node vector carried

across timesteps, denoted Ht�1 when we make its shape explicit), andkg_feat t 2 Rdkg

a �xed-width output. The adapter has its own learned parameters� , trained end-to-end

with the policy. The backbone exposes its observation featureszobs;t at one designated

point in its feature path, and the adapter joins it by the single concatenationzpolicy;t =

[zobs;t k kg_feat t ]; everything downstream of the concatenation is the backbone's own

unchanged machinery. Where the designated point sits is a per-backbone choice

recorded in Section 3.4.8: just before the policy and value heads for a feed-forward

backbone, the per-step input to the trunk for backbones with a recurrent or transformer

trunk. Equation (3.7) is the canonical form of which the gated fusion of Equation (3.2)

and the action-head concatenation of Equation (3.6) are special cases: the gate is

dropped because the �rst layer of the backbone head subsumes the learned gating. The

interface is minimal: the adapter returns one feature vector, with no shared internal

state, no auxiliary loss imposed on the backbone, and no architectural coupling.

We hypothesize that leaving the interface unstructured is why the adapter behaves

so consistently across backbones. Because the graph enters as an ordinary feature

vector rather than through a prescribed mechanism, the policy is free to decide

what role the graph plays: a memory of what has already been interacted with, a

recommendation about what to interact with next, or neither where the graph carries

nothing useful. Nothing in the architecture commits it to one of these uses, and

di�erent environments appear to settle on di�erent mixtures. Since the policy can

learn to down-weight the branch, performance is �oored at what the same backbone
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achieves without it; since it can also learn to rely on the branch, performance rises

wherever the graph encodes something the task actually rewards. A mechanism that

forces the graph to be consulted in a �xed way, by contrast, risks helping on the tasks

the mechanism was designed around and hurting elsewhere.

3.4.2 Graph Union

The two input graphs GKG = ( V;A KG ) and GSG;t = ( V;A SG;t ) share the same padded

node index setV of sizeN by construction: both are built against the same KG

vocabulary (Algorithms 1 and 2). We de�ne the merged adjacency by element-wise

maximum,

A merge;t [i; j] = max( A KG [i; j]; A SG;t [i; j] ) ; (3.8)

which preserves every structural edge from the knowledge graph and unions in whatever

situational edges the scene graph produced this step. For the tomato�onion example,

the maximum leaves the recipe'stomato� boilable task edge intact while adding this

step's near edge between the agent and a particular tomato instance. Because both

inputs are normalized to [0; 1], no renormalization is needed. The merged node mask is

taken from the scene graph: it always contains the agent and, in the perceptual regime,

whichever instances are currently detected; in the symbolic builders the knowledge-

graph slots remain active every step, so masking varies only over the dynamic scene

slots. The merged node-type vector combines the two sources�knowledge-graph

types on the knowledge graph's own slots, scene-graph types (the agent) on the

remainder�so every real node keeps its semantic type through the merge.

Equivalence to node-matching (proof). Equation (3.8) is exactly the node-

matching merge of Section 3.3.2, and the equivalence is one paragraph. Express both

GKG and GSG;t over the common padded node setV, with binary f 0; 1g adjacencies.

The node-matching statement �SG instanceu matches KG nodev� is precisely the

statement that u and v are the same index ofV; the node-matching merge then

copies KG nodev's edges ontou, which places an edge (u; w) in the merged graph

i� A KG [u; w] = 1 (a transferred task edge) or ASG;t [u; w] = 1 (an existing spatial

edge). Forf 0; 1g entries, �A = 1 or B = 1� is the element-wise OR, which equals

max(A; B). The �add unmatched KG nodes directly� rule is the special case where

A SG;t [u; w] = 0 for an abstract KG node with no physical instance, again recovered by

the maximum. Hence Amerge;t = max(A KG ; A SG;t ) is the node-matching union viewed

at the adjacency level rather than the node level. �
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Idealization versus deployment. The equivalence above is stated�and holds�for

binary f 0; 1g adjacencies over the shared node set. The deployed pipeline applies

Equation (3.8) to the two normalized matrices (the KG adjacency frozen after the

normalization step of Section 3.4.5, the SG adjacency normalized per step by Al-

gorithm 2), whose entries are degree-dependent weights in [0; 1]; on those weighted

inputs the element-wise maximum is a soft union (it keeps the stronger of each

edge's two weights) rather than a set union in the strict graph-theoretic sense. We

accept this approximation, and the binary proof should be read as its idealization.

After construction, merging, and normalization, the GCRN consumes an undirected,

untyped, type-level co-association graph over the shared vocabulary, together with

the presence mask m. Symmetric normalization erases edge direction; summing the

relation channels erases edge types; and the shared type-indexed vocabulary collapses

instances onto type nodes (Section 3.3.2). The richer directed, labeled forms drawn

in Figure 3.4 are the construction-time schema, not the tensor the encoder sees. This

compression is deliberate: the robustness studies of Chapter 5 and Chapter 6 probe

how much of the bene�t the retained structure carries, and the thesis's claims should

be read against this compressed representation.

The union ties the two graphs into a single object the policy can reason over. The

knowledge graph supplies task semantics but knows nothing about the current world;

the scene graph supplies concrete, observed instances but carries no notion of what

the task requires of them. Merging them lets the agent learn which abstract task

nodes correspond to the things it can actually see, so the abstract structure becomes

grounded in the agent's own observations. We regard this grounding as doing work

at both training and deployment time: during training it gives the graph branch

a stable correspondence to learn against, and at run time it lets the same learned

correspondence be applied to object instances the policy has never encountered in

that con�guration before.

3.4.3 Graph Processing

A GCRN [136] updates a per-node hidden state Ht 2 RN�d kg over the merged graph

at each timestep:

H t = GRU
�

H t�1 ; �
� ~A merge;t X t W

� �
; (3.9)

where Xt = [ E(v) k �z obs;t ] 2 RN�(d node +d obs ) stacks a learned per-node-type embed-

ding E(v) with the broadcast observation features�z obs;t, ~A merge;t is the element-wise

maximum of the two independently self-looped, symmetrically normalized adjacencies
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(Equation (3.8))�the union itself is not re-normalized (except in the AI-Habitat port,

Section 3.4.8)�and GRU is the standard gated recurrent update of Section 2.2.3

applied over the per-node embedding axis. The recurrence matters on tasks that

require per-node memory (the static-GCN ablation of Section 5.4 isolates this e�ect,

most visibly on the timed challenge recipes). The AI-Habitat port runs a non-recurrent

variant that re-initializes the per-node hidden state every step (Section 3.4.8), so

the AI-Habitat gains do not depend on the recurrence. By default we use the full

GRU-style variant of the recurrent cell of Seo et al.[136]; the cheaper �simple� variant

(a single GCN layer followed by a gate) is recorded in Appendix B, with a system-

atic ablation between the two left to future work. Equation (3.9) is the canonical,

learned-feature form of the precursor Equation (3.3).

3.4.4 Recommender Pooling

The per-node hidden state Ht is reduced to a single vector by the recommender. A

small MLP produces a logit per node, the logits are masked against the node mask m,

a softmax produces an attention distribution, andkg_feat t is the attention-weighted

sum:

� t = softmax
�

MLP([ H t k �z obs;t ])
�
; kg_feat t =

NX

i=1

� t;i H t [i]: (3.10)

This is the recommender of the temporal form with one deliberate change: the

attention is dense rather than top-K . The TopK readout of Equation (3.4), like

the top-K fragment selection of Wardenga et al.[164], routes gradient only to the

selected nodes. Dense softmax attention instead guarantees that gradient �ows to

every node every step, which we adopt for its cleaner optimization behavior relative

to hard top-K selection; a controlled dense-versus-TopK ablation was not run. For an

agent preparing Chicken Alfredo Primavera while holding pasta,� t concentrates on

the nodes for pasta's preparation (thestirrable tool/a�ordance node it is prepared

with in Figure 3.4b), while every other node retains a small but non-zero share.

The recommender's scores over graph nodes suggest which parts of the task the

agent should attend to now: which entities are relevant to the current sub-goal and,

by extension, which objects in the world are worth moving toward or interacting with.

We hypothesize that this is where much of the sample-e�ciency gain originates: the

recommender converts a global, static description of the task into a local, dynamic

hint, so the policy can spend its exploration budget on deciding how to act on the
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relevant entities rather than on discovering which entities are relevant at all.

3.4.5 The Knowledge-Graph Construction Algorithm

Every knowledge graph used in this thesis is algorithmically generated from a short spec-

i�cation, and the robustness study of the evaluation chapters supports the claim that

producing a useful graph is almost always cheap. The shared three-step recipe is: (1)

enumerate entities: list the named entities the simulator distinguishes (Overcooked

enumerates ingredients, tools, dishes, and goal locations; MiniGrid [27] enumerates

object types and mission tokens; Craftax [90] enumerates blocks, items/tools, mobs,

achievements, and biomes; AI-Habitat enumerates object�goal categories, room types,

and surface anchors), takingV as their union padded with PADnodes to a �xed

maximum N so the adjacency tensors are statically shaped; (2) author relation tem-

plates: three to six short rules (�drops on collect,� �crafts to,� �found in,� �unlocks�),

each a screenful of code, instantiated against the entity set; and (3) instantiate,

normalize, pad, and freeze: augment with self-loops and symmetrically normalize

( ~A = ~D �1=2 (A + I) ~D �1=2 ), produce a node-type vector and a boolean node mask

separating real from padded entries, pad toN , and freeze before training. The

canonical construction for an Overcooked recipe is Algorithm 1; it emits one recipe

node, one deliverable node, one node per ingredient, and one node per unique cooking

a�ordance, with edges from the recipe to each ingredient and a�ordance, from each

ingredient to the a�ordances that apply to it, and from the recipe to its deliverable.

The tomato�onion and Chicken Alfredo Primavera graphs of Figure 3.4 instantiate

the same recipe-driven pattern, di�ering only in their entity list; the generator itself is

roughly a hundred lines of Python (Appendix A), and specifying a new recipe takes

minutes.

The same pattern in the other three environments. The construction transfers

directly, with one variation in how the relation tables are obtained. In MiniGrid the

builder is per-mission: task, entity, and goal nodes withunlocks , separates , and

contains-target relations, two to six real nodes padded toN = 32. In Craftax the

entity set is split into seven named groups exposed by the simulator, and the relation

tables are read o� the simulator's own collection, crafting, terrain, and achievement

tables, emitting a 174-entity adjacency padded toN = 192; the construction is fully

algorithmic and no LLM is involved. In AI-Habitat the open-world case mines the

relation tables from a one-time o�ine pass of the same perception pipeline used

at training time (OWLv2 [ 92] + SAM 2 [121] + depth): a pre-pass over HM3D

40



Algorithm 1 Knowledge-graph construction for an Overcooked-AI recipe.

Require: Recipe R = ( I; A ) with ingredient set I and (action, ingredient) pairs
A � Actions � I

Require: Action-to-a�ordance map � : Actions ! A�ordances
Ensure: Knowledge graph GKG = (V; E)

1: Initialize V  ;, E  ;
2: Create recipe node vrecipe and deliverable node vdeliverable

3: V  fv recipe; vdeliverable g; E  f(v recipe; vdeliverable )g
4: for each ingredient i 2 I do
5: Add node vi to V ; add edge (vrecipe; vi ) to E
6: end for
7: Map actions to a�ordances: A  f�(a) j (a; i) 2 Ag
8: for each unique a�ordance � 2 A do
9: Add node v� to V ; add edge (vrecipe; v� ) to E

10: end for
11: for each (a; i) 2 A do
12: Add edge (vi ; v�(a) ) to E
13: end for
14: return G KG = (V; E)

frames [118] aggregates co-occurrence statistics to instantiate �usually in,� �co-occurs

with,� and �rests on� relations; the resulting 37-node graph is normalized, padded, and

frozen like the symbolic graphs. Full per-environment entity lists, relation templates,

and pseudocode (including the mining thresholds and the one-time cost per split) are

in Appendix A.

3.4.6 The Scene-Graph Construction Algorithm

The scene graph produces, each step, the situational edges that arise from the agent's

current con�guration rather than from the task's structure. The construction strategy

di�ers between symbolic and open-world simulators (Section 2.5), but the output

speci�cation is identical in both: an (N; N ) adjacency over the same node index

set as the knowledge graph, a node-type vector, and a per-step node mask, so the

adapter cannot tell which regime produced its scene-graph input�a property we

call regime-blindness. The AI-Habitat implementation is a PyTorch port of the JAX

adapter; Section 3.4.8 records the port's simpli�cations.

Symbolic grid worlds: algorithmic scene graphs. In Overcooked-AI, MiniGrid,

and Craftax the simulator state is fully accessible at every step. The builder enumerates

in-world instances, looks each up in the KG vocabulary, and �res a handful of
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geometric probes over the resulting set: an agent�objectnear probe (distance below

a per-environment threshold), an agent�objectfacing probe (heading aligned to the

displacement), an object�regioncontains / in_zone probe (the object's layout zone,

room, or biome), and an object�objectco-located probe (two objects within a small

distance). Each probe writes into a separate relation channel of the same (N; N )

adjacency. Per-step cost is bounded by a constant times the in-world instance count,

well under a millisecond. The Overcooked builder is given in full as Algorithm 2.

Deployed subset. The deployed JAX Overcooked implementation instantiates a

subset of this probe schema: agent�objectfacing edges plus agent�objectholding

edges, without thenear, in_zone, and co-located channels. This is a deliberate

reduction rather than an omission: the compact gourmet kitchens leave the proximity

probes nearly degenerate, and the gourmet layouts de�ne no zone regions (Appendix A

records the deployed edge set for every environment). The scene-graph conclusions

reported for Overcooked therefore apply to this reduced schema. The MiniGrid and

Craftax builders follow the same pattern with environment-speci�c entity tables and

probes, each with its own deployed subset; full per-environment pseudocode and the

deployed edge sets are in Appendix A.

Open-world simulators: perceptual scene graphs. In AI-Habitat ObjectNav [ 7]

the agent receives an RGB frame�plus depth, GPS, and compass�not a structured

object list. We perceive the instance set from the frame with two o�-the-shelf, frozen

vision models: an open-vocabulary detector [92] prompted with the knowledge-graph

vocabulary, so that every detection maps to a KG node by construction, and a

promptable segmenter [121] that tightens each detection from a bounding box to a

per-instance mask, whose centroid the depth frame backprojects to a 3D point in the

agent's coordinate frame�the same relative geometry the gridworld case reads o�

the simulator. The near, facing , in_room, and co-located probes of Algorithm 2

then run on the perceived instance set, with room labels from HM3D-Sem semantic

annotations where the simulator exposes them and otherwise from a detection vote

over a small declared object-to-room prior table (Appendix A). Both models are frozen

and run at roughly 7�12 fps on a single A6000; only the adapter is trained. This

regime-blindness is what lets the method, developed on symbolic grid worlds, transfer

to an open-world embodied task with no change to the adapter's design.

42



Algorithm 2 Overcooked-AI scene-graph construction (per step). The deployed JAX
implementation instantiates thefacing and holding channels only (see �Deployed
subset� in the text).

Require: state st with agent pose (pa; ha) and in-world instancesI t = f (ek ; pk)gk ;
KG vocabulary V with index lookup �; layout-zone mapZ; thresholdsrnear = 2,
r coloc = 1 (grid cells).

1: A SG  0 jV j�jV j ; m  0 jV j ; m[�(agent)]  1
2: for each instance (ek ; pk) 2 I t do
3: vk  �(e k); m[v k ]  1
4: if kpk � p ak1 � r near then
5: A (near)

SG [�(agent); vk ]  1
6: end if
7: if pk = p a + h a then . 4-way grid: facing i� one step ahead
8: A (facing)

SG [�(agent); vk ]  1
9: end if

10: zk  Z(p k); A (in_zone)
SG [vk ; �(zk)]  1

11: end for
12: for each unordered pair f(ek ; pk); (ek0; pk0)g with kpk � p k0k1 � r coloc do
13: A (coloc)

SG [vk ; vk0]  1; A (coloc)
SG [vk0; vk ]  1

14: end for
15: Sum channels into ASG; symmetrize and normalize:~A SG  D �1=2 (A SG + I) D �1=2

16: return ( ~A SG; m)

3.4.7 Learned Per-Node-Type Embeddings vs. node2vec

The temporal form initializes each node's feature vector with a node2vec [51] embedding

of the graph (Section 2.2.4), assigning each environment object the embedding of its

corresponding KG node so that perception and graph reasoning share a featurization.

The canonical adapter instead learns a per-node-type embedding tableE(v) end-to-

end, the E(v) that appears in Xt of Equation (3.9): node2vec is a �xed structural

prior on the node features, and the learned table subsumes it. node2vec is retained in

the temporal form because it cleanly decouples graph-structure choice from feature

learning (useful for the graph-structure comparison of Section 5.5.3, which swaps

graph structures while holding features �xed).

3.4.8 What Changes When the Backbone Changes

The entire architecture-speci�c content of the method reduces to a single concatenation

point at which kg_feat t joins the backbone's observation features (Equation (3.7)),

followed by the widened input dimension of the head's �rst layer. Nothing else in any
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backbone is modi�ed. We attach the adapter to the four backbones whose internals are

established in Section 2.6; what changes between them is only where the concatenation

happens�the designated point of Section 3.4.1, which sits before the heads for the

feed-forward CNN�MLP and before the recurrent or transformer trunk for the other

three (Figure 3.3):

CNN�MLP [24]. The adapter enters after the CNN and before the policy MLP,

concatenatingkg_feat t with the CNN's embedded feature vector (the output of

the embedding MLP that follows the convolutional stack, not the raw �attened

feature map).

SoftMoE�LSTM [103]. The adapter enters after SoftMoE pooling [115] and before

the LSTM, concatenatingkg_feat t with the pooled token (one departure of the

shipped SoftMoE trunk from an otherwise identical backbone is recorded in

Appendix B).

GTrXL [108]. The adapter enters at the per-step input to the causal trans-

former [156], concatenatingkg_feat t with the raw observation vector before

the trunk's observation encoder, so the encoded merged vector becomes the

transformer's input token at time t.

PoliFormer [187]. PoliFormer pairs a frozen DINOv2 vision transformer [37, 104]

with a transformer state encoder and causal decoder; the adapter enters as a

�fth modality token to the state encoder, alongside the existing RGB, goal, GPS,

and compass tokens. The AI-Habitat adapter is a PyTorch port of the JAX

module and realizes a simpli�ed variant of Equation (3.7): the GCRN hidden

state is re-initialized every step (stateless), the node inputs and recommender

scores omit the broadcast observation feature, and the merged adjacency is

re-normalized after the element-wise maximum.

The adapter con�guration is shared across settings (dnode = 16, dkg = 64, drec = 64,

GCRN GRU-style variant by default; the Craftax runs deviated withdrec = 128 at every

budget, and the 1B-budget runs additionally used the lighter single-GCN recurrent

variant), with the KG size N varying per environment (32 for legacy MiniGrid, 37 in

AI-Habitat, 64 in Overcooked, 192 in full Craftax); adding the adapter required no

further retuning. All four backbones are trained with PPO [135]. All hyperparameters

and parameter counts are deferred to Appendix B.
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(a) CNN�MLP: concatenation after the CNN,
before the policy MLP.

(b) SoftMoE�LSTM: concatenation after Soft-
MoE pooling, before the LSTM.

(c) GTrXL: concatenation at the per-step input
to the causal transformer.

(d) PoliFormer: a �fth modality token to the
state encoder.

Figure 3.3: The same adapter in four structurally di�erent policy backbones. Only the
concatenation point changes (Equation (3.7)); the adapter and its (GKG ; GSG;t ; st ) !kg_feat t
interface are identical across all four (Section 3.4.8 records the AI-Habitat port simpli�cations).

3.5 The Canonical Worked Example

A single running example (the tomato�onion soup recipe, with Chicken Alfredo

Primavera as its higher-complexity counterpart) threads every section of this chapter.

Figure 3.4 shows both knowledge graphs, each rendered exactly as the automated

pipeline emits it. The tomato�onion graph (recipe 301 of the recipe database) is

minimal: two ingredient nodes (tomato, onion), each linked by aprepared_with

edge to the singleboilable a�ordance node (the abstract action the kitchen's pot

realizes), plus theplate and goal nodes that close the delivery loop back to the

recipe node, six nodes joined by eight undirected edges in all (the full adjacency is

printed as Table A.1). Reading the graph top-down recovers the recipe; reading it from

a held ingredient recovers the agent's immediate options, the set the recommender

of Equation (3.10) attends to. The Chicken Alfredo Primavera graph (recipe 49 of

the recipe database) scales the same construction up (Figure 3.4b): 28 nodes (the

recipe node, eight tool/a�ordance nodes, seventeen distinct ingredients, and the plate

and goal nodes) joined by 52 labeled edges. The growth of the graph with recipe

complexity is what makes the structural prior increasingly valuable.

This worked example ties the chapter together: the static framework conditions a

policy on the tomato�onion graph, the temporal form grounds that graph in a per-step

scene graph, and the adapter collects the whole of it�graph union, GCRN processing,

dense-softmax recommender, a single concatenation�into one module independent of

the policy architecture. This is the canonical form of KG-RL, which the evaluation

chapters cite rather than re-derive.
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(a) Tomato�onion soup (recipe 301), ren-
dered directly from the automated pipeline's
output: 6 nodes and 8 undirected edges, in
the same layered schema as panel (b).

(b) Chicken Alfredo Primavera (recipe 49), rendered directly from the automated pipeline's
output: 28 nodes and 52 edges, with node types encoded by color and layer position and each
relation by edge color and style (one inline label per relation).

Figure 3.4: The canonical worked knowledge-graph example used throughout the thesis. Both
graphs follow the same recipe-driven construction, whose core (recipe, ingredient, a�ordance,
deliverable) is distilled as Algorithm 1, and di�er only in their entity list; edges encode
object�a�ordance links and compositional dependencies, labeled by relation at construction
time (Section 3.4.2 records what survives to the encoder). Both panels are the graphs the
deployed pipeline actually generates, with ingredients at the type level and node types and
relations encoded identically: (a) the six-node graph for recipe 301; (b) the 28-node graph
for recipe 49.
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Chapter 4

Evaluation I: Complexity Scaling in

Overcooked

This chapter collects the Overcooked complexity-scaling evidence for KG-RL. Its

core is the static form of Knowledge Graph-Augmented Reinforcement Learning,

the KG-conditioned actor�critic of the Method chapter (Section 3.2, architecture

in Section 3.2.1), evaluated in the experiments that established the method's two

founding empirical claims: that conditioning a policy on a learned embedding of a

task knowledge graph accelerates learning, and that the advantage grows with task

complexity. That origin study is a proof of concept, deliberately scoped to a single

�xed architecture in a single environment, with static knowledge graphs built per

recipe to the schema that the Method chapter later automates (Section 3.3.1). The

worked KG example of Figure 3.4 illustrates that schema, and its Alfredo recipe

returns as the case study of Section 4.2.2. The chapter closes with the matching

standard-recipe measurement for the temporal form of the method (Section 3.3) under

an A*-referenced convergence criterion and a wider baseline suite (Section 4.2.3).

4.1 The MealDB-Extended Overcooked-AI

Benchmark

KG-RL was �rst developed on the benchmark this chapter introduces, and the later

evaluation chapters reuse its Overcooked recipes; we refer to this MealDB-extended

environment as the gourmet recipe set throughout.

Overcooked-AI [24] is a gridworld cooking environment originally introduced to

study human�AI coordination, and now a standard testbed for cooperative multi-agent

reinforcement learning and zero-shot coordination [65, 86, 102, 120, 124, 144, 181, 183].

Formally it is a grid MDP: agents act through movement and interact actions on a

tiled kitchen, picking up and putting down ingredients, operating tools such as cutting
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Figure 4.1: The MealDB-extended Overcooked-AI environment. Agents navigate a tiled
kitchen, fetch ingredients from dispensers, process them at stations (pots, cutting boards),
and plate and deliver �nished dishes for sparse reward. The sprite set is extended from the
original Overcooked-AI to support the hundreds of real ingredients drawn from the MealDB
recipe database.

boards, pots, and serving stations, plating �nished dishes, and delivering them to a

serving counter for reward. The original environment is cooperative and two-agent; we

modi�ed it to additionally support single-agent play. The environment suits the study

of compositional reasoning because completing even a simple dish requires a long,

ordered sequence of interdependent subtasks under sparse reward: nothing is scored

until a completed dish is delivered, and the sparse signal grows harder to reach as the

ingredient count rises. Densifying that signal by hand does not remove the di�culty:

shaped rewards are proxies that are hard to specify correctly and that agents can

exploit instead of completing the task (Section 2.1.3) [100, 141]. Figure 4.1 shows the

environment with the extended sprite set used in our experiments.
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Extending Overcooked-AI with real recipes. The original Overcooked-AI

provides a handful of �xed layouts and a single canonical dish (onion soup). To turn it

into a benchmark for compositional task complexity, we needed a large population of

structurally related but distinct tasks, so we extended the environment by drawing from

MealDB [151], an online database of over 200 real-world recipes. Each MealDB recipe

speci�es a set of ingredients and the operations performed on them; we ported each into

an Overcooked task by enumerating its ingredients, assigning each a processing station

(e.g., boiling, chopping), and de�ning the deliverable dish, extending the environment's

sprite set and item vocabulary well beyond the original onions-and-tomatoes palette.

The extension was �rst implemented on the original Python Overcooked-AI stack,

on which this chapter's experiments were run (see the implementation-evolution

note, Appendix B.6); the later evaluation chapters use its port to a JAX-accelerated

Overcooked variant [19, 125]. The result is a benchmark of hundreds of recipes

spanning ingredient counts from two-ingredient soups to dishes with nearly twenty

distinct components.

Subtask overlap and compositional structure. The de�ning property of this

benchmark is the heavy subtask overlap across recipes: many seemingly distinct dishes

share intermediate subtasks, often at di�erent compositional depths (both a taco salad

and a beef strogano� require cooked ground beef). Standard RL has no mechanism

to exploit this reuse; encoding it as symbolic task knowledge (which subtasks matter

and how they compose) is what the per-recipe knowledge graphs below supply, and

this overlap-rich, compositional structure is the source of the complexity-scaling

phenomenon (De�nition 1.1) demonstrated in Section 4.2.

Per-recipe knowledge graphs. For each recipe we also constructed a task knowl-

edge graphGKG capturing that recipe's compositional structure: nodes for the recipe's

ingredients, the a�ordances and tools needed to process them, the plate, and the

deliverable dish; edges for the object�a�ordance relations and compositional depen-

dencies. The worked example of Figure 3.4 contrasts a two-ingredient graph with a

seventeen-ingredient one, illustrating how graph complexity tracks recipe complexity.

4.2 Results

We evaluated KG-RL on the MealDB-extended Overcooked-AI benchmark. Three

experiments anchor the results. The �rst two evaluate the static form against standard
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RL [ 135], an otherwise-identical agent trained without the knowledge-graph branch,

isolating whether conditioning the policy on the knowledge graph helps at all: a scaling

study across 200 recipes (Section 4.2.1) and a single-recipe case study on Chicken

Alfredo (Section 4.2.2). The third (Section 4.2.3) repeats the standard-recipe scaling

measurement for the temporal form of the method, with convergence referenced to A*

optimality and a broader set of baselines.

4.2.1 Scaling Across 200 Recipes

To test how the bene�t of the symbolic prior changes with task complexity, we compared

KG-RL against standard RL across 200 distinct recipes spanning a wide range of

ingredient counts, using ingredient count as a proxy for compositional complexity.

De�ning convergence on a sparse-reward task requires a task-speci�c target, so for

each recipe we took the return of an optimal MDP planner as the reference: a recipe

is counted as converged once the agent achieves at least 90% of the optimal reward for

50 consecutive steps. We then recorded each method's steps-to-threshold, the number

of training steps needed to reach this criterion. Each recipe was trained with 5 random

seeds, and the per-recipe steps-to-threshold averages those seeds.

First, KG-RL agents consistently require fewer training steps than standard RL

to converge, and the gap between the two widens with ingredient count from near

parity on the simplest recipes. Second, the e�ect is sharpest at the high-complexity

end: standard RL agents cease to converge at all on recipes with more than 12

ingredients within the training budget, while KG-RL agents learn recipes with up to 19

ingredients. The same steps-to-threshold scaling appears for the temporal instantiation

in Figure 4.3 and for the cross-backbone study in Figure 6.6.

We interpret this scaling behavior as a change in what the agent needs to learn.

Without a graph, an agent must discover the task's compositional structure�which

ingredients matter, which tools apply to them, and in what combination�through

exploration alone, and the space of such combinations grows sharply with the number

of ingredients. With a graph, that structure is supplied, and what remains to be

learned is the comparatively modest problem of reading the graph and navigating

to the entities it points at. Each additional ingredient then adds roughly a �xed

increment of navigation and interaction to be learned, producing the approximately

linear trend we observe, against the far steeper growth of the graph-free baselines.

Running the sweep across the full recipe set, instead of a single dish, lets us treat

this as a property of the method rather than of one task. The recipes vary in length,
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in ingredient composition, and in the kitchen layouts they are instantiated in, and the

scaling trend survives that variation. What matters is that the task has compositional

structure that can be written down, not which structure it is.

4.2.2 Case Study: Chicken Alfredo

To understand why the advantage grows with complexity, we inspected the training

dynamics on a single six-ingredient recipe, Chicken Alfredo. The graph used in this

run covered the six-ingredient port of the recipe; the full automatically generated

graph for the corresponding recipe-database entry, Chicken Alfredo Primavera, is

shown in Figure 3.4b. As seen in Figure 4.2, the training curves for this run reveal a

consistent two-phase pattern. Early in training, standard RL improves faster than

KG-RL: with no graph to make sense of, it begins learning from the raw observation

immediately. KG-RL, by contrast, spends a short initial warm-up phase learning to

integrate and ground its graph embeddings, and lags while it does. Once the graph

embeddings are e�ectively integrated, however, KG-RL accelerates, overtakes standard

RL (at roughly 2 � 107 steps in this run), and converges faster overall, plateauing

near 630 sparse reward against standard RL's roughly 550, with the optimal-planner

reference at 700.

Standard RL's � 550 plateau in this run sits below the 90%-of-700 (= 630) con-

vergence threshold of Section 4.2.1, so this particular run shows a gap in �nal policy

quality, not only in training speed, even though the aggregate 200-recipe study reports

standard RL converging at this ingredient count. We chose this case for the clarity of

its two-phase dynamics rather than as a representative draw.

This two-phase pattern supplies the mechanistic explanation for the scaling result

of Section 4.2.1. We hypothesize this occurs because the cost of learning to use the

graph is roughly constant (a short warm-up, paid once, largely independent of recipe

complexity) while the payo� of having the graph grows with the recipe's compositional

depth: a more complex recipe has more structure for the graph to encode and more

subtask dependencies for the prior to short-circuit. Under this hypothesis, the crossover

marks the point where the graph stops being an extra input to model and becomes a

usable index over the task, making each subsequent interaction far more informative

than an unguided one. The method should therefore be judged on the shape of the

whole curve rather than on early progress: a brief initial lag is the expected signature

of the mechanism at work. The Method chapter (Chapter 3) sharpens this intuition

into the thesis's two-regime empirical account.
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Figure 4.2: Sparse-reward training curves for the six-ingredient Chicken Alfredo recipe,
with the optimal-planner reward (700) as the red reference line. Standard RL improves
faster early, while KG-RL spends a warm-up phase learning to integrate its knowledge-graph
embeddings; KG-RL overtakes around 2� 107 steps, then accelerates and plateaus near 630
versus standard RL's roughly 550, the two-phase dynamic underlying the scaling result of
the 200-recipe study (Section 4.2.1).

4.2.3 The Same Scaling Under the Temporal Form

We evaluated the same standard-recipe scaling for the temporal form of the method

(Section 3.3): the GCRN encodes the merged scene�knowledge graph at every step,

and the task KGs are constructed automatically from the recipes (Section 3.3.1) rather

than speci�ed per instance. Because this form is instantiated on the CNN�MLP

backbone, the �gures label it CNN-MLP-TKG (the -TKG su�x denotes this temporal

knowledge-graph form); Section 6.1.1 extends this naming to the other backbones. The

recipes are a second 200-recipe draw from the same growing MealDB corpus, spanning

4�13 ingredients and therefore distinct from the 3�19-ingredient draw of Section 4.2.1.

The convergence criterion references A*-estimated optimality rather than the

origin study's MDP-planner return. Each agent trains until it reaches 90% of optimal

reward, where optimality is estimated with A* [56] over minimum-step trajectories

for collecting and combining all recipe ingredients. The 90% threshold was chosen to

balance computational cost against evidence of stable policy learning: at that level

agents complete and deliver multiple recipes per episode, indicating robust convergence.

Each recipe was trained with 5 random seeds; curves average the seeds within each
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Figure 4.3: Training steps to reach 90% of optimal performance on standard Overcooked-AI
recipes, as a function of ingredient count. CNN-MLP-TKG (KG-RL's temporal form on the
CNN�MLP backbone) scales approximately linearly with recipe complexity, whereas the
CNN baselines' training cost grows super-linearly; the gap is small at low ingredient counts
and widens sharply as complexity rises.

recipe, each ingredient count then averages 10 recipes, and the reported spread is

the variation across those 10 seed-averaged recipes. The comparison set is also wider

than the origin study's single standard-RL baseline: CNN�MLP [24], CNN�S5 [142],

CNN�LSTM [ 182], and SoftMoE�LSTM [ 103], along with Relational Deep RL [186]

and Symbolic RL [47] as the relational and neuro-symbolic baselines.

Figure 4.3 reports training steps to the 90%-optimal threshold on standard recipes

with 4�13 ingredients. KG-RL exhibits nearly linear scaling with recipe complexity,

whereas the CNN baselines' training cost grows super-linearly: the curves are visually

consistent with exponential growth, though ten ingredient counts cannot statistically

distinguish exponential from steep polynomial growth, so �exponential� here describes

the curves rather than an established functional form. This is the complexity-scaling

phenomenon of De�nition 1.1 again, with the constant-grounding-cost/growing-payo�

mechanism argued in Section 4.2.2 carrying over unchanged; what is new relative to

the origin study is the A*-based convergence criterion, the wider baseline suite, and

the dynamic scene-graph/GCRN architecture (Section 3.3).

The temporal form also changes what the graph can do. Once the graph represen-

tation carries state across time, the agent can use its nodes not only as a description
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of what the task requires but also as a record of what it has already done and a basis

for anticipating which interactions should come next. We conjecture that this is why

the temporal form retains the scaling advantage in this stricter setting: the same

graph does more work per step, and the recurrent encoder gives it a place to store the

intermediate results.

4.3 Discussion

Two �ndings carry forward from the origin evaluation. First, conditioning an actor�

critic policy on a learned embedding of a task knowledge graph improves training

e�ciency over standard RL, and the improvement is largest on the most compositional

tasks, so much so that KG-RL solves recipes that unaided RL cannot. Second, the

case study localizes the mechanism: a near-constant cost to learn the graph against a

payo� that grows with complexity. The temporal-form measurement of Section 4.2.3

shows the same linear-versus-super-linear contrast, indicating that the phenomenon is

not an artifact of the origin study's planner-referenced threshold or its single baseline.

The scaling account also has an economic reading: the intervention relocates

where the price of task structure is paid. A graph-free agent buys that structure

with exploration and pays on every run�each recipe, seed, and training con�guration

re-derives the same ingredient�tool facts from scratch, at a cost that grows with

compositional depth. The graph agent buys the same structure with authoring, paid

once when the templates are written, after which every policy trained against the

task family reads the result for the price of the warm-up. We suspect this asymmetry

is where much of the practical value concentrates: training is rarely a single run,

and sweeps, seeds, and curriculum stages all re-pay the exploration price, while an

authored description is simply reused.

The warm-up phase invites a further question. If its constant cost is the price

of acquiring a skill�learning to read a graph�rather than of absorbing one task,

that skill should transfer: an agent that has grounded one recipe's graph ought to

begin the next already knowing how to read. The origin formulation cannot test this,

because each policy owns exactly one graph for its lifetime. The generalist experiment

of Section 6.7 later supplies the test, training a single policy across hundreds of

swapped graphs, and we read the two-phase dynamic observed here as the single-task

shadow of the ability that experiment measures directly.

The origin formulation is deliberately limited in scope. The knowledge graphs are

static, one per recipe; the readout is a single mean-pooled vector with no ability to
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attend to the currently relevant nodes; and the graph cannot express where objects are

or how the agent's interaction with them evolves. The Method chapter (Chapter 3)

replaces the per-recipe schema with automatic construction, the static graph encoder

with a temporal one, and the mean-pool with a learned recommender, and adds a per-

step scene graph [70, 167] that grounds the abstract task concepts in concrete object

instances. The chapters that follow revisit the scaling phenomenon established here

under timed challenge dynamics and in MiniGrid (Chapter 5), and across backbones

and environments (Chapter 6).
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Chapter 5

Evaluation II: Temporal Grounding,

Ablations, and Robustness

This chapter evaluates the temporal, instance-grounded form of KG-RL developed

in Chapter 3: the agent merges the static task knowledge graphGKG , constructed

automatically from a recipe (Algorithm 1), with the per-step scene graphGSG;t (Al-

gorithm 2) into the merged scene�knowledge graphGSKG;t via the element-wise-max

union of Equation (3.8); a Graph Convolutional Recurrent Network (GCRN) [136]

encodesGSKG;t each step, carrying a per-node hidden state Ht across time; a recom-

mender in its TopK precursor form (Equation (3.4)) selects the task-relevant nodes;

and a CNN action head fuses the selected embeddings with the spatial grid observation

(Section 3.3.3). The worked tomato�onion and Chicken Alfredo graphs (Figure 3.4)

are the running examples.

The studies below isolate the two central components contributed by the temporal

method (Section 3.3), scene-graph grounding and GCRN temporal reasoning, and

probe their robustness in fully symbolic environments where the ground-truth graph

is known exactly. Chapter 6 then broadens the study: a wider corruption taxonomy,

parameter- and budget-scaling controls, and environments where the graph is perceived

rather than given.

5.1 Experimental Setup

We evaluated KG-RL across two domains chosen to stress di�erent capabilities:

the Overcooked-AI environment [24], a grid-based kitchen requiring procedural task

knowledge, and the MiniGrid suite [27], a set of goal-oriented navigation tasks requiring

spatial reasoning.

Overcooked-AI setup. The environment mechanics, the MealDB-based recipe

extension, and the single-agent modi�cation are those of the benchmark chapter
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(Section 4.1). The recipes are the 200-recipe, 4�13-ingredient draw of Section 4.2.3,

adapted from the online recipe database [151] and yielding 327 ingredients and 23

tools across all recipes.1 Each recipe carries multiple subtasks that must be completed

in order, producing a sparse reward signal that grows more challenging with ingredient

count. KGs are constructed automatically from the adapted recipes (Section 3.3.1),

and we use one �xed layout with ingredient and tool locations varying by recipe. We

additionally distinguish two recipe variants. Standard recipes have instantaneous

tool interactions (placing rice in a pot instantly yields cooked rice). Challenge

recipes require interactions to take time to complete (cooking proceeds for a speci�ed

duration), capturing more realistic dynamics and introducing the time-dependent,

sequential structure that the GCRN's temporal modeling is designed to exploit. This

temporally extended, ordered-subtask structure is the regime that formal temporal-

logic and reward-machine methods target by exposing the task automaton to the

agent [153, 155]; here the same structure is left implicit in the environment dynamics

and recovered by the GCRN's recurrence rather than declared in a speci�cation.

MiniGrid setup. MiniGrid provides modular 2D grid-worlds of increasing di�-

culty. We evaluated across eight standard environments (Empty, DoorKey, LavaGap,

LavaCrossing, ObstructedMaze, Memory, MiniBossLevel [26], and LockedRoom), span-

ning simple navigation through memory and lock-room tasks. KGs are constructed

programmatically, as in Overcooked, but from each environment's mission, encoding

the relevant objects, spatial relationships, and goal structure required to solve the

task.

Convergence criterion and baselines. For Overcooked, every steps-to-threshold

result in this chapter uses the criterion and protocol stated with the standard-recipe

scaling study (Section 4.2.3): training to 90% of A*-estimated optimal reward [56],

with 5 random seeds per recipe and 10 recipes per ingredient count. For MiniGrid

we measured steps to reward convergence, de�ned as no improvement over a rolling

window of 100 episodes. This is a plateau criterion: it measures when learning stabilizes

1These counts are a snapshot of the recipe corpus as it stood when these experiments
were run. The recipe database has since grown to 302 recipes (ids 0�301) spanning 538 in-
gredients, over a 51-a�ordance tool vocabulary (31 a�ordances used by at least one recipe)
(data/gourmet_recipe_db.json ); the experiments reported here used the 200-recipe snapshot
described in the text. This 200-recipe draw is also distinct from the 200-recipe set of the origin study
(Section 4.2.1): that earlier draw from the same growing corpus spanned 3�19 ingredients, whereas
the snapshot used by the temporal-form experiments (Section 4.2.3, this chapter, and Chapter 6)
spans 4�13.
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Figure 5.1: Training steps to 90% optimal on challenge Overcooked-AI recipes, where tool
interactions take time to complete. CNN-MLP-TKG (KG-RL's temporal form on the CNN�
MLP backbone) maintains its advantage over all baselines under these harder, time-dependent
dynamics. Comparisons are restricted to the strongest standard-recipe baselines and to a
maximum of 8 ingredients owing to the high cost of training on timed recipes.

rather than whether the task is achieved, and it can in principle �atter a method

that stops improving early. We compared against CNN�MLP [24], CNN�S5 [142],

CNN�LSTM [ 182], and SoftMoE�LSTM [ 103] on Overcooked; against a CNN�MLP

baseline [93] on MiniGrid; and against Relational Deep RL [186] and Symbolic RL [47],

the relational and neuro-symbolic baselines, on both. In the result �gures the full

temporal KG-RL agent appears as CNN-MLP-TKG, naming its CNN�MLP backbone

(Section 4.2.3); the body text keeps the method name KG-RL. We name baselines by

architecture throughout, since the architecture is what the knowledge-graph branch

attaches to. We do not compare against prior KG-RL methods, which either operate

exclusively in text-based environments [1, 2, 97] or lack the implementation detail

needed for faithful reproduction in our domains [191].

5.2 Challenge Overcooked Recipes

On standard recipes, KG-RL scales approximately linearly with ingredient count while

every baseline's training cost grows super-linearly (Section 4.2.3, Figure 4.3). We

repeated that experiment on challenge recipes, where tool interactions unfold over
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multiple steps (Figure 5.1). These tasks are harder and computationally costlier

to train on, so we restricted comparisons to the three strongest standard-recipe

baselines (SoftMoE�LSTM, Relational Deep RL, and Symbolic RL) and capped the

ingredient count at 8. KG-RL again trains faster than every baseline, con�rming

that structured task knowledge remains bene�cial under realistic, time-dependent

dynamics; the ablation below shows that the GCRN's temporal modeling becomes

especially important in this regime.

The challenge variants are harder in a speci�c way: timers and strict ingredient

ordering make reward sparser, because the action sequences that produce any reward

become longer and more constrained. A static graph readout has no record of which

nodes were relevant on previous steps, so it cannot easily represent that an object

must be revisited at a particular moment�exactly the competence that timed objects

demand. The temporal form's recurrence supplies that missing history, explaining

why the gap between the two forms is widest here rather than on the standard recipes.

5.3 MiniGrid: Up to 3� Faster Convergence

MiniGrid asks the same question in a structurally di�erent domain: whether structured

task knowledge still accelerates learning when the bottleneck is spatial exploration

rather than compositional procedure. (Figure 5.3 shows a representative layout.) Fig-

ure 5.2 reports steps to convergence across the eight MiniGrid environments. KG-RL

converges faster than the CNN�MLP, Relational Deep RL, and Symbolic RL baselines

in every environment. On the simpler layouts (Empty, DoorKey, LavaGap, LavaCross-

ing) the di�erences between methods are minimal, consistent with the Overcooked

�nding that structured task knowledge provides limited bene�t when exploration alone

su�ces. As complexity rises (ObstructedMaze, Memory, MiniBossLevel, LockedRoom),

KG-RL's advantage grows, reaching up to 3� faster convergence than CNN�MLP and

2� faster than the symbolic methods on the hardest tasks.

That the same graph branch helps in both domains suggests the bene�t is not

speci�c to recipe-like task structure. We hypothesize that in MiniGrid the graph does

less procedural work and more relational work, telling the agent which objects bear

on the current sub-goal so that exploration can be directed at the relevant part of the

map rather than spread over all of it.
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Figure 5.2: Steps to convergence across eight MiniGrid environments of increasing complexity.
CNN-MLP-TKG (KG-RL's temporal form on the CNN�MLP backbone) converges faster
than the CNN�MLP, Relational Deep RL, and Symbolic RL baselines in every environment;
di�erences are minimal on the simple tasks and grow substantially on the complex ones,
reaching up to 3� faster convergence than CNN�MLP and 2� faster than the symbolic
baselines on the hardest layouts.

Figure 5.3: A representative MiniGrid layout (DoorKey). The agent (red) must �nd the key,
unlock the door, and reach the goal (green) under partial observability; the harder layouts in
the suite add obstructions, memory requirements, and multi-room lock chains.

5.4 Ablations: Scene Graph vs. Temporal Reasoning

The temporal method adds two components to the original static KG-RL (Section 3.2),

scene-graph grounding and GCRN temporal reasoning (Section 3.3), and this chapter's

ablation isolates the contribution of each. We evaluated two ablated variants on both

Overcooked recipe sets. KG-RL w/o Scene removes the scene graph entirely, providing

only the static KG to the GCRN with no per-instance spatial grounding. KG-RL w/

GCN replaces the GCRN with a static GCN [75], the static encoder used in many prior
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(a) Standard recipes. (b) Challenge recipes.

Figure 5.4: Component ablation on Overcooked: training steps to the 90%-optimal threshold
versus ingredient count for the full model (CNN-MLP-TKG, KG-RL's temporal form on the
CNN�MLP backbone), the scene-graph ablation (CNN-MLP-TKG w/o Scene, the body's
KG-RL w/o Scene variant), and the temporal-reasoning ablation (CNN-MLP-TKG w/ GCN,
the body's KG-RL w/ GCN variant), against the three strongest baselines. Both ablated
variants stay well below every baseline, but their ordering �ips with the task: on standard
recipes (left) the scene-graph ablation is the slower at high ingredient counts; on challenge
recipes (right) replacing the GCRN with a static GCN degrades most steeply (roughly 2:5�
the full model's training steps at 8 ingredients).

KG-related RL works and in the original formulation (Section 3.2.1), retaining the

merged scene�knowledge graph but removing all temporal modeling of its dynamics.

Both components contribute to KG-RL's training speed on both recipe sets (Fig-

ure 5.4). Their relative importance, however, tracks the nature of the task.

Standard recipes: scene graph dominates. On standard Overcooked recipes,

removing the scene graph has the larger impact, particularly at high ingredient counts,

where many object instances must be spatially disambiguated to execute the correct

sequence of subtasks. Without the scene graph the policy loses the graph-side signal

of which entities it is currently near, facing, or holding, the situational grounding that

matters most when many objects compete for attention. As Section 3.3.2 notes, the

deployed type-indexed graph records that an entity of a given type is engaged rather

than which instance, so instance-level disambiguation is achieved jointly with the

spatial observation branch; the ablation shows the graph-side half of that signal carries

real weight. Replacing the GCRN with a static GCN also slows training, but less

severely: temporal reasoning provides an incremental bene�t even when the dynamics

are instantaneous.

Challenge recipes: temporal reasoning dominates. On challenge recipes the

relative importance of temporal modeling rises substantially. Without the GCRN,
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training time grows much more sharply with recipe complexity, consistent with the

intuition that tracking tool state over time becomes critical when cooking actions

unfold across multiple steps. Reward machines make the same per-step task-state

tracking explicit through an automaton transition [152]; here it is learned implicitly

by the recurrent encoder. The scene graph still contributes but plays a secondary role

in this setting�the crossover the two components' designs predict.

Taken together, the ablations con�rm that the two components are complementary:

each is most valuable in the regime the other does not cover, so the full method,

carrying both, holds up across the range of environments we test rather than only the

subset matched to one component.

5.5 Robustness and Graph-Structure Comparison

The KGs above are algorithmically constructed, so they contain exactly the information

each task needs. Real-world graphs are rarely so clean: they may be incomplete,

carry extraneous information, or be structured di�erently from a Semantic KG. We

probe all three failure modes in turn�node removal (Section 5.5.1), node insertion

(Section 5.5.2), and wholesale replacement of the graph structure (Section 5.5.3)�in

the Overcooked domain, the more complex of the two and thus the more informative

testbed for sensitivity to graph quality. The node-removal and node-insertion studies

use standard Overcooked-AI recipes and include the CNN�MLP baseline, whose

training speed is una�ected by graph perturbations and gives a �xed reference for

�no useful graph�; the graph-structure comparison, whosex-axis is ingredient count

rather than a perturbation level, covers both recipe sets and instead carries the three

strongest non-KG baselines.

5.5.1 Node Removal

We randomly removed task-relevant nodes (with their edges) from the KG, simulating

incomplete domain knowledge, and measured steps to convergence averaged over 10

recipes of 10 ingredients each at every removal level. As seen in Figure 5.5, training

time increases approximately linearly as nodes are removed, degrading gracefully

toward the CNN�MLP baseline; when no nodes remain, training speed becomes

equivalent to that of a standard RL agent.
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Figure 5.5: Robustness to missing knowledge. Task-relevant nodes (and their edges) are
randomly removed from the KG; training steps to convergence for CNN-MLP-TKG (KG-RL's
temporal form on the CNN�MLP backbone) are plotted against the removal fraction, with
the graph-free CNN�MLP baseline as a constant reference. The panel's axis label, �Percent
of Graph Transferred,� is the complement of the removal fraction: 100% transferred means
no nodes removed, 0% means the graph fully removed. Training time degrades approximately
linearly toward the baseline as nodes are removed, converging to the standard-RL training
speed when the graph is fully removed.

5.5.2 Node Insertion

We then inserted extraneous nodes drawn from unrelated recipes, with randomly

chosen edges, expressing the inserted count as a multiple of the original graph size and

again averaging over 10 recipes of 10 ingredients each. As Figure 5.6 shows, insertion

barely slows training: even with up to 4� the original number of nodes added as

noise, KG-RL still learns substantially faster than CNN�MLP, and beyond a moderate

insertion level additional extraneous nodes have diminishing impact. This tolerance is

consistent with the recommender (in its TopK precursor form, Section 3.3.3) learning to

attend to task-relevant nodes regardless of graph noise, �ltering extraneous information

at scale.

Even actively misleading content need not be harmful: because no structure is

imposed on how the graph must be used, learning to ignore a channel is a far easier

problem than learning the task, and the policy has all of training to do it.

63



Figure 5.6: Robustness to extraneous knowledge. Nodes from unrelated recipes (with random
edges) are inserted into the KG; the inserted count is expressed as a multiple of the original
graph size. The panel's axis label, �Percent of Extra Nodes Transferred,� expresses the same
quantity as a percentage: 400% corresponds to 4� the original size. The training speed of
CNN-MLP-TKG (KG-RL's temporal form on the CNN�MLP backbone) is largely una�ected
even with up to 4� extraneous nodes.

5.5.3 Graph-Structure Comparison

KG-RL is built around a Semantic Knowledge Graph [140], a �at relational structure

over entities. To test whether this choice matters, we compared against two alternative

knowledge representations: Concept Networks [143], which organize knowledge around

broad semantic associations between concepts rather than task-speci�c relations, and

Hierarchical Task Networks (HTNs) [48], which decompose tasks into ordered subtask

hierarchies with explicit precedence constraints. We swapped the graph structure

while holding the rest of the architecture �xed.

As seen in Figure 5.7, across both standard and challenge recipes, all three graph

representations train faster than the non-KG baselines, showing that the bene�ts of KG-

RL are not contingent on one speci�c structure. Among the three, the Semantic KG

learns fastest, and its margin over the alternatives grows with recipe complexity. The

HTN is intermediate: faster than the Concept Network but slower than the Semantic

KG, especially on complex recipes. The ordering is consistent with a structural

trade-o�: the rigid precedence constraints of the hierarchical representation limit

the agent's �exibility when subtasks can be interleaved, while the broad associative
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(a) Standard recipes. (b) Challenge recipes.

Figure 5.7: Graph-structure comparison: training steps to the 90%-optimal threshold versus
ingredient count when the temporal KG-RL agent (CNN-MLP-TKG on the CNN�MLP
backbone; the legend tags each series with the graph structure it consumes) is given a
Semantic Knowledge Graph, a Concept Network, or a Hierarchical Task Network, with the
rest of the architecture held �xed. All three graph-equipped variants sit below every non-KG
baseline on both recipe sets, and the ordering Semantic KG< HTN < Concept Network
holds throughout, with the Semantic KG's margin widening as ingredient count grows, most
visibly on the challenge recipes (right), where at 8 ingredients the Concept Network needs
roughly 1:7� the Semantic KG's training steps yet still trains in under half the steps of the
strongest non-KG baseline.

structure of the Concept Network injects task-irrelevant relational information that

the recommender must learn to �lter. The �at relational structure of the Semantic KG

strikes the best balance, supplying task-speci�c relational context without imposing

constraints that con�ict with the learned policy.

The ordering is further interpretable in terms of the match between formalism and

task. A hierarchical task network commits to an explicit decomposition and ordering,

which we would expect to suit tasks whose action sequence is genuinely rigid�an

assembly procedure that must be performed in one �xed order, or a safety-critical

routine with mandatory precedence. A semantic knowledge graph leaves the ordering

open and encodes which entities relate to which, which suits tasks where several

orderings are viable and the agent should be free to discover an e�cient one; most

of our recipes are of this kind, since ingredients can often be prepared in more than

one sequence. A concept network, being the least task-speci�c, supplies the weakest

constraints and correspondingly the smallest gain. The practical rule is to encode

whatever structure the task actually has, and to prefer the less committal formalism

when in doubt: a formalism that imposes an ordering the task does not really have

can only mislead.

The three studies converge on a single authoring rule of thumb: over-include

rather than under-include. Missing knowledge costs approximately linearly (Sec-
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tion 5.5.1); surplus knowledge costs almost nothing, because the recommender �lters

it (Section 5.5.2); and even a graph of the wrong shape still clears the non-KG �oor

(Section 5.5.3). Chapter 6 revisits this rule under a wider corruption taxonomy.

5.6 Incorporating Non-Graph Data Structures into

the Symbolic Reasoning Layer: Composing

KG-RL with Temporal-Logic Objectives

Every other structure the agent consumes in this thesis is a graph: the static task

KG, the per-step scene graph, and their element-wise-max unionGSKG;t all enter the

policy through the same graph-encoder path. However, nothing in that interface is

graph-speci�c. What the symbolic reasoning layer requires of a data structure is a

per-step symbolic state that can be featurized into the policy's fusion path, optionally

with a task signal derivable from that state; any structure that supplies this can enter

the agent alongside the graph branch. This section demonstrates the claim with the

structure that graphs capture worst: temporal order. The method chapter's note on

the word temporal (Section 3.3) contrasted two routes to temporality: the endogenous

route, where the GCRN's recurrence learns how grounded interaction evolves directly

from sparse reward, and the exogenous route, where temporal structure is declared

in a formal speci�cation and a reward is derived from it [22, 30, 114, 152, 153, 155].

This section composes the two by incorporating the exogenous route's data structure,

a temporal-logic automaton, into the symbolic reasoning layer next to the graphs.

The practical motivation is a speci�c failure mode of the endogenous signal: on

long recipes with hard ordering constraints, agents learn to farm the dense shaping

reward (repeatedly re�lling tools after every pickup, for instance) instead of completing

the delivery sequence, because the shaping gradient rewards sub-task motion without

enforcing sub-task order, and nothing in the graph explicitly tracks which sub-tasks

are already complete. The farming is this thesis's own empirical instance of the

shaping mis-speci�cation problem described in Section 2.1.3: the dense signal is an

approximation of the delivery objective, and where the two diverge the agent optimizes

the proxy, the reward-hacking pattern observed since Randløv and Alstrøm[119]and

characterized formally by Skalse et al.[141]. We view temporal task graphs as loosely

grounded approximations of temporal logic; what they lack is an explicit tracker of

completed sub-tasks and the richer temporal operators a logic supplies natively.

The composition is a wrapper-level mechanism layered around KG-RL�only the
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reward and the observation channels change, the network does not�and is not part of

the core input-augmentation contribution; it is likewise a focused study, with results

in one experimental regime and one domain, rather than a fourth evaluation under the

full protocol of Section 5.1. Throughout we write KG-RL+LTL for the composition,

implemented as the LCRL wrapper [58] composed with the KG-RL network.

5.6.1 Method: An LDBA Product State and the

Accepting-Frontier Reward

Following the logically-constrained RL recipe of Hasanbeig et al.[57], in the wrapper-

based form of their LCRL tool [58], the RL state becomes the producths; qi: the

environment states paired with the state q of a limit-deterministic Büchi automaton

(LDBA) [ 138] tracking progress through the temporal speci�cation. At every step a

labeling function reads a small set of atomic propositions o� the new environment

state, the automaton transitions on the resulting label, and the agent is rewarded

through the accepting-frontier signal:

r t =

8
<

:
1 if qt+1 2 A t

0 otherwise,
A t+1 = Acc(qt+1 ; A t );

where A t , the accepting frontier, is the union of accepting sets not yet visited in

the current round, andAcc removes the accepting set just entered, resetting to the

full union once every set has been visited. Formally, the composition turns the task

into a decision process over the product state spaceS � Q � 2F (environment state,

automaton state, and remaining frontier). In Overcooked, for example, the agent

earns the frontier reward exactly when it enters the delivered automaton state, once

per round.

The temporal-logic framing needs tempering on two points. Our episodes are �nite

(400 steps), so an in�nite-trace Büchi objective such as �deliver in�nitely often� is

not literally well-posed here; the frontier signal instead rewards each completion of

the speci�cation's eventuality chain, read under �nite-trace (LTL f ) semantics [30],

with the frontier reset re-arming the reward after each acceptance: an episodic

surrogate for the Büchi objective, not that objective itself. Furthermore, the automata

of Section 5.6.2 are deterministic and exercise none of the machinery that makes an

LDBA limit-deterministic ( "-transitions, a nondeterministic initial component) [138];

functionally they are reward machines [152, 153] in all but name, and we retain the
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LDBA terminology only for continuity with the LCRL tooling the implementation

builds on.

The frontier reward either replaces the environment reward (the default, and the

clean ablation) or is summed with it; both variants were evaluated. Because the

signal is history-dependent throughq and A, we make the policy (approximately)

Markovian in the product by exposing the full tracker state: the vector [one_hot(q) j

A j atomic propositions] (11 dimensions for Overcooked) is tiled across the spatial grid

as extra observation channels, (H; W; C) ! (H; W; C + 11), so the CNN branch reads

the automaton state alongside the per-cell game state. The quali�er �approximately�

has a precise referent: exposing the tracker makes the product state exactly Markov

whenever every atomic proposition is a function of the environment state, and ours

are not quite; the delivered proposition is read o� the reward channel, an event of

the transition rather than a predicate of the state (Section 5.6.4), and that is where

exactness fails. The entire mechanism lives at the environment wrapper, so it composes

with any policy architecture. The GCRN branch over GSKG;t , the recommender, and

the fusion are untouched.

Figure 5.8 traces the full loop. The automaton is to the temporal speci�cation

what the scene graph is to the spatial layout, a compact per-step symbolic state, but it

is not a graph the GCRN could consume: it is a �nite-state machine with a set-valued

frontier. It enters the agent anyway, through the observation and the reward, the same

two channels every structure in this thesis uses; in this sense the symbolic reasoning

layer generalizes beyond graphs.

The automaton is not proposed as a replacement for the knowledge graph. The

principle being tested is the one the whole thesis rests on�that structured task

knowledge should be handed to the policy and learned over rather than compiled

away�and the question is whether that principle survives a change in the form the

knowledge takes. The two structures are better seen as complementary, because they

express di�erent things. Knowledge graphs express what relates to what, and are

largely silent about hard constraints: deadlines, mandatory precedence, safety margins,

states that must never be entered. Temporal-logic speci�cations express exactly those

constraints, which encode poorly as relations. A system that needs both kinds of

knowledge could reasonably carry both channels.
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