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Abstract

Many problems in robotics require reasoning jointly over continuous dynamics
and discrete events, such as making and breaking contact in manipulation and
locomotion. Locally, these problems are well modeled by quadratic programs
with complementarity constraints (QPCCs), a highly expressive class that can
encode contact, friction, and more generally discrete or switching events. QPCCs
are, however, non-convex, and complementarity constraints violate the constraint
qualifications that standard nonlinear solvers rely on, and few methods compute
quality, local solutions fast enough for use in planning and control pipelines. We
observe that the relaxed complementarity constraints form a Lie group, and exploit
this structure to perform optimization directly on the relaxed complementarity
constraint manifold. Building on this idea, we introduce a numerically well-
behaved retraction map that satisfies the relaxed complementarity constraints by
construction, avoiding the ill-conditioning and degeneracy that impede classical
formulations. We implement this approach in Marble, an open-source QPCC
solver written in C++ with Julia and Python bindings, and show that it is faster
and more robust than state-of-the-art baselines across a standard benchmark
suite and a range of robotics problems, including several on which existing solvers
fail to converge.
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Chapter 1
Introduction

Many important planning and control problems in robotics can be formulated as optimization

problems over a mix of continuous and discrete variables. For example, manipulation and

locomotion extend smooth motion planning to include decisions over when to make and

break contact with the environment. Similarly, problems with binary completion goals or

progress constraints can be formulated using discrete decision variables [25, 42]. Solving

optimization problems with discrete decision variables is known to be NP-hard [13] and

combinatorially expensive, but in many cases we are satisfied with local feasible solutions,

such as in model-predictive control or as a heuristic in planning pipelines.

It is well established that smooth nonlinear optimization problems are locally well modeled

by quadratic programs (QPs) [31], which underlies the success of sequential quadratic

programming and related local methods. Many problems of interest, however, are not smooth.

In contact-implicit trajectory optimization, for example, the physics of making and breaking

contact is modeled through complementarity constraints [41] which govern the contact mode

of the system.

In general, for a non-smooth, nonlinear trajectory optimization problem with complemen-

tarities, we can form a local approximation by retaining the complementarity constraints while

linearizing the remaining nonlinearities, yielding a quadratic program with complementarity

constraints (QPCC). As a result, this local model retains the ability to reason about discrete

mode switches. Formally, a QPCC extends a standard QP with linear complementarity

constraints:

0 ≤ s ⊥ t ≥ 0 ⇐⇒ s ≥ 0, t ≥ 0, s⊙ t = 0 (1.1)

QPCCs are very expressive: bilevel optimization, binary problems, and game-theoretic

problems can all be modeled as QPCCs [10]. They are, however, non-convex and challenging

to solve, and there has been relatively little research focused on developing fast local solvers

that leverage their specific structure [3, 8, 36].
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1. Introduction

1.1 Contributions

In this work, we present a novel approach for solving QPCCs that addresses many of the

challenges of optimizing over complementarity constraints. Our approach solves a series of

subproblems with relaxed complementarity constraints similar to [21], but is the first to take

advantage of the smooth manifold structure of the feasible set. Our work is inspired by

[32], which introduced a log-domain parameterization of relaxed complementarity constraints

through an exponential retraction map for use in interior-point methods for convex QPs. Our

contributions are:

• A parameterization of relaxed complementarity that uses its Lie group structure to

satisfy the constraints by construction

• A proposed retraction map that avoids the numerical ill-conditioning of the exponential

map

• A corresponding QPCC solver with an open-source C++ implementation with Julia

and Python bindings

• Comparisons to LCQPow and CRISP, state-of-the-art QPCC and MPCC solvers,

respectively, on a standard benchmark suite and a variety of robotics problems, some

of which LCQPow and CRISP fail to solve, showing improved performance

1.2 Organization

This thesis is organized as follows. In Chapter 2, we provide necessary background on

constrained optimization and complementarity constraints. In Chapter 3, we derive our

proposed solver method, Marble, and provide a detailed description of its implementation. In

Chapter 4, we present results demonstrating Marble’s performance on a standard complemen-

tarity problem benchmark, MacMPEC, and on a set of robotics-specific QPCC problems, and

compare Marble’s performance to a number of other state-of-the-art solvers. We also provide

guidance on how to use Marble, including tips for formulating problems and tuning solver

parameters. Finally, in Chapter 5, we discuss limitations of our approach and directions for

future work.

1.3 Notation and Conventions

We collect here the notation and conventions used throughout this thesis. Scalars and vectors

are written in lowercase italic (x, s, t) and matrices in uppercase italic (A, Q, H); vectors are

2



1. Introduction

columns unless stated otherwise. We write 1 and 0 for the all-ones and all-zeros vectors, ei for

the i-th standard basis vector, and I for the identity matrix, with dimensions inferred from

context. The real numbers are denoted R, with Rn the space of n-dimensional real vectors;

SO(3) is the group of 3× 3 rotation matrices and S3 the unit quaternions. Calligraphic letters

denote sets and manifolds, such as a manifoldM, its tangent space TxM at a point x, the

tangent and linearized feasible cones TΩ(x) and FΩ(x) of a feasible set Ω, and the equality,

inequality, and complementarity constraint index sets E , I, and C.
Problem dimensions are used consistently throughout: n is the number of decision variables,

p the number of equality constraints, m the number of inequality constraints, and c the

number of complementarity constraints.

Lagrange multipliers follow a fixed convention: λ ∈ Rp is associated with the equality

constraints and µ ∈ Rm with the inequality constraints, with µ ≥ 0.

We write x⊤ for the transpose, ⟨x, y⟩ = x⊤y for the Euclidean inner product, and ∥x∥
for the corresponding norm; for a symmetric weight matrix M , ∥v∥2M = v⊤Mv denotes the

associated weighted quadratic form. The operator diag(·) forms a diagonal matrix from a

vector, or a block-diagonal matrix from its arguments, tr(·) denotes the trace, and x⊙ y the

elementwise (Hadamard) product. The gradient and Hessian of a scalar function f are ∇f
and ∇2f , and the Jacobian of a vector-valued function g is ∇g. Inequalities between vectors

are understood componentwise, so x ≥ 0 means xi ≥ 0 for every i, and for a symmetric

matrix A we write A ⪰ 0 to mean that A is positive semidefinite.

3
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Chapter 2
Background

This chapter is intended to provide the reader with the necessary background on optimization,

problem classes, solution methods, and complementarity constraints. We begin with a brief

overview of the structure of constrained optimization, optimality conditions, and relevant

optimization problem classes. We then discuss methods of solving constrained optimization

problems, and finally discuss the class of problems treated by this thesis, mathematical

programs with complementarity constraints (MPCCs).

2.1 Constrained Optimization

Many problems in countless fields, including engineering, economics, chemical engineering, and

robotics, can be formulated as constrained optimization problems. A constrained optimization

problem contains two items of interest: an objective function, which is a quantity we seek to

maximize or minimize, and a set of constraints, which are conditions that must be satisfied

by the problem’s solution.

Common examples of constrained optimization problems include portfolio optimization

in economics, process control in chemical engineering, routing and scheduling in operations

research, and notably, trajectory optimization and SLAM in robotics.

2.1.1 Problem Formulation

In general, a constrained optimization problem can be formulated as follows:

minimize
x

f(x)

subject to gj(x) = 0, j ∈ E ,

hi(x) ≤ 0, i ∈ I

(2.1)

Here, x ∈ Rn is the variable we are optimizing, f(x) : Rn → R is the objective function,

5



2. Background

g(x) : Rn → Rp is a vector of equality constraints, and h(x) : Rn → Rm is a vector of

inequality constraints. Index sets E and I define the equality and inequality constraints,

respectively. The goal is to find the value of x that minimizes the objective function f(x)

while satisfying the constraints g(x) = 0 and h(x) ≤ 0. The choice to write the problem as

a minimization problem is arbitrary and can be converted to a maximization problem by

negating the objective function.

2.1.2 Special Cases of Constrained Optimization Problems

We have treated f , g, and h above as general functions. In practice, many constrained opti-

mization problems have additional structure that can be leveraged to guarantee convergence,

simplify computations, or improve solver performance.

Linear and Quadratic Programs

If f , g, and h are affine functions, then the optimization problem is called a linear program

(LP), and is solvable in polynomial time [30]. A linear program in standard form can be

written as:
minimize

x
c⊤x

subject to Ax = b,

x ≥ 0

(2.2)

Similarly, if f is a quadratic function with positive semidefinite Hessian, and g and h are

affine functions, then the optimization problem is called a quadratic program (QP), and is

also solvable in polynomial time [30]. A quadratic program in standard form can be written

as:

minimize
x

1

2
x⊤Qx+ q⊤x

subject to Ax = b,

x ≥ 0

(2.3)

The requirement for ∇2f(x) = Q ⪰ 0 ensures that the nonlinear objective function is

convex, which guarantees that any local minimum is also a global minimum and that the

objective is bounded from below.

Remark 2.1. Any LP or QP can be expressed in standard form by introducing slack variables

to convert inequality constraints into equality constraints, and by negating the objective

function to convert a maximization problem into a minimization problem.

6



2. Background

General Nonlinear Programs

While LPs and QPs are important special cases of constrained optimization problems, there

exist many classes not discussed here, notably convex and non-convex nonlinear programs

(NLPs). Convex optimization problems admit a rich theory and efficient, polynomial-time

solution methods [30], while non-convex optimization problems are generally NP-hard [13]

and require more sophisticated and problem-specific solution methods.

Solvers for non-convex NLPs often only converge to local minima, and may require

heuristics, initial guesses, or problem-specific knowledge to find a good solution. Developing

efficient and robust NLP solvers is difficult but important, as many real-world problems are

non-convex.

2.1.3 Constraint Qualifications (CQs)

Before stating first-order optimality conditions for (2.1), we examine when the linearization

of the constraints faithfully represents the local geometry of the feasible set. A constraint

qualification ensures the algebraic description of the feasible set is not redundant and admits

a “good” linearization, which is needed for the optimality conditions of Section 2.1.4 to be

well-defined. We introduce two geometric objects, the tangent cone TΩ(x) and the linearized

feasible cone FΩ(x) for a point x ∈ Ω: the former is the set of directions along which one can

move from x while remaining in the feasible set, and the latter is the set of directions that

remain feasible with respect to the linearized constraints. We always have TΩ(x) ⊆ FΩ(x).

Constraint qualifications are requirements that guarantee the reverse direction so that the

two coincide.

Tangent Cones and Linearized Feasible Cones

Definition 2.2 (Tangent Cone). Let Ω ⊆ Rn and let x∗ ∈ Ω. A vector d ∈ Rn is a tangent

to Ω at x∗ if there exist sequences {xk} ⊂ Ω and {tk} with tk ↓ 0 such that

xk → x∗ and
xk − x∗

tk
→ d. (2.4)

The set of all such tangents is the tangent cone TΩ(x∗).
For an equality constraint g(x) = 0, the gradient ∇g(x∗) is perpendicular to the constraint

surface at x∗. One can therefore step in any direction d lying in the tangent plane, defined by

∇g(x∗)⊤d = 0, while remaining feasible to first order. For an inequality constraint h(x) ≤ 0

active at x∗, the gradient ∇h(x∗) points out of the feasible region, so −∇h(x∗) points in. To

7



2. Background

x1

x2

x∗

F(x∗)

T (x∗) = {0}

Ω

x1

x2

x∗

F(x∗)

T (x∗)

Ω

Figure 2.1: Tangent cone vs. linearized feasible cone at a point x∗. (left) Two “kissing” unit
circles, where the tangent cone TΩ(x∗) (gold) is one point while FΩ(x

∗) (blue) is an entire
line. (right) Complementarity constraints, where TΩ(x∗) (gold) is non-convex while FΩ(x

∗)
(blue) is the entire first quadrant.

remain feasible to first-order one can therefore step in any direction d that stays tangent to

or moves into the feasible region, defined by ∇h(x∗)⊤d ≤ 0. With these notions in mind:

Definition 2.3 (Linearized Feasible Cone). Let Ω = {x : gj(x) = 0, j ∈ E ; hi(x) ≤ 0, i ∈ I}
and let x∗ ∈ Ω with active set I∗h = {i ∈ I : hi(x

∗) = 0}. The linearized feasible cone at x∗ is

FΩ(x
∗) =

{
d ∈ Rn :

∇gj(x∗)⊤d = 0, j ∈ E ,

∇hi(x∗)⊤d ≤ 0, i ∈ I∗h

}
. (2.5)

It may not be immediately clear when TΩ(x∗) and FΩ(x
∗) differ, so we provide two

illustrative examples:

Example 2.4 (Sets where TΩ(x∗) ̸= FΩ(x
∗)) Consider the two constraints:

Ω = {(x1, x2) : (x1 − 1)2 + x22 − 1 = 0, (x1 + 1)2 + x22 − 1 = 0}

two unit circles centered at (1, 0) and (−1, 0) whose only common point is the origin

x∗ = (0, 0). Here TΩ(x∗) = {0}. The gradients at x∗ are (−2, 0) and (2, 0), so the

linearized feasible cone is

FΩ(x
∗) = {d : −2d1 = 0, 2d1 = 0} = {d : d1 = 0},

the entire x2-axis.

8



2. Background

As a second example, particularly relevant to this thesis, consider the complementarity

constraints:

Ω = {(x1, x2) : x1 ≥ 0, x2 ≥ 0, x1x2 = 0}

with gradients

∇(−x1) = (−1, 0), ∇(−x2) = (0,−1), ∇(x1x2) = (x2, x1).

We examine the three types of feasible points:

• (x1 = 0, x2 > 0): only x1 ≥ 0 and the equality are active. Since ∇(x1x2) = (x2, 0)

with x2 > 0, the equality pins d1 = 0, and TΩ(x∗) = FΩ(x
∗) = {d : d1 = 0}, the

x2-axis.

• (x1 > 0, x2 = 0): symmetric, both cones equal the x1-axis, i.e., TΩ(x∗) = FΩ(x
∗) =

{d : d2 = 0}.
• (x1 = 0, x2 = 0): at the corner ∇(x1x2) = (0, 0), so the equality imposes no

linearized condition. The tangent cone is the union of the nonnegative axes,

TΩ(x∗) = {d : d1 ≥ 0, d2 = 0} ∪ {d : d1 = 0, d2 ≥ 0},

whereas the linearized feasible cone is the entire first quadrant, FΩ(x
∗) = {d : d1 ≥

0, d2 ≥ 0}.
Only at the corner do the two cones differ. Note also that TΩ(x∗) there is non-convex,

while FΩ(x
∗) is necessarily convex, so no linearization could reproduce it.

These examples are illustrated in Figure 2.1

Linear Independence Constraint Qualification (LICQ)

Linear Independence Constraint Qualification (LICQ) is a commonly used constraint qualifi-

cation that requires the gradients of the active constraints to be linearly independent at a

feasible point.

Definition 2.5 (LICQ). Let x∗ be feasible for (2.1) and let I∗h = {i ∈ I : hi(x
∗) = 0} denote

the set of active inequality constraints. LICQ holds at x∗ if the vectors

{∇gj(x∗)}j∈E ∪ {∇hi(x∗)}i∈I∗h (2.6)

are linearly independent.

Equivalently, LICQ requires that the Jacobian of the active constraints has full row rank at
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x∗, which necessitates p+ |I∗h| ≤ n. If LICQ holds at a feasible point x∗, then TΩ(x∗) = FΩ(x
∗).

LICQ ensures that the active constraints are not redundant: each contributes an independent

restriction. The p equalities remove p degrees of freedom, leaving the feasible directions in an

(n− p)-dimensional subspace, while each active inequality cuts that subspace to a half-space

rather than removing a dimension.

Example 2.6 (A problem that satisfies LICQ) For x ∈ R2, the equality constraint

x1 + x2 = 1 satisfies LICQ everywhere since ∇(x1 + x2) = (1, 1) ̸= 0, and at any feasible

x∗ the feasible directions form the one-dimensional line spanned by (1,−1).
Adding the inequality x1 ≥ 0, at the feasible point x∗ = (0, 1) both constraints are

active and their gradients (1, 1) and (1, 0) are linearly independent, so LICQ holds. The

feasible directions are now the ray {t(1,−1) : t ≥ 0}: the active inequality does not

remove a dimension, it cuts the line down to a half-line. For x∗1 > 0 the inequality is

inactive and the full line is recovered.

Mangasarian-Fromovitz Constraint Qualification (MFCQ)

Mangasarian-Fromovitz Constraint Qualification (MFCQ) is a weaker constraint qualification

than LICQ that requires the gradients of the equality constraints to be linearly independent

and that there exists a direction in which one can move from the feasible point into the strict

interior of all active inequalities while remaining feasible to first-order with respect to the

equality constraints.

Definition 2.7 (MFCQ). Let x∗ be feasible for (2.1) and let I∗h = {i ∈ I : hi(x
∗) = 0}

denote the set of active inequality constraints. MFCQ holds at x∗ if

1. the equality constraint gradients {∇gj(x∗)}j∈E are linearly independent, and

2. there exists a direction d ∈ Rn satisfying

∇gj(x∗)⊤d = 0, j ∈ E , (2.7)

∇hi(x∗)⊤d < 0, i ∈ I∗h. (2.8)

If MFCQ holds at a feasible point x∗, then TΩ(x∗) = FΩ(x
∗).

10
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2.1.4 Karush-Kuhn-Tucker (KKT) Conditions

The Karush-Kuhn-Tucker (KKT) conditions provide a set of first-order necessary conditions

for optimality, provided a constraint qualification holds at the optimal point. The KKT

conditions generalize the method of Lagrange multipliers to include inequality constraints, and

are widely used in optimization theory and practice. Visualizations of the KKT conditions

below are inspired by [9].

A relevant quantity in the context of constrained optimization is the Lagrangian function,

which is defined as follows for (2.1) [31]:

L(x, λ, µ) = f(x) + λ⊤g(x) + µ⊤h(x) (2.9)

where λ ∈ Rp and µ ∈ Rm are the Lagrange multipliers associated with the equality and

inequality constraints, respectively. The Lagrangian function combines the objective function

and the constraints into a single function, which can be used to analyze the optimality

conditions of the constrained optimization problem.

Let x∗ be a local minimizer of (2.1) at which a constraint qualification (Section 2.1.3)

holds, and let f , g, and h be continuously differentiable. Then there exist multipliers λ ∈ Rp

and µ ∈ Rm such that [31]:

∇f(x∗) +∇g(x∗)⊤λ+∇h(x∗)⊤µ = 0 (stationarity) (2.10)

g(x∗) = 0 (primal feasibility) (2.11)

h(x∗) ≤ 0 (primal feasibility) (2.12)

µ ≥ 0 (dual feasibility) (2.13)

µ⊙ h(x∗) = 0 (complementary slackness) (2.14)

Here, ∇g(x∗) ∈ Rp×n and ∇h(x∗) ∈ Rm×n are the equality and inequality constraint

Jacobians, respectively.

Constraint qualifications are indeed needed for the KKT conditions to serve as necessary

conditions. Without a constraint qualification, a minimizer of (2.1) may fail to satisfy the

KKT conditions.

Example 2.8 (A problem that violates CQs at the minimizer has no KKT point) Consider
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the following problem:

minimize
x

x

subject to x2 = 0

At the globally optimal point x∗ = 0, we have ∇f(x∗) = 1 and ∇g(x∗) = 0, meaning

the stationarity condition is 1 + λ0 = 0 which cannot be satisfied for any λ. LICQ and

MFCQ both fail at x∗ as the gradient of the equality constraint ∇g(x∗) = 0.

The KKT conditions are necessary but not sufficient: a point satisfying them is only a

candidate for optimality, and may be a local maximum or a saddle point. Under convexity,

however, as in problems (2.2) and (2.3), the KKT conditions are also sufficient, and any

KKT point is a global minimizer [7]. In the non-convex setting, second-order information is

required to distinguish minimizers from other stationary points.

Many solution methods for solving constrained optimization problems rely on formulating

and solving the KKT conditions to find a satisfying x∗. We offer a brief interpretation of

each of the KKT conditions below.

Primal Feasibility

Primal feasibility requires that the solution x∗ satisfies the original constraints of the opti-

mization problem. This means that the equality constraints g(x∗) = 0 and the inequality

constraints h(x∗) ≤ 0 must hold true at the optimal solution.

Stationarity

The stationarity condition generalizes the concept of a critical point in unconstrained opti-

mization to the constrained case. An introductory calculus class teaches:

x∗ = argmin
x

f(x) =⇒ ∇f(x∗) = 0 (2.15)

Once constraints are added, this is no longer true, and we instead require that no first-

order improvement is possible in any feasible direction. Consider (2.1) with only equality

constraints. In this case, the stationarity condition requires:

∇f(x∗) +∇g(x∗)⊤λ = 0 ⇐⇒ −∇f(x∗) = ∇g(x∗)⊤λ

This reads as: the negative gradient of the objective, which points in the direction of steepest
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Figure 2.2: Unconstrained (left) versus constrained (right) minimizer. In the unconstrained
case, ∇f(x∗) = 0 at the minimizer. In the constrained case, −∇f(x∗) may be nonzero.

descent, must be expressible as a linear combination of the gradients of the equality constraints.

We offer an intuitive interpretation of this equation; Figure 2.3 illustrates the geometry.

Since the gradient of an equality constraint ∇gi(x∗) is perpendicular to the surface

gi(x) = 0, the span of the constraint gradients gives exactly those directions normal to the

feasible set. At optimality, −∇f(x∗) must not point along any direction that is feasible to

first-order:

∀d : ∇g(x∗)d = 0, −∇f(x∗)⊤d ≤ 0

In the above, d therefore spans the nullspace of the constraint Jacobian. By the fundamental

theorem of linear algebra, the nullspace is the orthogonal complement of the row space. Since

−∇f(x∗) is orthogonal to the nullspace of ∇g(x∗), it must lie in the row space of ∇g(x∗):

−∇f(x∗) = ∇g(x∗)⊤λ

which is nothing but the stationarity condition.

Dual Feasibility and Complementary Slackness

Dual feasibility and complementary slackness are conditions that extend stationarity to the

inequality setting. An inequality constraint hi(x) ≤ 0 is active at a point x∗ if hi(x
∗) = 0

and inactive if hi(x
∗) < 0. Active inequality constraints are treated as ordinary equalities in

the KKT conditions, while inactive inequality constraints must have Lagrange multipliers

equal to zero.

We interpret condition (2.14) as saying: if an inequality constraint is active, i.e., hi(x
∗) = 0,

then the corresponding Lagrange multiplier µi can be nonzero, and the constraint contributes

to the stationarity condition as a normal equality constraint. If an inequality constraint is
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−∇f

−∇f

−∇f

x∗ ∇h1

∇h2

−∇f = λ1∇h1 + λ2∇h2

λ1, λ2 > 0

x∗

Figure 2.3: (left) Various feasible points along the boundary of h(x) ≤ 0; at the optimum
with an active inequality h(x∗) = 0, −∇f(x∗) is perpendicular to the constraint boundary.
(right) At a corner of the feasible set where two inequality constraints are active, −∇f(x∗) is
a non-negative linear combination of the two constraint gradients. Level sets of f are shown
in dashed lines, with the feasible set in color.

inactive, i.e., hi(x
∗) < 0, then the corresponding Lagrange multiplier µi must be zero, and

the constraint does not contribute to the stationarity condition.

As will be discussed further in Section 2.3, the complementary slackness condition is just

one form of complementarity constraint which encodes a switching condition: either hi(x
∗) is

active and µi is non-negative, or hi(x
∗) is inactive and µi is zero.

The additional condition (2.13) µ ≥ 0 ensures that if an inequality constraint is active,

then −∇f(x∗) points “outwards” in the direction of the infeasible region, i.e., the direction

in which the inequality constraint is violated.

2.2 Solving Constrained Optimization Problems

There are a variety of methods used to solve constrained optimization problems efficiently.

In this section, we briefly discuss Newton’s method for root-finding, and two popular solver

methods: augmented Lagrangian methods and interior-point methods.
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2.2.1 Newton’s Method

Newton’s method is a root-finding algorithm that uses a first-order Taylor approximation of

a multivariate function to find its roots. Newton’s method prescribes that the next iterate

is the one which makes the first-order Taylor approximation of F at the current iterate, xk,

equal to zero:

F (xk+1) ≈ F (xk) +∇F (xk)(xk+1 − xk) = 0

The method therefore iteratively updates the guess according to the following formula:

xk+1 = xk +∆xk (2.16)

∆xk = −
(
∇F (xk)

)−1
F (xk) (2.17)

Newton’s method is guaranteed to converge quadratically to a root of F if the initial guess

is sufficiently close to the root and ∇F is non-singular at the root [31]. In practice, Newton’s

method is often combined with a line search to ensure global convergence, where instead of

taking the full Newton step ∆xk, a step size αk ∈ (0, 1] is chosen to ensure sufficient decrease

in the norm of F :

xk+1 = xk + αk∆xk (2.18)

∆xk = −
(
∇F (xk)

)−1
F (xk) (2.19)

In practice, the explicit inverse of ∇F (xk) is not computed to solve (2.17), and instead

the linear system ∇F (xk)∆xk = −F (xk) is solved for ∆xk using a linear system solver.

In many optimization methods, the problem of finding a solution to the KKT conditions

is formulated as a root-finding problem, where Newton’s method is the chosen root-finding

algorithm. In these cases, F is a function that encodes the KKT conditions, and the solution

to F (x) = 0 corresponds to a point that satisfies the KKT conditions.

2.2.2 Augmented Lagrangian Methods

In this section, we discuss a method for solving equality-constrained optimization problems

of the form:

minimize
x

f(x)

subject to g(x) = 0
(2.20)
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The Quadratic Penalty Method and its Deficiencies

Consider the equality-constrained optimization problem (2.20). Penalty methods replace

constraints with a penalty term in the objective function which penalizes constraint violations.

In a quadratic penalty method, problem (2.20) becomes:

minimize
x

f(x) +
ρ

2
∥g(x)∥2, ρ > 0 (2.21)

The stationarity condition for this problem is:

∇f(x) + ρ∇g(x)⊤g(x) = 0 (2.22)

Comparing this to the stationarity condition for the original problem (2.20), we see that the

Lagrange multiplier for the optimal solution, λ∗, is replaced by ρg(x), meaning at optimality

of the penalty problem, g(x) = λ∗/ρ. This means that ρ→∞ is required to ensure that the

solution to the penalty problem converges to a solution of the original problem. Growing ρ

too large can cause numerical difficulties and ill-conditioning as the condition number of the

penalty objective Hessian grows with ρ.

The Augmented Lagrangian Method

If we instead have an estimate α of the Lagrange multiplier λ, we can write the following

instead:

minimize
x

f(x) + α⊤g(x) +
ρ

2
∥g(x)∥2, ρ > 0 (2.23)

which minimizes the problem’s Lagrangian for a fixed multiplier estimate α with an additional

quadratic penalty term. The augmented Lagrangian is therefore the following function:

Lρ(x;α) = f(x) + α⊤g(x) +
ρ

2
∥g(x)∥2 (2.24)

The stationarity condition for this problem is:

∇f(x) +∇g(x)⊤(α + ρg(x)) = 0 (2.25)

Comparing this to the stationarity condition for the original problem (2.20), we see that

the Lagrange multiplier for the optimal solution, λ∗, is replaced by α+ ρg(x), meaning at

optimality of the augmented Lagrangian problem, g(x) = (λ∗− α)/ρ. This means that if α is

a good estimate of the optimal Lagrange multiplier, then ρ does not need to be very large to

ensure that the solution to the augmented Lagrangian problem converges to a solution of the
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original problem.

This form provides a natural way to update the Lagrange multiplier estimate α at each

iteration of the augmented Lagrangian method, which is typically done as follows:

αk+1 = αk + ρg(xk) (2.26)

Augmented Lagrangian methods iterate between minimizing the augmented Lagrangian (2.24)

with respect to the primal variable x and updating the Lagrange multiplier estimate α. The

penalty parameter ρ is typically increased according to a schedule.

An important consideration is that the minimization of the augmented Lagrangian is

unconstrained and the original constraints appear only in the objective function, so constraint

qualifications are not required to take steps. With CQs for the original problem, feasible

limit points are KKT points of (2.20) [5, 31].

When solving the unconstrained AL minimization step, the Hessian of the augmented

Lagrangian is given by:

∇2Lρ(x;α) = ∇2
xxL(x, α+ ρg(x)) + ρ∇g(x)⊤∇g(x) (2.27)

Note that ρ appears in the second term, meaning that as ρ grows, the Hessian again becomes

ill-conditioned; while convergence to a solution of the original problem does not require

ρ → ∞, we can further mitigate conditioning issues by using the primal-dual augmented

Lagrangian method. We introduce an additional variable λ to represent the shifted multiplier

α + ρg(x), which lets us rewrite the stationarity condition (2.25) as a system of equations in

x and λ [14]:

F (x, λ) =

[
∇f(x) +∇g(x)⊤λ
g(x)− ρ−1(λ− α)

]
(2.28)

∇F (x, λ) =

[
∇2f(x) +

∑
j∈E λj∇2gj(x) ∇g(x)⊤

∇g(x) −ρ−1I

]
(2.29)

where λ is a decision variable while α remains a parameter, fixed during the inner solve and

updated only by the outer iteration. There are two notable properties of this Newton system.

First, it is equivalent to the Newton system of (2.24) without ever forming the O(ρ) term.

Writing the Newton step as ∇F (x, λ)∆ = −F (x, λ) and eliminating ∆λ through the (2, 2)

block gives (
∇2

xxL(x, λ) + ρ∇g(x)⊤∇g(x)
)
∆x = −∇xLρ(x;α), (2.30)

which recovers the augmented Lagrangian Hessian of (2.27) exactly. The primal-dual system

17



2. Background

carries ρ only in the −ρ−1I block, whose entries shrink as ρ grows, rather than in a term

whose entries grow; this serves to drastically improve the conditioning of the system.

Second, the system is nonsingular for any ρ > 0 irrespective of the rank of ∇g(x).
The matrix ∇F (2.29) is symmetric with a negative definite (2, 2) block, so whenever

∇2
xxL(x, λ) ≻ 0 it is quasi-definite [44] and admits an LDL⊤ factorization which can be

used to solve the Newton system efficiently. In particular, the −ρ−1I block regularizes the

saddle-point system where an unregularized KKT system:[
∇2

xxL ∇g⊤

∇g 0

]
(2.31)

could be singular, namely when the constraint gradients are linearly dependent and Def-

inition 2.5 fails, yielding non-unique Lagrange multipliers. The primal-dual augmented

Lagrangian method therefore has the advantage of being able to solve problems which do not

satisfy CQs at the solution.

2.2.3 Interior-Point Methods

Augmented Lagrangian methods address the equality constraints of (2.20), whose KKT

conditions are a system of smooth equations to which Newton’s method applies directly.

Inequality constraints, however, introduce optimality conditions which include the comple-

mentary slackness condition (2.14), µ⊙h(x) = 0, together with the sign conditions µ ≥ 0 and

h(x) ≤ 0. In this section, we discuss a method for solving inequality-constrained optimization

problems of the form:

minimize
x

f(x)

subject to h(x) ≤ 0
(2.32)

It is convenient to introduce a slack variable s ∈ Rm and write (2.32) equivalently as

minimize
x, s

f(x)

subject to h(x) + s = 0,

s ≥ 0

(2.33)

This separates the two roles played by h: the nonlinear constraint h(x) + s = 0 is now

an equality of the form already treated above, and the entire difficulty of the inequality is

isolated in the simple bound s ≥ 0. The complementary slackness and sign conditions for
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(2.33) read µ⊙ s = 0 with µ, s ≥ 0, so that for each i at least one of µi and si must be 0.

The Log Barrier Method

In a similar vein to the quadratic penalty method, the log-barrier method replaces the

bound s ≥ 0 with a term in the objective function which explodes to infinity as the solution

approaches the boundary of the feasible set. In a log-barrier method, problem (2.33) becomes:

minimize
x, s

f(x)− κ1⊤ log(s)

subject to h(x) + s = 0, κ > 0
(2.34)

The logarithm is defined only for si > 0, so any iterate at which (2.34) can be evaluated

is strictly feasible with respect to the bound, and is kept strictly feasible by the barrier

term; the bound s ≥ 0 therefore no longer appears as a constraint. Problem (2.34) is

equality-constrained, and its KKT conditions are:

∇f(x) +∇h(x)⊤µ = 0 (2.35)

h(x) + s = 0 (2.36)

−κS−11+ µ = 0 (2.37)

where µ ∈ Rm is the multiplier associated with h(x) + s = 0 and S = diag(s). Rearranging

(2.37) gives µ = κS−11, which is strictly positive whenever s > 0, and multiplying through

by S yields the system:

∇f(x) +∇h(x)⊤µ = 0 (2.38)

h(x) + s = 0 (2.39)

µ⊙ s = κ1 (2.40)

Comparing (2.40) to the KKT conditions of (2.33), we see that stationarity, primal feasibility,

and dual feasibility hold exactly, and only complementary slackness has been relaxed from

µ ⊙ s = 0 to µ ⊙ s = κ1. The barrier problem is therefore a smooth perturbation of

the KKT conditions, and the original conditions are recovered as κ → 0. Solving (2.38)–

(2.40) for a sequence of decreasing κ is the basis of interior-point methods. Eliminating s

and µ to obtain a purely primal method suffers from similar ill-conditioning issues as the

primal augmented Lagrangian method; retaining µ and s as independent variables gives the

primal-dual interior-point method [31].
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Implicit Relaxed Complementarity

The core difficulty in using interior-point methods is proper handling of the relaxed complemen-

tarity condition µ⊙ s = κ1, which is a smooth approximation of the original complementarity

condition µ⊙ s = 0. The relaxed complementarity condition is a nonlinear equation in the

variables µ and s, and can be solved using Newton’s method, but a fraction-to-boundary rule

must be employed to keeping both variables strictly positive during iterations. However, an

alternative approach introduced in [32] is to parameterize the pair (µ, s) by a single variable

v ∈ Rm through the following log-domain change of variables:

µ(v) =
√
κ exp(−v), s(v) =

√
κ exp(v) (2.41)

For any v ∈ Rm this yields µ⊙s = κ1 and µ, s > 0 identically, so the relaxed complementarity

condition and both sign conditions are enforced by the parameterization rather than as

equations or constraints. What remains from (2.38)–(2.40) is the reduced system

F (x, v) =

[
∇f(x) +∇h(x)⊤µ(v)

h(x) + s(v)

]
= 0, (2.42)

which is smooth in (x, v) and may be solved for x and v using Newton’s method.
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Figure 2.4: (left) The block in free-fall with no normal force acting on it. (middle) The
block touching the table with a normal force acting on it. (right) Force and distance over
time, with a hard switch in the normal force at contact time t∗.

2.3 Mathematical Programs with Complementarity

Constraints

Mathematical Programs with Complementarity Constraints (MPCCs) are a class of opti-

mization problems that include complementarity constraints, a particular type of equality

constraint often used to model switching or discrete behavior without explicit integer vari-

ables. MPCCs arise in various applications, including contact mechanics, bilevel optimization,

and equilibrium problems. The presence of complementarity constraints introduces unique

challenges in both the theoretical analysis and numerical solution of these problems.

2.3.1 Problem Formulation

Complementarity constraints are typically expressed in the form:

0 ≤ s ⊥ t ≥ 0, (2.43)

where s, t ∈ Rc are decision variables, and the notation s ⊥ t indicates that siti = 0 for all

i = 1, . . . , c. This means that for each pair (si, ti), at least one of the variables must be zero.

Example 2.9 Consider a mass falling on to a table. The physics of the problem can be

modeled using a complementarity constraint to ensure the normal force from the table is

21



2. Background

only applied when the block is in contact:

ÿ = −g + 1

m
fN ,

0 ≤ y ⊥ fN ≥ 0

where y is the height of the block above the table, m its mass, and g > 0 the gravitational

acceleration. This model ensures that the normal force fN is only applied when the block

is in contact with the table, i.e., when y = 0. If the block is above the table, y > 0 implies

fN = 0. When the block is in contact with the table, since the complementarity constraint

additionally requires y ≥ 0, a positive normal force fN > 0 is applied to prevent the block

from penetrating the table. These equations are written in continuous time, but when

discretized these form the basis of contact-implicit methods [2, 29, 33]. This scenario is

illustrated in Figure 2.4.

A general nonlinear MPCC can be formulated as follows:

minimize
x

f(x)

subject to gj(x) = 0, j ∈ E ,

hi(x) ≤ 0, i ∈ I,

0 ≤ Gk(x) ⊥ Hk(x) ≥ 0, k ∈ C

(2.44)

Here we have explicitly separated the complementarity constraints from the other inequality

and equality constraints since they often require special treatment. Index sets E , I, and
C define the equality, inequality, and complementarity constraints, respectively. In this

formulation, x ∈ Rn is the variable we are optimizing, f(x) : Rn → R is the objective function,

g(x) : Rn → Rp is a vector of equality constraints, h(x) : Rn → Rm is a vector of inequality

constraints, and G(x), H(x) : Rn → Rc are vectors defining the complementarity constraints.

The literature may also refer to an MPCC in vertical form, where the complementarity
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constraints are expressed only between slack variables:

minimize
x, s, t

f(x)

subject to g(x) = 0,

h(x) ≤ 0,

G(x) = s,

H(x) = t,

0 ≤ s ⊥ t ≥ 0

(2.45)

where s, t ∈ Rc are the complementarity slack variables.

Remark 2.10. Formulations (2.44) and (2.45) are equivalent, but the vertical form may be

preferred in order to simplify the complementarity set and standardize problem structure

[26, 34].

2.3.2 Difficulties Posed by Complementarity Constraints

Complementarity constraints introduce several difficulties in both the theoretical analysis and

numerical solution of MPCCs. One of the main challenges is that the feasible set defined by

complementarity constraints is an “L”-shaped non-convex set, and constraint qualifications

such as LICQ and MFCQ fail at any feasible point of an MPCC.

Example 2.11 (LICQ and MFCQ fail for complementarity constraints) Consider the

scalar complementarity constraint

0 ≤ s ⊥ t ≥ 0 ⇐⇒


s ≥ 0,

t ≥ 0,

st = 0

The gradients of the three constraints (with the inequalities written as −s ≤ 0, −t ≤ 0)

are:

∇(−s) = (−1, 0), ∇(−t) = (0,−1), ∇(st) = (t, s).

LICQ requires the gradients of the active constraints to be linearly independent. We

examine the three types of feasible point:

• (s∗ = 0, t∗ > 0): the active constraints are s ≥ 0 and st = 0, with gradients (−1, 0)
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and (t∗, 0). These are parallel, hence linearly dependent, so LICQ fails. MFCQ also

fails: no direction d satisfies ∇(st)⊤d = 0 (i.e., d1 = 0) while strictly decreasing −s
(i.e., d1 > 0).

• (s∗ > 0, t∗ = 0): symmetric, with active gradients (0,−1) and (0, s∗), again parallel.

LICQ and MFCQ fail.

• (s∗ = 0, t∗ = 0): all three constraints are active, and ∇(st) = (0, 0). A set

containing the zero vector is linearly dependent, so LICQ and MFCQ fail.

Many standard nonlinear programming solvers, such as IPOPT, rely on constraint qualifi-

cations to guarantee convergence to a KKT point. Since LICQ and MFCQ fail for MPCCs,

these solvers may not converge to a solution of an MPCC, or may converge to a point that

is not even feasible. This motivates the development of specialized methods for solving

MPCCs and modified optimality conditions that account for the failure of standard constraint

qualifications.

2.3.3 MPCC Constraint Qualifications and Stationarity

Conditions

As established in Section 2.3.2, standard constraint qualifications fail for MPCCs, so specialized

constraint qualifications and stationarity conditions have been developed for MPCCs [34, 37].

We first define the following index sets for a feasible point x∗ of (2.44):

I∗h = {i ∈ I : hi(x
∗) = 0}

I∗00 = {i ∈ C : Gi(x
∗) = 0, Hi(x

∗) = 0}

I∗0+ = {i ∈ C : Gi(x
∗) = 0, Hi(x

∗) > 0}

I∗+0 = {i ∈ C : Gi(x
∗) > 0, Hi(x

∗) = 0}

(2.46)

where we refer to I∗00 as the biactive set; most of the theoretical and computational difficulty

of MPCCs arises when I∗00 is nonempty. As shown in Example 2.11, LICQ and MFCQ fail at

every feasible point where a complementarity pair is active. We therefore define constraint

qualifications on the branch-fixed NLP, obtained by fixing the complementarity active set at
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x∗:
minimize

x
f(x)

subject to g(x) = 0,

h(x) ≤ 0,

Gi(x) = 0, Hi(x) = 0, i ∈ I∗00,

Gi(x) = 0, Hi(x) ≥ 0, i ∈ I∗0+,

Gi(x) ≥ 0, Hi(x) = 0, i ∈ I∗+0

(2.47)

Following [37], if x∗ is a local minimizer of the MPCC (2.44), it is a local minimizer of (2.47).

Replacing the biactive rows Gi = 0, Hi = 0 with Gi ≥ 0, Hi ≥ 0 yields the relaxed NLP, used

below to define strong stationarity. The branch-fixed NLP has Lagrangian

L(x, λ, µ, νG, νH) = f(x) + λ⊤g(x) + µ⊤h(x)− (νG)⊤G(x)− (νH)⊤H(x), (2.48)

where λ, µ ≥ 0, νG, and νH are the MPCC multipliers.

MPCC Constraint Qualifications

Definition 2.12 (MPCC-LICQ / MPCC-MFCQ). Let x∗ be feasible for (2.44). MPCC-

LICQ (respectively MPCC-MFCQ) holds at x∗ if the branch-fixed NLP (2.47) satisfies LICQ

(respectively MFCQ) at x∗.

MPCC Stationarity Conditions

We also define the following stationarity conditions, sometimes referred to as the “alphabet

soup,” which build on the KKT conditions of the branch-fixed NLP (2.47)–(2.48). Each

requires the common weak-stationarity multiplier system and differs only in what it imposes

on the biactive multipliers (νGi , ν
H
i ), i ∈ I∗00.

Definition 2.13 (MPCC Stationarity Conditions). Let x∗ be feasible for (2.44). Then x∗ is:
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• Weakly stationary (W-stationary) if there exist multipliers (λ, µ, νG, νH) such that

∇xL(x∗, λ, µ, νG, νH) = 0, (2.49a)

0 ≤ µ ⊥ −h(x∗) ≥ 0, (2.49b)

νGi = 0, i ∈ I∗+0, (2.49c)

νHi = 0, i ∈ I∗0+, (2.49d)

νGi ∈ R, i ∈ I∗0+ ∪ I∗00, (2.49e)

νHi ∈ R, i ∈ I∗+0 ∪ I∗00. (2.49f)

• Clarke stationary (C-stationary) if it is W-stationary and νGi ν
H
i ≥ 0 for all i ∈ I∗00 (i.e.,

the biactive multipliers have the same sign).

• Abadie stationary (A-stationary) if it is W-stationary and νGi ≥ 0 or νHi ≥ 0 for all

i ∈ I∗00.
• Mordukhovich stationary (M-stationary) if it is W-stationary and, for all i ∈ I∗00, either
νGi > 0 and νHi > 0, or νGi ν

H
i = 0.

• Strongly stationary (S-stationary) if it is W-stationary and νGi ≥ 0 and νHi ≥ 0 for all

i ∈ I∗00. Equivalently, x∗ is a KKT point of the relaxed NLP.

When I∗00 is empty, all concepts coincide with S-stationarity. Otherwise they form the

hierarchy

S =⇒ M =⇒ C, A =⇒ W, (2.50)

with the stronger implying the weaker. S-stationarity is the MPCC analogue of the usual

KKT conditions and is necessary for local optimality under MPCC-LICQ [37]. Another

natural condition is Bouligand stationarity (B-stationarity), which requires that no feasible

descent direction exists at x∗. That is, −∇f(x∗) lies in the polar of the tangent cone to the

feasible set. Unlike the multiplier-based conditions above, it employs the true tangent cone

TΩ(x∗) and requires no constraint qualification.

Definition 2.14 (B-stationarity). Let x∗ be feasible for (2.44). Then x∗ is (geometrically)

B-stationary if

∇f(x∗)⊤d ≥ 0 for all d ∈ TΩ(x∗), (2.51)

equivalently, if d = 0 solves mind∇f(x∗)⊤d subject to d ∈ TΩ(x∗).
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2.4 On-Manifold Optimization

Many optimization problems have variables constrained to lie in a particular set, such as

unit-norm vectors, rotation matrices, or positive-definite matrices. These sets are often

smooth manifolds: subsets of a Euclidean space that look locally like Rd. For an accessible

introduction to manifolds and Lie groups for robotics, see [39]. In this section, we provide a

brief overview of the concepts relevant to optimization on manifolds, following [6].

2.4.1 Smooth Embedded Submanifolds

Definition 2.15 (Smooth Embedded Submanifold [6]). A subsetM of a linear space E of

dimension d is a smooth embedded submanifold of dimension n if, for every x ∈ M, there

exist a neighborhood U of x in E , an open set V ⊆ Rd, and a diffeomorphism ψ : U → V

such that

ψ(U ∩M) = V ∩ E, (2.52)

where E is a linear subspace of dimension n. We call E the embedding space.

Intuitively, this says that M is locally flat : although M may be curved when viewed

inside the embedding space E , one can always find a smooth, smoothly-invertible change of

coordinates ψ that straightens the patch ofM near x into a flat piece of an n-dimensional

subspace E.

The dimension n is the number of independent directions one can move withinM, while

the remaining d− n directions of E point off the manifold.

2.4.2 Tangent Spaces and Retractions

For each point x ∈M, there exists a tangent space TxM, which is a linear subspace of the

embedding space E that contains all directions in which one can move away from x while

remaining on the manifold to first-order. Formally, the tangent space can be defined as the

set of all tangent vectors to smooth curves on the manifold passing through x. For manifolds

defined by equality constraints or level sets, the tangent space TxM is the linearized feasible

cone FΩ(x) from Section 2.1.3.

Importantly, smooth manifolds are equipped with a retraction operator Rx : TxM→M,

which maps a tangent vector η ∈ TxM to a point on the manifoldM such that Rx(0) = x

and the curve t 7→ Rx(tη) is smooth and has initial velocity η. Retractions allow us to take

steps in the tangent space and then map back onto the manifold, enabling optimization

algorithms to operate in the tangent space while ensuring iterates remain on the manifold.
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Example 2.16 (Smooth manifold of unit-norm vectors) Consider the set of unit-norm

vectors in Rn:

Sn−1 = {x ∈ Rn : ∥x∥2 = 1} (2.53)

This set is a smooth embedded submanifold of Rn of dimension n− 1. The tangent

space at a point x ∈ Sn−1 is given by

TxSn−1 = {η ∈ Rn : x⊤η = 0} (2.54)

A common retraction for this manifold is the normalization operation:

Rx(η) =
x+ η

∥x+ η∥2
(2.55)

If an optimization problem has a unit-norm constraint, we can optimize over the

manifold Sn−1 by taking steps in the tangent space and retracting back onto the manifold

using Rx.

Roughly speaking, calculations involving gradients, Jacobians, and Hessians can be

computed in the tangent space at the current iterate. Vectors in this tangent space can then

be mapped back onto the group via a retraction map [39], enabling many familiar algorithms

like Newton’s method [1, 23] and Kalman filters [4] to be easily ported to the manifold setting.

Performing on-manifold optimization ensures iterates remain feasible with respect to the

manifold constraints, whereas naive enforcement of manifold constraints through penalties or

multipliers only guarantees feasibility at convergence. This can be particularly important in

applications where intermediate iterates must remain feasible, such as in real-time control or

when the objective function is only defined on the manifold. Many non-convex optimization

problems can be reformulated as on-manifold optimization problems, allowing for the use

of specialized algorithms that exploit the manifold structure to achieve better convergence

properties and computational efficiency [6].
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Chapter 3
Marble: An On-Manifold Approach to

Solving QPCCs

3.1 The QPCC Problem

This chapter derives Marble, our solver for quadratic programs with complementarity con-

straints. As motivated in Chapter 1, QPCCs are the natural local model for the non-smooth

trajectory optimization problems we target: retaining the complementarity constraints while

linearizing the remaining nonlinearities preserves the ability to reason about discrete mode

switches. We begin by fixing the problem form used throughout the remainder of this thesis.

A QPCC extends the standard QP of Section 2.1.2 with the linear complementarity

constraints of Section 2.3:

minimize
x, s, t

1

2
x⊤Qx+ q⊤x (3.1a)

subject to Ax+ b = 0, (3.1b)

Gx+ h ≥ 0, (3.1c)

Lx+ l = s, (3.1d)

Rx+ r = t, (3.1e)

0 ≤ s ⊥ t ≥ 0 (3.1f)

Here x ∈ Rn is the decision variable, and the problem data are the following:

• Symmetric, positive semidefinite cost matrix Q ∈ Rn×n ⪰ 0 and cost gradient q ∈ Rn

• Equality-constraint data A ∈ Rp×n and b ∈ Rp

• Inequality-constraint data G ∈ Rm×n and h ∈ Rm

• Complementarity data L,R ∈ Rc×n and l, r ∈ Rc
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3. Marble: An On-Manifold Approach to Solving QPCCs

• Complementarity slacks s, t ∈ Rc

The notation 0 ≤ s ⊥ t ≥ 0 denotes:

0 ≤ s ⊥ t ≥ 0⇐⇒

s, t ≥ 0

s⊙ t = 0
(3.2)

This is the form Marble accepts, and the form in which every problem of Chapter 4 is

posed. The remainder of the chapter reviews existing approaches to solving (3.1) (Section 3.2),

develops the parameterization that lets us satisfy a relaxation of complementarity constraints

by construction (Section 3.3), and derives the solver itself (Section 3.4) along with the

algorithmic choices that make it fast (Section 3.5).

3.2 Prior Works

A variety of approaches to the more general class of mathematical programs with complemen-

tarity constraints (MPCCs) exist [28, 35] and fall into three main categories: mixed-integer

reformulations, smoothing or relaxation methods, and penalty methods.

3.2.1 Mixed-Integer Reformulation

Complementarity constraints (3.2) may be re-formulated using the big-M method with

bounds Ms ≥ s,Mt ≥ t and binary variable δ ∈ {0, 1}c [19]:

0 ≤ s ⊥ t ≥ 0 ⇐⇒

0 ≤ s ≤Msδ

0 ≤ t ≤Mt(1− δ)
(3.3)

The binary δ is responsible for selecting which branch of the complementarity constraint

is active. A related constraint is the SOS1(n), or special ordered set of type 1, constraint

which requires that at most one variable in a set of n is non-zero.

0 ≤ s ⊥ t ≥ 0 ⇐⇒

s, t ≥ 0

{s, t} ∈ SOS1(2)
(3.4)

The resulting mixed integer programs with big-M or SOS1 constraints are often solved

with branch-and-bound methods implemented in commercial solvers like Gurobi [17]. Branch-

and-bound methods scale combinatorially in the number of integer variables, leading to
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prohibitively long solution times.

3.2.2 Smoothing and Relaxation Methods

Figure 3.1: The feasible set {(s, t) : s+ t ≤ 1, st = κ} changes topology as κ increases. The
feasible set is a curve at κ = 0.1, a point at κ = 0.25, and empty for κ > 0.25.

For a general review of smoothing and relaxation methods, including nonlinear program

(NLP) reformulations, we refer to [11]. This work uses the relaxation introduced in [32],

s⊙ t = κ1. Methods in this category perform continuation, where a parameter is gradually

varied to approach the true non-smooth solution.

One challenge encountered with this relaxation is that the topology of the feasible set

associated with complementarity constraints can change, unlike in interior-point methods

for inequalities. For example, Figure 3.1 shows an inequality constraint s + t ≤ 1 and

complementarity constraint s · t = κ where, as κ increases the solution changes from a set

to a point to the empty set. While alternative relaxations such as Scholtes’ relaxation [38],

s⊙ t ≤ κ1, maintain the feasible region as part of an expanded region, avoiding this issue,

they can suffer from other challenges, including an interior region that collapses as κ→ 0.

The choice to use our equality-constraint relaxation is motivated further in Section 3.3.

3.2.3 Penalty Methods

In penalty-based methods, constraints are incorporated through penalty terms in the cost

function to avoid issues like LICQ. Similar to relaxation methods, continuation is used to

solve subproblems for increasing penalty values. LCQPow, an open-source software package
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for QPCCs, includes complementarities (3.2) as a quadratic penalty, turning the problem

(3.1) into the following penalized version:

minimize
x

1

2
x⊤Qx+ q⊤x+ ρψ(x)

subject to Ax+ b = 0,

Gx+ h ≥ 0,

Lx+ l ≥ 0,

Rx+ r ≥ 0

(3.5)

where ψ(x) = (Lx + l)⊤(Rx + r) is the penalty term, leaving the inequality constraints

explicit. LCQPow proceeds by linearizing this (likely indefinite) penalty term, forming a

convex QP subproblem that can be solved with off-the-shelf solvers. This method suffers

from two weaknesses. First, the convergence guarantees of [19] require MPCC-LICQ (see

Section 2.3); when it is violated the subproblem solution is not unique, and LCQPow often

encounters failures that depend heavily on the lower-level QP solver. Second, the convexified,

penalized problem can have a KKT point that is infeasible for the complementarity, occurring

where the penalty gradient vanishes. At such a point the linearized subproblem produces

a zero step and the sequential convex programming (SCP) iteration terminates, stalling at

an infeasible iterate. Increasing ρ does not help, since the point remains stationary at every

penalty value.

Example 3.1 (SCP stalls at an infeasible stationary point) Consider the one-dimensional

QPCC:

minimize
x

1

2
x2

subject to x ≥ 1,

0 ≤ x ⊥ (2− x) ≥ 0

with complementarity slacks s = x and t = 2− x. Complementarity forces x = 0 or x = 2,

and combined with x ≥ 1, the unique feasible point is x = 2, with objective 2.

LCQPow penalizes the complementarity by ρψ(x) with ψ(x) = st = x(2 − x) and,
at each inner iterate xk,j, replaces ψ by its first-order Taylor term, yielding the convex
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Figure 3.2: Relaxed complementarity feasible sets for different relaxation parameters. σ
smoothly and globally parametrizes a feasible set for a fixed relaxation.

subproblem

min
1≤x≤2

1

2
x2 + ρ∇ψ(xk,j) x, ∇ψ(x) = 2− 2x. (3.6)

The point x = 1 is a fixed point of this inner loop for every penalty ρ: there the bound

x ≥ 1 is active, and the penalty gradient vanishes,

∇ψ(x)
∣∣
x=1

= 2− 2 · 1 = 0, (3.7)

so the linearized subproblem reduces to min1≤x≤2
1
2
x2, whose minimizer is x = 1. The

SCP step is zero and the method terminates, but x = 1 is infeasible for the original

complementarity, since:

x(2− x)
∣∣∣
x=1

= 1 · (2− 1) = 1 > 0. (3.8)

We find that LCQPow stalls at x = 1 in practice, and increasing ρ does not help, since

the point remains stationary at every penalty value.

3.3 Complementarity by Construction

The approach taken in this work avoids many of the challenges associated with complementar-

ity constraints by performing optimization directly on the relaxed complementarity manifold.
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Replacing the complementarity condition

s⊙ t = 0

with

s⊙ t = κ1, κ > 0

smooths the non-smooth feasible set of Section 2.3.1, and is shown in Figure 3.2. As κ→ 0,

the relaxed constraints recover strict complementarity.

For a given complementarity pair, define:

Ωκ = {(s, t) ∈ R2 : st = κ, s > 0, t > 0}.

Proposition 3.2. For every κ > 0, the set Ωκ is a smooth one-dimensional manifold.

Moreover, under the embedding

Φ(s, t) =

[
s/
√
κ 0

0 t/
√
κ

]
∈ SL(2,R),

Ωκ is a one-dimensional matrix Lie group.

See Appendix A for a proof of this proposition.

The value of this structure is that a one-dimensional Lie group is globally parameterized

by a single coordinate in its Lie algebra g ∼= R. Concretely, any point of Ωκ can be written as

the image of a scalar σ ∈ R under a retraction map pκ : R→ R>0 applied to each component,

s = pκ(σ), t = pκ(−σ), (3.9)

provided pκ satisfies pκ(σ) pκ(−σ) = κ so that the relaxed complementarity st = κ holds by

construction for every σ. The one-dimensional curve s · t = κ in R2 and its scalar parameter

σ are visualized in Figure 3.2. Optimizing over the unconstrained coordinate σ therefore

keeps every iterate on Ωκ automatically, eliminating the complementarity constraint as an

explicit equality constraint.

The canonical choice, following [32], is the exponential map of the group,

s =
√
κ exp(σ), t =

√
κ exp(−σ), (3.10)

which indeed satisfies st = κ. However, the exponential map is numerically problematic: its

derivative grows without bound, causing overflow and ill-conditioning for even moderate σ,
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and this only worsens as κ→ 0. Crucially, the exponential is not the only valid retraction:

any smooth map satisfying pκ(σ) > 0 and pκ(σ) pκ(−σ) = κ parameterizes the same manifold.

3.3.1 The Softplus Retraction Map

We propose a new retraction map based on the softplus function, which is a smooth approxi-

mation of the ReLU function. The softplus function is defined as:

pκ(σ) =

√
κ

2

 σ√
κ
+

√(
σ√
κ

)2

+ 4

 =
1

2

(
σ +
√
σ2 + 4κ

)
(3.11)

The softplus retraction map has several advantages over the exponential map. It is

asymptotically linear outside the corner at σ = 0, approaching 0 for σ → −∞ and σ for

σ → +∞, which avoids numerical overflow issues of the exponential map. In addition, we take

advantage of the following identities for efficient retraction map and Jacobian computations:

0 < p′κ(σ) < 1 (3.12)

pκ(σ)− pκ(−σ) = σ (3.13)

p′κ(σ) + p′κ(−σ) = 1 (3.14)

3.3.2 Benefits of Implicit Complementarity

Combining the implicit complementarity above with an augmented Lagrangian subproblem

avoids many of the challenges associated with complementarity constraints. In particular, we

avoid the following issues:

• Structural CQ Violations: As shown in Section 2.3.2, complementarity constraints

violate LICQ and MFCQ at every feasible point. This structural degeneracy is avoided

by implicit complementarity by relaxing the complementarity constraints and writing

them instead as equality constraints in terms of retraction variable σ:

s = pκ(σ), t = pκ(−σ)

whose gradients are:

∇

([
s− pκ(σ)
t− pκ(−σ)

])
=

[
I 0 −D+

σ

0 I D−
σ

]
=

[
I 0 −D+

σ

0 I I −D+
σ

]
, D±

σ := diag
(
p′κ(±σ)

)
,

which are unconditionally linearly independent for any σ, since the leading 2c × 2c
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block is the identity.

• Problem-Specific CQ Violations: While the complementarity constraints alone are

reformulated to satisfy LICQ and MFCQ, the problem may still violate these conditions

at feasible points via the linking constraints:

Lx+ l = s, Rx+ r = t

or the equality and inequality constraints. To handle this, we use an augmented

Lagrangian method to solve subproblems, which is robust to CQ violations [22].

3.4 Marble

We now introduce our solver, Marble, which uses an augmented Lagrangian approach to solve

a set of smooth subproblems with relaxed parameterized complementarity constraints. The

Marble C++ implementation, with Julia and Python bindings, and code to reproduce the

results of Chapter 4 are made publicly available.1

3.4.1 Subproblem Formulation

Marble replaces the complementarity conditions (3.1d), (3.1e), (3.1f) with the implicit softplus

parameterization introduced in Section 3.3.1, and solves the following relaxed problem:

minimize
x, d, σ

1

2
x⊤Qx+ q⊤x− κ1⊤ log(d) (3.15a)

subject to Ax+ b = 0, (3.15b)

Gx+ h− d = 0, (3.15c)

Lx+ l = pκ(σ), (3.15d)

Rx+ r = pκ(−σ) (3.15e)

where κ is the relaxation parameter, pκ(σ) is our retraction function (3.11) applied element-

wise to σ ∈ Rc, and inequalities are enforced through a log-barrier on d ≥ 0.

1Code: https://roboticexplorationlab.org/Marble
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3.4.2 Solver Derivation

We build Marble from solving the subproblem defined in Section 3.4.1 for a homotopy schedule

of relaxation parameters κ→ 0. Each subproblem is solved using a primal-dual augmented

Lagrangian approach (see Section 2.2.2), which we derive below.

Primal-Dual Augmented Lagrangian

We now introduce the augmented Lagrangian for (3.15) as:

Lρ(x, σ, d;α, β, γL, γR) =
1

2
x⊤Qx+ q⊤x− κ1⊤ log(d)

+ α⊤(Ax+ b) +
ρ

2
∥Ax+ b∥2

+ β⊤(Gx+ h− d) + ρ

2
∥Gx+ h− d∥2

+ γ⊤L (Lx+ l − pκ(σ)) +
ρ

2
∥Lx+ l − pκ(σ)∥2

+ γ⊤R(Rx+ r − pκ(−σ)) +
ρ

2
∥Rx+ r − pκ(−σ)∥2

(3.16)

Using a primal-dual Augmented-Lagrangian approach, we can solve (3.15) by iteratively

minimizing (3.16) over primal variables x, σ, d and updating dual variable estimates α, β, γL, γR

and penalty parameter ρ for a homotopy schedule over κ → 0. The KKT conditions for

minimization of (3.16) are derived below.

We first derive stationarity with respect to the original primal variable x. Define the

following shorthands:

rA := Ax+ b (3.17)

rG := Gx+ h− d (3.18)

rL := Lx+ l − pκ(σ) (3.19)

rR := Rx+ r − pκ(−σ) (3.20)

We therefore have the following stationarity condition:

∂Lρ

∂x
= Qx+ q + A⊤(α + ρrA) +G⊤(β + ρrG) + L⊤(γL + ρrL) +R⊤(γR + ρrR) = 0 (3.21)

Following the standard primal-dual AL procedure, we introduce the primal-dual shifted
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multiplier variables:

λ = α + ρrA = α+ ρ(Ax+ b) (3.22)

µ = β + ρrG = β + ρ(Gx+ h− d) (3.23)

τL = γL + ρrL = γL + ρ(Lx+ l − pκ(σ)) (3.24)

τR = γR + ρrR = γR + ρ(Rx+ r − pκ(−σ)) (3.25)

Using these definitions, the stationarity condition for x can be rewritten as:

∂Lρ

∂x
= Qx+ q + A⊤λ+G⊤µ+ L⊤τL +R⊤τR = 0 (3.26)

For variable d, we have the following stationarity condition:

∂Lρ

∂d
= −µ− κd−1 = 0 (3.27)

⇐⇒ µ⊙ d = −κ1 (3.28)

We can satisfy this relaxed complementarity condition by again using (3.11) as:

d = pκ(v), µ = −pκ(−v), v ∈ Rm (3.29)

And finally for variable σ, we have the following stationarity condition:

∂Lρ

∂σ
= −p′κ(σ)(γL + ρrL) + p′κ(−σ)(γR + ρrR) = 0 (3.30)

= −p′κ(σ)τL + p′κ(−σ)τR = 0 (3.31)

In all, we have the following KKT conditions, or KKT residual, for the inner loop

minimization of (3.15):

rx := Qx+ q + A⊤λ+G⊤µ+ L⊤τL +R⊤τR = 0 (3.32)

rv := −µ− pκ(−v) = 0 (3.33)

rσ := −p′κ(σ)τL + p′κ(−σ)τR = 0 (3.34)

rλ := Ax+ b− ρ−1(λ− α) = 0 (3.35)

rµ := Gx+ h− pκ(v)− ρ−1(µ− β) = 0 (3.36)

rτL := Lx+ l − pκ(σ)− ρ−1(τL − γL) = 0 (3.37)

rτR := Rx+ r − pκ(−σ)− ρ−1(τR − γR) = 0 (3.38)
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We satisfy these conditions using Newton’s method, which requires the Jacobian of the

KKT residual:

Q 0 0 A⊤ G⊤ L⊤ R⊤

0 D−
v 0 0 −I 0 0

0 0 Wσσ 0 0 −D+
σ D−

σ

A 0 0 −ρ−1I 0 0 0

G −D+
v 0 0 −ρ−1I 0 0

L 0 −D+
σ 0 0 −ρ−1I 0

R 0 D−
σ 0 0 0 −ρ−1I


︸ ︷︷ ︸

K



∆x

∆v

∆σ

∆λ

∆µ

∆τL

∆τR


︸ ︷︷ ︸

∆

= −



rx

rv

rσ

rλ

rµ

rτL
rτR


︸ ︷︷ ︸

r

(3.39)

with the following Jacobian blocks:

D+
v := diag(p′κ(v)) (3.40a)

D−
v := diag(p′κ(−v)) (3.40b)

D+
σ := diag(p′κ(σ)) (3.40c)

D−
σ := diag(p′κ(−σ)) (3.40d)

Wσσ := diag(−p′′κ(σ)⊙ τL − p′′κ(−σ)⊙ τR) (3.40e)

We note that the above Newton system is asymmetric, and we provide two symmetrizations

that can be used by a symmetric, indefinite linear system solver, detailed in Section 3.5. We

define the number of primals and duals as Np = n+m+ c and Nd = p+m+ 2c, and the

total number of variables as N = Np +Nd. The Newton system (3.39) is therefore a square

system of size N ×N .

3.4.3 Algorithm Overview

Marble consists of two nested loops, summarized in Algorithm 3.1. The outer loop increases ρ

geometrically until ρmax, after which κ is scaled by γκ and the multiplier estimates are updated;

it terminates once both the KKT residual and the violation of the original constraints are

small. The inner loop solves the system (3.39) for a given (ρ, κ) pair until the ∞-norm of the

KKT residual r is below a specified tolerance, and is detailed in Algorithm 3.2. Borrowing

lessons from [24], we solve the AL subproblem inexactly, with tightening tolerances as κ

shrinks.

Due to the non-convexity of QPCCs, we use a filter line search as the step acceptance

criterion following [45]. To derive meaningful merit and feasibility terms for the filter, we
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Algorithm 3.1 Marble outer loop: relaxation homotopy

Input: Problem data (Q, q,A, b,G, h, L,R, l, r), optional initial guess, solver parameters
Output: Approximate stationary point z of the QPCC
1: procedure Marble
2: ρ← ρ0, κ← κ0
3: z0 ← 0 ▷ primal-dual iterate [x, v, σ, λ, µ, τL, τR]
4: [α, β, γL, γR]← 0 ▷ multiplier estimates
5: F ← ∅ ▷ initialize empty filter
6: for k = 0, 1, . . . , Nouter

max do
7: if ∥rk∥∞ ≤ ϵkkt,

∥Axk + b∥∞ ≤ ϵeq,

∥min(0, Gxk + h)∥∞ ≤ ϵineq,

∥(Lxk + l)⊙ (Rxk + r)∥∞ ≤ ϵcc then
8: return zk ▷ converged
9: end if
10: ω ← max(10−14, 0.1κ) ▷ inner stationarity tolerance
11: z∗k ← MinimizeAL(ρ, κ, ω)
12: if ρ ≥ ρmax then

▷ warm-start solution for next κ, see Section 3.5.2
13: ∂z∗/∂κ← SolveQDLDL(K, −∂r/∂κ) ▷ IFT predictor, reuse factorization
14: ∆κ← max(γκ κ, κmin)− κ
15: zk+1 ← z∗k + (∂z∗/∂κ)∆κ
16: κ← κ+∆κ
17: [α, β, γL, γR]← [λ, µ, τL, τR] ▷ update multiplier estimates
18: else
19: ρ← min(γρ ρ, ρmax)
20: zk+1 ← z∗k
21: end if
22: F ← ∅ ▷ reset filter
23: end for
24: return zNouter

max
▷ iteration limit reached

25: end procedure
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Algorithm 3.2 Marble inner loop: minimize Augmented Lagrangian subproblem

Input: Problem data, current solution z, solver parameters, inner stationarity tolerance ω
Output: Approximate stationary point z∗ of the AL subproblem
1: procedure MinimizeAL
2: z∗0 ← z ▷ initialize inner iterate
3: for k = 0, 1, . . . , N inner

max do
4: if ∥r∥∞ ≤ ω then
5: return z∗k ▷ approximate stationary point of AL subproblem
6: end if
7: K̂ ← InertiaCorrection(K) ▷ see Section 3.5.3
8: ∆z∗k ← SolveQDLDL(K̂, −r) ▷ solve symmetric system, see Section 3.5.1
9: z∗k+1 ← FilterLinesearch(z∗k,∆z

∗
k,F) ▷ filter line search

10: if filter line search failed then
11: increase K regularizer ϵ, continue ▷ see Section 3.5.3
12: end if
13: end for
14: return z∗N inner

max

15: end procedure

view the inner loop minimization of the augmented Lagrangian as the following minimization:

minimize
x, σ, v, λ, µ, τL, τR

φ(x, σ, v, λ, µ, τL, τR)

subject to Ax+ b− ρ−1(λ− α) = 0,

Gx+ h− pκ(v)− ρ−1(µ− β) = 0,

Lx+ l − pκ(σ)− ρ−1(τL − γL) = 0,

Rx+ r − pκ(−σ)− ρ−1(τR − γR) = 0

(3.41)

where the objective function φ is the augmented Lagrangian (3.16) and the constraints link

the primal-dual shifted multipliers to their estimates, enforcing (3.22)–(3.25). The merit and
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violation terms for the filter are therefore defined as:

φ(x, σ, v, λ, µ, τL, τR) :=
1

2
x⊤Qx+ q⊤x− κ1⊤ log(pκ(v))

+
1

2ρ
∥λ∥2 + 1

2ρ
∥µ∥2 + 1

2ρ
∥τL∥2 +

1

2ρ
∥τR∥2

=
1

2
x⊤Qx+ q⊤x− κ1⊤ log(pκ(v))

+ α⊤(Ax+ b) +
ρ

2
∥Ax+ b∥2+ 1

2ρ
∥α∥2

+ β⊤(Gx+ h− pκ(v)) +
ρ

2
∥Gx+ h− pκ(v)∥2+

1

2ρ
∥β∥2

+ γ⊤L (Lx+ l − pκ(σ)) +
ρ

2
∥Lx+ l − pκ(σ)∥2+

1

2ρ
∥γL∥2

+ γ⊤R(Rx+ r − pκ(−σ)) +
ρ

2
∥Rx+ r − pκ(−σ)∥2+

1

2ρ
∥γR∥2

(3.42)

θ(x, σ, v, λ, µ, τL, τR) :=
1

Nd

(
∥Ax+ b− ρ−1(λ− α)∥1

+ ∥Gx+ h− pκ(v)− ρ−1(µ− β)∥1
+ ∥Lx+ l − pκ(σ)− ρ−1(τL − γL)∥1

+ ∥Rx+ r − pκ(−σ)− ρ−1(τR − γR)∥1
)

(3.43)

The merit term (3.42) is exactly the augmented Lagrangian (3.16) evaluated at the parame-

terized slack d = pκ(v), and the squared norm terms on the multiplier estimates α, β, γL, γR

are constants within each inner loop that do not affect the step acceptance criteria. The

filter line search therefore seeks to find a filter-acceptable step size that improves subproblem

merit or feasibility, and is detailed in Algorithm 3.3. If the filter line search fails to find a

suitable step, we increase the primal regularizer ϵ and continue the inner loop. We detail the

use of the primal regularizer in Section 3.5.3.

The solver parameters and their default values are listed in Table 3.1.
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Algorithm 3.3 Filter line search for Marble inner loop

Input: Current iterate z, search direction ∆z, filter F , solver parameters
Output: Accepted trial iterate z+

1: procedure FilterLinesearch
2: α1 ← 1
3: for i = 1 to N linesearch

max do
4: z+ ← z + αi∆z ▷ trial step
5: if ∀(φ(j), θ(j)) ∈ F ,

(
θ(z+) ≤ (1− γθ)θ(j) ∨ φ(z+) ≤ φ(j) − γφθ(j)

)
then

▷ acceptable to filter
6: remove dominated points from F
7: return z+

8: end if
9: αi+1 ← γααi ▷ reduce step size
10: end for
11: return z ▷ line search failed, return current iterate
12: end procedure

Table 3.1: Solver parameters and their default values.

Name Symbol Value

Penalty Initial ρ0 10
Penalty Scaling γρ 10
Penalty Max ρmax 107

Relaxation Initial κ0 0.1
Relaxation Scaling γκ 0.5
Relaxation Min κmin 10−10

Residual Tol. ϵkkt 10−6

Equality Tol. ϵeq 10−8

Inequality Tol. ϵineq 10−8

Complementarity Tol. ϵcc 10−8

Filter θ Tol. γθ 10−5

Filter φ Tol. γφ 10−5

Line Search Scaling γα 0.5
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3.5 Implementation Details

There are a number of algorithmic choices which enable the efficient implementation of

Marble. We outline these below, including symmetrization of the Newton system, efficient

construction of the Newton system, and a warm-starting strategy for the inner loop.

3.5.1 Construction and Symmetrization of the Newton System

Symmetrization of the Newton System

The Newton system proposed in (3.39) is asymmetric, but we wish to make use of symmetric,

indefinite linear system solvers which can offer significant performance improvements and

insight into the behavior of the system. We detail two methods of symmetrization below:

• Row Scaling: The simplest symmetrization is to simply scale the second row of the

residual Jacobian in (3.39) by D+
v to obtain the following symmetric Newton system:

Q 0 0 A⊤ G⊤ L⊤ R⊤

0 D+
v D

−
v 0 0 −D+

v 0 0

0 0 Wσσ 0 0 −D+
σ D−

σ

A 0 0 −ρ−1I 0 0 0

G −D+
v 0 0 −ρ−1I 0 0

L 0 −D+
σ 0 0 −ρ−1I 0

R 0 D−
σ 0 0 0 −ρ−1I


︸ ︷︷ ︸

K̃



∆x

∆v

∆σ

∆λ

∆µ

∆τL

∆τR


= −



rx

D+
v rv

rσ

rλ

rµ

rτL
rτR


︸ ︷︷ ︸

r̃

(3.44)

Equivalently, this left row-scales the asymmetric system (3.39) by a diagonal matrix

and we recover the Newton step ∆ by solving the symmetric system:

K̃∆ = −r̃ (3.45)

with

S = diag(I, D+
v , I, I, I, I, I), K̃ = SK, r̃ = Sr

• Congruence Scaling: A slightly more involved symmetrization introduces the diagonal

matrix Θ := (D+
v )

1/2 and auxiliary variable ∆v = Θ−1∆ṽ.

Remark 3.3. The matrix Θ is always invertible and has a closed form diagonal inverse,

since p′κ(v) > 0 for all v ∈ R and κ > 0.
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

Q 0 0 A⊤ G⊤ L⊤ R⊤

0 D−
v 0 0 −Θ 0 0

0 0 Wσσ 0 0 −D+
σ D−

σ

A 0 0 −ρ−1I 0 0 0

G −Θ 0 0 −ρ−1I 0 0

L 0 −D+
σ 0 0 −ρ−1I 0

R 0 D−
σ 0 0 0 −ρ−1I


︸ ︷︷ ︸

K̃



∆x

∆ṽ

∆σ

∆λ

∆µ

∆τL

∆τR


= −



rx

Θrv

rσ

rλ

rµ

rτL
rτR


︸ ︷︷ ︸

r̃

(3.46)

Equivalently, this applies a congruence transformation to the asymmetric system (3.39)

by a diagonal matrix and we recover the Newton step ∆ by solving the symmetric

system:

K̃∆̃ = −r̃ (3.47)

∆ = S−1∆̃ (3.48)

with

S = diag(I, Θ, I, I, I, I, I), Θ = (D+
v )

1/2

K̃ = SKS−1, r̃ = Sr

Remark 3.4. The first symmetrization (3.44) is used in our implementation, but the second

symmetrization (3.46) may offer better numerical properties as κ → 0 since it avoids the

product D+
v D

−
v in the Newton system which may become very small as κ→ 0. We leave a

detailed analysis of the numerical properties of these two symmetrizations to future work.

In our implementation, we use QDLDL, a fast, serial, sparse, symmetric, indefinite LDL⊤

factorization solver [40] to solve the symmetric Newton system.

Efficient Newton System Construction

Since most of the blocks of the Newton systems (3.44), (3.46) are constant, including the cost

hessian and constraint Jacobians, we can precompute most of the K̃ matrix and only need

to update D±
• and Wσσ at each inner loop iteration, all of which are diagonal matrices. In

addition, we can exploit properties of the retraction map to compute the diagonal Jacobians
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efficiently. In particular, we have the following:

D−
• = I −D+

•

Wσσ = diag(−p′′κ(σ)⊙ τL − p′′κ(−σ)⊙ τR)

= diag(−p′′κ(σ)⊙ τL − p′′κ(σ)⊙ τR) (using p′′κ(−σ) = p′′κ(σ))

= diag(−p′′κ(σ)⊙ (τL + τR))

In addition, the sparsity pattern of K̃ is known a priori, so we perform a symbolic

factorization of the sparsity pattern once and reuse it for all subsequent inner loop iterations,

performing only a numerical factorization online.

3.5.2 Warm-Starting κ Homotopy

After convergence of the inner loop for a given κi, we warm-start the next inner loop for

κi+1 = γκκi by making use of the Implicit Function Theorem (IFT) to update the solution

estimate at the new relaxation parameter.

By the IFT, we have the following for r(z∗, κi) = 0, where z = [x, v, σ, λ, µ, τL, τR] is the

stacked solution vector:
∂r

∂z

∣∣∣∣∣
(z∗,κi)

∂z

∂κ
= −∂r

∂κ

∣∣∣∣∣
(z∗,κi)

(3.49)

which gives an estimate for the solution at κi+1 as:

∆κ = κi+1 − κi (3.50)

z∗i+1 = z∗i +∆κ
∂z

∂κ
(3.51)

The gradient ∂z/∂κ can be computed by solving the linear system in (3.49). Note that the

Jacobian ∂r/∂z is exactly the Newton system K in (3.39) and can be reused from the most

recent inner loop iteration. The gradient ∂r/∂κ can be computed analytically from the KKT

residual r as:

∂r

∂κ
=



0

−∂κpκ(−v)
−∂κp′κ(σ)⊙ τL + ∂κp

′
κ(−σ)⊙ τR

0

−∂κpκ(v)
−∂κpκ(σ)
−∂κpκ(−σ)


(3.52)
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where ∂κpκ(•) and ∂κp′κ(•) can be computed analytically from (3.11). We note the following

identities:

∂κpκ(•) = ∂κpκ(−•) (3.53)

∂κp
′
κ(•) = −∂κp′κ(−•) (3.54)

Remark 3.5. When solving (3.49) with the symmetric Newton system K̃ as ∂r/∂z, we must

appropriately scale the right-hand-side ∂r/∂κ by the same scaling used to symmetrize the

system.

3.5.3 Inertia Correction

In order to ensure that the step computed by the Newton solve is a descent direction for

our merit function, we check the inertia of the symmetric K̃ after factorization. Looking at

the inner AL minimization through the lens of problem (3.41), we have the target inertia as

In(K̃) = (Np, Nd, 0) = (n+m+ c, p+m+ 2c, 0). We analyze the inertia of K̃ by splitting

the matrix into blocks as:

K̃ =

[
H J⊤

J −ρ−1I

]
(3.55)

where color-coding of the block matrices corresponds to color-coding of (3.44), (3.46).

By Haynsworth’s inertia additivity formula [20], since the (2, 2) block −ρ−1I is negative

definite,

In(K̃) = In(−ρ−1I) + In
(
K̃/(−ρ−1I)

)
= (0, Nd, 0) + In

(
H + ρ J⊤J

)
, (3.56)

where K̃/(−ρ−1I) = H + ρJ⊤J is the Schur complement. Hence K̃ has the desired saddle-

point inertia (Np, Nd, 0) if and only if the Schur complement H + ρJ⊤J is positive definite.

We propose the following two methods to ensure correct inertia of the Newton system:

• Inertia Correction Loop: Following [45], we can add increasingly large positive

multiples of the identity ϵI to H until the Schur complement is positive definite. This

method is guaranteed to turn the Schur complement positive definite, but may require

multiple factorizations of the Newton system during the inertia correction loop.

• Sufficient Condition for Positive Definiteness: We note that the ρJ⊤J term

in the Schur complement is always positive semidefinite, so it suffices to make H =

diag(Q, D+
v D

−
v , Wσσ) positive definite.

The blocks D+
v D

−
v are positive by construction, since 0 < p′κ < 1, and Q ⪰ 0 by
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assumption, so the only source of negative curvature in H is the Wσσ block, which is

diagonal. We therefore clamp its diagonal entries above a small positive threshold ϵhess,

Ŵσσ := max(Wσσ, ϵhess)

where the max is applied element-wise. This requires only a single factorization of

the Newton system, and we find that in practice it reduces the number of numerical

factorizations of the KKT system and improves performance of the solver.

Remark 3.6. Clamping Wσσ removes all negative curvature from H, but it yields H ≻ 0

and hence the desired inertia only when Q ≻ 0. If Q is not positive definite, H is

merely positive semidefinite and additional regularization on Q may be required to

ensure correct inertia.

Remark 3.7. This method is sufficient to guarantee correct inertia but not necessary in

that it may yield a conservatively large regularizer.

The addition of the ϵI regularizer to H is used in our implementation when the filter line

search fails to find a suitable step, and acts as a primal regularizer to shift the Newton step

towards a gradient-descent direction.
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Chapter 4
Marble Results and Usage

Figure 4.1: Quadratic programs with linear complementarity constraints can model a wide
variety of robotics problems with switching constraints and bilevel or game-theoretic structure.
Here we show a lane-passing maneuver with collision avoidance constraints via bilevel
optimization (first), a hopper hopping over a raised platform with contact and friction
constraints (second), a rocket catch with state-triggered constraints avoiding collision and
plume impingement on the catch tower (third), and a quadrotor flying through racing gates
with completion order constraints (fourth).

In this chapter, we present Marble’s performance on a standard complementarity problem

benchmark, MacMPEC, and on a set of robotics-specific QPCC problems, and compare Marble’s

performance to a number of other state-of-the-art solvers, demonstrating Marble’s superior

performance. We also provide guidance on how to use Marble, including tips for formulating

problems and tuning solver parameters.

4.1 The MacMPEC Benchmark

The MacMPEC benchmark contains a variety of complementarity problems from fields such as

game theory, operations research, and structural dynamics [28]. We solve the 39 MacMPEC

problems that are QPCCs. All solvers were tuned to achieve convergence on the problem set.
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Figure 4.2: (left) Timing comparison on MacMPEC, showing solver speed compared to the
fastest solve time. Marble is the fastest on 79% of problems and is at worst 4 times slower.
(right) Percentage of problems solved by each solver and percentage on which the global
solution was found. Despite being a local method, Marble finds the global solution on 38 of
39 problems, while LCQPow finds 34 and CRISP finds 36.

Despite being a fast, local method, Marble converges to the global solution, as verified by

Gurobi, on 38 problems, showing that it still can find high quality solutions. LCQPow finds

34 and CRISP finds 36. We also ran Marble with the exponential parameterization which

fails to solve seven problems due to numerical overflow and is slower due to ill-conditioning

in the linear system solves. Figure 4.2 plots the solve time of each method compared to

the fastest solve time for each problem across the benchmark, showing that Marble is the

fastest on 79% of problems and is at worst 4 times slower than the fastest time, while CRISP,

LCQPow, and Gurobi may be over 100 times slower.

4.2 Robotics Benchmarks

We formulate and solve four robotics-specific problems chosen to demonstrate the capabilities

of QPCCs to model a wide variety of systems and behaviors. The feasibility, objective, and

solve times for each problem are shown in Table 4.1. Marble is faster than LCQPow, CRISP,

and Gurobi for all problems and is able to solve problems that LCQPow and CRISP fail on.

Detailed descriptions and formulations of each problem are provided in Appendix B.

4.2.1 Contact Dynamics: Planar Hopper

We solve a trajectory optimization problem for a planar hopper that must hop up a short

staircase onto a raised platform while translating forward at a fixed speed, as shown in

Figure 4.1. The hopper is modeled as two point masses, a foot and a head, joined by an
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Table 4.1: Solver comparison across robotics tasks. Each problem is listed with its number
of decision variables n, equality and inequality constraints p + m, and complementarity
constraints c.

Contact Dynamics
n = 1568, p+m = 1088, c = 540

State-triggered Constraints
n = 1617, p+m = 3009, c = 60

Progress Constraints
n = 3176, p+m = 4445, c = 240

Collision Avoidance
n = 678, p+m = 641, c = 320

Solver Feasible Objective Solve Time (s) Feasible Objective Solve Time (s) Feasible Objective Solve Time (s) Feasible Objective Solve Time (s)

Gurobi [17] ✓ 50.96† >600 ✓ 169.90 0.155 ✓ 236.53 21.02 ✓ 4.24 0.457

LCQPow [19] ✓ 51.64 69.49 ✗ — — ✗ — — ✗ — —

CRISP [27] ✗ — — ✓ 174.73 0.471 ✗ — — ✗ — —

Marble ✓ 53.21 0.046 ✓ 169.90 0.021 ✓ 236.53 0.247 ✓ 4.36 0.008

† Time limit reached.

actuated prismatic leg, whose internal force is the control. The objective tracks a forward-

translating reference on both masses, with small quadratic penalties on the leg force, its rate,

and the leg length.

The hopper makes and breaks contact with the terrain, a discrete and non-smooth event.

Rather than fix a contact schedule in advance, we let the optimizer decide when to make and

break contact by modeling it as a complementarity between the foot’s signed distance to the

terrain d and the normal reaction force fn,

0 ≤ d ⊥ fn ≥ 0. (4.1)

This is exactly the physics of a unilateral contact: the foot cannot penetrate the ground

(d ≥ 0), the ground can only push and never pull (fn ≥ 0), and force is exerted only in

contact (d fn = 0).

We additionally require that the foot not slip while loaded, since sliding contact produces

stick–slip behavior that is difficult to reproduce on hardware. Writing vt for the foot’s

tangential velocity and splitting it into nonnegative parts vt = v+t − v−t , the slip magnitude is

v+t + v−t , where the split is made tight by a small slip penalty in the objective. Enforcing

no slip whenever the foot is loaded is naturally a second complementarity against the same

normal force,

0 ≤ v+t + v−t ⊥ fn ≥ 0. (4.2)

Constraints (4.1) and (4.2) are two complementarities against the same quantity, the

normal force fn. As we discuss in Section 4.3.1, such constraints are best combined into a

single complementarity: the formulations are mathematically equivalent, but the combined

one behaves better under relaxation and more faithfully represents the true feasible set as

κ→ 0. Since d, v+t , and v
−
t are all nonnegative, the two are equivalent to

0 ≤ d+ v+t + v−t ⊥ fn ≥ 0, (4.3)
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which we use in their place. Whenever fn > 0 the entire left-hand side must vanish, forcing

both d = 0 (the foot is on the terrain) and v+t + v−t = 0 (no slip); when fn = 0 (flight) the

constraint is slack and the foot swings freely. Finally, the tangential force is held inside the

Coulomb friction cone,

−µ fn ≤ ft ≤ µ fn, (4.4)

with µ the friction coefficient.

The staircase terrain is a second source of non-smoothness. The signed distance is

d = rzf − h(rxf ), where the terrain height h beneath the foot is a sum of shifted, scaled sign

functions,

h(rxf ) =
4∑

i=1

1

2
(si + 1) ci, si = sgn(rxf − ai), (4.5)

with ai the edge location and ci the height change of step i. A sign function is discontinuous

and cannot appear directly in a QPCC, but it is the solution of a small linear program,

sgn(a) = argmin
−1≤s≤1

(−s a), (4.6)

whose KKT conditions are exactly linear equalities together with linear complementarities.

We therefore add the sign si and its bound multipliers λ+i , λ
−
i as decision variables and impose

these conditions; since they are necessary and sufficient for the LP, si = sgn(rxf − ai) at any
feasible QPCC solution. The complete formulation is given in Section B.1.

Figure 4.3: The planar hopper hops from left to right up a staircase onto a raised platform.
The hopper is shaded red to indicate contact and the contact forces are shown.

Figure 4.3 shows the solved trajectory: a regular hopping gait with hard contact events

whose forces satisfy the friction cone. LCQPow, Gurobi, and Marble all reach a feasible,

locally optimal solution, and Marble attains an objective within 10% of LCQPow and Gurobi

in orders of magnitude less time. Gurobi struggles to certify a global optimum, as many

feasible points achieve near-identical objective values.
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4.2.2 State-Triggered Constraints: Rocket Catch

State-triggered constraints (STCs) specify constraints h(x) ≥ 0 that are only applied when a

trigger condition g(x) > 0 is active. This can be expressed as the implication g(x) > 0 =⇒
h(x) ≥ 0 and is transcribed by decomposing g and h into positive and negative parts (g+, g−)

and (h+, h−) respectively, which can be encoded as the following, similar to [42]:

g+ − g− = g(x), g+, g− ≥ 0 (4.7)

h+ − h− = h(x), h+, h− ≥ 0 (4.8)

0 ≤ g+ ⊥ h− ≥ 0 (4.9)

The trigger condition can activate multiple constraints h1, . . . , hnh
at once by modifying (4.9)

to be:

0 ≤ g+ ⊥
nh∑
j=1

h−j ≥ 0 (4.10)

We demonstrate STCs in a trajectory optimization problem that guides a rocket booster

into a catch tower. The 3D rocket dynamics are linearized about hover and discretized with

a zero-order hold, with reduced state x = (r, ϕ, v, ω, β) ∈ R14 consisting of the position,

three-parameter attitude delta, velocity, angular rate, and engine gimbal angles, and controls

u = (T, β̇) giving the thrust magnitude and gimbal rates. The tower face lies in the plane

ry = 0 with catch arms at altitude zcatch. Below a trigger altitude ztrig, the booster must

enter a wedge-shaped catch corridor and its engine plume must point away from the tower to

avoid impingement:

g(x) = ztrig − rz (4.11)

η1:3(x) =

 0 1 0

1 tan(θarm) 0

−1 tan(θarm) 0


︸ ︷︷ ︸

Af

r −

 0

−wa

−wa


︸ ︷︷ ︸

bf

(4.12)

η4(x) = n̂⊤n(ϕ, β), (4.13)

where η1:3 ≥ 0 keeps the booster inside the catch zone, whose geometry is set by the arm

half-width wa and opening angle θarm, and η4 ≥ 0 requires the engine exhaust to point away

from the tower face, whose normal is n̂ = e2. The exhaust points opposite the linearized

inertial thrust axis, which to first order in the attitude deviation ϕ and the gimbal angles
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β = (β1, β2) gives the world-frame plume axis

n(ϕ, β) ≈


−β2 − 2ϕ2

β1 + 2ϕ1

−1

 , (4.14)

so that η4 = n̂⊤n = β1 + 2ϕ1 is the margin by which the exhaust clears the tower face.

Because n depends on both the attitude and the gimbal deflection, the trigger couples the

translational and rotational states.

All four constraints share the single trigger g and are enforced through the conjunction

form (4.10). The objective is a quadratic control cost, and the booster is required to arrive

at zcatch upright and at rest within the catch arms.

The trigger region and catch trajectory are shown in Figure 4.1. CRISP, Gurobi, and

Marble achieve a feasible solution while LCQPow encounters a subproblem failure. The

complete formulation is given in Section B.2.

4.2.3 Progress Constraints: Quadrotor Racing Gates

We plan a trajectory for a quadrotor linearized about hover to fly through a series of ng

rectangular gates in order, starting from an initial configuration. Gate completion is modeled

with progress variables λk,j indicating whether gate j has been passed through, and passage

weights µk,j that update λk,j according to:

λk,j =
k∑

i=1

µi,j, 1 ≤ k ≤ N (4.15)

To ensure that all gates are completed in order by the end of the trajectory, we enforce:

λN,j = 1 1 ≤ j ≤ ng (4.16)

λk,j ≥ λk,j+1 1 ≤ j < ng, 1 ≤ k ≤ N (4.17)

The passage weight µk,j for gate j at time step k may be nonzero only when the drone lies

inside the bounding box of the gate. Writing yk,j = R⊤
j (rk − oj) for the vehicle position

expressed in the gate frame, we relax membership in that box with nonnegative slacks

s+k,j, s
−
k,j ∈ R3

≥0 and collect the total violation into a scalar,

−h− s−k,j ≤ yk,j ≤ h+ s+k,j, γk,j = 1⊤(s+k,j + s−k,j
)
≥ 0, (4.18)
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Figure 4.4: Gate traversal trajectory with progress constraints. The quadrotor is shaded red
to indicate the time steps where the passage weight µk,j is equal to one for gate 1 ≤ j ≤ ng.

where h, oj, and Rj are the half-extents, center, and orientation of gate j, respectively. The

gate violation γk,j vanishes exactly when the drone is inside gate j at knot k, so passage is

the complementarity

0 ≤ µk,j ⊥ γk,j ≥ 0. (4.19)

Every expression in (4.18)–(4.19) is linear in the decision variables, so the problem fits within

the QPCC framework. We refer the interested reader to [12] for interpretation of these

constraints.

Figure 4.4 shows the solution to this problem that exhibits binary passage weights: µk,j = 1

is satisfied for exactly one time step per gate when the quadrotor flies through gate j and is

zero otherwise throughout the trajectory. LCQPow and CRISP both fail to converge on this

problem, while Marble finds a near-optimal solution. The complete formulation is given in

Section B.3.

4.2.4 Collision Avoidance: Overtaking Cars

We solve a trajectory optimization problem in which a passer vehicle must maneuver in front

of a constant-velocity cruiser while remaining within a three-lane boundary and avoiding
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collision. Both vehicles use linearized bicycle kinematics under a small steering- and heading-

angle assumption. Collision avoidance between the two bounding boxes is enforced using the

growth-distance (uniform-scaling) formulation of [43], which measures separation by asking

how much the two shapes must be scaled about their centers before they touch:

minimize
z, α ≥ 0

α

subject to z ∈ Sc(α; ok),

z ∈ Sp(α; rk)

(4.20)

where Sc(α; ok) and Sp(α; rk) are the cruiser and passer bounding boxes uniformly scaled

by α about their respective centers ok, rk at knot k, and z is a witness point common to

both. The optimal α∗ is the smallest scaling at which the two boxes share a point: α∗ < 1

means the full-size boxes already overlap, while α∗ ≥ 1 certifies they are separated. Collision

avoidance is therefore imposed as α∗ ≥ 1 at every knot point. Since (4.20) is a linear program,

we encode α∗ implicitly by including its KKT conditions as constraints in the QPCC, adding

z, α, and the LP multipliers as decision variables. Figure 4.1 shows the resulting passing

maneuver. LCQPow and CRISP fail to find feasible solutions, while Marble solves the problem

to near-optimality in a small fraction of Gurobi’s solve time. The complete formulation is

given in Section B.4.

4.3 Marble Usage

The Marble solver is implemented in C++ and is available as an open-source library with

Julia and Python bindings.1 The solver can be used to solve QPCCs formulated in the

standard form (3.1). Installation instructions and example code are provided on the Marble

website. In this section, we provide practical guidance on formulating and solving problems

with Marble.

4.3.1 Problem Formulation Tips

Particular problem formulations admit better solver performance in terms of robustness and

convergence speed. The advice below is based on our experience with the robotics problems

in this thesis and the MacMPEC benchmark.

• Multiple complementarities on the same quantity: When multiple complemen-

tarity constraints are applied with identical left- or right-hand sides, we find it is

1Code: https://roboticexplorationlab.org/Marble
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x y

z

{(x, y, z) ∈ R≥0 : x · y = 0, x · z = 0}

x y

z

{(x, y, z) ∈ R≥0 : x · y = κ, x · z = κ}

x y

z

{(x, y, z) ∈ R≥0 : x · (y + z) = κ}

Figure 4.5: The limiting feasible set of two choices of problem formulation for multiple
complementarity constraints on the same quantity. The first formulation, with two separate
complementarity constraints, has a limiting feasible set that is a curve (purple) in the positive
octant. The second formulation, with a single combined complementarity constraint, has a
limiting feasible set that is a surface (green) in the positive octant. The second formulation
converges to the true feasible set as κ→ 0, while the first does not.

best to combine them into a single complementarity constraint. These formulations

are mathematically equivalent, but the combined formulation behaves better under

relaxation and more truly represents the geometry of the unrelaxed feasible set. This is

illustrated in Figure 4.5.

Example 4.1 (Multiple complementarity constraints on the same quantity) Con-

sider the strict complementarity feasible set of:

Ω = {(x, y, z) ∈ R3 : 0 ≤ x ⊥ y ≥ 0, 0 ≤ x ⊥ z ≥ 0}

which has a feasible region containing the positive x axis and the positive y − z
plane. The two relaxations of Ω are:

Ω(1)
κ = {(x, y, z) ∈ R3

≥0 : x · y = κ, x · z = κ}

Ω(2)
κ = {(x, y, z) ∈ R3

≥0 : x · (y + z) = κ}

The first relaxation Ω
(1)
κ has a feasible region that is a curve in the positive octant,

while the second relaxation Ω
(2)
κ has a feasible region that is a surface in the positive

octant. Importantly, the second relaxation converges to Ω as κ→ 0, while the first

relaxation does not, since the curve does not cover the y − z plane until κ = 0.
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• Scaling problem data: We find that the default solver parameters work well when

problems are scaled such that the solution variables are O(1) and have the same order

of magnitude. This advice is not unique to Marble, and is a common recommendation

for formulating optimization problems [15, 31].

4.3.2 Tuning Solver Parameters

We offer some guidance on tuning solver parameters to improve convergence speed and

robustness.

• κ0: Depending on the problem and decision variable scaling, κ0 may need to be tuned

to ensure that the initial relaxed problem is feasible.

• ρmax: The maximum allowed value of the penalty parameter ρ can be increased if

constraint residual tolerances are not being met.

• γκ: The rate of decrease of the relaxation parameter κ can be decreased (i.e., → 0) to

reduce the number of iterations and improve speed, but may encounter failure if made

too aggressive. Start with a larger value (i.e., 0.5) and decrease if permitted.

• ϵ•: The convergence tolerance can be increased to improve speed but will result in a

less accurate solution. Tune to achieve desired constraint satisfaction and objective

value.

Remark 4.2. If encountering solver failures, we recommend first trying the advice offered in

Section 4.3.1, only tuning solver parameters (Section 4.3.2) afterwards.
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Chapter 5
Conclusions

In this chapter, we summarize the contributions of this thesis, discuss the limitations of our

approach, and outline directions for future work.

5.1 Summary of Contributions

This thesis presents Marble, an open-source QPCC solver that leverages the manifold structure

of relaxed complementarity constraints to efficiently find local solutions. We introduce a

softplus retraction map that offers numerical advantages over the common exponential map,

and demonstrate that the resulting solver is competitive across both standard benchmarks

and robotics-specific problems. Specifically, we compare Marble against Gurobi, LCQPow,

and CRISP, and demonstrate that Marble is the fastest solver on 79% of problems in the

MacMPEC benchmark and is able to solve a number of problems that other state-of-the-art

solvers such as LCQPow and CRISP fail on; for those problems which other solvers do

converge, Marble is orders of magnitude faster while achieving similar solution quality. We

also provide practical guidance for using Marble, including tips for formulating problems and

tuning solver parameters.

5.2 Limitations

QPCCs remain a challenging problem class that requires careful modeling. One limitation of

our solver is the phenomenon discussed in Figure 3.1 and Example 4.1, where relaxation can

change the feasible set of a problem. Problem formulation therefore often requires tuning and

careful consideration. Additional work needs to be done to characterize the failure modes

and robustness properties of this approach. Marble is limited in scope to solving QPCCs and

does not address the more general class of nonlinear MPCCs.
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While we found the parameters in Table 3.1 to work across benchmark problems without

significant modification, tuning may be required when formulating a new problem or to

increase performance as discussed in Section 4.3.2. For poorly scaled problems, reducing

the scaling update on the penalty and relaxation parameters can prevent line-search failures

caused by the solution shifting significantly between subproblems.

5.3 Future Work

5.3.1 Warm-starting Strategies

Marble warm-starts each relaxation subproblem from the previous one using the implicit-

function-theorem predictor of Section 3.5.2, but it has no facility for warm-starting an entire

solve from the solution of a previous, related problem. Such external warm-starting can

significantly improve convergence speed and robustness in sequential optimization settings

such as model predictive control, where consecutive problems differ only slightly. Since Marble

is akin to an interior-point method, which are known to be difficult to warm-start, future

work could explore IPM warm-starting strategies such as those proposed in [16, 46].

5.3.2 Differentiable QPCCs

Thanks to the relaxation strategy employed by Marble, the solver is differentiable with respect

to problem data. This allows for differentiable optimization pipelines, where the solution to a

QPCC can be used as part of a larger optimization problem. Future work could explore the

use of Marble in differentiable optimization pipelines, such as in learning-based control or

planning.

5.3.3 Nonlinear Complementarity Problems

The most natural extension of this work is to consider nonlinear complementarity problems,

or the MPCC class more generally, using the relaxation strategy leveraged by Marble. There

is nothing in the Marble solver formulation that is specific to QPCCs, and the solver could

be extended to handle nonlinear objectives and constraints which would allow for a wider

range of problems, including those with nonlinear dynamics, to be solved.

An alternative approach to solving nonlinear complementarity problems is to use Marble as

a subproblem solver in a sequential quadratic programming with complementarity constraints

(SQPCC) framework. This would allow for the solution of nonlinear complementarity problems

while leveraging the efficiency of Marble for solving the QPCC subproblems.
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5.3.4 Inferring Complementarity Active Sets and Rounding

Marble may be used to approximate the solution to a QPCC with loose tolerances and then

infer the active set of the complementarity constraints. After obtaining an estimate of the

index sets (2.46) based on the Marble solution, one may form the branch-fixed QP and solve

it with a standard QP solver. If feasible, the solution to the branch-fixed QP is a feasible

point of the QPCC. If the branch-fixed QP is infeasible, one may solve the QPCC to a tighter

tolerance and repeat this process. This procedure may speed up convergence if the active set

can be inferred correctly early on.
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Appendix A
Relaxed Complementarity Lie Group

For s, t we define the relaxed complementarity feasible set:

Ωκ = {(s, t) ∈ R2 : st = κ, s > 0, t > 0}.

Proposition A.1. For every κ > 0, the set Ωκ is a smooth one-dimensional manifold.

Moreover, under the embedding

Φ(s, t) =

[
s/
√
κ 0

0 t/
√
κ

]
∈ SL(2,R),

Ωκ is a one-dimensional matrix Lie group.

Proof. Since st = κ and s, t > 0, every point of Ωκ can be written uniquely as

(s, t) =
(√

κa,
√
κa−1

)
, a > 0.

Thus Ωκ is smoothly parametrized by the single positive variable a, so it is a smooth

one-dimensional manifold.

Under the map Φ, this parametrization becomes

Φ
(√

κa,
√
κa−1

)
=

[
a 0

0 a−1

]

Hence Φ(Ωκ) is the set {[
a 0

0 a−1

]
: a > 0

}
Each such matrix has determinant one, and the set is closed under matrix multiplication and
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inversion: [
a 0

0 a−1

][
b 0

0 b−1

]
=

[
ab 0

0 (ab)−1

]
and [

a 0

0 a−1

]−1

=

[
a−1 0

0 a

]
.

Therefore Φ(Ωκ) is a one-dimensional matrix Lie subgroup of SL(2,R), the set of 2 × 2

matrices with unit determinant [18]. Through the identification provided by Φ, Ωκ inherits

the corresponding one-dimensional Lie group structure.

The Lie algebra of Φ(Ωκ) is the tangent space at the identity matrix I. To obtain a curve

through the identity, write the positive parameter a as

a = exp(σ), σ ∈ R.

This gives the one-parameter subgroup

γ(σ) =

[
exp(σ) 0

0 exp(−σ)

]
, γ(0) = I,

which parametrizes all of Φ(Ωκ). Moreover, if

H =

[
1 0

0 −1

]
,

then

γ(σ) = Exp(σH) = exp(σH),

where Exp denotes the Lie-group exponential map mapping Lie algebra elements to the group,

and exp is the matrix exponential. Differentiating this curve at the identity therefore gives

g = TIΦ(Ωκ) = span

{
d

dσ

∣∣∣∣
σ=0

γ(σ)

}
= span

{[
1 0

0 −1

]}
= {σH : σ ∈ R} .

Thus g is a one-dimensional abelian Lie algebra. In this case, the exponential map,

Exp(σH) =

[
exp(σ) 0

0 exp(−σ)

]
,

is a global diffeomorphism.
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Appendix B
Robotics Benchmark Problem

Formulations

This appendix gives the detailed formulation of each robotics benchmark problem from

Chapter 4.

The four problems share a common set of conventions. Each trajectory is discretized

into N knot points with time step ∆t = T/(N − 1) over a horizon of length T , and we

write xk and uk for the state and control at knot k. A complementarity constraint is written

0 ≤ s ⊥ t ≥ 0, meaning s ≥ 0, t ≥ 0, and s⊙ t = 0.
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B.1 Hopper

A planar hopper must hop up a short staircase onto a raised platform while translating

forward at a fixed speed. The crux of the problem is that the robot makes and breaks contact

with the terrain, a discrete and non-smooth event. We model contact with complementarity

between the foot’s signed distance to the ground and the normal reaction force, so that force

is exerted only in contact. The staircase terrain is itself piecewise constant, built from sign

functions that we likewise express through embedded KKT conditions.

B.1.1 State, Control, and Dynamics

The hopper is two equal point masses, a foot and a head, joined by an actuated prismatic leg.

Both masses are taken to be unit (m = 1), so forces and accelerations coincide below. The

state stacks the planar positions and velocities of both masses,

x = (rf , rh, vf , vh) ∈ R8, rf = (rxf , r
z
f ), rh = (rxh, r

z
h), (B.1)

and the control u ∈ R2 is the internal leg force, which acts equal and opposite on the two

masses (pushing them apart). With ez = (0, 1) the vertical axis, gravity g, and the ground

contact force f = (ft, fn) (tangential and normal) acting on the foot, the semi-implicit

(backward) Euler dynamics are

rf,k+1 = rf,k +∆t vf,k+1, vf,k+1 = vf,k +∆t (−g ez − uk + fk),

rh,k+1 = rh,k +∆t vh,k+1, vh,k+1 = vh,k +∆t (−g ez + uk).
(B.2)

These are linear in the states, controls, and forces; the entire difficulty of the problem lives in

the contact and terrain conditions below.

B.1.2 Contact and Friction Complementarity

Let d be the signed distance from the foot to the terrain (defined in Section B.1.3) and fn ≥ 0

the normal reaction force. Making and breaking contact is the complementarity

0 ≤ d ⊥ fn ≥ 0. (B.3)

This is exactly the physics of a unilateral contact: the foot cannot penetrate the ground

(d ≥ 0), the ground can only push and never pull (fn ≥ 0), and force is exerted only in

contact (d fn = 0) — either the foot touches the terrain (d = 0) and may carry load, or it is
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airborne (d > 0) with no force (fn = 0). Writing contact as a complementarity, rather than

fixing a contact schedule by hand, lets the optimizer decide when to make and break contact.

We additionally require the foot not to slip while loaded, since sliding contact produces

stick–slip behavior that is hard to reproduce on hardware. Let vt,k = rxf,k+1 − rxf,k be the

foot’s tangential motion between knots (proportional to its tangential velocity), split into

nonnegative parts vt,k = v+t,k − v
−
t,k. Under the small slip penalty in the objective this split is

tight, so v+t,k + v
−
t,k = |vt,k| is the slip magnitude. We enforce no-slip by folding this magnitude

into the contact gap:

0 ≤ d+ v+t + v−t ⊥ fn ≥ 0. (B.4)

Because d, v+t , and v−t are all nonnegative, whenever the normal force is active (fn > 0)

the entire left-hand side must vanish, forcing both d = 0 (the foot is on the terrain) and

v+t + v−t = 0 (zero tangential motion, i.e., no slip); when fn = 0 (flight) the constraint is slack

and the foot swings freely. Combining the gap and the slip into a single complementarity,

rather than imposing separate contact and no-slip complementarities against the same normal

force, keeps the relaxed feasible set well behaved as the relaxation κ → 0 (Section 4.3.1).

Finally, the tangential force stays inside the Coulomb friction cone,

−µ fn ≤ ft ≤ µ fn, (B.5)

with µ the friction coefficient.

B.1.3 Signed Distance to the Staircase

The signed distance is d = rzf − h(rxf ), where h is the height of the terrain beneath the foot.

The staircase is a sum of shifted, scaled sign functions: each step changes the terrain height

by a fixed amount once the foot passes its edge,

h(rxf ) =
4∑

i=1

1

2

(
si + 1

)
ci, si = sgn

(
rxf − ai

)
, (B.6)

where ai is the x-location of step i’s edge and ci its height change (three +0.1 m rises build

the platform and a final −0.3 m drop is its far edge). The factor 1
2
(si + 1) is 0 before the

edge (si = −1) and 1 after it (si = +1), so it is the indicator that the foot has passed step i.

A sign function is discontinuous and cannot appear directly in a QPCC. The sign is,

however, the solution of a small linear program,

sgn(a) = argmin
−1≤s≤1

(−s a) (B.7)
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(for a > 0 the minimizer is s = +1; for a < 0 it is s = −1), and an LP’s KKT conditions are

exactly linear equalities together with linear complementarities. We therefore add, for each

step, the sign si and the two bound multipliers λ+i , λ
−
i as decision variables and impose the

LP’s KKT conditions, as:

rxf − ai = λ+i − λ−i , 0 ≤ λ+i ⊥ 1− si ≥ 0, 0 ≤ λ−i ⊥ 1 + si ≥ 0. (B.8)

Because these conditions are necessary and sufficient for the LP, si = sgn(rxf − ai) at any
feasible QPCC solution.

B.1.4 Full Problem

The full problem is given as:

minimize
x1:N+1, u1:N , f1:N

v±t , s, λ±

∆t

2

N∑
k=1

(
∥xk − x̄k∥2Q + ∥uk∥2R + wℓ (r

z
f,k − rzh,k)2 + ws

(
(v+t,k)

2 + (v−t,k)
2
))

+
∆t

2

N−1∑
k=1

∥uk+1 − uk∥2Rd
+

1

2
∥xN+1 − x̄N+1∥2Qf

subject to x1 = 0,

rf,k+1 = rf,k +∆t vf,k+1 k = 1, . . . , N,

rh,k+1 = rh,k +∆t vh,k+1 k = 1, . . . , N,

vf,k+1 = vf,k +∆t (−g ez − uk + fk) k = 1, . . . , N,

vh,k+1 = vh,k +∆t (−g ez + uk) k = 1, . . . , N,

dk = rzf,k+1 −
∑4

i=1
1
2
(si,k + 1) ci ≥ 0 k = 1, . . . , N,

rxf,k+1 − rxf,k = v+t,k − v
−
t,k, v±t,k ≥ 0 k = 1, . . . , N,

−µ fn,k ≤ ft,k ≤ µ fn,k k = 1, . . . , N,

0 ≤ dk + v+t,k + v−t,k ⊥ fn,k ≥ 0 k = 1, . . . , N,

rxf,k+1 − ai = λ+i,k − λ
−
i,k i = 1, . . . , 4,

0 ≤ λ+i,k ⊥ 1− si,k ≥ 0 i = 1, . . . , 4,

0 ≤ λ−i,k ⊥ 1 + si,k ≥ 0 i = 1, . . . , 4

where the sign-LP conditions hold for every step i = 1, . . . , 4 and knot k = 1, . . . , N . The

reference x̄k translates both masses forward at the fixed speed v̄ (foot and head x-positions

equal to v̄ (k − 1), with zero height offset and velocity); the tracking weight Q is heaviest on

these horizontal positions and light on the velocities, while the terminal weight Qf is larger
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and additionally holds the head height. The weights R and Rd lightly penalize the leg force

and its rate, wℓ keeps the prismatic leg short, and ws penalizes slip (and makes the v±t split

unique). The instance parameters are listed in Table B.1.

Table B.1: Hopper instance parameters.

Parameter Symbol Value

Knot points N 60
Time step ∆t 0.05 s
Gravity g 9.81 m/s2

Friction coefficient µ 0.1
Forward speed v̄ 0.047 m/knot
Step edges (a1, . . . , a4) (0.5, 0.75, 1.0, 2.0) m
Step heights (c1, . . . , c4) (0.1, 0.1, 0.1, −0.3) m
Leg-length weight wℓ 10
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B.2 Rocket Catch

A rocket booster descends and is caught by the arms of a launch tower. The booster must

arrive at a catch point high on the tower, inside a narrow funnel formed by the tower’s

arms and with its engine exhaust pointed away from the tower. These catch conditions only

make sense once the booster is close to the tower, so we therefore make them state-triggered

constraints [42]: they switch on only below a trigger altitude, and we encode that switching

with complementarity. The booster’s attitude is a quaternion, which we linearize with the

error-state method of [23], as we also do for the quadrotor of Section B.3.

B.2.1 State, Control, and Dynamics

The booster state is ξ = (r, q, v, ω, β) ∈ R3×S3×R3×R3×R2: the center-of-mass position

r, the attitude quaternion q, the velocity v, the body angular rate ω, and the two engine

gimbal angles β = (β1, β2) about the body x- and y-axes. The control u = (T, β̇) is the engine

thrust T and the gimbal rates β̇ ∈ R2. Writing a(β) = Rx(β1)Ry(β2) e3 for the gimballed

thrust direction in the body frame, the continuous dynamics are

ṙ = v, q̇ = 1
2
G(q)ω, v̇ = −g e3 +

T

m
R(q) a(β), ω̇ = J−1

(
τ − ω × Jω

)
, (B.9)

where R(q) ∈ SO(3) is the attitude rotation, G(q) the quaternion kinematics map, J the

inertia, and τ = (−ℓ e3)×
(
Ta(β)

)
the torque from the thrust applied a distance ℓ below the

center of mass. The gimbal angles integrate the commanded rates, β̇.

Because the attitude lives on the quaternion manifold S3, we linearize about the upright

hover reference ξ̄ = (0, qI , 0, 0, 0), ū = (mg, 0) using the error-state method of Planning

with Attitude [23], with qI the identity quaternion and the attitude deviation carried by a

minimal three-parameter vector ϕ ∈ R3. The reduced error state is

x = (r, ϕ, v, ω, β) ∈ R14, (B.10)

and linearizing and discretizing (zero-order hold) gives the affine model xk+1 = Axk+B uk+c,

with constant A, B, and offset c; here uk = (Tk, β̇k) is the total thrust and gimbal rate,

and c absorbs the reference control ū. Since the reference position is the origin, rk is the

world-frame position at knot k.
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B.2.2 Linearized Engine Direction

The catch requires reasoning about which way the engine exhaust points in the world frame,

which depends on both the attitude and the gimbal. We derive its linearization. To first

order in the gimbal angles, the body-frame thrust axis is

a(β) = Rx(β1)Ry(β2) e3 ≈ (β2, −β1, 1), (B.11)

and the exhaust plume points opposite the thrust, −a(β) ≈ (−β2, β1, −1). Rotating into

the world frame with the linearized attitude R(q) ≈ I + 2[ϕ]× (the small-angle form of the

error-state rotation [23], where [ϕ]× is the skew-symmetric cross-product matrix) and keeping

first-order terms gives the world-frame plume axis

n(ϕ, β) = R(q)
(
− a(β)

)
≈

−β2 − 2ϕ2

β1 + 2ϕ1

−1

 . (B.12)

This linear expression in (ϕ, β) is what enters the plume-clearance constraint below.

B.2.3 Triggered Catch Constraints

We orient the world frame so that rz is altitude, ry is the horizontal distance from the tower

face (increasing toward the catch point), and rx is lateral along the tower face; the tower face

normal is n̂ = e2. Near the tower the booster must lie inside the funnel formed by the two

catch arms, an intersection of three half-spaces on the center-of-mass position that we stack

into the matrix form

Af r ≥ bf , Af =

 0 1 0

1 tan(θarm) 0

−1 tan(θarm) 0

 , bf =

 0

−wa

−wa

 , (B.13)

where wa is the arm half-width at the tower face and θarm the arm opening angle. The first row

keeps the booster past the tower face, ry ≥ 0, and the other two give |rx| ≤ wa + tan(θarm) r
y,

the V-shaped corridor that widens as the arms open with ry. The exhaust must additionally

point away from the tower, which through the linearized engine direction of Section B.2.2 is

the scalar half-space

n̂ · n(ϕ, β) = β1 + 2ϕ1 ≥ 0. (B.14)
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Stacking the funnel and plume margins into a single vector,

η(x) =

[
Af r − bf
β1 + 2ϕ1

]
∈ R4, (B.15)

the catch requires η(x) ≥ 0, but only when the constraint is active.

The constraint is active only once the booster descends near the tower. This is a state-

triggered constraint [42]: a trigger function g(x) = ztrig − rz (positive below the trigger

altitude ztrig) that, when it fires, forces the catch margins to hold,

g(xk) > 0 =⇒ ηj(xk) ≥ 0 for all j. (B.16)

We encode this implication with complementarity. Splitting the trigger and each margin into

nonnegative parts,

ztrig − rzk = g+k − g
−
k , ηj(xk) = h+k,j − h

−
k,j, g±k , h

±
k,j ≥ 0, (B.17)

the positive part g+k measures how far below the trigger altitude the booster is, and h−k,j
measures the violation of margin j. The complementarity condition

0 ≤ g+k ⊥
∑
j

h−k,j ≥ 0 (B.18)

forces the total margin violation
∑

j h
−
k,j to vanish whenever g+k > 0: below the trigger

altitude every catch margin is satisfied exactly, while above it the margins are free. A small

penalty ρ on the split slacks in the objective ties each split to an absolute value, enforcing:

g+k = max(0, ztrig − rzk), h−k,j = max(0, −ηj(xk)).
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B.2.4 Full Problem

The full problem is given as:

minimize
x1:N , u1:N−1

g±, h±

N−1∑
k=1

∆t

2
∥uk∥2R +

N∑
k=1

∆t

2
∥xk∥2Q

+
wy

2

(
ryN − ymin

)2
+ ρ∆t

N∑
k=1

(
g+k + g−k +

∑
j(h

+
k,j + h−k,j)

)
subject to x1 = xinit,

xk+1 = Axk +B uk + c k = 1, . . . , N − 1,

Tmin ≤ Tk ≤ Tmax k = 1, . . . , N − 1,

−β̇max ≤ β̇k ≤ β̇max k = 1, . . . , N − 1,

−βmax ≤ βk ≤ βmax k = 1, . . . , N,

−ϕmax ≤ ϕk ≤ ϕmax k = 1, . . . , N,

−ωmax ≤ ωk ≤ ωmax k = 1, . . . , N,

rxN = 0, rzN = zcatch,

ϕN = 0, vN = 0, ωN = 0, βN = 0,

ymin ≤ ryN ≤ ymax,

ztrig − rzk = g+k − g
−
k k = 1, . . . , N,

η(xk) = h+k − h
−
k k = 1, . . . , N,

g±k , h
±
k ≥ 0 k = 1, . . . , N,

0 ≤ g+k ⊥
∑

j h
−
k,j ≥ 0 k = 1, . . . , N

where uk = (Tk, β̇k) is the thrust and gimbal rate. The control weight R = diag(1, wβ̇, wβ̇)

penalizes thrust and gimbal motion, and the state weight Q = diag(0, . . . , 0, wβ, wβ) penalizes

only the gimbal angles β, keeping the engine near center; a terminal cost softly pulls ryN
toward the near edge ymin of the catch corridor. The terminal constraints place the booster

at the catch point — lateral-centered, at the catch altitude zcatch, upright, and at rest with

a centered gimbal — while leaving ryN free within the corridor [ymin, ymax]. The instance

parameters, including the descending initial state xinit, are listed in Table B.2.
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Table B.2: Rocket-catch instance parameters. The solver works in scaled units (km, s, tonne,
MN) for conditioning; values are shown here in physical units.

Parameter Symbol Value

Knot points N 60
Horizon T 15.0 s
Booster mass m 300 t
Gravity g 9.81 m/s2

Booster (h. × d.) 71× 9 m
CoM-to-engine ℓ 35 m
Thrust range [Tmin, Tmax] [0.25mg, 13× 2.26 MN]
Gimbal-angle bound βmax 16◦

Gimbal-rate bound β̇max 20◦/s
Attitude bound ϕmax (18, 18, 10)◦

Angular-rate bound ωmax (15, 15, 15)◦/s
Catch altitude zcatch 85 m
Trigger altitude ztrig 170 m
Arm half-width wa 8 m
Arm opening angle θarm 12◦

Catch corridor [ymin, ymax] [15, 28] m
Gimbal-angle / -rate weight wβ, wβ̇ 15, 1

Terminal / STC penalty wy, ρ 1, 1
Start CoM rinit (30, 120, 600) m
Start velocity vinit (−4, −12, −85) m/s
Start tilt 5◦
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B.3 Quadrotor Racing Gates

A quadrotor must fly from a start pose to a goal pose while flying through a fixed sequence of

gates in order. Each gate is a thin rectangular window fixed in space, and “passing through”

gate j means the vehicle lies inside that window at some instant along the trajectory. The

knot point at which this happens is a discrete decision that we do not want to fix in advance,

so we encode gate passage with complementarity constraints rather than assigning each gate

to a prescribed time.

B.3.1 State, Control, and Dynamics

The quadrotor state is ξ = (r, q, v) ∈ R3 × S3 × R3: the world-frame position r, the body

attitude as a unit quaternion q, and the world-frame velocity v. The control u = (T, ω) is the

collective thrust force T ∈ R and the body angular rate ω ∈ R3. The continuous dynamics

are

ṙ = v, q̇ = 1
2
G(q)ω, v̇ = −g e3 +

T

m
R(q) e3, (B.19)

where m is the mass, g is gravitational acceleration, R(q) ∈ SO(3) is the rotation matrix

associated with q, and G(q) = L(q)H maps body rates into the quaternion tangent space,

with L(q) the left quaternion-multiplication matrix and H = [0 I3 ]
⊤ the map embedding

R3 into the vector part of a quaternion [23].

Because these dynamics include a unit quaternion, which evolves on the manifold S3 rather

than in a vector space, we linearize them about the hover reference ξ̄ = (0, qI , 0), ū = (mg, 0)

(with qI the identity quaternion) as in [23]. Attitude deviations from the reference are carried

by a minimal three-parameter vector ϕ ∈ R3, so the reduced error state is

x = (δr, ϕ, δv) ∈ R9, (B.20)

and linearizing and discretizing the dynamics about the reference yields the affine model

xk+1 = Axk +B uk + c, k = 1, . . . , N − 1, (B.21)

with constant A, B, and offset c. Here uk = (Tk, ωk) is the total thrust and body rate, and

c absorbs the reference control ū. We write rk, ϕk, and vk for the position, attitude, and

velocity blocks of xk; since the reference position is the origin, rk is the world position of the

vehicle at knot k.
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B.3.2 Gate Passage

There are ng gates. Gate j has center oj ∈ R3, orientation Rj = Rz(ψj) ∈ SO(3) (a yaw

rotation by angle ψj), and half-extents h ∈ R3, forming a box that is thin along its second

axis. Expressing the vehicle position in the gate frame,

yk,j = R⊤
j (rk − oj) ∈ R3, (B.22)

the vehicle lies inside gate j at knot k exactly when |yk,j| ≤ h componentwise. We relax this

box membership with nonnegative slacks s+k,j, s
−
k,j ∈ R3

≥0,

−h− s−k,j ≤ yk,j ≤ h+ s+k,j, (B.23)

and define the scalar gate violation

γk,j = 1⊤(s+k,j + s−k,j
)
≥ 0. (B.24)

To require that each gate is actually flown through, we introduce nonnegative passage

weights µk,j ≥ 0 and their running sums, the progress variables

λk,j =
k∑

i=1

µi,j ∈ [0, 1], (B.25)

coupled to the gate violation through the complementarity condition

0 ≤ µk,j ⊥ γk,j ≥ 0. (B.26)

When inside the gate, s±k,j may be zero, allowing µk,j to be positive and λk,j to increase.

When outside the gate, s±k,j must be positive, forcing γk,j > 0 and µk,j = 0, so λk,j cannot

increase.

Complementarity lets µk,j be positive only at knots where γk,j = 0, that is, where the

vehicle is exactly inside the gate. Requiring the total passage weight for each gate to reach

one,

λN,j = 1, (B.27)

therefore forces every gate to be satisfied (γk,j = 0) at some knot, without committing to

which knot in advance — the solver is free to choose the passage time. Finally, the ordering

constraint

λk,j ≥ λk,j+1, j = 1, . . . , ng − 1, (B.28)
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requires the progress on gate j to dominate that on gate j + 1 at every knot, so the gates are

passed in the prescribed sequence.

B.3.3 Full Problem

The full problem is given as:

minimize
x1:N , u1:N−1

µ, s+, s−

N−1∑
k=1

∆t

2
u⊤k Ru uk + ρ∆t

N∑
k=1

ng∑
j=1

1⊤(s+k,j + s−k,j
)

subject to x1 = xinit, xN = xgoal,

xk+1 = Axk +B uk + c k = 1, . . . , N − 1,

umin ≤ uk ≤ umax k = 1, . . . , N − 1,

ϕmin ≤ ϕk ≤ ϕmax k = 1, . . . , N,

yk,j = R⊤
j (rk − oj) k = 1, . . . , N, j = 1, . . . , ng,

−h− s−k,j ≤ yk,j ≤ h+ s+k,j k = 1, . . . , N, j = 1, . . . , ng,

s+k,j, s
−
k,j ≥ 0 k = 1, . . . , N, j = 1, . . . , ng,

γk,j = 1⊤(s+k,j + s−k,j
)

k = 1, . . . , N, j = 1, . . . , ng,

λk,j =
∑k

i=1 µi,j k = 1, . . . , N, j = 1, . . . , ng,

λN,j = 1 j = 1, . . . , ng,

λk,j ≥ λk,j+1 k = 1, . . . , N, j = 1, . . . , ng − 1,

0 ≤ µk,j ⊥ γk,j ≥ 0 k = 1, . . . , N, j = 1, . . . , ng

The control weight Ru penalizes angular rates, and the small penalty ρ on total gate slack

keeps the vehicle near the gates between passages while the complementarity conditions

enforce exact passage. The bounds umin, umax limit the thrust to [0, Tmax] and the body rates

to [ωmin, ωmax], and ϕmin, ϕmax bound the attitude-error parameters, limiting the vehicle’s tilt.

The boundary states xinit and xgoal are the error states of the start and goal hover poses;

since the start coincides with the reference, xinit = 0. The instance-specific parameters are

listed in Tables B.3 and B.4.
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Table B.3: Quadrotor racing-gates instance parameters.

Parameter Symbol Value

Knot points N 60
Horizon T 9.0 s
Number of gates ng 4
Mass m 1.0 kg
Gravity g 9.81 m/s2

Gate half-extents h (0.5, 0.05, 0.5) m
Max thrust Tmax 4mg
Body-rate bounds ωmin, ωmax ∓(2, 2, 1.5) rad/s
Attitude bound ϕmax = −ϕmin 20◦ · 1
Control weight Ru diag(0.1, 10, 10, 10)
Slack penalty ρ 1.0
Start position rinit (0, 0, 0) m
Goal position rgoal (0, 10, 0) m

Table B.4: Gate centers oj and yaw angles ψj.

Gate j Center oj (m) Yaw ψj

1 (−2, 2, 0.25) 45◦

2 (1, 6, 1) −45◦
3 (2, 3, 2) 0◦

4 (−4, 6, 0.5) 20◦
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B.4 Lane Passing

A car (the passer) must overtake a slower car (the cruiser) travelling at constant speed down

the center of a straight road, then settle back into the center lane ahead of it. The hard

part is collision avoidance: the two vehicles must never overlap, which couples the passer’s

whole trajectory to the cruiser’s moving position. We model each vehicle as a rectangle and

measure their separation with a growth-distance (uniform-scaling) linear program, whose

optimality conditions enter the trajectory optimization as complementarity constraints.

B.4.1 State, Control, and Dynamics

The passer is a kinematic (rear-axle) bicycle with state x = (rx, ry, θ, v): the world-frame

position r = (rx, ry), the heading θ, and the forward speed v. The control u = (a, δ) is the

longitudinal acceleration a and the steering angle δ, and the continuous dynamics are

ṙx = v cos θ, ṙy = v sin θ, θ̇ =
v

L
tan(δ), v̇ = a, (B.29)

with L the wheelbase. We linearize about the constant-speed straight-line reference x̄ =

(0, 0, 0, vc), ū = 0, where vc is the cruiser speed, and work in deviation coordinates xk =

x(tk) − x̄, so that vk is the speed relative to the cruiser and θk the heading relative to

straight-ahead. Discretizing the linearization (zero-order hold) gives the affine model

xk+1 = Axk +B uk + c, k = 1, . . . , N − 1, (B.30)

with constant A, B, and offset c. The heading and steering are held within ±θmax and ±δmax

so the linearization stays valid, and the true speed vc+ vk within a speed envelope [vmin, vmax].

B.4.2 Collision Avoidance via Growth Distance

Both vehicles are modeled as axis-aligned rectangles, with coordinate 1 longitudinal (along

the road) and coordinate 2 lateral. Because the passer’s rectangle rotates with its heading

θ, keeping the collision constraint linear would otherwise require rotating the box; instead

we replace the passer with the smallest axis-aligned box that contains it for every heading

|θ| ≤ θmax, which has half-extents

ℓeffp = ℓp cos θmax + wp sin θmax, weff
p = ℓp sin θmax + wp cos θmax. (B.31)
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This over-approximation is conservative: separating the effective boxes guarantees separation

of the true rotated one. Each body-frame box, centered at its own origin, is {z ∈ R2 : Siz ≤ bi}
with face-normal matrix Si = [ I2 ;−I2 ] and half-extents bi (using ℓ

eff
p , w

eff
p for the passer).

At knot k the cruiser center is ok = (vc∆t (k − 1), 0) and the passer center is the position

block rk of xk.

We measure separation with the growth-distance (uniform-scaling) formulation of [43]:

uniformly scale both boxes about their own centers by a factor α, and let α∗ be the smallest

scaling at which they touch. The two boxes overlap if and only if α∗ < 1, so collision avoidance

is α∗ ≥ 1. The growth distance is the value of the linear program

α∗(ok, rk) = min
z, α

α s.t. Scz ≤ α bc + Scok, Spz ≤ α bp + Sprk, (B.32)

in which z is a witness point common to both scaled boxes. Stacking the decision variables

as w = (z, α) ∈ R3 and writing

G =

[
−Sc bc

−Sp bp

]
∈ R8×3, d(ok, rk) =

[
Sc ok

Sp rk

]
∈ R8, (B.33)

the program becomes minw e
⊤
3 w subject to Gw + d(ok, rk) ≥ 0, whose KKT conditions:

e3 −G⊤λk = 0, 0 ≤ Gwk + d(ok, rk) ⊥ λk ≥ 0, (B.34)

we embed directly in the trajectory optimization. Enforcing αk ≥ 1 then keeps the boxes

separated at every knot.

One subtlety makes this well posed. When the two boxes are in edge–edge contact —

their long sides parallel during a pass — the witness point z is not unique (any point along

the contact segment is optimal), so the lower-level KKT Jacobian is singular. We restore

uniqueness with a small regularizer ε
2
∥z − zmid

k ∥2 that biases the witness toward the midpoint

zmid
k = (ok + rk)/2 of the two centers; it is symmetric and vanishes as ε→ 0. This adds an ε

term to the stationarity condition, giving

G⊤λk = e3 + ε

[
zk − zmid

k

0

]
. (B.35)
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B.4.3 Full Problem

The full problem is given as:

minimize
x1:N , u1:N−1

z, α, λ

N∑
k=1

∆t

2
∥xk∥2Q +

N−1∑
k=1

∆t

2
∥uk∥2R

subject to x1 = xinit,

xk+1 = Axk +B uk + c k = 1, . . . , N − 1,

−θmax ≤ θk ≤ θmax k = 1, . . . , N,

−δmax ≤ δk ≤ δmax k = 1, . . . , N − 1,

vmin ≤ vc + vk ≤ vmax k = 1, . . . , N,

rymin ≤ ryk ≤ rymax k = 1, . . . , N,

rxN ≥ Dahead,

ryN = 0, θN = 0,

αk ≥ 1 k = 1, . . . , N,

G⊤λk = e3 + ε

[
zk − zmid

k

0

]
k = 1, . . . , N,

0 ≤ Gwk + d(ok, rk) ⊥ λk ≥ 0 k = 1, . . . , N

where wk = (zk, αk). The state weight Q = diag
(
0, qlat/W

2, qhead/θ
2
max, qspd/(vmax − vc)2

)
and control weight R = diag

(
1/a2max, 1/δ

2
max

)
normalize each term by its characteristic scale,

so the priorities qlat, qhead, qspd trade off lateral drift, heading, and speed on a comparable

footing; the longitudinal position rx is left free. The road bounds rymin = −3
2
W + 1

2
weff

p and

rymax = 3
2
W − 1

2
weff

p keep the passer’s body within the three-lane road, and the terminal

constraints place it a clearance Dahead = vc∆t (N − 1) + 1
2
(ℓc + ℓp) + 10 m ahead of the

cruiser, back in the center lane and facing forward. The initial condition x1 = xinit places the

passer 15 m behind the cruiser, travelling 5 kph slower; the instance parameters are listed in

Table B.5.
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Table B.5: Lane-passing instance parameters.

Parameter Symbol Value

Knot points N 40
Horizon T 5.0 s
Wheelbase L 2.5 m
Lane width W 3.7 m
Cruiser speed vc 45 kph
Speed envelope [vmin, vmax] [30, 80] kph
Heading bound θmax 10◦

Steering bound δmax 12◦

Acceleration scale amax 3.0 m/s2

Cruiser box (l. × w.) ℓc × wc 9.0× 2.1 m
Passer box (l. × w.) ℓp × wp 5.0× 2.1 m
Witness regularizer ε 10−2

Cost priorities (qlat, qhead, qspd) (0.01, 2.0, 0.1)
Initial state xinit (−15 m, 0, 0, −5 kph)
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