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Abstract

Autonomous robot navigation relies heavily on visual-inertial state estima-
tion, which inherently accumulates drift over extended trajectories. Fusing
Global Navigation Satellite System (GNSS) signals mitigates this drift, but
evaluating these systems in hardware is resource-intensive. Therefore, ex-
isting works often rely on simplified, static noise models to generate GNSS
measurements. This thesis presents a raytracing-based GPS simulator
integrated with Unity using the Flightmare framework to model realistic
signal degradation in complex environments. By computing downward
ray intersections from real satellite orbital positions, the simulator dynam-
ically measures signal attenuation through foliage—using Weissberger’s
Modified Exponential Decay model—and building obstructions. Instead of
relying on geometric position dilution of precision (DOP), the system con-
structs a measurement noise covariance matrix based on Carrier-to-Noise
density ratio ( C

N0
) loss to yield a Weighted Dilution of Precision (WDOP).

Experimental validation in simulated canopy and concrete structure en-
vironments, along with hardware comparisons against a u-blox GNSS
receiver on the Carnegie Mellon University campus, demonstrates that
WDOP closely mirrors real-world positioning uncertainty where standard
geometric DOP models fail. This work offers a high-fidelity simulation tool
for advancing autonomous navigation and sensor fusion in signal-degraded
environments.
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Chapter 1

Introduction

1.1 Motivation

Localization is a crucial part of autonomous navigation whether the robot is on the

road, in the air, or indoors. Using complementary sensors can e�ciently provide more

robust state estimation solutions as sensors can work together to identify unique

features in a robot's surroundings. A popular and well-studied technique involves

fusing a camera's visual data with an Inertial Measurement Unit (IMU)'s acceleration

and angular velocity data to obtain odometry or perform Simultaneous Localization

and Mapping (SLAM). Some notable works that have contributed to advancing visual-

inertial state estimation include MSCKF [1], OKVIS [2], VINS-Mono [3], among

others [4], [5]. However, as all of these works have pointed out, visual-inertial state

estimation is prone to accumulating drift during long runs.

Since GNSS can provide global positioning with high accuracy, recent works begin

to fuse GNSS receivers with existing visual-inertial state estimation architectures

to enable robust and stable localization indoors and outdoors. GVINS [6] fuses raw

GNSS measurements with visual-inertial information to get reliable state estimation

even with GNSS signal dropouts. Their simulation experiments use a virtual GNSS

receiver with a �xed code pseudorange standard deviation. [7] combines visual-inertial

SLAM with Global Positioning System (GPS) measurements to perform loop closure

and simulates those GPS measurements by sampling from �xed Gaussian noise,

similar to [8]. To recreate baseline methods, [9] trained a GPS measurement generator

1



1. Introduction

from data collected around their real-world test location.

To support the development of state estimation techniques that fuse visual-inertial

data with GNSS measurements, this thesis develops a method to accurately simulate

those sensor measurements under real 
ight-time conditions. These include satellite

line-of-sight (LOS) and physical obstructions at physical test sites. This work is a

�rst step towards modeling GNSS measurement noise under foliage attenuation in

a simulated environment. The model currently does not consider multipath e�ects

in urban environments or signal re
ection due to foliage. Further testing in diverse

outdoor settings can improve model parameters to better emulate GNSS measurement

error. The goal is that a fully-developed simulated GPS sensor can generate noisy

receiver positions with numerical basis on actual signal acquisition at a set location.

This will reduce experiment costs for testing state estimation algorithms prior to

hardware integration.

The contributions of this thesis are as follows:

ˆ implementation of a GPS sensor simulator with a signal attenuation model via

raytracing in the Unity environment (Chapter 4)

ˆ validation of simulator output in virtual forest and concrete structure environ-

ments (Section 5.2)

ˆ comparison with real GPS receiver data collected at physical locations (Sec-

tion 5.3)

2



Chapter 2

Background

2.1 Global Positioning System

GNSS systems are able to provide accurate positioning because of satellite constella-

tions orbiting Earth providing coverage around the globe. Each satellite transmits

signals to broadcast its location and the time at which the signal was sent [10] over

two frequencies of 1227.60 MHz and 1575.42 MHz. A GNSS receiver checks the

arrival time of those signals against its own clock to estimate the pseudorange. The

pseudorange is the estimated distance from the satellite to the receiver, found by

multiplying the velocity of the signal (the speed of light) with the signal's travel

time. With multiple pseudoranges, the receiver can solve for its location. In the 2D

case (Figure 2.1a), when receivers and transmitters are assumed to be at the same

height near the Earth's surface, three transmitters are needed to pinpoint the receiver

location and the receiver clock bias, as shown on the right side of the �gure. When

the distance from the receiver to one satelliter1 is known, the receiver can possibly

be at any position along a circle with radiusr1. Then, with two satellite distances

r1 and r2, the receiver position narrows down to where those two circles intersect.

The presence of receiver clock o�set requires a third signal to estimate the receiver's

location and that o�set. In the 3D case, using trilateration, at least four satellites

are required to solve for the receiver's three-dimensional position and receiver clock

o�set from the satellite clock. Figure 2.1b shows an overlapping plane between two

spheres, where each sphere represents the reach of the satellite's signals in 3D. With

3



2. Background

a total of four satellites, the receiver's position near the Earth's surface is determined

by checking the �nal intersections of four spheres.

(a) 2D Trilateration
(b) Overlapping Plane Between Two Satel-
lites

Figure 2.1: Visualization of 2D and 3D Examples of Trilateration

Using more satellites in the calculation can improve solution quality as signals

can be attenuated as they pass through the atmosphere or become scattered and

refracted as they hit vegetation or buildings [11]. Furthermore, the distribution of

satellites with respect to the receiver can also a�ect the position solution quality. The

remainder of this section will focus on how those e�ects are factored into the model

numerically.

Alternatively, a Real-Time Kinematic (RTK) GPS sensor can be used to eliminate

the e�ect of signal attenuation from the Earth's atmosphere and any satellite orbital

errors. It can provide 1-2 centimeter horizontal accuracy [12] and be much more

accurate than the u-blox M10Q GNSS receiver used in this work's hardware comparison

tests, which only has accuracy of a few meters. However, this accuracy from RTK

GPS sensors come at the cost of deploying a local base station to provide live position

correction. Depending on hardware and network constraints, RTK GPS sensors can

be a useful tool for canceling out those measurement errors.
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2. Background

2.1.1 Satellite Geometry and Dilution of Precision

Each pseudorange introduces error due to satellite and receiver clocks not being fully

synced. This creates an uncertainty or error band for each associated pseudorange

calculation. With multiple satellites, the �nal overlap position solution becomes

a region of possible receiver locations. Figure 2.2a shows the uncertainty region

in the shaded gray area when satellites are positioned close to each other. When

satellites are spaced apart, that uncertainty region shrinks to a more accurate solution

(Figure 2.2b).

(a) Poor Satellite Geometry (b) Good Satellite Geometry

Figure 2.2: E�ect of Satellite Geometry on Position Uncertainty

The Dilution of Precision (DOP) value quanti�es GNSS positioning accuracy.

Multiplying a DOP value with the pseudorange error is approximately the positional

error [13]. Traditionally, positional DOP (PDOP) values are associated with satellite

geometry only and can be calculated in the horizontal and vertical directions. There

is usually an assumption that satellite pseudoranges have errors with zero mean and

equal variances, leading to the formulation in Equation (2.1) [13].

QDOP = (H T H) �1 (2.1)

The diagonal elements of the cofactor matrixQDOP describe the variance in the x,

y, z, and time axes respectively. DOP values quantify the accuracy of the trilateration

and measure error in the horizontal direction (HDOP), the vertical direction (VDOP)

or all three directions overall (PDOP). Equations (2.2) to (2.4) show the breakdown.
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2. Background

PDOP =
q

� 2
x + � 2

y + � 2
z (2.2)

HDOP =
q

� 2
x + � 2

y (2.3)

VDOP = � z (2.4)

To begin calculating forH , [10] walks through the derivation of the pseudorange

and approximate pseudorange in Equations (2.5) and (2.6):

� i =
p

(x i � x u)2 + (y i � y u)2 + (z i � z u)2 + ct u (2.5)

�̂ i =
p

(x i � x̂ u)2 + (y i � ŷ u)2 + (z i � ẑ u)2 + ct̂u (2.6)

The two are related by:

xu = x̂ u + �x u

yu = ŷ u + �y u

zu = ẑ u + �z u

By linearizing Equation (2.5) using Taylor expansion, the unknowns �xu, � yu

and � zu can be solved from a linear system of equations put in matrix form, in an

example for four satellites:

�� =

2

6
6
6
6
4

�� 1

�� 2

�� 3

�� 4

3

7
7
7
7
5

H =

2

6
6
6
6
4

ax1 ay1 az1 1

ax2 ay2 az2 1

ax3 ay3 az3 1

ax4 ay4 az4 1

3

7
7
7
7
5

�x =

2

6
6
6
6
4

�x u

�y u

�z u

�c�t u

3

7
7
7
7
5

(2.7)

and

�� = H�x (2.8)

H is the geometry matrix and captures the satellites' relative positions. It can be

related to the measurement Jacobian matrix for the pseudorange measurement. In
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2. Background

our approach, for m satellites,

H =

2

6
6
4

�û 1x �û 1y �û 1z 1
...

...
...

...

�û mx �û my �û mz 1

3

7
7
5 (2.9)

with û being the unit vector from receiver to satellite i

ûi =
si � r

ksi � rk
(2.10)

Then, the position o�set of the receiver, also known as the positional error, can

be obtained using

�x = H �1 �� (2.11)

2.1.2 Measurement Noise and Signal Attenuation

Equation (2.1) and traditional DOP values only account for the satellite geometry at

the time of determining the receiver's position. This does not account for satellite

LOS and physical obstructions before signals hit the receiver. Therefore, pseudorange

errors should have di�erent variances and the Weighted Dilution of Precision (WDOP)

should be used (eqs. (2.12) and (2.13)) [14].

QWDOP = (H T WH) �1 (2.12)

W = (
1

� 2
UERE

R) �1 R =

2

6
6
6
6
4

� 2
PSR;1 0 � � � 0

0 � 2
PSR;2 � � � 0

...
...

. . .
...

0 0 � � � � 2
PSR;n

3

7
7
7
7
5

(2.13)

In our approach,R is the measurement noise covariance matrix that represents

pseudorange variances due to attenuation from foliage or building obstruction along

the signal path. The diagonal terms ofR describe the physical amount of error for a

given satellite in meters, whereasW is the normalized version ofR and is unitless

to extract weighted DOP values.W also serves as a weight matrix to weigh signals

with less attenuation more in the calculation.� UERE is the User Equivalent Range

7



2. Background

Error (UERE) in meters, a normalization constant representing nominal error budget

for a regular civil GPS user, taken to be 3.57 m and derived in Appendix B. Thei -th

satellite pseudorange measurement error �PSR;i is calculated in [15] as

� UserNoise = (c � T chip )

s
BL d

2C
N0

=
�

q
C
N0

=
65:5279720806

q
C
N0

(2.14)

� PSR;i =
q

(� UserNoise)2 + (� Ionosphere)2 + (� Troposphere )2 + (� ClockEphemeris )2 (2.15)

� is a receiver-based hardware constant that containsBL , the code tracking

loop bandwidth, and d, the normalized correlator spacing. The code tracking loop

bandwidth and correlator spacing are set to 1:0 Hz and 0:1 chip respectively, in

accordance with standard receiver tracking parameters [16] for the tested u-blox

platform. The �rst term ( c � Tchip ) converts the standard deviation into meters, with

c being the speed of light at 299,792,458 m/s andTchip being the time length of one

chip at 1
1;023;000 seconds [10]. Ranging codes are used by GNSS signals to modulate

satellite carrier frequencies periodically and are made up of pulses called chips.
C
N0

is the carrier-to-noise density ratio in dB-Hz after the signal is attenuated. In

free-space after passing through the Earth's atmosphere,C
N0 f reespace

is typically 45

dB-Hz to 50 dB-Hz at high elevation angles [11]. To account for the u-blox module

receiving the signal at an angle at lower elevations and the attenuation along the

signal path A, Equation (2.16) is used to adjust the baselineCN0 f reespace
:

C
N0

=
C
N0 freespace

� 10 log 10 sin E � A (2.16)

where E is the satellite elevation in radians.

When the GNSS signal travels through foliage and speci�cally forest canopies, the

attenuation in decibels is calculated via Weissberger's Modi�ed Exponential Decay

Model [17]:

A =

8
<

:
0:45f0:284d if 0 < d � 14

1:33f0:284d0:588 if 14 < d � 400
(2.17)

f is the transmission frequency in GHz, which is 1.575 GHz for GNSS signals, andd is

8



2. Background

the depth of foliage along signal path in meters. This work also considers attenuation

of GNSS signals as they travel through buildings. The buildings in validation

experiments are modeled as reinforced concrete structures with an attenuation level

of 6.598 dB/m [18], further derived in Section 4.2.3.

Using H and W, the full covariance matrix estimates how the position output of

the GPS sensor would drift based on satellite geometry and foliage attenuation using

Eq 2.18 [13]. From there, the weighted DOP values are extracted fromQWDOP the

same way as for QDOP from Equations (2.2) to (2.4).

QWDOP = (H T WH) �1 =

2

6
6
6
6
4

� 2
x � xy � xz � xt

� xy � 2
y � yz � yt

� xz � yz � 2
z � zt

� xt � yt � zt � 2
t

3

7
7
7
7
5

(2.18)

2.2 Review of Coordinate Systems

This section describes the relevant coordinate frames and the algorithms used to

convert between them. Earth-centered frames are used for global positioning while

local frames are used for describing relative position of satellites from the receiver.

Figure 2.3: Visualization of ECEF and Local Tangent Frame

9



2. Background

To measure and describe satellite orbits, an Earth-Centered Inertial (ECI) coordi-

nate system is used. The origin is at the center of mass of Earth with the xy-plane at

the Earth's equatorial plane [10]. Positive x-axis is �xed pointed at the vernal equinox,

positive z-axis points north, and positive y-axis forms a right-handed coordinate

system together. Geocentric Celestial Reference System (GCRS) is the currently

adopted standard for an ECI system, due to \its independence from de�nitions of

the ecliptic and vernal equinox" [19]. In our approach, the integrated Python library

Skyfield [20] uses GCRS coordinates when processing satellite Two-Line Element

sets (TLEs) into Unity coordinates. Satellite TLEs describe the satellite's trajectory

as it orbits around Earth.

To calculate the position of a GNSS receiver, the Earth-Centered Earth-Fixed

(ECEF) coordinate system is used because the frame rotates with the Earth. It

is also easier to compute latitude, longitude and height because its positive x-axis

points in the direction of 0� longitude and its y-axis points in the direction of 90�

East longitude. Its positive z-axis is normal to the equatorial plane and points in the

direction of the geographical North Pole.

It is also useful to introduce the East-North-Up (ENU) ellipsoidal tangent plane

system to describe relative positions of satellites locally. This plane is tangent at the

chosen origin pointP and its EN-plane is approximately coincident with the local

horizontal level. Most importantly, the presented approach in this report will be

transforming satellite positions in the ECEF system to the ENU tangent plane. The

derivation used is adapted from [10] and is presented below.

Let P be at (xo; yo; zo) and have geodetic latitude and longitude ('; � ). The

local coordinate system components are (e; n; u). Cartesian ECEF coordinates are

translated and rotated into the tangent plane system in Equation (2.19).

2

6
4

e

n

u

3

7
5 =

2

6
4

� sin � cos � 0

� sin ' cos � � sin ' sin � cos '

cos ' cos � cos ' sin � sin '

3

7
5

2

6
4

x � x o

y � y o

z � z o

3

7
5 (2.19)
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Chapter 3

Related Work

The main output of simulated GNSS receivers is a measure of GNSS signal strength

calculated from satellite visibility. Some existing works extrapolate that measure by

leveraging developed urban city models, geographical surveys or visual data to model

position accuracy.

3.1 City Models

Models of the real-world environment, whether it is at the building level or at a

city-wide level, can provide useful physical data to perform raytracing. Raytracing

emulates GNSS signal paths and is essential for calculating signal attenuation and

modeling trilateration.

React-G [21] is a GNSS signal simulator using Unreal Engine and Google 3D Tiles

[22] to simulate multipath e�ects in urban settings. Google 3D Tiles provides precise

building models from Google Maps data and is integrated with Unreal Engine via

Cesium GS to provide height information for raytracing. However, since the building

models are created from lower �delity drive-through of the cities, there can be errors in

building heights which propagates in multipath calculations. Their work's comparison

with the LiDAR data-based simulator NASA NavQ [23] showed that discrepancies

between satellite LOS reports are more evident in areas with dense foliage, due to

the way Google 3D Tiles represents trees. The authors classify incorporating LiDAR

scan data as part of their future work to enhance detection performance. As part of

11



3. Related Work

the hardware comparison tests, the work in this thesis uses laser point cloud from

Ji Zhang's lab to create a mesh for raytracing, which may provide a more accurate

environment mesh.

Furthermore, instead of using building models developed on a city-wide or global

scale, there are works using sophisticated building models to model signal attenuation,

such as [24]. They used a 3D indoor model of the campus building Institute for

Communications Technology at Germany's Technical University of Braunschweig for

raytracing [25]. The model includes detailed information of walls, doors and windows,

as well as those objects' electromagnetic material properties. Their signal attenuation

model is more accurate because the buildings are represented with heterogeneous

material properties rather than extrapolating signal behavior based on building

heights or signal path length. However, it requires a lot of time and e�ort to replicate

entire buildings to this detail on larger scales. [26] used a further improved simulation

framework SiMoNe [27] to perform raytracing and estimate GNSS-based localization

accuracy. Their work models attenuation from ionospheric and multipath e�ects and

uses a similar algebraic algorithm [28] as this thesis (Sec. 2) to solve for the receiver

position. These tools present useful future research directions.

3.2 Visual Segmentation from Upward-Facing

Cameras

Rather than relying on a well-built model of an outdoor environment, recent works

have also leveraged skypointing cameras and image segmentation to determine satellite

visibility in urban areas and in forest environments. In [29], visual segmentation

techniques are used to separate regions of foliage and open sky in collected images to

detect satellite non-line-of-sight (NLOS). Then, the set of NLOS satellites are used

to weight available satellite signals before using them in positioning. In the forest

setting, Wright et al. [30] presents a signal attenuation model based on the amount

of \canopy closure" in forests during di�erent seasons. Their work mainly relies

on \sky-oriented" photography and GPS measurements to extrapolate the model

which may not be realistic for real-time operation or be generalizable to other types

of forests. The authors also stated that using di�erent technologies to model the

12



3. Related Work

attenuation, other than the ones used in the paper, would require recalibration. The

foliage attenuation model used in this thesis [17] was built from large amounts of

forest data which may help make this work be more robust.

3.3 Airborne Laser Scanning

Using Airborne Laser Scanning (ALS), the surface is mapped into a 3D point cloud

via an aerial vehicle equipped with a LiDAR, GNSS receiver and IMU. The point

cloud contains individual 3D coordinates and an intensity value capturing the surface

re
ectivity, which provides a high level of detail for modeling urban and rural areas.

Obtaining that level of detail can be labor-intensive and computationally expensive.

[31] used ALS point cloud of a forest to estimate vegetation structure and density

and develop attenuation estimation models. The laser scan data improves the

structural detail obtained from the trees and makes the model more robust to dense

heterogeneous forest settings. In the urban areas, [32] leverages ALS point clouds to

determine the heights of trees and buildings more accurately for satellite visibility

analysis. Those heights are then projected to obtain the thickness of material that

GNSS signals passes through as it reaches the receiver. Combined with satellite

ephemeris data, they extend the vegetation attenuation model from [31] to urban

environments, enabling height-dependent queries of building and tree obstruction

data. This empirical, data-driven approach aligns well with our proposed work, which

similarly calculates signal noise based on local physical geometry.

In a later work, Kou et al. [33] generates virtual panoramic obstruction images

and digital surface models (DSM) from ALS point clouds. This process removes

computation load from working with the large point cloud directly. It generates the

upward zones of obstruction to determine satellite LOS instead of using an upward-

facing camera directly. However, satellite obstruction is a binary metric which is not

as informative on the GPS measurement error as the amount of physical obstruction

the signals pass through, which will be discussed in this thesis.
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Chapter 4

Simulated GPS Sensor

4.1 Problem Statement and Assumptions

The objective is to design, implement, and validate a simulated GPS sensor that

can calculate the amount of uncertainty in the receiver position and generate noisy

position estimates given satellite position data and high-quality 3D mesh of the test

environment. The main sources of inaccuracy studied includes satellite geometry

leading to poor satellite-receiver LOS and attenuation primarily from GNSS signals

passing through foliage. Given that real-world experiments (Chapter 5) are carried

out in locations with both trees and campus buildings, the attenuation model is

adapted to include signals passing through vegetation and concrete as presented in

Section 4.2.3.

Simulation experiments are carried out using the Unity game engine [34] and built

upon the Flightmare [35] simulator framework. ROS messages provide information

such as quadrotor position, camera image feeds, and pointclouds to enable autonomous

navigation. This work leverages previous forward-arc navigation work by Lee et al.

[36] to reproduce 
ight trajectories across trials.
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4. Simulated GPS Sensor

Figure 4.1: System Diagram

4.2 Implementation Details

Figure 4.1 shows the components of the simulation working between the Unity game

engine and Flightmare Interface in order to recreate the real-world interaction between

satellites and a GNSS receiver. The o�ine setup determines the Unity coordinates

for each satellite within the constellation according to the desired simulation time.

Throughout the simulation, Flightmare [35] calculates and updates the Unmanned

Aerial Vehicle (UAV) position within the Unity scene while Unity performs raytracing

through the mesh environment. The method of raytracing is adopted because it

represents similar behavior of GNSS signals as they are sent from satellites to any

receiver on the Earth's surface. The receiver onboard the UAV receives all available

signals such that each signal acts as a ray between the transmitting satellite and the

receiver. Raytracing then detects obstructions along the signal's path and accounts

for them in the attenuation model.
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4. Simulated GPS Sensor

4.2.1 Initialization

At the start of the simulation, the drone, equipped with cameras and GPS sensor, is

spawned at a given position listed in parameter �les. Current implementation allows

for satellite objects to be placed at regular intervals in a grid pattern around a de�ned

center coordinate or at speci�ed positions passed as a parameter. This enables faster

testing cycles, reproducibility, and customization of simulation scenarios because

satellite geometry heavily in
uences PDOP value, which is a key output from the

simulated sensor.

An example of grid spawning is included in Figure 4.2, where satellites are

displayed as small numbered circles and the drone path is through the center of

the environment. The user is able to set the spacing between satellites to cover a

larger region or set satellite altitudes to be at di�erent heights in order to introduce

variability in the vertical direction as well. This satellite positioning scheme is used

in some of the simulation environments described in Section 5.2.

(a) 5m Spacing (b) 10m Spacing

Figure 4.2: Grid Spawn Spacing Visualization

To set realistic satellite locations during validation, up-to-date satellite orbit

information is required. Hence, part of the preprocessing step includes using the
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4. Simulated GPS Sensor

Sky�eld [20] library to access TLEs given a list of unique Satellite Catalog Numbers

also known as NORAD IDs. Section 5.3 further explains the process of mapping

satellite positions into Unity scenes as part of the hardware comparison test setup.

4.2.2 Unity Raytracing Overview

The drone and added satellites are all treated as vehicles during simulation and are

tracked by Unity as such. The satellites' positions remain unchanged while the drone

is teleoperated virtually. Each satellite has a laser range�nder at the center of the

vehicle facing downwards. Unity'sRayCastAll function returns a list of raycast hit

distances from a ray originating at the satellite location in the direction of the moving

drone. Those distances are sent back to the Flightmare Interface codebase via zmqpp

message packets [37] via existing Unity bridge implementation.

The satellite's current poseTWB in world frame and the range�nder's pose in

satellite frameTBS are queried within Unity. After calculating the range�nder's pose

in the world frame TWS , a vector pointing in the positive z-direction (forward from

the range�nder's perspective and downward from the satellite frame) is rotated by

the range�nder's current rotation to get the raycast direction.

Determining Raytrace Direction

In the Flightmare Interface codebase, avehicleposecallback function subscribes

to the desired pose message for the corresponding satellite and changes its orientation

using existing integration with flightlib , a Flightmare library. This function also

updates the drone pose with background quadrotor dynamics calculations.

The desired poses for the satellites to point toward the moving drone are calculated

and published by a ROS node. It computes the satellite-receiver vector in the world

frame by subtracting the two objects' position. This vector is set as the forward

vector pointing in the positive x-direction. The z- and y-axes are obtained through

crossproducts �rst with x-axis and the up-vector in the world frame, then crossing

z-axis with x-axis. This forms the rotation matrix which is then transformed into a

quaternion and passed as a pose message. This occurs between each satellite in the

scenario and the drone.

As this node runs, it continues to access the drone's pose so that it keeps all

17



4. Simulated GPS Sensor

Figure 4.3: Visualization of Single Satellite Raytrace towards Drone Receiver

satellites pointing towards the moving drone at all times. This allows the raytracing

to function like a GNSS signal, beginning at a satellite, recording rayhit detections

in its path, and terminating at the drone's onboard receiver. The simulated signal

path is visualized in Figure 4.3 as the red line with the green arrow showing its origin

position and direction towards the drone at the edge of the pointcloud.

Raytraced Distance Filtering

Each satellite receives a list ofRayCastAll hit distances which has been sorted in

increasing order with redundant values removed. Mesh hit distances that are farther

than the distance between the drone's GNSS receiver and respective satellites are

also removed as those do not correspond to the signal's actual path. The following

logic estimates the depth of mesh that the ray has traveled through and is visualized

in Figure 4.4.

First, when only one hit is returned in the list (Figure 4.4(a)), that hit distance is
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4. Simulated GPS Sensor

Figure 4.4: Visualization of Raytraced Distance Filtering Cases: (a) only one remain-
ing hit returned, (b) multiple hits returned, and (c) no hits returned.

subtracted from the total satellite-to-drone distance (blue arrow) to approximate that

the remaining distance (orange arrow) to the drone becomes the depth of material.

This approximation treats the distance farther beyond the hit location, perhaps of a

thin leaf in the mesh, to be made up of foliage up to the receiver. In ablation studies

presented in Section 5.2.1, this approximation is shown to be valid in forest settings

where the drone 
ies closer to the source of obstruction. Second, Figure 4.4(b) shows

that when multiple distances are returned in the list, the farthest hit distance is

subtracted from the closest hit distance to get an approximate depth of material

the ray passes through. Third, if there were no hits (Figure 4.4(c)), the depth is 0.

These estimated depths are recorded as part of the vehicle state and retrieved by

Flightmare Interface codebase to be part of the GPS sensor node input.
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4. Simulated GPS Sensor

4.2.3 Attenuation Models

Using the Weissberger MED model [17] from Equation (2.17), attenuation of the GNSS

signal through trees in the environment is calculated using the obtained thickness of

foliage from Unity raytracing results (Section 4.2.2). For simulation trials involving

campus buildings, the buildings are assumed to be made of reinforced concrete walls

with rebar grid. From National Institute of Standards and Technology's report on the

attenuation rates of common construction materials [18], the signal attenuation rate

through a 203mm thick sample of reinforced concrete wall with 2% steel (RC882L) is

6.598 dB/m. As validation experiments operate in either a primarily tree-dense or

building-dense environment, the two attenuation models are implemented in parallel

and material detection during runtime is not necessary. Higher �delity and more

complex environment meshes with material classi�cation de�ned at the Unity mesh

layer level are required to perform a better estimation of signal attenuation via

raytracing. This is a possible direction for future work where a smaller scene mesh

is traded for greater detail within building components; other directions are further

expanded on in Section 6.1.

4.2.4 Sensor Output

A ROS-based GPS sensor node takes as input the list of satellite coordinates, receiver

location, and the list of detected material thickness from each satellite signal to

calculate theH , R, W, and Q matrices according to the equations in Section 2.1.

The cofactor matrix Q is used to sample from zero-mean Gaussian distributions to

obtain noise in thexyz directions which is injected to the perfect drone location from

Flightmare [35]. DOP values are calculated and published in a ROS message along

with the noisy drone position.
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Chapter 5

Experiments

5.1 Introduction

In order to validate the GPS sensor, a series of simulation experiments and hardware

comparisons are carried out using the Flightmare simulator [35]. Various concrete

structures and dense forest scenes are created in Unity Editor to validate sensor

output. Numerical results aim to establish a strong correlation between DOP values,

satellite positions, and depth of attenuation material along signal paths. Di�erent

satellite placements are used in ablation studies to further verify the implemented

material depth estimation scheme, introduced in Section 4.2.2, enabled by Unity

Game Engine raytracing functionality. Hardware comparison tests involve �rst

processing a raw LiDAR point cloud of the outdoor area between Gates and Hillman

Centers (GHC), Newell-Simon Hall (NSH) and Wean Hall (WH) at Carnegie Mellon

University, obtained from Dr. Ji Zhang's lab then comparing the simulated GPS sensor

outputs against real-world measured outputs. Details of simulation experimental

setup and hardware comparison setup are further elaborated on in Sections 5.2 and 5.3

respectively.
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5. Experiments

5.2 Qualitative Validation

To test the sensor's behavior under attenuation from concrete structures, simple

house and tunnel environments are created in Unity, visualized in Figure 5.1. The

buildings are 10m tall with 1m thick vertical and horizontal slabs placed along the

drone's trajectory to test transitions between satellite LOS and NLOS. In the square

house environment, the four walls are each placed 10m from the center of the scene.

In the tunnel environment, the sides of the tunnel are also each placed 10m apart

from the centerline of the scene. The simulated drone 
ies from the green cube to

the red cube in a straight line through the structures. There are 16 satellites placed

in a grid pattern above the structures as visualized in Section 4.2.1 and evenly in

the vertical direction between altitudes of 30m and 90m to maintain well-distributed

satellite geometry during the entire 
ight sequence. Figure 5.1 visualizes the Unity

scenes with white boxes representing satellite locations, where their heights are set

closer to being spaced 1m apart for visualization.

(a) House Environment (b) Tunnel Environment

Figure 5.1: Unity Concrete Structure Environments with Satellites Visualized
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Next, to test the sensor's behavior under attenuation due to foliage, a simple

forest scene is created in Unity (Figure 5.2). The forest is made from Unity Editor's

tree painting tool on a 
at terrain, with each tree being approximately 5m tall. A

clearing in the drone's path is created to test transitions between satellite LOS and

NLOS. Similar to the concrete structure experiments, there are 16 satellites placed

evenly in the horizontal and vertical directions. Further comparisons between 5m

and 10m horizontal spacing between satellites are made to show the e�ect of satellite

geometry on PDOP.

Figure 5.2: Unity Dense Forest Environment

5.2.1 Validation Results

Two main type of plots are used to evaluate the simulated GNSS sensor: detected

material depth from all satellites and DOP values. The detected material depth

represents the returned material thickness from raytracing (Section 4.2.2). Those

thicknesses, in meters, from all satellites are plotted as di�erent curves on the same

plot against elapsed time in seconds since the start of the simulation. From the

implemented WDOP formulation, it is expected that WDOP and measurement noise

increases when there is a signi�cant amount of material obstructing the signals.

Therefore, the validation results line up estimated material depth trends with the

WDOP values to verify that behavior.
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5. Experiments

In the concrete house experiments plotted on the left of Figure 5.3, PDOP value

increases to approximately 115 when the drone enters the building at 6 seconds and

returns to about 16 once it exits at 20 seconds. There is a similar increase in detected

depth of material in that timeframe when there is a total occlusion of satellite signals.

At the end of the trial at 25 seconds, the drone 
ies upward after exiting the structure.

The receiver regains LOS with all satellites corresponding to 0m of detected depth in

the top plot, with PDOP at 8.97, HDOP at 4.27, and VDOP at 7.89. PDOP is still

somewhat high because the satellites are not as well spaced overhead when the drone

is at one end of the scene instead of at the center.

In the concrete tunnel experiments plotted on the right of Figure 5.3, PDOP value

brie
y begins at approximately 24 then increases and remains at above 2000 until the

very end of the 
ight. With the tunnel's uniform shape and wall thickness, all the

satellites detect similar depth and attenuation trend as the drone 
ies from one end

to another (top-right plot in Figure 5.3). The shape of the detected material depth

plot comes from the drone 
ying away from the line of satellites at the entrance while

approaching the satellites at the exit, since the satellite-receiver distance is factored

into the estimated depth. Remaining LOS with some satellites at the entrance and

exit of the tunnel keeps corresponding estimated depths at 0m at those locations.

DOP value is much higher when the receiver loses LOS with all satellites between 6

and 20 seconds, which lines up with the detected depths plot. At 27 seconds, PDOP

is at 48.13, HDOP is at 18.66, and VDOP is at 44.36. The DOP values remain high

because the structure is still obstructing 12 out of 16 satellite signals at the exit.

These trials show that satellite geometry and signal absorption through concrete

are a�ecting PDOP as expected, with the detected material depth and DOP values

having similar trends.

Since the drone was only 
ying at a height of 1.172m, the implemented raytracing

logic overestimates material depth. To test this, ablation results of drone 
ight

through the same tunnel scene at a height of 8m are presented in Figure 5.4. With

the drone 
ying at a greater height, estimated material depth only ranged from 0m

to 5m, whereas it ranged from 0m to 16m when the drone 
ew at 1.172m. This result

veri�es that the raytracing logic described in Section 4.2.2 is working as implemented.

It also informs that this raytracing and attenuation model is best suited for forest

use because drones will be 
ying relatively close to the canopy or the source of signal
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5. Experiments

Figure 5.3: Estimated Material Depth and DOP Values in House and Tunnel Scenes
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obstruction as in the 8m height case. The foliage depth approximation can deal

with sparse mesh hits, but fails when the distance between the satellite and receiver

is overshadowed by the distance between the receiver and the detected mesh hit

(Figure 5.5).

Figure 5.4: Ablation of Drone Path Height in Tunnel Scene

In the forest experiments, both 5m and 10m horizontal spacing between satellites

were tested and presented in Figure 5.6. The 10m horizontal spacing trial results in

lower HDOP and PDOP during the entire simulation since there is greater horizontal

position variation between satellites. The curves in both plots follow a decreasing

trend as the drone approaches the clearing and reaches it at approximately 18 seconds

in both trials. The 5m spacing case experiences greater changes, which could be due

to clumped satellite placements, exhibited in the geometry matrixH , contributing to

overall higher noise in the covariance matrixQWDOP . Furthermore, the forest setting
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5. Experiments

Figure 5.5: Visualized Example of Height Ablation on Material Depth Estimate

and drone height do not introduce an overestimation of foliage depth seen earlier in

the tunnel scene as the drone 
ies directly below the tree canopy and foliage depth

ranges from 0m and 6m in Figure 5.7. This matches the tree heights in the simulation

environment at about 5m tall, with the extra detected depth a result of longer slanted

signal paths through the canopy.

5.3 Hardware Sensor Validation Setup

To validate the sensor performance in the real world, GPS sensor measurements are

collected using the u-blox SAM-M10Q standard precision GNSS antenna module

and viewed via the GPS tab within Beta
ight Graphical User Interface (GUI). The
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Figure 5.6: E�ect of Di�erent Satellite Spacing on HDOP and PDOP in Forest Scene
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Figure 5.7: E�ect of Di�erent Satellite Spacing on Estimated Foliage Depth in Forest
Scene
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