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“The objective of scientific research is not just to arrive at predictions: it is to
understand how the world functions. To construct and develop an image of the world,
a conceptual structure to enable us to think about it. Before being technical, science

is visionary.”

– Carlo Rovelli, Reality is Not What It Seems, 2016
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Abstract

Remote, unknown environments are also some of the most compelling
for scientific exploration because of the lack of data from such regions.
Reliance on mobile robots for exploration of these areas reduces cost and
risk, and autonomous mobile robots that are capable of adapting their
sampling strategies increase the amount of information gained through
exploration. These robots rely on dense, predictive mapping of large-scale
regions to determine where to take measurements. Current approaches
to mapping commonly rely on Gaussian process regression to spatially
correlate data, extrapolate from sparse samples, and estimate uncertainty.
However, these approaches do not incorporate meaningful information
about physical processes that contribute to the scientific observations being
recorded, instead focusing on predicting measurements only or relying
on black box expert-based systems to incorporate physically meaningful
information.

In this work, we introduce physical process-informed mapping, a frame-
work for integrating scientific knowledge about physical processes into
mapping for mobile exploration robots. This approach provides two advan-
tages for exploration. First, the hierarchical statistical model underlying
the mapping framework is capable of providing predictions and uncer-
tainty estimates for both the sensor measurements and the latent natural
phenomena driving these measurements in a dense, probabilistic manner.
Second, various components of the mapping approach provide methods
to measure the importance of models of scientific knowledge, enabling
learning about the conditions under which these models are more or less
relevant to the phenomenon. Taken together, these methods increase
the ability of robotic mapping for exploration to model complex physical
phenomena, enabling future robotic explorers to take advantage of a more
in-depth representation of information, and can provide increases in the
predictive accuracy of mapping.
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Chapter 1

Introduction

1.1 Motivation

Mobile robots are increasingly used for scienti�c discovery, resource prospecting, and

environment monitoring tasks in regions that are too remote or dangerous for humans.

Planetary rovers have long been used to investigate geology and search for evidence

of life on Mars, from the MER rovers to Perseverance and teh Chinese Zhurong

rover [48, 55, 128], with future missions such as ESA's Rosalind Franklin and China's

Tianwen-3 planned to continue this trend [107, 141]. Recent and planned missions

to the lunar south polar regions combine both scienti�c discovery and prospecting

for lunar volatiles.1 NASA's upcoming Volatiles Investigating Polar Exploration

Rover (VIPER) and Endurance missions, along with the MoonRanger Commercial

Lunar Payload Services (CLPS) mission, will map out areas with lunar volatiles

[6, 29, 106]. The planned Chinese Chang'e-7 mission is also designed to investigate

the distribution and origins of lunar water ice [130]. Terrestrial analogs of these

missions have sought water in the Mojave Desert [49] or life in the Atacama desert in

Chile [113]; similarly, mobile robots have been used for investigating remote regions

of earth for tasks such as searching for meteorites in Antarctica [93], monitoring mine

status and searching for new minerals [121], and monitoring bacterial growth in lakes

1Throughout this work, lunar volatiles and water ice are used interchangeably, though the authors
recognize that the latter is only one speci�c type of volatile and lunar volatiles can refer to other
volatiles as well.
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[50]. Missions of this nature provide crucial data for their respective scienti�c �elds as

they are often the only source of such data, highlighting the importance of collecting

as much scienti�cally interesting samples as is possible in a limited amount of time

and with limited resources.

Scienti�c investigation stands to gain the most information precisely in these

remote and potentially hazardous environments due to the high uncertainties stemming

from such inaccessibility. Unfortunately, exploring exhaustively is frequently infeasible

due to constraints on power, communications, and rate-of-progress. Perseverance,

the fastest of the Mars rovers with the most autonomous capability, only averages

around 98 meters per hour when navigating autonomously (2.4 cm / s) and has

historically driven at an average speed of 23 meters per day [128]. As Perseverance

has demonstrated when compared to rovers like Curiosity and the MER rovers, all of

which navigate autonomously at under 1 cm / s and only average under 10 meters

per day, increased autonomy enables greater coverage [128]. Beyond simple drive

capability, autonomously choosing waypoints for scienti�c measurements increases the

amount of scienti�c information gathered when compared to human-driven exploration

[28]; however, the map representations underlying such adaptable approaches remain

limited in the types of information they are capable of providing. Mapping is at least

as important as planning for exploration tasks, perhaps even more so due to the

frequent formulation of exploration as a mapping task in its own right, with maps as

the desired data product.

1.1.1 Mapping for Mobile Exploration Robots

Mapping for mobile exploration robots takes many forms. On the local scale (i.e. in

the robot's immediate vicinity), maps represent the surrounding terrain features and

can include information on obstacles, slopes, and traversal risk [11, 26], in addition

to other important quantities such as expected science return or presence of shadow.

For maps to be useful for adapting traverse planning behavior, however, they must

provide estimates of the expected information outside of what is currently visible.

Beyond the local scale, long-range traverse planning is done in an informative manner

by attempting to �nd the trajectory that will maximize the expected information or

information gain, in the information-theoretic sense, given the current state of the

2



map [5, 15]. Since these estimates change as further measurements are performed,

iterative re-planning is used to adjust the trajectory based on new observations.

Informative path planning (IPP) 2, as this approach at trajectory optimization is

called, requires maps to both provide predictions outside of the region covered in the

rover's data and uncertainty associated with these predictions. Without these values,

the expected information gain - the relative entropy of observing the expected value

at a given location - cannot be computed.

For exploration tasks in which the goal is to correctly characterize the quantity

of interest over a region, another important feature of mapping is that the maps

be well-calibrated, i.e. that they align regions of high uncertainty with regions of

high error [20]. Well-calibrated mapping methods e�ciently reduce the (usually

unobserved) error while planning over the uncertainty or a quantity like relative

entropy that is computed from uncertainty. Calibration metrics are useful for vetting

mapping techniques prior to deployment, relying on test sites for which ground truth

knowledge is available. Lastly, natural phenomena tend to exhibit spatial correlations.

Accounting for spatial correlations enables predicting in regions that have not been

observed by the robot, while also ensuring more realistic models are generated.

These requirements lead to the following list of features a mapping technique

should be capable of with informative path planning:

1. Extrapolation beyond observations: Mobile exploration robots can only

collect a �nite amount of observations, and often in limited local regions.

Extrapolation beyond these observations enables a path planner to perform

predictive reasoning about future observations based on a proposed trajectory.

2. Uncertainty quanti�cation: Informative path planners rely on an information

metric, typically entropy, that is computed from observation uncertainty. With-

out this uncertainty quanti�cation, informative path planners cannot operate

correctly.

3. Alignment of uncertainty and error (i.e. good calibration): Mobile

exploration robots engaged in the task of mapping an environment operate

under the assumption that minimizing an information metric computed from

2Several acronyms are used throughout this work. Appendix A contains a list of acronyms for
reference.
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uncertainty will minimize the map error. If the uncertainty and error are not

well-calibrated, then such an assumption does not hold.

4. Spatial correlation modeling: Natural phenomena are generally spatially

correlated. Incorporating this correlation should improve the map's predictive

capabilities and enable extrapolation (item 1).

Taken as a whole, this list leads to a frequent use of Gaussian process (GP)

regression as a mapping technique for information gathering tasks. GPs, which will be

discussed in detail in Chapter 3, easily meet most of these desired features and, in the

form of kriging, are a commonly-used technique for geospatial mapping beyond the

robotics community [99, 145]. The generative nature of these models readily allows for

extrapolation and uncertainty quanti�cation, while their underlying parameterization

incorporates spatial correlations. The alignment of uncertainty and error stands out

as the one feature that must be assessed for any given GP model.

1.1.2 Incorporating Physical Process Information

While Gaussian process regression itself meets many of the criteria listed above for

a good mapping method for informative path planning, designing simple spatial

correlations into a model does not provide much additional information about the

modeled quantity itself and is only capable of extrapolating as far as the spatial

correlation can extend. Beyond a certain distance, the predicted values will revert

back to the provided prior mean of the GP. Typical mean functions, such as a zero

mean or constant mean, will not provide useful information about the quantity of

interest at such distances. Mobile exploration robots, however, sometimes plan over

large distances that exceed the previously observed spatial region. In these instances,

knowledge of the underlying processes a�ecting the quantity of interest can provide

more useful estimates at relatively large distances from the observations. In addition,

by building such knowledge into a map, mobile exploration robots can learn and

provide information on the e�ectiveness of scienti�c models.

Instead of solely relying on spatial location as a predictor, other covarying quan-

tities can be used to improve the predictive capability of such mapping techniques.

Incorporating these variables allows predictions to di�er even when the predicted

locations are far (and equidistant) from the observations. In this manner, variables
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related to the natural phenomenon being mapped - termed physical process variables

in this work - can provide additional information and produce maps with better

predictive accuracy [31, 44]. Informative path planners can then explore in a more

e�cient manner by avoiding areas that are well-explained by the additional process

variables.

As a motivating example, consider the maps shown in the top row of Figure 1.1. In

this example, maps of two independent distributions A and B are summed into map C

that represents the area being explored by a robot. Incorporating information about

the underlying maps A and B into the map estimation method used to represent map

C when planning future trajectories should provide improved performance. Given the

samples shown in red on the predicted map in the second panel, values for map C

can be extrapolated using Gaussian process regression based on their spatial location

only (top row) or based on their spatial location and the underlying values of maps

A and B (bottom row).

The predictions generated by the �rst, location-only model follows a Gaussian

distribution in line with its kernel and the underlying shape of map B, with increasing

variance associated with these predictions as the model is more uncertain. In this

example, the uncertain locations correspond to where map A has higher values, or

more in
uence on the resulting map C. On the other hand, the predictions generated

by the second model resemble map C more closely than those from the �rst model

as this model picks up on the trend produced by variable A. Additionally, the

variance and error are much lower across the entire predicted map. More importantly

for informative path planning, the correlation between the variance and error is

higher when using the full model (0.96 instead of 0.34). This trend indicates that

an informative path planner that is operating based on an estimate of variance to

determine where to take samples will better target areas with higher error when

relying on this model. Monte Carlo Tree Search trajectories shown overlaid on the

variance plots demonstrate how the algorithm more quickly moves away from the

sampled locations for the full model.

This example relies on simple, synthetic data to demonstrate that using information

related to the phenomenon being mapped can not only increase predictive accuracy

when extrapolating outside of the sampled region, but can also improve planner

performance at targeting areas of high error. However, this example is quite simplistic
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Figure 1.1: Maps A and B are combined to produce map C (top panel, \Example
Map\). Predictions, variance, and error associated with predicting map C di�er de-
pending on the model used to estimate the map (bottom panel, \Model Comparison\).
The top row of the latter shows the results associated with a model that only uses
the spatial location for extrapolation, while the bottom row shows the results for the
model based on location and values from maps A and B. Overlaid on the predicted
maps are the sample locations for training the models, while IPP trajectories are
overlaid on the variance maps.

6



and involves a direct, linear relationship between the underlying process variables

(maps A and B) and the natural phenomenon being mapped (map C). In practical

applications, these relationships will not be so simple; not only will there be noise in

the model leading to instances in which even a direct relationship will not perfectly

predict observations, but physical processes are generally more complicated than a

linear sum and may impact di�erent regions to di�erent extents. This work focuses

on developing methods to handle mapping for mobile robot exploration based on

expert-based process models in order to improve map accuracy and planner e�ciency.

Techniques from physics-informed machine learning (PIML), discussed in detail in

Chapter 5, will be explored, along with other statistical methods like the generalized

additive model.

1.2 Physical Process-Informed Mapping

Physical process-informed mapping is a general framework designed to be adapt-

able to many di�erent scenarios in which physical processes are a large driver of

the phenomenon being studied via mobile robotic exploration. Within this broad

framework, however, certain components require speci�c de�nition for each individual

problem - notably, the physical processes, models, and variables will depend on which

are important for the given use case. In addition, the robotic platform, including

sensors and their associated noise models, can di�er from one application to another

and can impact not only the behavior of informative path planners but also the

incorporation of sensor measurements into the mapping framework. Each of these

requires careful consideration when adapting physical process-informed mapping to a

speci�c application. The following subsections cover necessary de�nitions, provide

a description of the overall framework, and discuss example applications to which

physical process-informed mapping can be applied.

1.2.1 De�nitions

The terms physical process, process model, and process variable are used in this work

to refer to three distinct concepts, each of which is an important aspect of the physical

process-informed mapping framework. These terms refers to a speci�c aspect of our
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scienti�c understanding of natural phenomena, with all three working in concert when

discussing scienti�c knowledge. The following precise de�nitions of each will be relied

on in the remainder of the text:

1. A physical process is a naturally occurring process involving physical phe-

nomena that is generally dynamic (i.e. it changes over time). In this work, we

will focus on processes that are gradual enough to be considered static over the

period of time during which robotic exploration occurs.

2. Process variables are the variable quantities that impact the physical process

and usually appear in terms of a process model.

3. Process models are scienti�c models of a speci�c physical process, or a

simpli�cation made by human scientists to study the process and make predic-

tions associated with it. Models can take the form of an equation; alternatively,

stochastic models rely on statistical analysis to describe a process in probabilistic

terms.

Figure 1.2 demonstrates the di�erences between physical processes, models, and

variables using evaporation as an example. The evaporation of water, a physical

process, is a naturally-occurring phenomenon that can be observed and modeled. The

Penman equation for the potential mass of water that can evaporate is a process

model describing evaporation under certain conditions [109]. This equation relies on

many process variables, including the solar radiation incident on a surfaceRn , the

vapor pressure de�cit �e, and the density of air � a [109]. The remaining components

of the equation can be thought of as physical constants, though the choice to consider

these quantities as constant depends on modeling assumptions.

1.2.2 Framework

The physical process-informed mapping framework is a hierarchical statistical model

(HSM) paired with a set of decision points for Gaussian process-based mapping. The

HSM is built based on the relationship(s) between the process models and variables,

the natural phenomenon under investigation, and the sensor(s) used to observe this

phenomenon. The hierarchical model can be broken down into components depending

on how each type of information relates to the others, as is shown in Figure 1.3.

8



Figure 1.2: Comparison of physical processes, process models, and process variables
using evaporation as an example
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The process variables (V = fV 1; :::; VQg) are inputs to the model, which drive the

natural phenomenonY via the process model forms (M = fM 1; :::; MN g). The

natural phenomenon provides the link between these process models and the sensor

observationsZ via a sensor model. Finally, the relevances associated with each process

model (R = fR 1; :::; RL g) denote parameters of the hierarchical statistical model that

measure how much each variable and/or model contributes to the natural phenomenon.

These are learned from the data and can provide scienti�cally useful information on

the link between the included process models and the natural phenomenon.

Figure 1.3: Physical process-informed mapping framework. Purple indicates the set
of process variables and relevances, orange indicates the natural phenomenon being
studied, and green indicates the sensor observations. The white circle represents the
speci�c process models that will be integrated into the framework, each of which may
or may not rely on all of the process variables.

Some or all of the relationships de�ned in the HSM can correspond to GPs

linking variables to one another, depending on the process models incorporated. The

exact details of those relationships will be dependent on the application, but the

GPs themselves require a number of decisions to be made to de�ne each of them.

Figure 1.4 outlines each of the decisions that needs to be made - from de�ning the

input and output variables to the GP architecture, mean, and kernel functions -

along with the options currently encoded within PPIM. These decision points include

methods through which physical process information can be incorporated into the
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HSM to produce physical process-informed maps. The framework itself is discussed

in more detail in Chapter 6, which includes step-by-step recommendations for how to

set up a model.

Figure 1.4: Overview of decision points through which physical process information
can be incorporated in physical process-informed mapping. As a rule of thumb, the
decisions can be made in order from left to right, with more general architecture
decisions on the left-hand side and more speci�c architecture decisions on the right-
hand side.

1.2.3 Applications

Physical process-informed mapping, as a general framework, can apply to many

di�erent scenarios in which mobile exploration robots can be used to investigate

natural phenomena. Applications for which physical process-informed mapping is

useful are those that have at least partially known or theorized underlying physical

processes, such as monitoring wild�res or modeling stream 
ow, several of which are

listed in Table 1.1. In this work, lunar volatiles prospecting is used as the example

application due to its relevance to planetary rover exploration; Appendix B discusses

the �ve other applications in Table 1.1, including process models and datasets for

each.
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Application Type of Robot Physical Processes

Lunar volatiles prospecting Rover Solar wind emplacement, impact
emplacement and gardening, ice
volatization

Modeling stream 
ow Drone Water 
ow / 
uid dynamics

Wild�re monitoring Drone Fire spread, fuel burn, �reline in-
tensity, 
ame length

Plant stalk nitrogen moni-
toring

Rover Water 
ow, plant uptake, micro-
bial activity, soil di�usion

Biosignature detection Rover Nutrient 
ow, evaporation, ab-
sorption, organism growth, con-
sumption of resources

Hurricane hunting Drone Cumulus convection, wind inten-
sity, wave intensity

Table 1.1: Example applications for physical process-informed mapping. Lunar
volatiles prospecting is the example application for the remainder of this work; each
of the remaining �ve applications is expanded on in Appendix B.

1.3 Datasets

TWo datasets are used in this work to test and validate di�erent aspects of physical

process-informed mapping: the synthetic dataset and the lunar volatiles simulation

(LVSIM) dataset. The synthetic dataset includes maps generated mathematically,

based on underlying random maps and coe�cients. The LVSIM dataset includes

simulated observations from a neutron spectrometer system (NSS) based on an

underlying simulation of lunar volatiles over geologic time scales at the south polar

region of the moon. Figure 1.5 shows example maps from both of these datasets.

These datasets are used in di�erent ways for testing physical process-informed

mapping. The synthetic dataset, while more simplistic in its generation, is useful for

assessing the method's ability to learn the underlying relationships between variables.

The lunar volatiles simulation data provides a more realistic example application of

physical process-informed mapping. The experiments performed on each dataset are

treated in separate chapters, with the datasets themselves described in more detail at

the start of each of these chapters.
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(a) Example Synthetic Map (b) Example LVSIM Map

Figure 1.5: Examples from each of the three datasets used for validating physical
process-informed mapping. (a) The synthetic dataset example includes the underlying
process variables and equation used to combine these, while (b) the LVSIM dataset
example shows the simulated present day thermal and epithermal neutron count (i.e.
count from the bare NSS detector).

1.4 Contributions

Mapping can provide much more information than is commonly used in IPP. Current

approaches update simple GP regressions with new observations, then compute

entropy or uncertainty as the planning objective. Only two related works try to

incorporate larger scienti�c hypotheses [15, 120], but these do so with very simple

models (lookup tables or black box expert systems). Others rely on graph learning

[4] or multi-target estimation for analysis of correlations, which is infeasible for large

numbers of physical properties [44]. This work builds out GP regression methods

to incorporate additional ways of learning scienti�c information from observations

through the mapping model itself, which can then be passed to a planner in di�erent

formats.

The overarching thesis of this work is stated below:

Integrating knowledge of physical processes into mapping improves predic-
tions of natural phenomena and reveals each process model's relevance to
a natural phenomenon.

In line with this thesis, the contributions of this work span from the development
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of a framework for integrating physical process models into mapping to the devel-

opment of a simulation of lunar volatiles processes over geologic time scales. These

contributions are listed below:

1. Development of physical process-informed mapping (PPIM), a framework for

building hierarchical spatial models that incorporate process model information

to learn the spatial distribution of natural phenomena.

2. Algorithmic improvements to Gaussian process regression mapping for informa-

tive path planning, including novel architectures and integration of map-based

hyperparameters in planning algorithms

3. Analysis of di�erent measures of relevance that stem from di�erent architectural

decisions chosen from physical process-informed mapping.

4. Simulation over geologic time scales of lunar volatiles emplacement, movement,

and removal at the south polar region of the moon.

The rest of this document is outlined as follows: Chapter 2 discusses mapping for

robotics at a high level, with a particular focus on autonomous scienti�c discovery.

Relevant background information on Gaussian process regression and physics-informed

machine learning is provided in Chapters 3 and 5, respectively. Spectral mixture

ergodic search (Contribution 2) is covered in Chapter 4 as an example application

of GP maps for informative path planning, containing an extension that more

closely links mapping and planning to use information from the former in the latter.

Chapter 6 covers the proposed hierarchical model structure (Contributions 1, 2) in

depth. Algorithmic developments (Contribution 2) for the GP mean and kernel

functions are also covered in this chapter. Development and integration of relevance

metrics (Contribution 3) is covered in Chapter 7. Experiments for each dataset are

treated in Chapters 8 and 9, with Chapter 9 discussing the lunar volatiles simulation

(Contribution 4) 3. Finally, Chapter 10 concludes.

1.5 Summary

As mobile robots are increasingly used for exploration of remote and/or dangerous en-

vironments, adaptability to incoming observations is required for e�ective information

3More detail on this simulation is provided in Appendix C
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gathering. Mapping plays a crucial role in this process, as it provides the estimates

of where information is located through extrapolation from previous observations

and uncertainty quanti�cation. Integrating physical process models into mapping,

the goal behind physical process-informed mapping, has the potential to improve

map accuracy and planning e�ciency, as well as provide more expressive and useful

maps for scienti�c analysis or understanding of underlying phenomena. Physical

process-informed mapping contributes a development framework for approaching this

problem, algorithmic improvements to robotic mapping in one overarching package,

and analysis of relevance metrics associated with di�erent PPIM architectures. In

support of the validation of components of this framework, a simulation of lunar

volatiles over geologic time was also developed
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Chapter 2

Robotic Exploration as a Mapping

Problem

Robotic exploration tends to focus on path planning for long-range traverses, within

which exist a few di�erent approaches. Coverage-based planning attempts to fully

observe every point in an area of interest within some time frame while avoiding

obstacles [119], while informative path planning attempts to observe the most \in-

formation" according to some measurement of this quantity [5]. The key di�erence

between these two approaches is the recognition by informative path planning that

not all areas contain the same amount of information for certain tasks. However,

even IPP tends to abstract away the source of information over which it operates

[16, 120], a simpli�cation that physical process-informed mapping seeks to remove.

While the approach of summarizing all types of observations into one value per

location or pixel may result in easier planning problems, a large amount of information

is lost in that aggregation. In particular, the relationships between the variables in

the data, useful for understanding natural phenomena rather than simply predicting

them, are removed. Because the goal of exploration itself may be thought of as

learning something about a previously unknown environment, maps that incorporate

these relationships rather than ignore them can help assist exploration in their own

right. Exploration is a mapping problem in two senses: �rst, in the sense that we need

accurate maps based on previous observations to predict where further information is

located, but second, in the sense that the maps themselves can be of value for learning
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about an environment. This extension of robotic exploration to explicitly incorporate

and recognize mapping as a critical component will change how practitioners think

about de�ning, assessing, and using maps in this context.

2.1 Maps as Databases of Spatial Information

Maps are generally thought of as static, visual objects. For robotics, however, neither

of these features is required. Maps for exploration, in particular, need to be dynamic

and updatable as more information is collected. In addition, while visualization helps

human operators understand a map, a robot does not need to \see" a map in the same

way a person does. Only the values along the trajectories under consideration need to

be provided when evaluating a map during algorithmic path planning. Mapping and

planning are rarely linked in this manner, requiring some amount of discrete spatial

de�nition that lend themselves more readily to visualization. Occupancy grid maps

and triangular meshes o�er two examples of this case [26, 51].

When mapping techniques that are de�ned functionally are used to model spatial

data, such as Gaussian process regression, signed distance �elds, or other implicit

function representations like neural networks [75, 87, 116, 144], a predicted map that

spans the entire region being explored does not necessarily need to be generated. In

these cases, the mapping methods build what is more akin to a database of spatial

information than a visual map. According to IBM, a database is "a digital repository

for storing, managing and securing organized collections of data" [53]. Visual maps

can be thought of as individual views of such a database, much like how a single

table represents a way of organizing data that is processed from some underlying

database. Indeed, geospatial databases and techniques for working with them abound,

with maps their end products based on the application for which they are intended.

Google Earth, for instance, represents a large repository of maps and is capable of

producing a wide variety of customizable views, ranging from topography to street

maps [39]. Following the analogy, a single static map is not itself a database, but a

mapping pipeline that stores data and is capable of producing various types of map

depending on what is desired of it can be thought of as a mapping database.

18



2.1.1 What is a Map?

What, then, is a map? No all-encompassing de�nition of a map exists. Visual maps

- maps designed to be read by human eyes, such as a road map - may be the �rst

type that come to mind. However, maps are an extremely broad category covering

organizational data structures that can be used in conjunction with exceedingly

diverse data sources. For example, a terrain map used in mobile robotics and a map

of the human genome are both considered maps in their respective �elds. Moreover,

the de�nition of a map in one case may not align with what maps are in another

context. As discussed in the prior section, maps for robotics need not be visual, and

frequently include information distributed spatially that is computed without direct

consideration of spatial relationships.

In this work, we rely on the following de�nition of a map:

A spatially organized representation of information that has been extracted
from and/or processed based on observations of an environment and the
sensors used to observe that environment.

This de�nition is quite broad but can be broken down into two key components: (1)

a spatially organized representation, and (2) data extraction/processing based on the

environment. The �rst component highlights the spatial nature of maps but makes no

distinction between a visual representation and a non-visual database of information

that is merely indexed by location coordinates. Additionally, spatial organization can

take di�erent forms and need not be restricted to metric maps, which are capable of

accurately representing distances between the map elements [54]; topological maps

provide spatially organized information in the form of adjacency graphs that encode

relative spatial relationships [122]. Moreover, the information contained in a map can

include non-geometric knowledge, such as semantic classi�cations [61] or estimates of

terrain properties, in addition to geometric information.

The second component highlights how mapping involves processing information

gathered from the environment. While sensing and perception cover how information

is gathered, mapping instead takes this gathered information and distills it into a

useful format. What is useful, then, depends on the application for which the map is

intended. For example, a map without roads on it would not be very useful for driving

a car, nor would a road map be very useful to a meteorologist. This application-driven
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focus is what drives the four requirements for maps to be useful for informative path

planning discussed in Chapter 1: extrapolation, uncertainty estimation, calibration of

uncertainty and error, and spatial correlation modeling. In addition, maps used for

learning about an environment should incorporate information or hypotheses about

the relevant physical processes.

2.1.2 What is a Physical Process-Informed Map?

Given this context, a physical process-informed map is a particular type of map that

represents natural phenomenon that accounts for known or theorized correlations

with process variables and/or process models linking them to the quantity of interest.

These maps integrate physical process information in order to provide richer context

for any observation. It is designed with speci�c use cases in mind, in particular

applications for which underlying physical processes can be modeled and observed.

Moreover, it aims to provide a mapping database of sorts that enables querying

di�erent values related to the relevant physical processes. This behavior enables

analysis and planning based on multiple values of interest to better inform exploration.

2.2 Mapping for Robotics

Mapping of the sort envisioned above falls between the perception and planning stages

in the canonical Sense-Plan-Act robot operating cycle. Under this canonical model,

sensing describes taking in external information about the environment, planning

covers the internal \thinking" processes a robot performs to determine what to do

next, and acting refers to actuation in order to change its position and orientation,

take the next sample, move an object, etc. Planning, however, generally covers

everything from processing incoming observations and updating internal models of

the world and robot state to determining what actions to take. Separating the internal

processing into updates to a robot's internal model of the environment (\Modeling"),

which includes mapping,1 and determining what actions to take (\Planning") can

1Localization would also fall under this new \Model" category, which represents updating all
internal estimates of states, including robot state, and not simply those related to the environment.
For this work, localization is largely assumed to be perfect and not addressed, but this should not
in general be ignored.
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help distinguish between these two tasks. The Sense-Model-Plan-Act cycle shown in

Figure 2.1 helps di�erentiate between these two distinct processes, with modeling the

process of distilling external information into the most concise and useful format and

planning the optimization based on this distilled information.

While used throughout robotics, this cycle of operation is especially important to

exploration for scienti�c purposes because it can be directly linked to the scienti�c

method. Human scientists follow the scienti�c method so that the claims arising from

their experiments can be justi�ed by appealing to scienti�c rationality [85]. Robot

scientists should likewise operate according to the scienti�c method to perform rigorous

science and to improve communication of results to human scientists. Interestingly,

one main theory of scienti�c method, the hypothetico-deductive framework, operates

in a manner similar to the robot operating cycle, as can be seen in Figure 2.1.

Under this framework, human scientists undergo an iterative processing loop in which

a hypothesis is induced from observations, and predictions are deduced from the

hypothesis. Experimentation then enables checking those predictions and determining

how to update the hypothesis based on observations, and the cycle repeats [85].

For robots, modeling the environment and robot state plays the role of generating

a hypothesis. Bayesian updating, frequently used to perform these updates, can

be seen as an extension of the hypothetico-deductive theory of scienti�c method to

consider multiple hypotheses simultaneously [85]. This is precisely the \Modeling"

step described earlier. Similarly, the \Planning" step corresponds to the deductive

reasoning involved in making predictions and planning where to sample to best test the

model. Where samples are taken is determined by the approach to experimentation

designed into the robot; falsi�ability is one option with strong ties to theories of

scienti�c discovery, seeking to sample at locations that provide the most information

if the current model is wrong [33, 96]. The falsi�cation approach relies on a belief

distribution over a set of hypotheses, making it useful in settings in which categorizing

areas or features is desired [33]. Sampling decisions can also be made using an

information-theoretic approach, with the goal to e�ciently gather the most information

in as little time as possible [15]. Some work even combines the two, driven by the

notion that human scientists �rst seek to gather information when they have little

information but switch to "discrepancy-based" sampling when they have enough

information [67]. Regardless of what approach is used to determine the next sampling
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Figure 2.1: Link between the Sense-Model-Plan-Act robot operating cycle and
hypothetico-deductive framework of science. The gray boxes denote steps of the
scienti�c method, while the colored boxes denote robot operations.

location, once the planning step is complete, the robot undergoes \Acting" and

\Sensing" to perform the experiment: moving to the next location, physically taking

the next sample (perhaps with a drill or some other actuator), and then sensing the

ground or sample.

This link between the scienti�c method and the robot operating cycle is especially

important when mapping and exploration are used for autonomous scienti�c discovery.

Planetary rovers are commonly used for scienti�c purposes in remote terrestrial

regions like Antarctica, as well as on Mars, with planned lunar missions meant for

similar purposes [29, 93, 128]. Some adaptive sampling has been developed and used,

but going further requires more advanced autonomy. Increasing the autonomous

capabilities of robots in terms of performing scienti�c experiments has the potential

to enable robotic scienti�c missions to the outer planets and beyond [86]. Physical

process-informed mapping makes a step in this direction by building a map structure

that can provide information on speci�c aspects of a physical process model or

the variables hypothesized to be of importance to such a process. Future planning
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algorithms can use such maps to determine the best sample location for testing certain

hypotheses, rather than remaining limited to sampling where the most information

according to some abstract, overarching measure is expected.

2.3 Summary

When the goal of exploration is to gather information, the mapping component of a

robot's operations simultaneously builds a database of spatial information and allows

the planner to determine how to adaptively sample. Mapping represents the part of

the update step that occurs in a robot's internal \thinking" consisting of adapting its

models of itself and its environment based on observations. Building more information

into the maps themselves, as is done in physical process-informed mapping, can enable

greater accessibility for useful information in the planning process, particularly for

scienti�c discovery. This extension is critical for developing maps for exploration

purposes in which the information learned from the mapping process is the desired

product.
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Chapter 3

Gaussian Processes for Robotic

Mapping

Mobile robotic exploration requires modeling the environment surrounding a robot

and determining what actions to take - where to travel, where to sample - given that

environment. Informative path planning (IPP) optimizes such actions with the goal

to learn an information model of some sort. Three characteristics are important for a

mapping technique to be useful for IPP:

1. Extrapolation: Informative path planning algorithms rely on predictions

of the information at each point along potential trajectories to optimize the

trajectory. Maps need to provide predictions outside the current set of data for

such planning to occur.

2. Uncertainty estimation: Informative path planning relies on estimates of

uncertainty associated with a predicted value to compute information metrics

(such as entropy) over which planning occurs. Maps need to provide this

uncertainty in order to be useful for IPP.

3. Spatial correlation: Natural phenomena tend to be spatially correlated. 1

Models that incorporate such spatial correlation are expected to be more

accurate, in addition to providing information about the correlation structure

1This is the �rst part of the so-called \Tobler's First Law of Geography," which states that
\everything is related to everything else, but near things are more related than distant things" [76].
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of the data.

Gaussian processes (GPs) directly model spatial correlations and are highly 
exible

in their application [99]. Mapping techniques that rely on other probabilistic models,

such as Gaussian mixture models (GMMs) or stochastic triangular meshes are capable

of providing predictions and uncertainty estimates at any point in the search domain

but fail to model spatial correlation across an entire map [68, 69, 117]. Other

techniques, such as Gaussian process occupancy grids, Hilbert maps, and signed

distance �elds incorporate spatial correlations and predict over a continuous domain

but are designed to predict speci�c values or types of values [40, 87]. Occupancy grids

and their continuous counterparts model the probability of occupancy, and while

they may be capable of extension to predicting the probability of the presence of

something, they fail to model the amount [40]. Signed distance �elds are designed

speci�cally to represent distances from obstacles [63, 115]. GPs provide the bene�ts

of being capable of representing values such as signed distance while incorporating

spatial correlations in those representations. In addition, Gaussian processes are

broadly applicable to a wide variety of quantities that may be mapped. As a result,

Gaussian process regression is a commonly-used method for generating information

maps for IPP.

3.1 Background on Gaussian Processes

Gaussian processes (GPs) extend Gaussian distributions to in�nite dimensions and

intuitively can be thought of as a distribution over functions [99].2 The parameters of

a GP are the mean functionm(x) and kernel function k(x ; x0), which are analogous

to the mean and covariance matrix of a multivariate Gaussian; a �nite instance of a

Gaussian process is in fact a multivariate Gaussian, with mean vector and covariance

matrix computed based on the mean and kernel functions, respectively.

In the problem formulation for GPs, some outputy = f (x) + " for inputs x 2 RD

with additive noise " � N (0; � 2
n ). f � GP (m(x) ; k(x ; x0)), which is parameterized by

the mean and kernel functions, with the former producing the value of the expected

output vector for a given input, E(f (x)), and the latter producing the covariance

2Unless otherwise noted, the content of this section is referenced by [99].
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matrix for the output values associated with two inputs,k(x ; x0) = cov(f (x) ; f (x 0)).

With the mean and kernel functions speci�ed and a dataset, training and inference

of a GP regression model can occur. Training refers to learning mean and kernel

hyperparameters based on a dataset, while inference refers to conditioning on the

dataset to produce posterior estimates of mean and variance for either the points in

the dataset or separate out-of-sample query points.

3.1.1 Mean and Kernel Functions

The mean and kernel functions of the Gaussian process used to modelf contribute

to the shape of the predictions from the GP regression model, each representing

a di�erent aspect of the model. The mean function encodes prior knowledge of

the functional form of f and is often set to zero in the literature [99]. However, if

knowledge is available on the structure of the underlying function, the mean function

can encode such structure. Constant, linear, polynomial, or other mean functions are

common examples.

The kernel, on the other hand, encodes correlation structure and have been the

focus of much work for integrating 
exibility into GP models. Stationary kernels

compute the covariance based solely on the distance between inputsd = jjx � x0jj 2 R ,

while non-stationary kernels also change based on the values of x and x0 separately

from the distance. Many common kernels are stationary, such as the radial basis

function (shortened to RBF and also known as the squared exponential kernel, or

SE) and Mat�ern kernels [99], which can be computed as

kRBF (d; l) = exp
�

�
d2

l2

�
(3.1)

kMat�ern (d; l; �) =
21��

�(�)

 p
2�d
l2

! �

K �

 p
2�d
l2

!

(3.2)

These kernels are both parameterized by a length scalel, which controls the extent

to which the distance and the correlation are related. This parameter can also vary

by input dimension, allowing di�erent length scales for each input. Larger length

scales indicate that a larger distance is necessary to observe a given di�erence in

output values; as a result, the length scale is often used as an inverse measure of the

27



relevance of each dimension in automatic relevance determination (ARD) [136].

While the RBF kernel is simple and works well for smooth data, it fails to model

discontinuities appropriately. The Mat�ern kernel is designed to make up for this

shortcoming. The additional parameter of the Mat�ern kernel,� , indicates the degree of

di�erentiability of the resulting kernel, with lower values of � modeling discontinuities

more appropriately but with less ability to di�erentiate the resulting kernel equation.

Typical values of� are 1/2, 3/2, or 5/2, for which analytical solutions to the modi�ed

Bessel function of the second kind,K � , are available. � is set prior to training and is

not learned.

Figure 3.1: Examples of Gaussian process regression using the RBF, Mat�ern, and
spectral mixture kernels for a discontinuous function. The RBF kernel learns the
overall pattern but fails to model the discontinuity well, while the Mat�ern kernel
models the discontinuity well but over�ts the smooth areas between them. The
spectral mixture kernel produces overly smooth results.

Unlike the RBF and Mat�ern kernels, the spectral mixture kernel depends on

distances in each dimension d = (x � x 0) 2 R D and is computed as

kSMK (d; w; �; �) =
QX

q=1

wq cos (2�dT � q)
MY

m=1

exp (�2� 2d2
m � (m)

q ) (3.3)
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This kernel relies on parameters that represent a Gaussian mixture model with

Q components in the frequency domain, with weights w2 RQ, mean frequencies

� 2 R D�Q , and diagonal variances� 2 R D�Q . By Bochner's theorem, a probability

distribution in frequency space is the Fourier transform of a valid covariance kernel,

ensuring that the spectral mixture kernel meets the necessary criteria for a kernel

function, such as being positive semi-de�nite. Spectral mixture kernels can be

very expressive since GMMs are dense in the space of probability distributions,

meaning the spectral mixture kernel can approximate any stationary kernel to an

arbitrary degree depending on the number of componentsQ [135]. Moreover, the

frequency components can produce di�erent kernel e�ects in di�erent dimensions

due to the reliance on dimension-speci�c distances paired with dimension-speci�c

parameterization of the GMM, as shown in Figure 3.2. Spectral mixture kernels

are particularly good at learning functions that have di�erent e�ects at di�erent

frequencies, such as x + sin(3x), as demonstrated in Figure 3.3.

Many non-stationary variants of the above stationary kernels exist, in addition

to kernels that are non-stationary by nature like the product kernel. The former

category includes Gibbs kernel extensions [89, 100], which for the RBF is

kGibbs(x; x 0) =

s
2l(x)l(x 0)

l(x) 2 + l(x 0)2
exp

�
�

jjx � x 0jj 2

l(x) 2 + l(x 0)2

�
(3.4)

Gibbs extensions can similarly be applied to the Mat�ern and spectral mixture kernels;

all kernels of this form extend a stationary base kernel using a non-stationary length

scale de�ned by a function of the input values,l(x). The length scale function can

itself be modeled using a GP [89], or alternatively learned with a neural network [100].

While the nested GP model is nice due to the spatial correlation then built into the

length scale parameter, it necessitates the use of approximate inference, while the

hyperparameters of a neural network can be learned while optimizing the other GP

hyperparameters.

The mean and kernel functions represent two di�erent aspects of the GP model,

with the former encoding prior knowledge of the equation structure linking variables

to one another and the latter encoding correlation structures. A linear mean, for

example, encodes linear relationships between the input variables and the output.
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Figure 3.2: Example of a spectral mixture kernel learned from data with frequency
distributions for each dimension [73]. The kernel plot represents the correlation
between a given point and the central point. The vertical dimension exhibits low-
frequency components with large variance, indicated by the red range in the left plot
and a wide peak in the vertical direction in the kernel. The horizontal dimension,
on the other hand, exhibits high-frequency components with much smaller variance,
indicated by the red arrows in the bottom plot and the sharp peak in the kernel.
This kernel represents smooth transitions in the vertical dimension, with more abrupt
changes in the horizontal dimension.
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Figure 3.3: Examples of Gaussian process regression using the RBF, Mat�ern, and
spectral mixture kernels for a periodic function,y = x + sin (3x). In this example,
the model that uses the spectral mixture kernel is capable of learning the function
nearly exactly, while the RBF and Mat�ern models are overly smooth.

At times, the mean and kernel functions can act at odds to one another, with a

more expressive mean explaining some of the covariance or a more expressive kernel

negating the e�ects of the mean. The role of each should be kept in mind when using

them to model data. Known or hypothesized equation information should be written

into the mean function, while more vague connections between variables should be

encoded in the kernel function.

3.1.2 Inference

Exact inference is possible with GP regression when a Gaussian noise model is used

and when the dataset is small enough that the computations are not prohibitively

expensive. For a datasetfX; yg with X 2 R N�D a matrix of input values, each of

dimensionD, and y 2 RN a vector of outputs corresponding to each xn , the posterior
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mean and variance can be computed analytically for a query point as

E[f (x � )] = m(x � ) + k T (K + � 2
n I) �1 (y � m(x � )) (3.5a)

V[f (x � )] = k � � k T (K + � 2
n I) �1 k (3.5b)

with k � = k(x � ; x � ), k = k(X; x � ), and K = k(X; X ) used to simplify the terminology.

\Training" the model in this context involves learning the inverted covariance matrix

(K + � 2
n I )�1 , which does not change based on the query point x� once the hyperpa-

rameter � 2
n has been optimized and can be precomputed as a result. This inference

procedure produces posterior means and variances that are more representative of the

provided data than the corresponding priors, as shown in the example in Figure 3.4.

Figure 3.4: Mean function (black) and sampled functions (dashed lines) from a
Gaussian process regression model with a zero mean function and RBF kernel before
training (left) and after training (right) on data drawn from f (x) = sin(3x). The
prior has a constant mean at zero and uniform uncertainty across the range displayed
in the plot, with sampled functions showing a variety of forms. On the other hand,
the posterior model follows the data closely and with much less uncertainty, resulting
in a mean and samples that are all similar to the underlying function.

When the dataset is large or when the noise model is non-Gaussian, approximating

the output may be necessary as it is either computationally intractable or impossible to

compute the exact solution. In these cases, variational inference is a common solution

for approximating the posterior distribution. Variational inference relies on a set of
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inducing points paired with approximation of the \true" posterior distribution via a

variational distribution and minimizes the evidence lower bound (ELBO) between

the target and variational distributions over these inducing points [10]. The locations

of the inducing points themselves are also learned during training to determine the

best locations for storing data.

3.1.3 Learning the Hyperparameters

While exact inference is possible given a dataset, mean function, and kernel function,

the mean and kernel functions themselves contain hyperparameters that must either

be tuned by hand or learned from the data using an optimization procedure. These

hyperparameters include components of the mean or kernel function such as linear

weights in a linear mean or the length scale in a RBF or Mat�ern kernel. The

optimization metric used is the log likelihood of the model, including choice of

hyperparameter, given the observed dataset in a manner similar to maximum likelihood

estimation but tailored to Gaussian processes. More speci�cally, the hyperparameters

of a GP model are typically learned by minimizing the negative marginal log likelihood

over a training datasetfX; yg with X 2 R N�D and y 2 RN . With a Gaussian noise

model, this function takes the analytical form

L MLL = � log(p(yjX)) =
1
2

(y � m(X)) T � �1 (y � m(X)) �
1
2

log j�j �
n
2

log 2� (3.6)

with � = K + � 2
n I . The optimization is frequently performed using a standard

optimizer such as Adam [59].

3.2 Robotic Mapping with GPs

Gaussian process regression has been used for mapping terrain geometry and other

quantities in both local and large-scale contexts for robotic exploration. For navigation

and obstacle avoidance, terrain height is frequently the quantity of interest, with

signed distances or probabilities of occupancy also used in certain cases, the latter

usually involving approximations for GP classi�cation instead of regression [87, 88].

Local mapping focuses on these geometric quantities, while large-scale mapping also
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relies on GPs for the information maps used in IPP. Each of these two contexts is

discussed in more detail below.

3.2.1 Local Mapping

Local mapping with GPs tends to focus on modeling geometric quantities as a

function of x and y position. Standard models of terrain height have been expanded

to incorporate non-stationary kernel learning that adapts the correlation structure to

discontinuities, such as those found near cli�s [41]. Similar kernel learning methods

have incorporated visibility constraints in a GP-like model [62]. GP regression

can also predict signed distance functions for semantic classes instead of a single

function for all obstacles, allowing robots to tailor their actions to the type of objects

encountered [144]. Since Gaussian process regression has the advantage of modeling

spatial correlations in a continuous manner, occupancy grids have even been extended

to incorporate GPs in order to provide continuous estimates of occupancy [36, 88].

(a) Projection of observations onto plane used
for elevation modeling.

(b) Projection of observations onto sphere
used for range modeling.

Figure 3.5: (a) Rover observations do not align with the uncertainty built into
elevation-based GP models. The model uncertainty, which orthogonal to thexy-plane
used to parameterize the elevation model, corresponds to the vertical direction. The
sensor noise, however, is along the line-of-sight between the sensor and the observed
point. (b) Range-based models, on the other hand, align the model's uncertainty with
the noise associated with sensor observations. The model uncertainty in this case is
orthogonal to the sphere used to parameterize the range model, which corresponds to
the noise associated with the sensor observations.

Typical GPs model elevation or some other variable as a function of (x; y) location.

The uncertainty associated with a point in this model, however, does not align directly

with elevation for a ground-based robot observing the terrain at an oblique angle,

as shown in Figure 3.5. Modeling the sensor output directly instead of transforming

it into a \top-down" frame, demonstrated for range-based measurements in prior
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work, correctly aligns the uncertainty of a GP model with the observation uncertainty

[43]. The resulting uncertainty estimates can be split intox, y, and z components.

Such a model has the bene�t of also implicitly encoding visibility information. The

main alternative approach for building visibility into a terrain model of elevation as

a continuous function ofx and y adds a constraint that requires iterative training

to learn a basis expansion that is asymptotically similar to the Gaussian process

formulation but that leads to a lack of direct uncertainty quanti�cation [41].

To evaluate this idea, local GP models designed to predict elevation versus range

were tested over 50 synthetic scans of cratered terrain, with simulated observations

from a LiDAR-like range sensor generated using a ray-tracing model. These tests

demonstrate that range-based models exhibit comparable elevation error in the

resulting terrain model, as shown in Table 3.1, despite the range models not being

designed to directly model elevation. In addition, the uncertainty associated with the

elevation predictions is smaller for the range-based GP models than for the elevation

models, demonstrating how the oblique angles of observation are accounted for: with

low view angles, most of the noise in a sensor observation will correspond to the

x and y directions instead of the height. This pattern is indeed observed for the

range-based models.

Range-based GP Elevation-based GP

Kernel scalar 2.302 (0.980) 0.0842 (0.0497)

Length scale 1.206 (0.608) 18.102 (12.682)

Local RMSE 0.0121 (0.0048) 0.0085 (0.0021)

Local GP uncertainty

x 0.0603 (0.0009) {

y 0.0620 (0.0011) {

z 0.0169 (0.0004) 0.0890 (0.0003)

Table 3.1: Optimized hyperparameters and performance metrics for range-based GP
maps compared to elevation-based GP maps generated from 100 test scans randomly
sampled from the cratered terrain heightmap. RMSE is computed forz (elevation)
over held-out test points. Quantities in parentheses are standard deviations.

Visually, range-based models are more locally representative of an environment. In

Figure 3.6, the range-based models more accurately model the circular dip associated
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with a crater from the synthetic cratered terrain, while elevation-based models

extend the height di�erences beyond the crater rim. Modeling LiDAR scans from an

underground robot likewise demonstrates how range-based models excel at scenarios

in which an elevation-based model would fail. Figure 3.7 shows two views of a model

in which a robot models three vertical walls and a cavernous area underground, where

an elevation-based model restricted to predicting one height value per (x, y) location

would not be capable of modeling such vertical features.3

(a) Robot position (red) and
raytraced scan (blue).

(b) Elevation-based GP
model.

(c) Range-based GP model.

Figure 3.6: Simulated scan from cratered terrain (left), along with the local map
produced using an elevation-based GP (center) and a range-based GP (right). Viewing
directions for all images are in line with the sensor's viewpoint. Both GPs are colored
based on elevation (yellow is higher and purple is lower). Both methods are capable
of modeling the negative obstacle to the right of the scan, with the range-based GP
returning to the 
at prior more quickly than the elevation-based GP.

3.2.2 Large-scale Mapping

Large-scale elevation or other terrain modeling is more di�cult with Gaussian pro-

cesses trained on robot-collected data due to their scaling issues. The computational

complexity of Gaussian process regression scales on the order ofO(n3) for training

and O(n2) for prediction [99], making learning GP models di�cult for large datasets.

Nonetheless, methods exist to model terrain with GPs at large scales (100s of meters

or larger), making use of local GP models to both limit the computation time and

provide more 
exibility on local scales [68]. Other approaches model elevation using a

triangular mesh with local GPs for each triangle to provide continuous predictions over

3The dataset used for this example was collected during the �nal DARPA SubT challenge by
CMU's Team Explorer [18].
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(a) Top down view of range-based model. (b) Front view of range-based model.

Figure 3.7: Example range-based GP model from a subterranean environment using
the average kernel scalar and length scale from the training scans. Robot is positioned
at the center of the circle shown in the top-down view (left) and observes a few walls
(labeled in red) and an open area (at the top). Side view (right) shows one wall
in front and the open area behind the wall; the robot is positioned on the ground
between these two. White letters indicate the same points in each view, and color
indicates z value (yellow is higher and purple is lower).
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the domain [57]. GPGM-SLAM uses Gaussian process models to compute elevation

gradients, which are then used for loop closure detection [37].

More importantly for the present work, however, GPs are commonly used to

represent information distributions for an abundance of mapping tasks related to

informative path planning. GPs have a history of being used to represent large-

scale natural phenomena in the geostatistics community, in which the approach

is termed kriging [145].4 In this context, a Gaussian process map represents some

spatially-distributed and likely spatially correlated quantity of interest, such as mineral

prospectivity [145]. In the robotics context, the uncertainty estimates from GPs are

converted into more information-theoretic quantities, such as entropy of the posterior

predictive distribution or expected information gain associated with planned samples,

that are used for path planning [15, 120]. GPs have been used in this manner to

model sensor observations from a neutron spectrometer, mineralogy and geologic

origins, radiology, presence of microorganisms, and vegetation, among many other

applications [12, 15, 31, 44, 50].

3.3 Summary

Gaussian processes are useful as mapping techniques for robotic exploration due to

their ability to provide uncertainty estimates, extrapolate beyond observed data, and

model spatial correlations. Within these methods, the mean and kernel function are

two crucial architecture decisions when designing a Gaussian process model. The

former represents any equation knowledge or hypotheses, while the latter represents

correlation structure; both of these avenues are used in PPIM to incorporate physical

process information, which will be discussed in Chapter 6. Within robotics, GPs

have been used for mapping terrain and information distributions, with the latter of

particular importance for informative path planning.

4In geostatistics, the scaling issues of GPs are less problematic because model runtime is less of a
concern. In robotics, for a mapping method to run on board a mobile robot, it must be capable of
relatively quick, inexpensive computation.
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Chapter 4

Pairing GPs with IPP: Spectral

Mixture Ergodic Search

Physical process-informed mapping as a framework is concerned with using GP

regression techniques to integrate physical process information into mapping for use

with informative path planning, with the mean and kernel functions enabling di�erent

approaches for doing so. While the mean function should incorporate equation

knowledge, the kernel can learn correlational knowledge. Spectral mixture ergodic

search (SM-ES) exhibits a variation of such learning, along with its ability to be

paired with an informative path planner adapted to the speci�c map being explored,

through use of a spectral mixture kernel that learns a frequency-based representation

of correlation [73].1 SM-ES directly ties hyperparameters used in ergodic search to

GP kernel hyperparameters to demonstrate how GP maps are capable of providing

more information to planners than simply the map over which to plan.

4.1 Methods

Spectral mixture ergodic search pairs Gaussian process regression with a spectral

mixture kernel (SMK) and ergodic search in such a way that the hyperparameters

learned for the former can be used to in
uence the latter. As described in Chapter 3,

1This work was completed in conjunction with Abigail Breitfeld and Ananya Rao, who are
coauthors on the paper.
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this type of kernel learns frequencies that are important in the description of the

data's correlation structure; the ergodic search calculation then uses these frequencies

to compute the ergodic metric. The interplay between mapping and planning is

iterative, with the process repeating as the robot traverses through an area and

collects additional observations. An initial, low-resolution prior is used to initialize

the map. Figure 4.1 provides an overview of this procedure, including the iterations

between mapping updates as new observations are taken (steps 2 and 3) and planning

updates (step 1) as new frequencies are drawn from the map (step 4).

Figure 4.1: Overview of spectral mixture ergodic search. After initializing the map
with a low-resolution prior, ergodic search can generate a trajectory (step 1). The
robot can sample from the trajectory at the next sample location (step 2) and update
the map accordingly (step 3). New frequencies extracted from this map (step 4) are
then used for the trajectory update in the next iteration of the cycle.
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4.1.1 Ergodic Search

SM-ES is designed around the ergodic search optimization problem. Ergodic search

is a type of trajectory optimization that seeks to balance exploration of a region

with exploitation of areas with known high return by driving the distribution of

observations across the trajectory to match the overall distribution of values in the

map [74, 77]. This alignment is achieved in the frequency domain through Fourier

transforms of the provided information distribution � and the trajectory x(t), with

the ergodic metric used for optimization computed as

E(x(t)) =
QX

q=0

� qwqjjcq(x(t)) � � qjj 2 (4.1)

In this equation, cq and � q represent the Fourier coe�cients associated with frequencies

indexed byq, while wq and � q represent two di�erent types of weights on each of the

terms. � q is a standard weight in ergodic search and biases the model towards lower

frequencies [101]; wq is an addition based on the spectral mixture kernel.

4.1.2 Link with Spectral Mixture Kernel

As was discussed in Chapter 3, the spectral mixture kernel is an expressive class of

stationary kernels computed for the distance between two input points d = (x� x0) 2

RD as

kSMK (d; w; �; �) =
QX

q=1

wq cos (2�dT � q)
MY

m=1

exp (�2� 2d2
m � (m)

q ) (4.2)

This kernel represents the inverse Fourier transform of a Gaussian mixture model in

frequency space [134, 135]. For Q mixture components indexed byq, the parameters

of this kernel are the mixture means� q, mixture variances� q,2 and mixture weights

wq.

The mixture means and weights learned from the SMK are used in computation

of the ergodic metric for SM-ES. The means directly de�ne the set of frequencies

over which the ergodic metric is computed, while the weights become thewq in

Equation 4.1. This link enables adapting the trajectory optimization based on learned

2Assuming a diagonal covariance structure.
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information from the map other than through the optimization objective, which in

this case is entropy computed from a map of the probability of a resource.

4.2 Experiments

SM-ES has been tested on three datasets that are distinct from those used for physical

process-informed mapping. The �rst is a set of 5 synthetic maps generated through

randomized frequency selection, the second is a set of 6 mineral maps from Cuprite,

Nevada, and the third is the central portion of an ice favorability index (IFI) map [17].

Examples from the �rst two datasets, along with the portion of the IFI map used for

experiments, are shown in Figure 4.2. Baseline methods include a one-step greedy

planner, Monte Carlo Tree Search with an 8-step lookahead, and two alternative

ergodic search algorithms: the standard ergodic search algorithm (\Baseline ES"),

computed using a pre-determined set of frequencies, and ergodic search performed on

the low-resolution prior map only (\Prior ES"). 50 random start points were used for

each map within a dataset. A full-coverage trajectory proceeding in the lawnmower

pattern3 is also included for reference as a best-case scenario for the �nal map error.

(a) 20-Frequency Synthetic
Map

(b) Opal Mineral Map (c) Ice Favorability Index

Figure 4.2: Maps corresponding to each of the datasets used for SM-ES experiments.
The synthetic map (a) and Cuprite (Opal) map (d) are example maps from datasets
with 5 and 6 maps, respectively, all of which included in the experiments. There is
only one ice favorability index map (c).

Table 4.1 displays the MAE and variance for the �nal map, along with the average

3Also known as boustrophedon motion.
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runtime per planning iteration, for all three datasets and all planners tested. Either

Baseline ES or SM-ES achieves the lowest �nal MAE or average variance for all

maps, with the best performance for SM-ES on the IFI dataset. Of the ergodic

search planners, SM-ES is fastest for two out of three datasets; the greedy and MCTS

planners are, unsurprisingly, faster than all ergodic search methods. The baseline ES

method's better performance on the synthetic data may be explained by the data

generation process: the synthetic maps are generated by sampling frequencies across

a set range, which are then assessed by the baseline ES algorithm using frequencies

across a similar range. This may bias the results in favor of baseline ES since it

begins with frequencies that are useful for modeling the map, while SM-ES has to

learn them as it explores. Sections 4.2.1-4.2.2 below discuss results in more detail for

each of the three datasets.

Wilcoxon rank sum tests for statistical signi�cance were performed between SM-ES

and each of the planners for assessing whether SM-ES produced a lower runtime or

MAE that is statistically signi�cant. Table 4.2 summarizes the results of these tests,

with check marks indicating that the SM-ES metric is signi�cantly lower than the

alternative planner. For the synthetic and ice favorability datasets, SM-ES produces

signi�cantly lower MAE compared to all except for the baseline planner; for the

Cuprite data, no results were statistically signi�cant for MAE. Overall, SM-ES is not

signi�cantly worse than the baseline ES algorithm, but is capable of learning more

useful information about the map in the form of its spectral decomposition.

In terms of average runtime per iteration, SM-ES statistically outperforms Baseline

ES on two out of three datasets, as well as always outperforming Prior ES. This

is not surprising; SM-ES computes Fourier coe�cients for 10 components (with

two dimensions each) from the spectral mixture kernel, while the standard ergodic

search methods compute coe�cients for 100 frequency pairs (102 for all pairs of 10

frequencies).

4.2.1 Synthetic Maps

The distributions of the mean absolute error across the synthetic map experiments

can be seen in the boxplots in Figure 4.3. The Baseline ES algorithm outperforms

the rest, in line with the overall averages in Table 4.1. SM-ES outperforms the other
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Runtime (s) MAE (#) Avg Var (#)

Synthetic Data

Full Coverage 6.08E-5 0.0169 0.0007

Greedy 0.0140 0.0756 0.0047

MCTS 0.0545 0.0698 0.0034

Prior ES 1.6609 0.0888 0.0042

Baseline ES 0.9615 0.0473 0.0024

SM-ES 0.6826 0.0639 0.0032

Ice Favorability Index Data

Full Coverage 5.13E-5 0.0925 0.0083

Greedy 0.015 0.1128 0.1090

MCTS 0.066 0.1124 0.0107

Prior ES 1.768 0.1063 0.0088

Baseline ES 1.257 0.1017 0.0085

SM-ES 1.396 0.0999 0.0063

Cuprite Data

Full Coverage 5.32E-5 0.1457 0.0089

Greedy 0.0150 0.1485 0.0085

MCTS 0.0659 0.1484 0.0080

Prior ES 2.1920 0.1477 0.0082

Baseline ES 1.1854 0.1466 0.0082

SM-ES 1.1152 0.1470 0.0078

Table 4.1: Average performance metrics across all starting points and maps for each
of the three datasets. Bold indicates the lowest value for that metric in that dataset,
across all planners except the full coverage planner.
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Runtime (s) MAE

Synthetic Data

SM-ES vs. Greedy X

SM-ES vs. MCTS X

SM-ES vs. Baseline ES X

SM-ES vs. Prior ES X X

Ice Favorability Index

SM-ES vs. Greedy X

SM-ES vs. MCTS X

SM-ES vs. Baseline ES

SM-ES vs. Prior ES X X

Cuprite Data

SM-ES vs. Greedy

SM-ES vs. MCTS

SM-ES vs. Baseline ES X

SM-ES vs. Prior ES X

Table 4.2: Comparison of SM-ES planner to each alternative informative path planner.
Check marks denote statistical signi�cance at the� = 0:05 level of SM-ES compared
to the listed informative planner and metric, using the one-sided Wilcoxon signed
rank test and corrected for multiple comparisons.
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planners, though it is close to the MCTS planner; the SM-ES planner exhibits more

skew, as evidenced by the outlier points in the larger MAE ranges, in its distribution.

Figure 4.3: Boxplots for the �nal mean average error over all maps and starting
points for SM-ES experiments on the synthetic data.

An example map and trajectories for one of the synthetic maps are shown in

Figure 4.4, which shows the ground truth in addition to a progression of maps

predicted by SM-ES based on the prior data, at iteration 50, and after the �nal

iteration. The initial predicted map shows no variation, indicating that the prior

is not enough information to update the map alone. By iteration 50, the map is

built and resembles the ground truth to some degree, though there are details that

di�er between the two. In particular, the predicted map appears more patterned

than the ground truth, consistent with a set of frequencies being learned over time.

The SM-ES trajectory has also explored more of the map by this iteration than is

planned based on the initial trajectory. The �nal map looks more like the ground

truth than the interim map, with details in certain areas having been observed by

the full trajectory and updated. While there are still errors between the predicted

map and the actual, additional exploration has helped to eliminate them.

Interestingly, the SM-ES trajectory starts o� with a trajectory that appears similar

to the Prior ES trajectory in terms of shape. As it explores, though, this trajectory
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(a) Ground truth with trajectories from alter-
nate planners.

(b) Initial map and trajectory from SM-ES.

(c) Map and trajectory from SM-ES on itera-
tion 50.

(d) Final map and trajectory from SM-ES.

Figure 4.4: Example from the synthetic map experiments. (a) The ground truth map
also displays the �nal trajectories generated by the Greedy planner (indigo), MCTS
(green), Prior ES (orange), and Baseline ES (magenta). The remaining three plots
show the (b) initial, (c) halfway (after 50 steps), and (d) �nal maps and trajectories
when using SM-ES. For maps (b)-(d), red indicates the SM-ES trajectory taken prior
to the current step and black indicates the planned SM-ES trajectory.
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expands and evolves, becoming more comparable to the Baseline ES trajectory. There

are three possibilities driving the di�erences between the SM-ES and Baseline ES

results: (1) the number of frequencies used for computing the ergodic metric, (2) the

updating frequencies for SM-ES, and (3) di�erences in the underlying map predictions.

A combination of the �rst and second options seems the most likely for explaining this

behavior, since using a large set of predetermined frequencies with which to analyze

the map could allow the Baseline ES trajectory to expand more rapidly; SM-ES is

instead tied to whatever frequencies are available from the map estimation. The

initial even spacing of the trajectory steps is likely due to relatively uniform initial

frequencies from the map, while the trajectory is able to spread out and focus on

certain regions as the frequencies are adjusted to their correct values. The MCTS

and greedy planners are restricted to the left-hand side of the map as they do not

have the ability to take multiple steps across the grid and thus cannot travel as far

as the ergodic planners can.

4.2.2 Ice Favorability Index

SM-ES performs the best on the ice favorability data compared to the other datasets,

and the boxplots shown in Figure 4.5 re
ect this. SM-ES has the tightest distribution

of results here, with less variation than Baseline ES, though the two share similar

lower bounds to the MAE. Interestingly, for this map, Prior ES also outperforms the

Greedy and MCTS baselines.

n

Figure 4.6 shows an example set of trajectories for the IFI map in a manner

similar to Figure 4.4. In this case, the MCTS and greedy planners never leave the top

right region due to that region's high importance. The ergodic planners, on the other

hand, are more successful at exploring the full map, though the Prior ES trajectory

exhibits less coverage than the Baseline ES and SM-ES trajectories. As is the case

for the synthetic maps, the SM-ES trajectory starts o� very similar to the Prior ES

trajectory, with little information from the predicted map. As this trajectory moves,

the map is learned with increasing �delity and begins to resemble the ground truth

at iteration 50 but with higher frequency features. These features are adjusted by

SM-ES to a more reasonable approximation by the �nal iteration. The trajectory
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Figure 4.5: Boxplots for the �nal mean average error over all starting points for
SM-ES experiments on the tested portion of the IFI map.

evolves as well, though in this case it ends up turning circles around the center of the

map. Nevertheless, SM-ES still manages to explore more of the area than the MCTS

and greedy planners.

4.2.3 Cuprite Data

The boxplots for the Cuprite data, shown in Figure 4.7, provide evidence about why

there are no statistically signi�cant di�erences over this dataset: the distributions

associated with di�erent planners look nearly identical, with a similar number of

outliers all clustered around the same high value of MAE. These likely correspond

to cases in which the map was unable to learn any useful information, retaining

predictions similar to the prior mean.

An example map and trajectories for the mineral opal are shown in Figure 4.8,

which shows the ground truth in addition to a progression of maps predicted by

SM-ES based on the prior data, at iteration 50, and after the �nal iteration. SM-ES

initially predicts general regions of interest from the low-resolution prior, but these

regions lack detail. The initial SM-ES trajectory (shown in black in Fig. 4.8(a)) again

closely matches the Prior ES trajectory. After 50 steps, the predicted map has begun
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(a) Ground truth with trajectories from alter-
nate planners.

(b) Initial map and trajectory from SM-ES.

(c) Map and trajectory from SM-ES on itera-
tion 50.

(d) Final map and trajectory from SM-ES.

Figure 4.6: Example from the IFI experiments for predicting the ice favorability.
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Figure 4.7: Boxplots for the �nal mean average error over all maps and starting
points for SM-ES experiments on 6 mineral maps from the Cuprite dataset.

to appear more detailed, with features resembling the ground truth, though some

high-frequency artifacts remain, and the trajectory has shifted to explore additional

regions. The �nal predicted map more closely resembles the ground truth, with

some of the high-frequency artifacts having been unlearned. Like the previous two

examples, the SM-ES trajectory develops in a manner similar to the Baseline ES

trajectory, though more condensed in certain areas, as it progresses. As is the case

for the IFI data, the MCTS and greedy planners are restricted to one corner of the

map as they do not have the ability to take multiple steps across the grid and thus

cannot travel as far as the ergodic planners can.

4.3 Summary

By using map hyperparameters as hyperparameters in the search algorithm, SM-ES

represents a use of mapping for IPP that relies on information from the map other

than the optimization objective (information metric). Like the larger physical process-

informed mapping framework presented in the remainder of this document, SM-ES

represents one example of more tightly coupling mapping and planning such that the
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(a) Ground truth with trajectories from alter-
nate planners.

(b) Initial map and trajectory from SM-ES.

(c) Map and trajectory from SM-ES on itera-
tion 50.

(d) Final map and trajectory from SM-ES.

Figure 4.8: Example from the Cuprite experiments for predicting the presence of the
mineral opal.
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planning algorithm is more adaptive to the changing environment model. SM-ES

however only represents one technique for integrating a speci�c kernel with a speci�c

planning algorithm; physical process-informed mapping is designed to go further,

building maps that are more informative for any planner by integrating information

about the underlying physical processes and exposing some of this information for a

planner to use.
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Chapter 5

Linking Robotic Mapping with

GPs to Physics-Informed Machine

Learning

Beyond learning correlational structures of spatial distributions, knowledge of the

physical world can also take the form of information on how quantities relate and

interact with one another in the form of structural equations. Incorporating such

knowledge into algorithms for autonomous rovers has the potential to expand their

capabilities beyond simply collecting the most e�ective samples for human scientists to

analyze and towards enabling robotic explorers to test and update scienti�c hypotheses

autonomously. Additionally, physical knowledge can assist in learning about the

surrounding environment by ensuring physically plausible predictions are generated by

the environment model and by decreasing the amount of data necessary for training.

Physics-informed machine learning (PIML) covers techniques that achieve the latter;

some of these techniques have been brought over into robotic mapping for exploration,

from which physical process-informed mapping will further develop robotic capabilities

through physical process model and variable incorporation.
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5.1 Physics-Informed Machine Learning

Modern machine learning techniques, of which Gaussian process regression is one,

are designed to learn patterns from data. External knowledge of those patterns,

such as physics models or other expert knowledge, can be incorporated into machine

learning techniques in a number of ways to bias a model towards learning them.

Physics-informed machine learning (PIML) is the broad classi�cation of machine

learning methods that do this, covering methods such as neural networks and Gaussian

processes. PIML models can require less training data and fewer training iterations,

as well as produce more realistic and interpretable results.

PIML techniques can be classi�ed based on the three types of bias that can be

applied to the model to generate physically plausible results [92]:

ˆ Observation bias is incorporated into a machine learning model via the data

provided for training, by insuring the data conforms to a physically accurate

model or knowledge of the physical setting (e.g. symmetrizing the data when

symmetry is expected).

ˆ Induction bias is incorporated through the architecture of a speci�c machine

learning model, such as using physics to de�ne connections between layers or

convolutions for neural networks, or mean and kernel functions for GPs.

ˆ Learning bias is incorporated through the loss term, typically via an added

component to drive the model towards learning a physically correct answer.

Methods with observation bias are more data-driven and make up some of the

easier methods of incorporating physics information. These methods range from

training the model on simulated physics data to ensuring the training dataset exhibits

characteristics expected from the physics of the application [92]. Induction and

learning bias, on the other hand, involve building physics information into the

modeling structure itself through the architecture or loss function, respectively.

Architecture-based approaches bias the model by controlling the model structure,

which a�ects the patterns a model can learn (i.e. inductive bias); examples include

graph neural networks and neural radiance �elds, along with Gaussian process

kernel structures de�ned using stochastic partial di�erential equations (SPDEs) [32].

Learning bias, incorporated through the loss function, is widely used to bias models
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towards solutions to partial di�erential equations in �elds like computational 
uid

dynamics [90]. These methods can be used separately as well as in conjunction with

one another to incorporate physics information into machine learning models.

Among the methods used for PIML, two categories in particular stand out as

relevant to PPIM: physics-informed neural networks (PINNs) and physics-informed

Gaussian processes (PIGPs). PIGPs are direct extensions of the spatial GP models

used for many robotic mapping tasks discussed in Chapter 3. Within the PIML

purview, PIGPs are typically used to model phenomena that otherwise would re-

quire a high amount of computational power to model, acting as an emulator of a

physics simulation (i.e. a faster approximation to highly computationally expensive

simulations such as particle models of 
uids) or solving partial di�erential equations

(PDEs). PINNs, on the other hand, are not directly linked to PPIM but are extremely

common in the literature, particularly for solving PDEs. These models could also

potentially be used in conjunction with a standard GP to produce a type of combined

PINN-GP. PINNs and PIGPs are reviewed in more depth below.

5.1.1 Neural Networks

Physics-informed neural networks (PINNs) are typically designed based on di�erential

equations, either ordinary, partial, or stochastic, due to their ability to compare

gradients computed analytically to results from autodi�erentiation built into packages

like PyTorch for training [91].1 These loss-based approaches (exhibiting learning bias)

are extremely common for both learning solutions to partial di�erential equations

(PDEs) and for solving the \inverse problem," or determining the parameters of a

PDE system. PINNs have been applied to problems such as Navier-Stokes, Burgers'

equation, and orbital mechanics [70, 90], with variations used to learn equation

parameter groups corresponding to speci�c features in solutions of PDEs [13] or

to aggregate across multiple PINNs for problems involving higher-order (4th order)

derivatives [47]. Physics information has also been encoded into generative adversarial

networks, forming PI-GANs, as well as into graph convolutional neural networks, both

of which can also learn solutions to PDEs [34, 139]. Physics knowledge also enables

1Machine learning packages like PyTorch or Tensor
ow are not required to compute a numerical
gradient, but their autodi�erentiation tools greatly ease the process of doing so.
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constraint-based learning, highlighting one of the key bene�ts of PINNs: the reduction

of the amount of training data required to train a model [114]. Overall, learning

bias remains the most commonly used approach at incorporating physics information

into neural networks, with inductive bias approaches appearing less frequently and

observational bias not generally directly used.

5.1.2 Gaussian Processes

Physics-informed Gaussian processes (PIGPs) have been developed alongside PINNs,

but with more variation in their applicability and in the methods used to incorporate

physics information. PDE-based PIGPs can be trained in a manner similar to PINNs

due to the closure of GPs under linear operators like di�erentiation [98]. Such

models have been used to learn solutions of linear PDEs, modeling physical mechanics

problems like the dynamics of a pendulum and dipole magnetic �eld strength [42],

as well as nonlinear PDEs [19]. Lie group symmetry can also be incorporated into

PIGPs for PDE representations, which has been demonstrated for di�usion, heat,

and wave equations [25].

While the term \physics-informed Gaussian process" is frequently used to describe

only those that incorporate PDEs in the manner described above, physics information

has been encoded into a GP in many other ways. In particular, the mean and kernel

functions have been avenues through which physics information can be introduced

into the model, as well as the datasets over which a GP is trained, corresponding to

inductive and observational biases in the resulting models. Mean functions de�ned

based on physics knowledge have been used to correctly model mechanical systems

[142]; alternatively, means and kernels can be derived from prior data [95]. Even

a physics-derived loss function need not incorporate di�erential equations. Results

from the model can be compared to a physics equation to determine how realistic

they are, and an additional loss term included to drive learning to produce realistic

solutions, an approach used for lake temperature modeling [27].

Gaussian processes are also useful in other ways for physical modeling. GPs can

be used as surrogate models for more complicated physics simulations to reduce

the runtime necessary to provide a solution [105]. Combining simulated data with

observations can also enable learning the utility of the former for predicting the real
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data [14]. GPs have also been used in a biophysics setting to learn the importance of

spectral bands for vegetation parameters [129]. Application domains of PIGPs include

physics simulations, electromagnetic �elds, ocean currents, metal pollution, motion

capture trajectories, and spectroscopy, demonstrating the breadth of applications

that have used physics-informed Gaussian process modeling techniques.

5.2 Incorporation into Physical Process-Informed

Mapping

PIML methods have typically been designed and used in contexts other than ex-

ploration, though some ideas and techniques have begun to be incorporated for

robotic exploration. PINNs tend to use learning bias, while PIGPs are broader in

how bias from physical process information is incorporate, as shown in the top two

panels of Table 5.1. This table also compares methods from robotic exploration

that incorporate physical process information, which tend to rely on observation

or inductive bias. This set of literature is thus usually decoupled from the broader

literature on PIML because of these di�erences. Both are at their core driven by

similar reasoning and goals: integration of physics information for improving model

performance. Contextualizing the robotic exploration work within the broader PIML

literature can expose areas in which the latter can inform development of the former.

The robotic exploration literature related to PIML (the \PIGPs for Autonomous

Science\ section of Table 5.1) tends to use observation or inductive bias. When

data is available, observation bias is relatively easy to include in a model, either

by incorporating process variables as inputs or outputs, and all robotic exploration

methods in this list do so in some manner. By incorporating physical process variables

such as solar insolation, total water 
ow, relative water 
ow, and wind speed, the

soil water content was predicted in the Mojave desert [31].2 Variables related to

physical processes can alternately be incorporated as additional outputs to learn

correlations between then when the strengths of the relationships are unknown, as has

been done for temperature, rainfall, and vegetation [44]. Inductive bias must be built

into the model architecture and can take many forms depending on the approach and

2More information on this dataset and these methods will be covered in Chapter 6.
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application. Examples include local clustering models with noise estimation tied to

the sensor characteristics [72], graph learning of relationships between variables [4],

and Bayesian hierarchical learning of probability tables [16].

Paper Observation Inductive Learning

PINNs

Callaham et al. (2021) [13] 4

Gao et al. (2022) [35] 4

He et al. (2024) [48] 4

Mahmud et al. (2026) [71] 4

Pang et al. (2020) [91] 4

Stewart et al. (2017) [115] 4

Yang et al. (2020) [140] 4

PIGPs

Camps-Valls et al. (2018) [14] 4 4

Chen et al. (2021) [20] 4

Dalton et al. (2024) [26] 4

Daw et al. (2022) [28] 4

Fuglstad et al. (2015) [33] 4

Hamelijnck et al. (2024) [43] 4

P�ngstl et al. (2022) [96] 4

Raissi et al. (2017) [99] 4

Sauer et al. (2023) [106] 4

Verrelst et al. (2012) [130] 4

Zhang et al. (2021) [143] 4

PIGPs for Autonomous Science

Ayton et al. (2022) [4] 4 4

Candela et al. (2017) [15] 4

Foil et al. (2016) [32] 4

Hansen et al. (2024) [73] 4 4

Harrison et al. (2024) [45] 4

Table 5.1: Comparison of related physics-informed machine learning and autonomous
scienti�c discovery works.
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PPIM incorporates physical process information through observation or inductive

bias. These biases correspond to certain decision points in the framework (see

Figure 1.4 in Chapter 1). Deciding what inputs and outputs to include relates

to observational bias, while the decisions of architecture, including choice of mean

and kernel function, correspond to inductive bias. Due to this similarity with prior

work and the many choices available, the architectures that can be produced based

on the physical process-informed mapping framework subsume prior works. For

instance, incorporation of process variables as inputs is covered in [31, 72], while

inclusion of process variables as outputs is introduced in [44]. The additional local

clustering architecture from [72] is included through the architecture decisions in

physical process-informed mapping. Physical process-informed mapping additionally

provides choices beyond the current state-of-the-art. In linking these new methods

to prior work, PPIM provides a single framework for incorporating physical process

information into mapping for robotic exploration.

5.3 Summary

Physics-informed machine learning (PIML) methods, primarily PINNs and PIGPs,

enable learning about how physical processes impact a natural phenomenon under

study and can be categorized according to the type of bias used to incorporate

physical knowledge. They typically model PDEs, covering both forward problems

(learning solutions) and inverse problems (learning model parameters). Alternative

applications include identifying clusters of equation terms and relevant variables, as

well as using PIGPs as emulators of computational simulations. Relevant examples

to the present work include remote sensing applications, hypothesis mapping, and

other robotic mapping approaches [4, 14, 15, 44]. Unlike these prior e�orts, our focus

is on developing mapping methods that are capable of providing information about

the underlying processes beyond integration of data alone, as well as providing an

overarching framework through which di�erent methods of integrating this knowledge

can be assessed.
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Chapter 6

Physical Process-Informed

Mapping: A Mapping Framework

for Scienti�c Exploration with

Mobile Robots

Physical process-informed mapping incorporates physical process information into

Gaussian process-based mapping for robotic exploration, drawing on the physics-

informed machine learning literature to do so. On this front, PPIM involves stepping

through four modeling decisions to de�ne what is under study, what process models

and variables can be incorporated, how information can be learned about those

models, and the appropriate architecture for a given application. The simplest

model that can be expressed by the framework is the standard spatial Gaussian

process regression used for informative path planning, but PPIM goes much further

than this. Observational and inductive biases, to adopt the nomenclature of PIML,

can both be incorporated into a model architecture using the PPIM framework

through the individual Gaussian processes that are potentially built into a larger

hierarchical statistical model (HSM). PPIM also includes related work approaches

that use physical process variables as predictors or additional output variables, in

addition to new architectures. Throughout this chapter, examples related to lunar

volatiles prospecting are used to demonstrate application of PPIM and its various
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components.

6.1 Framework Overview

The core of physical process-informed mapping is a hierarchical statistical model

relating sensor observations, physical parameters, and process variables, paired with a

set of decisions about which method to use to incorporate physical process information.

The HSM, shown in Figure 6.1, outlines how a natural phenomenonY is dependent

on physical process variablesV and modelsM , with sensor observationsZ in turn

dependent on the natural phenomenon. These two groups, the \Process Model(s)"

and the \Sensor Model," incorporate the two main modeling components of the PPIM

HSM.

Figure 6.1: Physical process-informed mapping framework. Purple indicates the set
of process variables and relevances, orange indicates the natural phenomenon being
studied, and green indicates the sensor observations. The white circle represents the
speci�c equations (the process models) that will be integrated into the framework
and that operate on the process variables.

Within the high-level HSM architecture, the individual Gaussian processes linking

model components can incorporate physical process information in a number of

ways, each corresponding to di�erent architectural design decisions.1 The simplest
1Implementation of physical process-informed mapping relies on GPyTorch, a Gaussian process
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approach involves the choice of where to include the process variables i.e. as inputs

or outputs. Architecture options can be divided into two categories, high-level

architecture and internal GP architecture, with the former including combinations of

Gaussian processes, either through averaging or layering, while the latter addresses

the choices of mean and kernel function. The full set of design decisions is displayed

in Figure 6.2; each of the individual components is discussed in further detail below,

along with how each can provide process model information.

Figure 6.2: Overview of design decisions through which physical process information
can be incorporated in physical process-informed mapping. As a rule of thumb, the
decisions can be made in order from left to right, with more general architecture
decisions on the left-hand side and more speci�c architecture decisions on the right-
hand side.

A physical process-informed mapping architecture can be con�gured using the

PPIM framework with a number of discrete steps, which may be iterated through as

necessary for determining the appropriate architecture. These steps, summarized in

Figure 6.3, consist of de�ning the natural phenomenon and observations, identifying

scienti�c models of the phenomenon, determining how relevance will be determined,

and �nally outlining the GP architecture by stepping through the design decisions in

Figure 6.2. De�ning the natural phenomenon under study is the �rst step, as the goal

regression package built on top of PyTorch [35]. Using GPyTorch enables use of GPU-based training
and ease of inclusion of PyTorch neural network models, which have been used for some mean or
kernel function components within physical process-informed mapping.
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Figure 6.3: Recommended steps for con�guring the physical process-informed mapping
framework for a speci�c application.
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of a speci�c application is generally to study this quantity, and the sensor observations

will be the observed values from whatever instrument is used. Interestingly, the

natural phenomenon and sensor observations, respectively, correspond to the physical

parameters and observables components of a science traceability matrix for spacecraft

missions [81]. These two variables are necessary for the sensor model. The next step

is to identify scienti�c models of the natural phenomenon, in particular models that

could be used in the mapping method, taking special note of what process variables

are required for these models. The speci�c process models identi�ed in this step

and that will be incorporated into physical process-informed mapping will drive the

underlying GP architecture based on the extent to which links between variables are

known or can be modeled analytically versus statistically. After the process models

have been identi�ed, the third step is to determine relevance metrics based on the

characteristics of these process models, which will be discussed in Chapter 7. The

�nal step covers the speci�cs of the GP architecture - the mean, kernel function,

and other architecture decisions - can be de�ned based on what process models and

relevance metrics are desired, using Figure 6.2 as a guide.

The remainder of this chapter focuses on the speci�c options available in PPIM

for incorporating physical process information, and Chapter 7 covers how relevance

can be determined from physical process-informed mapping models. Section 9.2 in

Chapter 9 steps through the framework for the lunar volatiles example application

after the architectural details and relevance metrics have been explained in this and

the following chapter.

6.2 Variable Selection

The simplest method of incorporating physical process information is via the variables

included in the model, which will add observation bias to drive the model to learn

physically-relevant solutions. Including important process variables improves the

prediction ability of a spatial model [31]. Process variables have also been used as

additional target variables, enabling correlations to be learned between these and the

quantity of interest [44]. The set of variables to include in a PPIM architecture will

depend on the speci�cs of the process models that are to be incorporated. Spatial

variables can also be included in addition to the process variables if the spatial
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correlation of the output is not fully explained by the process variables. If uncertain

about the inclusion of process variables capable of explaining spatial correlation in

this manner, spatial variables should be included and empirically tested.

Physical process-informed mapping includes the possibility of including process

variables as inputs as well as outputs, but most of the models tested in this work

will build o� of the inclusion of process variables as inputs. Using process variables

as additional outputs is not recommended because these models require greater

computational resources and linear mean models tend to produce better estimates of

the relationship between the process variables and the output (Chapter 7 includes

more discussion of this).

6.3 Mean Functions

Physical process information can also be built into the mean function of a Gaussian

process. If an explicit mean function is known for an application, a custom mean can be

designed; however, physical process-informed mapping also includes options for cases

in which only partial knowledge is available and other components require learning

from the data. The three methods by which process information can be incorporated

into the mean function in the physical process-informed mapping framework are via

linear means, generalized additive model (GAM) means, and neural additive model

(NAM) means. The linear means are the easiest to learn but the most restrictive

in terms of the form applied to the data; GAM means can be relatively expressive

but come at a higher learning cost, with NAMs in between. In general, if a linear

relationship is expected, a linear mean is appropriate; if learning the functional form

of the mean is instead the goal, a GAM or NAM mean should be used. The GAM

mean provides uncertainty estimation but is harder to train than the NAM mean, so

these two factors should be weighed appropriately when determining which to use.

6.3.1 Linear Means

In case a linear relationship is assumed or known to exist between the input process

variables and the output, the linear mean model,y = �X + "; " � N (0; � 2
" ), can be

used in the map. These mean functions learn a single weight per input variable that
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represents the change in the output due to a change in the input in the manner of

linear regression.

6.3.2 Generalized Additive Models

The linear equation used in the linear mean and common throughout statistics can

be generalized to allow for non-linear relationships learned via a generalized additive

model (GAM) [45, 46],

g(y) =
X

i

f i (X i ) + "; " � N(0; � 2
" ) (6.1)

This model still assumes that noise is normally distributed, in addition to assuming

that the \true" form remains additive under some transformation. Non-linearities

are then learned in two places, �rst via functionsf i on the input variables that

represent the shape of the output with respect to that input (\shape functions"),

and second via a link functiong that transforms the output. The link function is

typically speci�ed based on the noise model assumed, while the shape functions are

learned non-parametrically from the data [45, 46].

GAMs can also include interaction terms or functions of input variables, which

are useful if such knowledge is available, expanding the functional form to

g(y) =
VX

i=0

f i (X i ) +
X

(i;j)2N

h(i;j) (X i X j ) + " (6.2)

Physical process-informed mapping incorporates both types as means depending on if

interaction terms are speci�ed in the functional form provided to the GAM. Modeling

the shape functionsf i and h(i;j) is typically done with splines, though Gaussian

processes themselves have been used as an alternative, in particular to enable spatial

variance in coe�cients [23]. In the implementation used in physical process-informed

mapping, which relies on a Python wrapper for themgcvR package, thin plate

splines are the commonly-used variant [137, 138]. Physical process-informed mapping

determines if a cyclic function (sine or cosine) is included in the functional forms and

for those terms, implements a cyclic cubic spline.
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6.3.3 Neural Additive Models

Neural additive models (NAMs) build on the idea of GAMs but with the shape

functions modeled with neural networks instead of splines in order to avoid over-

regularization [1]. In physical process-informed mapping, the NAM mean is incorpo-

rated by building a multi-layer perceptron (MLP) model for each input value that

has 3 hidden layers of 100 nodes each with ReLU activations after each hidden layer,

the output of which is then additively combined into the �nal prediction. When

a GAM incorporates terms other than the input variables themselves, a NAM will

pre-compute these terms and learn a neural network for each term. Using a neural

network in this manner eliminates the need for separate estimation of the shape

functions via splines and nicely links the mean function of the GP to the same

optimization framework as the rest of the GP model, namely, PyTorch. Both can be

trained and updated simultaneously.

6.3.4 MLP Mean

One additional mean function is included to determine if the structure of the GAM

and NAM means is helping the model or hindering it. This mean, the MLP mean,

consists of the same MLP structure as the NAM mean uses, but with all inputs

included at once and without the �nal addition of terms. In this instance, only one

MLP is learned that incorporates all inputs and predicts all outputs. The network is

learned in conjunction with the rest of the hyperparameters during training.

6.4 Loss Functions

Most physical process-informed mapping methods rely on the standard loss function

for Gaussian process regression, the negative marginal log likelihood in Equation 3.6.

This loss function drives learning of the mean and kernel hyperparameters towards

values that best describe the target variable distribution given the training dataset.

For approximate inference, the inducing point locations are also learned during

training to optimize the approximation of the distribution.

In addition to the standard loss function, sensor-based loss functions can be
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incorporated into physical process-informed mapping to better drive the model towards

realistic descriptions of observations. In cases for which the sensor observations are

signi�cantly di�erent from the underlying natural phenomenon (such as the lunar

volatiles case, for instance), including such a loss term is recommended. With

v = ( d; w) representing the vector of depthd and weight fraction w of water ice, the

two quantities of interest for lunar volatiles mapping, a loss function can be de�ned

with an additional term based on this calibration curve as shown in Equation 6.3:

L = L MLL +
1
N

X
(v̂ � v) 2 (6.3)

In this equation, v represents an \actual\ vector of depth and weight fraction based

on the sensor calibration, whilêv represents the values predicted from the physical

process-informed mapping model. This approach is taken to simulate the case in which

no ground truth depth or weight fraction information is available during training

of the physical process-informed mapping model, since it will be learned onboard a

mobile robot. In addition, because the calibration data is generated with a simulated

model, it may or may not provide a good explanation of the actual relationship

between the quantities of interest in v and the observations. Adding a �nal layer

between these provides the physical process-informed mapping model to learn the

relationship based on a combination of rover-based observations and the simulated

calibration dataset, rather than being limited to one or the other source of information.

While the speci�c terms of such a layer are speci�c to the sensor being used, the

approach can be generalized to other sensors.

6.5 Architecture

Physical process-informed mapping supports two non-standard GP architectures,

in addition to the standard Gaussian process model that can be used with exact

or approximate inference as desired. These non-standard architectures all involve

combinations of multiple GP models in some way. The sliding window GP (SWGP)

relies on multiple local Gaussian process regression models as \local experts," and the

deep GPs incorporate warping of input values into a latent variable layer. The SWGP

architecture is capable of describing highly local e�ects and should be used where
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such locality is expected. The deep GP and other associated layered architectures

should be used for other cases in which some non-stationarity is expected but an

overall model is still desired. Each of these is described in the subsections below,

along with the goals of each.

6.5.1 Sliding Window of Local GP Experts (SWGP)

The sliding window model, or what is referred to as SWGP throughout this text, is

built on a set of local Gaussian process regression models that are then averaged to

produce a �nal estimate. Within physical process-informed mapping, the individual

local models can take any of the values allowed for a standard GP. However, the data

used for conditioning and inference are di�erent from the standard case for SWGP.

First, training data is clustered based on spatial location intoK clusters using the

k-means algorithm [65]. The data from each cluster is used to train a separate GP

model, for a total of k local experts. When predicting, an inverse distance weighted

average of local predictions is taken for a given query point as:

ŷ(x � ) =
X

k2N(x � )

1
d2

k

ŷk(x � ) (6.4)

for which each local prediction in the set of neighborsN of the query point x�

(i.e. points within the distance threshold speci�ed by the model) is included in the

weighted average, withdk the distance from the query point to the cluster's centroid

and ŷk(x � ) representing the prediction from thekth local GP cluster. The distance

weights are normalized prior to application to the predictions.

Using a set of local GP experts rather than one large GP model over the entire

dataset enables learning local kernel parameters instead of limiting the model to

one global set of parameters. This approach can be useful in cases where non-

stationarities are thought to exist, meaning that the local correlation structures di�er

based on location in the map. §7.3.2 discusses how such an approach also allows for

non-stationary length scales to be computed and used for relevance determination.

Prior work with the Mojave Volatiles Prospector dataset has demonstrated that

using the SWGP architecture signi�cantly decreases the error associated with predict-

ing test set observations relative to a baseline global model [72]. Table 6.1 shows these
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results, including the 12% decrease in MAE and 10% decrease in RMSE associated

with SWGP relative to the baseline. SWGP also exhibited a signi�cant decrease in

the average variance in the model (nearly 90%!), likely due to much better modeling

of local variance, that is improved even further when incorporating noise modeling

based on the sensor characteristics.

Model MAE # RMSE # Avg Var #

Baseline
5.34 6.73 45.00

(0.087) (0.110) (0.398)

SWGP
4.66 6.04 4.96

(0.090) (0.110) (0.151)

Noise Est
5.33 6.73 26.48

(0.087) (0.109) (0.248)

SWGP + Noise Est
4.65 6.03 1.91

(0.090) (0.108) (0.077)

Table 6.1: Average error metrics and standard deviations (in parentheses) for sliding
window models tested on the MVP data. Bold indicates the best value for each
metric, while italics indicate better performance than the baseline. The \Noise Est"
models include an additional change that estimates the noise level based on sensor
characteristics.

While SWGP is a relatively simple and not necessarily elegant method, in that

it involves estimating multiple models and averaging, the results demonstrate its

clear advantages. Outstanding questions for this method include how to determine

the number of clusters to use. In testing, this was done through ablations in which

the cluster number and distance threshold were varied independently over a range

of potential values to determine the best parameter setting.2 If SWGP were to be

deployed on hardware, though, methods for adapting the number of clusters would

be necessary to allow expansion of the scope of the map as the robot explores.

2Appendix D contains the results of these ablations.
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6.5.2 Deep GPs

Deep Gaussian process models involve layering GPs much like layers of a neural

network. Any number of layers is theoretically possible, as each layer represents

another composition of GPs, but in practice, two layers are su�cient to learn warpings

of the input space that can account for non-stationarities in the data without requiring

a non-stationary kernel [105]. The inclusion of learnable latent variables in the hidden

layer results in a warping capability of these models such that the inputs are \warped"

into new locations in the latent variables. Such a model is another approach for

modeling non-stationarities in the data [105].

Physical process-informed mapping implements a standard two-layer deep GP

model as

hi = f i (x i ) + " f i ; f i � GP(m h i (x i ); kh i (x i ; x0
i )) 8i 2 f1; :::; Dg (6.5a)

y = g(h) + " g; g � GP(m y(h); k y(h; h 0)) (6.5b)

The �rst layer is a set of i GPs, one for each input dimensioni 2 f 1; :::; Dg, each of

which warps the corresponding input dimension to produce a hidden nodehi . These

hidden nodes then form the input to the second layer h =fh 1; :::; hD g, used to predict

the output y with a single GP that takes all hidden nodes as input.

Because of the nested structure of this model, approximate inference is necessary,

for which doubly stochastic variational inference is used [104]. Figure 6.4 graphically

demonstrates how this setup is organized for the lunar volatiles data for the case in

which the only input variables are the spatial parameters and the NSS observations

are predicted directly. This simple model was used to test an extension of the

baseline spatial GP that allows for non-stationarities in a manner di�erent from the

non-stationary kernel. In addition, the latent variables themselves can be driven to

approximate the quantities of interest (in this case, the depth and weight fraction of

water ice) if paired with appropriate constraints. In this example, the deep structure

shown in Figure 6.4 encompasses the entirety of the HSM.
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Figure 6.4: Graphical representation of deep GP model for lunar volatiles dataset, in
which each orange arrow denotes a Gaussian process layer. Each input is warped into
its own latent space using a GP layer. These latent variables then become the inputs
for a �nal GP layer predicting NSS observations.

6.6 Summary

The physical process-informed mapping framework encompasses a wide variety of

techniques for incorporating process information that can be tied to the observational

and inductive biases discussed in Chapter 5. Data-based approaches are simple but

do not constrain a GP model directly to physically plausible solutions, in addition

to only enabling inclusion of process variables. Mean function approaches can

allow for some process model information to be built into the GP in the form of

structural equations, as can hierarchical structures. Deep GPs and SWGPs also o�er

methods for accounting for non-stationarities in the relationships between variables,

with the former learning latent values similarly to hierarchical structures. These

methods correspond to speci�c relevance metrics covered in Chapter 7 that represent

the importance of certain physical variables or terms to modeling the quantity of

interest.
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Chapter 7

Estimating Process E�ects with

Physical Process-Informed

Mapping

The key bene�t of the more complex structures of physical process-informed mapping

is the ability to assess relevance of physical process variables and model terms, meaning

which variables are most important for explaining the phenomenon. This ability will

allow PPIM maps to be used for autonomous scienti�c investigation of the physical

processes driving a studied natural phenomenon by providing metrics that can be used

to algorithmically reason about scienti�c hypotheses and relationships. Relevance

should drive the PPIM framework decisions in Figure 6.2 and described in Chapter 6

since relevance determination is often linked to choice of architecture. In general, the

more complex the model, either in terms of the architectural structure, the mean

function, or the kernel function, the more expressive the associated metric(s).

7.1 Overview

Measuring process variable and model relevance can be organized based on how the

PPIM architecture incorporates parameters that describe the correlation between

inputs and the output. The standard linear mean function and RBF kernel, for

instance, are both capable of providing some estimates of e�ect size (the magnitude
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of the e�ect of one variable on another) and correlation, respectively. As the model

grows more complex through accounting for non-stationarities as is done for the

SWGP, deep GP, and the non-stationary RBF kernel discussed in this chapter, spatial

variation of relevance metrics becomes possible to measure.

Figure 7.1 provides an overview of the metrics available from physical process-

informed mapping for assessing the relevance of process variables or model terms,

including their relationship to the architectural decisions covered in the preceding

chapter. Most metrics are restricted to speci�c model choices. Certain mean functions

- the linear mean or GAM/NAM mean - provide estimates of the e�ect size of inputs,

which is similar to the correlation but is not scaled to a consistent range and represents

the strength of the relationship between two variables.1 Kernel-based relevance metrics,

on the other hand, are derived from the correlation structure. Within both of these

categories, there are options that allow variation of the metric over the input space -

speci�cally, the GAM and NAM shape functions and non-stationary length scales of

the SWGP architecture and NS-RBF kernel.

Figure 7.1: Overview of measures of relevance in physical process-informed mapping.
The methods in this diagram correspond to speci�c architecture decisions, noted in
bold above the relevance metric and organized by decision point from Figure 6.2.

1The models used in physical process-informed mapping perform the best when data is normalized
prior to training, which has been done for all of the experiments. In this context, the e�ect size
represents a scaled e�ect size between the inputs and output since it is impacted by the scaling of
normalization.
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7.2 Mean-based Relevance

Two types of mean function can provide information on the e�ect size of input

variables on the output: the linear mean, a standard mean function for many GP

models, and the GAM and NAM mean functions. The former provides weights learned

for each input variable, while the latter two estimate shape functions corresponding

to each input.

7.2.1 Variable Weights from Linear Models

The hyperparameters of the linear mean, the variable weights� from the y = �X + "

model, are learned from the data and can provide some estimate of the e�ect size of

each input variable. While the linear mean is a relatively standard mean function in

GP literature and these values are computationally inexpensive to learn, the weights

themselves are globally applied, i.e. the same value holds over the entire input domain.

Additionally, no uncertainty is estimated for these parameters. The linear mean is

still e�ective at estimating the size of the relationship between variables, particularly

when those relationships are linear.

7.2.2 Partial E�ects from Shape Functions

Generalized additive models (GAMs) and their neural counterparts (NAMs) provide

partial e�ects in the form of shape functions. Partial e�ects represent the e�ect of a

single term in the additive model, whether that term is linear, a nonlinear function,

or an interaction, and can be thought of as an extension of the linear weights from the

linear mean to nonlinear functions. The shape functions represent the response based

on one term at a time, holding all other terms constant [45, 46]. As a result, they are

analogous to the coe�cients� in a linear mean model, except these functions are

nonlinear and have associated con�dence intervals, as is shown in Figure 7.2 for the

example function y = cos(x) + 0:6a modeled with a GAM.

Because the partial e�ects are variable with the input value, they can vary across

location as well for terms that rely on the input. In addition, the con�dence intervals

around partial e�ects can enable planning based on the uncertainty associated with

them. NAMs are likewise able to provide estimates of the shape function in this
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Figure 7.2: Partial e�ects for smooth terms forx (left) and a (right) of a GAM �tted
to y = cos(x) + 0 :6a with additive Gaussian noise. The purple line represents the
estimated e�ect, with the purple bands around the predicted function the associated
con�dence interval. cos(x) and 0:6a are shown as dashed gray lines in the plots for
comparison. The model intercept may be incorporating some of the vertical di�erence
between the actual e�ect of a and the estimated partial.

manner but do not provide con�dence intervals without extension to Monte Carlo

approaches. This di�erence should inform how each is used: GAMs should be used

when partial e�ect uncertainty is important, while NAMs should be used otherwise

as they are easier to train.

7.3 Kernel-based Relevance

While mean functions are capable of incorporating structural equations, kernel

functions are useful for learning correlation structures from data. More expressive

kernels, in particular non-stationary variants of standard kernels like the radial

basis function (RBF) or Mat�ern kernel, are capable of learning more locally variant

correlations. In addition, many kernels incorporate length scale parameters that can

be used to determine the relevance of inputs. Variations on the standard approach

to automatic relevance determination (ARD) pair it with non-stationary kernels to

produce spatially-variant relevance metrics.
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7.3.1 Automatic Relevance Determination (ARD)

Model selection strategies frequently rely on automatic relevance determination to

identify what variables have the greatest explanatory power. ARD works because of

the relationship between a kernel's length scale parameter and the correlation between

an input variable and the output. In a multivariate model with anisotropic length

scales (meaning each input variable has its own associated length scale parameter),

larger length scales indicate that further distances are required to detect a given level

correlation [97]. The inverse length scale, then, can be used as a measure of variable

relevance in terms of correlation; this criterion has been used for selection of spectral

bands from a hyperspectral sensor, among many other applications [129].

7.3.2 Non-stationary ARD

In physical process-informed mapping, ARD can be taken a step further by allowing

the length scale to vary in a non-stationary manner. Two options enable this non-

stationary version of ARD: the sliding window GP architecture and the non-stationary

RBF kernel. While the former varies the length scale across spatial clusters using

the local GP experts computed by SWGP, the latter learns a function for varying

the length scale based on the input variables. As a result, the non-stationary kernel

can allow for variation based on values of the process variables in addition to spatial

variables, while the SWGP approach only allows spatial variation. Both are discussed

below in more detail.

Sliding Window Length Scales

The sliding window GP architecture relies on weighted averaging of local GP experts

to produce predictions. Length scalesl from the kernels of the various local experts

can be combined using the same inverse distance weighting approach. For a variable

v, the length scale predicted by the SWGP model is

�̂ v =
X

k2N

1
d2

k

� vk (7.1)

which averages the length scales for variablev from each of thek local GP experts
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with centroids within the distance threshold of the query point. In this manner, non-

stationary length scales can be estimated for a dataset without relying on approaches

that require nested GPs or additional learning models.

As is the case with standard ARD, the inverse length scale is the \true" relevance

metric in the sense that it is positively correlated with the correlation between an

input variable and the quantity of interest. For the MVP example, the distributions of

inverse length scale for the four inputs are shown in Figure 7.3. The higher variation

in inverse length scale for certain parameters (insolation, total water) indicates that

these are more locally speci�c than the others (albedo, relative water). These trends

make intuitive sense because the insolation and total water should vary locally as

conditions change, as both are dependent on the terrain geometry. Despite the albedo

itself being a function of terrain geometry in any given image, the correlation between

albedo and water content should remain relatively consistent throughout a scene.

The relative water 
ow likewise is related to terrain geometry itself, but the relative

height of a pixel should correlate similarly to that pixel's water content regardless of

location.

Figure 7.3: Distributions of inverse length scale for each process variable in the MVP
data.
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Non-stationary RBF Kernel

Non-stationary length scales can also be produced by learning a function for the

length scales based on input values. Predicted values from these functions are then

used in a Gibbs kernel; for the RBF, this takes the form of

kGibbs(x; x 0) =

s
2l(x)l(x 0)

l(x) 2 + l(x 0)2
exp

�
�

jjx � x 0jj 2

l(x) 2 + l(x 0)2

�
(7.2)

as copied from [89]. The function l(x) must be modeled somehow to produce this

non-stationary variant. Related work has used nested GP models for the length scale

[89] or neural networks [100]. Physical process-informed mapping takes the second

approach, building a multi-layer perceptron network with 10 hidden layers of 100

nodes each and sigmoid activation functions. The �nal layer uses softplus activation

to ensure that the �nal values for the length scales are all positive [100].

The Gibbs kernel equation above only models one length scale for all input

dimensions. In physical process-informed mapping, this is extended to di�erent length

scale parameters for each input dimension, producing the more unwieldy kernel

kGibbsNS (x; x 0) = � exp
�
�2jj ~x � ~x0jj 2

�
(7.3a)

~x = x=(0:5(l(x) + l(x 0))) (7.3b)

� =

s

2
Q

d ld(x)
Q

d ld(x 0)
Q

d (l d(x) 2 + l d(x 0)2)
(7.3c)

that is more suited for non-stationary ARD. In the above equation, the length scale

vector l(x) is computed from the trained neural network based on input values x. The

basic kernel is an RBF kernel over inputs transformed according to their respective

length scales as shown in Equation 7.3b.2 Finally, the multiplier � is computed in a

manner similar to the Gibbs kernel but over all input dimensions due to their di�erent

length scales.

The neural network trained to predict the length scale parameters can be used to

determine the relevance based on input values in a manner similar to the other ARD

approaches: the inverse length scale for a given input dimension measures its relevance.

2In this equation, the division is taken element-wise.
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Physical process-informed mapping currently only incorporates non-stationary RBF

kernels; however, this approach can be taken for any kernel with a length scale

parameter, including the rational quadratic and Mat�ern kernels as desired [89].

7.3.3 Multi-Output Correlations

In addition to ARD using length scales, the multi-output approach from related

work learns correlations between a quantity of interest and other process variables

of importance [44]. This correlation represents another measure of how important

a particular process variable is to the quantity of interest and is learned as part of

the task kernel, which represents correlations between outputs, in a multi-output GP

(MOGP) architecture. Physical process-informed mapping incorporates a limit on

the number of targets in these models to avoid overly complex models that cannot

be learned due to computational constraints; this limit is imposed based on the

correlations between each process variable and the quantity of interest such that

the N variables with the highest correlations (in absolute value) are included in the

model for a limit of N variables.3 The input variables themselves are used in PPIM

rather than relying on a dimensionality reduction technique such as PCA in order to

retain the interpretability of the resulting correlations.

7.4 Latent Variables

The deep GP architecture and the HSM structure itself provides an alternative

method of measuring the relevance of input variables or model terms. Both of

these architectures model latent variables within their structure and can provide

uncertainties for these terms. In the deep GP architecture, these latent variables

do not necessarily correspond to the natural phenomena variables as they do not

have anything driving them towards learning these variables, but they can provide

information on where certain variables are more or less important based on the

patterns associated with certain input variables. The full hierarchical statistical

model, on the other hand, is designed to explicitly model quantities of interest in

the physical processes that are used to de�ne the model. For instance, in the lunar

3N is set to 5 for our experiments.
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volatiles model shown in Figure 9.2, the source, capture, and retention terms represent

three components of importance. Since these variables are directly modeled, they can

be extracted from the model as desired, along with their associated uncertainties.

While relevance per se of each of these components would come from a mean function

or kernel function as described above, the uncertainty associated with these maps

can be used to assess how much the model \knows" about a certain aspect of the

process. Moreover, within the hierarchical structure, these uncertainties require no

additional steps as they are already computed during inference.

7.5 Summary

Relevance metrics can be extracted from physical process-informed mapping in several

ways. Mean-based options include the variable weights learned for a linear mean, as

well as partial e�ects learned for a GAM or NAM mean. Kernel-based options include

two non-stationary variations on automatic relevance determination, both generated

from architectural decisions that enable modeling local di�erences in correlation

structure. The SWGP architecture does this through local GP experts, while the

non-stationary RBF kernel instead models the length scale directly as a function of the

input variables. The correlations learned using a multi-output approach from related

work also represent an option for learning relevance. Finally, the maps predicted for

latent variables in a deep GP or intermediate process variables from a hierarchical

architecture provide alternative methods of interpreting the impact of input variables

and model components on the output.

The methods above cover a variety of metrics for measuring the relevance of a

variable or input term (which can be a process model) on the quantity of interest,

all with di�erent characteristics that a�ect their strengths and weaknesses and thus

their usefulness in certain situations. One key di�erence between the metrics is how

global an estimate is: metrics like the kernel covariance from the multi-output model

architecture, standard ARD, and the linear mean variable weights compute one global

metric per input variable or term. Non-stationary ARD, the shape functions from

the GAM and NAM means, and the latent variables from a deep GP or hierarchical

model allow for localized e�ects. While the global metrics are easier to estimate

and will be much less likely to result in identi�ability issues tied to the number of
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parameters requiring estimation, these metrics do not provide the spatial information

that may be desired. Another key di�erence relates to uncertainty estimation for

the relevance metric itself. Certain metrics, like GAM shape functions and latent

variables, can have associated uncertainties that are then helpful for planning or other

end-application tasks. On the other hand, the ARD and MOGP kernel covariance

metrics, along with the linear mean variable weights and NAM shape functions,

are not capable of providing uncertainty estimates around the metrics themselves.

Choosing a speci�c method to assess relevance will depend on what features are

desired for that metric: global versus local coverage, as well as whether uncertainty

estimation is required.
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Chapter 8

Experimental Validation: Synthetic

Dataset

The incorporation of physical process models into mapping, in particular with analysis

of the relevance metrics, required generation of a synthetic dataset to provide examples

with known underlying functional structure. Having this ground truth setup enables

testing relevance metrics in addition to testing mapping accuracy, which is a critical

part of validating the di�erent architecture choices in the physical process-informed

mapping framework. Real-world datasets do not contain enough information to do

this kind of testing; where ground truth is available for such datasets, it is for observed

values only and does not describe any known strength(s) of their relationship(s).

This chapter covers experiments that use the synthetic dataset to compare the

methods included as options in the architecture decision points for physical process-

informed mapping. The full hierarchical model is not tested here as there is no explicit

sensor model component included in the methods that are tested; instead, sensor

observations are simulated from the synthetic dataset by adding Gaussian noise with

known standard deviation, which is modeled in the GP itself.

8.1 Dataset

The synthetic dataset was created for initial testing and demonstration of the value

of physical process-informed mapping, particularly with respect to incorporating
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physical process information and proving out the relevance metrics. Synthesizing

data in this manner is crucial for testing the relevance metrics because it provides

complete knowledge and control of the data generating process, enabling ground truth

for the relevance of one variable or term on the output value. Such ground truth

is not available in real-world data even if ground truth is possible to measure for

speci�c observations. The examples within are relatively simple compared to actual

physical processes, but the data generation process is fully known, as can be seen in

the example in Figure 1.5 for which three underlying maps (blue, red, orange) are

additively combined to produce the main synthetic map (purple). As a result, this

dataset is used for testing the ability of physical process-informed mapping to learn

information, including the relevance(s) of the underlying variables and processes, in

addition to the map accuracy.

8.1.1 Process Variable Generation

Before maps of synthetic \natural\ phenomena were generated, a set of potential

\process variables" was created that could be sampled for producing the main maps.

These process variable maps were themselves randomly generated through a frequency

sampling process that produces maps that combinen frequencies across a pre-speci�ed

range. 50 maps were generated using 10 frequencies, ranging from 0.01 to 3.16, and

50 were generated using 11, ranging from 0.01 to 5.62, based on sampling frequencies

on the natural log scale.1 Such an approach favors sampling from lower frequencies

relative to higher frequencies. Figure 8.1 displays examples of each, showing how the

variables with more frequencies have �ner detail due to the higher upper bound.

8.1.2 Process Model Generation

The synthetic dataset contains 3 subsets of data, linear, nonlinear, and composition,

which are related to the equations used to generate the �nal map. The linear maps

were generated by combining underlying process variables in a linear manner only,

while the nonlinear maps were generated with nonlinear functions and variable

1Frequency ranges were computed to be evenly spaced in the log domain between -2 and (N=4)� 2,
corresponding to 10�2 � 10 �2+N=4 .
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(a) Variable with 10 frequencies (b) Variable with 11 frequencies

Figure 8.1: Examples of underlying process variable maps for synthetic dataset
generation. The map with 11 underlying frequencies (b) has �ner variation than the
map with 10 underlying frequencies (a).

interactions included in the sampling strategy. Finally, generation of the composition

maps allows for function composition in addition to nonlinear functions.

Linear Maps

The linear maps are generated by combining process variables in a linear manner.

To introduce randomness (and decrease researcher bias), the underlying variables

themselves are randomly selected, and coe�cients are randomly generated. Each map

combines a random set of between 3 and 19 process variables, with the numbern

drawn from a uniform distribution and the process variables drawn uniformly without

replacement. The goal of using a wide variety of number of process variables is to

simulate a wide variety of possible scenarios. Some physical processes may only

rely on a few underlying process variables, while others may incorporate a large

number of them. The coe�cients on each process variable are sampled from a uniform

distribution between -5 and 5. These values were chosen to provide a large range

of possible coe�cients without sampling coe�cients so large that a single process

variable drives the model entirely.
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Nonlinear Maps

The nonlinear maps are generated in a similar manner, but with allowances for

interaction terms between process variables and nonlinear functions. These maps

are restricted to choosing from 2 to 5 process variables, fewer than for the linear

maps to reduce the complexity and computation time of the non-linear functions.

This is achieved by sampling a count of interactions between 0 and 3 from a uniform

distribution (2 if there are only 2 process variables), and then randomly choosing

interactions from all possible variable combinations without replacement. A \function

type" is sampled for each term that is to be applied to the variable or interaction;

allowed function types are sine, cosine, exponent, and power. The �rst term is

sampled uniformly from this set of nonlinear functions, while the remaining terms

are sampled including the identity function such that the identity function is chosen

50% of the time and the other four are chosen 12.5% of the time, again to reduce

complexity while ensuring that at least one non-linear term is chosen. Additional

coe�cients are sampled for the nonlinear functions, including multiplicative factors

used inside the sine, cosine, and exponent terms, and the value of the power to which

a term is raised for power terms. Process variables with values too close to zero had

these values perturbed by a small " to avoid issues with raising zero to a power.

Composition Maps

The composition maps extend the nonlinear map data generation process with an

additional layer of processing to allow for function compositions. To generate these

maps, the �rst step is to generate equations according to the process used for nonlinear

maps but with fewer nonlinearities (the sine, cosine, power, and exponent terms have

sample probabilities of 1=10 to produce a low but non-zero probability of choosing

each of them, while the identity function sample probability is set to the remaining

value of 6=10). A second iteration of this processing is applied after the �rst, with the

output from the �rst step used as input for the second step and only the nonlinear

function types available for sampling (to ensure a function composition occurs) with

equal probability. This second step does not include interactions between outputs of

the �rst step; however, additional linear variables are included outside of the function

composition by sampling 0, 1, or 2 additional variables.
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8.1.3 Final Datasets

The �nal synthetic dataset contains 50 maps of each type (linear, nonlinear, composi-

tion) for a total of 150 maps, each with 250 x 250 pixels. Figure 8.2 contains examples

of each map type and demonstrates how the increasing complexity associated with

nonlinear and composition maps results in more di�ering features from one map to

the next. In addition, the composition maps are more likely to have regions with

values that are much di�erent than the rest of the map, shown for the two nonlinear

map examples in the center of the row. Along with these maps, observation maps are

created by adding Gaussian noise with a standard deviation of 0:05; this latter group

is used for observations for all experiments that use the synthetic data to simulate a

noisy sensor.

8.2 Experiment Design

The experiments on the synthetic data focus on testing the various architecture choices

available for incorporating physical process information via physical process-informed

mapping. In particular, the various options for mean functions, kernel functions, and

other model architectures have been tested on the three synthetic datasets, with an

eye to how well each performs in light of the speci�c types of underlying functions

in each dataset. Such tests compare the map accuracy, uncertainty, and runtime

between the PPIM framework choices, in addition to the relevance metric accuracy,

where this is available.

8.2.1 Performance Metrics

Three categories of performance metrics are investigated here: map accuracy, relevance,

and runtime. The map accuracy assesses how well the various methods do at predicting

the synthetic \natural\ phenomenon and has three associated error metrics. The

mean absolute error (MAE) and median absolute error (MedAE) are both measures of

the accuracy of predictions compared to the ground truth value, with the aggregation

method (averaging or taking the 50th percentile) di�ering between the two. The

median should be less sensitive to outliers, so comparing the mean to the median can
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Figure 8.2: Example synthetic \natural phenomenon\ maps from each subset of the
synthetic dataset, before noise was added. All map types show a range of features
based on the combination of what frequencies were used for the underlying process
variables as well as the speci�c combination of variables used to generate the map.
Such variation is greater for the nonlinear and composition maps than for the linear
maps.
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provide an estimate of how skewed the error distribution is. The third metric, the

continuous ranked probability score (CRPS), can be thought of as a generalization

of the MAE and compares the ground truth valuey to the cumulative distribution

function (CDF) of the predictive distribution (here from a GP f (y) � N (ŷ; �̂ 2
y)) for

each query point [38]. The CRPS measures the map accuracy error, accounting for

prediction uncertainty in addition to the magnitude of the error, and as such can

be more informative for measuring if the model uncertainty aligns with the error

(i.e. the model is well-calibrated). Such a feature is desired for maps used with

informative path planning to ensure that map error is decreased when a planner relies

on uncertainty-based optimization metrics for planning.

The equations for each of these three error metrics are

ˆ Mean Absolute Error (MAE): 1
N

P
i jŷ i � y i j

ˆ Avg Variance: 1
N

P
i V(ŷ i )

ˆ Continuous Ranked Probability Score (CRPS):

�
Z 1

�1
(F (y) � G(y)) 2 dy

for F (y) = CDF(f(y)) with f (y) � N(ŷ; �̂ 2
y) and G(y) = CDF(�(y))

with the delta distribution � (y) used to represent a point mass at the observed value

y.

Figure 8.3 demonstrates the area represented by the CRPS; predictions that are

not centered on the actual value will produce high CRPS values, but importantly

the error in the prediction is implicitly scaled by the standard deviation. As a result,

the CRPS measures how well a probability distribution as a whole aligns with an

observation, with lower CRPS values indicating predictive distributions that are

more precise and accurate [38]. If a prediction is accurate but highly uncertain, the

cumulative distribution (blue) will be wide and will result in a high CRPS value

because of that spread; if a prediction is inaccurate but certain, the cumulative

distribution will be sharp but will have less overlap with the actual value and will

result in a high CRPS value due to that distance.

The relevance estimation analysis compares the relevance metrics available for

certain architectures to the underlying equation structure, which is known due to the

93



Figure 8.3: The continuous ranked probability score (CRPS) is represented by the
shaded area between the blue predictive cumulative probability distribution, here
centered around 2.5 with standard deviation of 0.5, and the observed value of 2.8
represented by the orange step function. The predictive mean is indicated by the
gray dashed line.
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process used to generate the maps. The MAE is once again used here as a standard

error metric; in addition, the sign error percentage, or the percentage of tests in

which a relevance metric estimates the e�ect of a variable with the incorrect sign (i.e.

positive versus negative), is also included for tests for which this is possible. Finally,

the runtime comparison analyzes how much time it takes to train and predict the

overall map.

8.2.2 Baselines and PPIM Methods

Baseline mapping methods are drawn from the literature, with three standard GP

methods that incorporate spatial, process variables, and both as inputs to the model

[31, 120]. In addition, the multi-output Gaussian process (MOGP) method is included

as a baseline to compare with the approach suggested in Harrison et al. [44] on which

it is based.

The sets of models tested from PPIM focus on three aspects: the mean functions,

the kernel functions, and the additional architectures. The mean functions tested over

the synthetic datasets are the linear mean, GAM mean (with di�erent numbers of

knots for splines), NAM mean, and MLP mean. The kernel functions tested are the

Mat�ern kernel with three di�erent values of the di�erentiability parameter � (0.5, 1.5,

and 2.5), and the non-stationary RBF kernel. The SWGP and deep GP architectures

were also tested, along with combinations of mean and kernel that preliminary testing

indicated were the best candidates based on MAE. Table 8.1 lists these models, with

each column of this table corresponding to a con�guration of the PPIM framework

(shown in Figure 1.4). The table sections indicate the speci�c feature being tested

(mean function, kernel function, etc.) and correspond to the subsections of §8.3 that

contain the results for those models.

8.3 Results

In order to decouple the mapping performance from the performance of an informative

path planner, all experiments were performed by sampling a low-resolution grid of

points from the region spanned by the map. Similar tests restrict the grid sampling to

the top left quadrant of the map in order to determine how well the model extrapolates
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Method Input Output Architecture Mean Kernel

Baselines

Spatial Location QOI Standard Constant RBF

PV PVs QOI Standard Constant RBF

Spatial+PV Location, PVs QOI Standard Constant RBF

MOGP Location QOI, PVs Standard Constant RBF

Means

Linear Mean PVs QOI Standard Linear RBF

MLP PVs QOI Standard MLP RBF

GAM � PVs QOI Standard GAM � RBF

NAM PVs QOI Standard NAM RBF

Kernels

NS-RBF PVs QOI Standard Constant NS-RBF

Mat�ern �� PVs QOI Standard Constant Mat�ern ��

Other Architectures

Deep GP PVs QOI Deep GP Constant RBF

SWGP Location, PVs QOI Sliding window Constant RBF

Combinations

Linear NS-RBF PVs QOI Standard Linear NS-RBF

Linear Mat�ern �� PVs QOI Standard Linear Mat�ern ��

GAM � NS-RBF PVs QOI Standard GAM � NS-RBF

GAM � Mat�ern �� PVs QOI Standard GAM � Mat�ern ��

Table 8.1: List of models for synthetic data tests corresponding to the decision points
in the PPIM framework. All models were run for each subset of data (linear, nonlinear,
composition) and for the four di�erent sampling strategies. QOI stands for quantity
of interest. � Models with GAM means were tested with both 3 and 5 knots.�� Mat�ern
kernels were tested with� equal to 0.5, 1.5, 2.5 for the kernel tests, with 2.5 used for
the combination tests.
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beyond the bounds of the training dataset. Predictions are always made over the

entire map at full resolution. Versions with points selected at random from the map,

as well as at random from the top left quadrant of the map, were also run and show

similar trends to the grid-based sampling results. Samples from the map all rely on

the noisy observations, and not from the underlying noise-less ground truth.

Table 8.2 presents the map accuracy metrics for all models on the linear synthetic

maps. Over all models, the combination of the linear mean function and non-stationary

RBF kernel is the best-performing in terms of MAE and CRPS, with the MLP mean

model the best-performing in terms of average variance. The best method should

have low values for all three of these metrics, but especially a low CRPS. Models

such as the MLP mean model and the SWGP, which have low average variance but

high error, underestimate the uncertainty associated with the predictions, which is

detected by the CRPS metric and results in the higher average CRPS values for these

models. Results over the nonlinear and composition maps, which can be found in

Appendix E, show similar trends, with the one exception being that the deep GP

outperforms the combined linear mean / NS-RBF kernel model in terms of CRPS on

the composition maps.

In addition, many of the non-baseline methods perform as well or nearly as well as

the overall best performing baseline (PV). Welch'st test was performed to compare

select models to this baseline across each metric, producing the statistical signi�cance

results in Table 8.2. The linear and GAM mean models in particular outperform the

baseline in terms of MAE, as well as the combinations of these means and either the

NS-RBF and any Mat�ern kernel. The NS-RBF and Mat�ern kernels alone perform

worse, as does the SWGP model, relative to the baseline; using these kernels in

conjunction with a more expressive mean, however, improves the performance of the

model, sometimes beyond the performance of the model with the mean alone. This

tendency indicates that the mean and kernel are addressing di�erent aspects of the

variation in the quantity of interest in a way that complements one another in these

instances. Overall, most new methods outperform the baseline in terms of CRPS,

meaning that these methods better model the underlying distribution.

Similar trends in statistical signi�cance are observed for the nonlinear and com-

position maps, for which tables can be found in Appendix E. More new models are

signi�cantly better than the PV baseline when tested on the nonlinear maps than
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Method MAE (#) Avg Var (#) CRPS (#)

Baselines

Spatial 0.0767 (0.0141) 0.0176 (0.0034) 0.0683 (0.0141)

PV 0.0181 (0.0044) 0.0127 (0.0017) 0.0137 (0.0037)

Spatial+PV 0.0191 (0.0037) 0.0128 (0.0017) 0.0145 (0.0032)

MOGP 0.0767 (0.0141) 0.0176 (0.0034) 0.0680 (0.0138)

Mean Functions

Linear 0.0128 (0.0042)� 0.0118 (0.0028)� 0.0093 (0.0032)�

NAM 0.0187 (0.0045) 0.0130 (0.0017)+ 0.0142 (0.0038)

MLP 0.0352 (0.0016)+ 5E-5 (2E-5) � 0.0351 (0.0016)+

GAM3 0.0122 (0.0037)� 0.0104 (0.0012)� 0.0091 (0.0031)�

GAM5 0.0124 (0.0037)� 0.0101 (0.0013)� 0.0093 (0.0031)�

Kernel Functions

NS-RBF 0.0300 (0.0293)+ 0.0259 (0.0297)+ 0.0222 (0.0212)+

Mat�ern1/2 0.0261 (0.0031)+ 0.0170 (0.0034)+ 0.0200 (0.0023)+

Mat�ern3/2 0.0241 (0.0061)+ 0.0114 (0.0021)� 0.0196 (0.0060)+

Mat�ern5/2 0.0210 (0.0055)+ 0.0123 (0.0018)� 0.0164 (0.0050)+

Other Architectures

Deep 0.0223 (0.0326) 0.0179 (0.0236) 0.0168 (0.0249)

SWGP 0.0524 (0.0160)+ 0.0059 (0.0015)� 0.0493 (0.0155)+

Combinations

Linear NS-RBF 0.0096 (0.0030) � 0.0207 (0.0214)+ 0.0081 (0.0046) �

GAM3 NS-RBF 0.0121 (0.0044)� 0.0098 (0.0013)� 0.0092 (0.0037)�

GAM5 NS-RBF 0.0125 (0.0044)� 0.0096 (0.0014)� 0.0096 (0.0038)�

Linear Mat�ern5/2 0.0138 (0.0049)� 0.0130 (0.0075) 0.0102 (0.0038)�

GAM3 Mat�ern5/2 0.0126 (0.0039)� 0.0101 (0.0013)� 0.0095 (0.0033)�

GAM5 Mat�ern5/2 0.0128 (0.0038)� 0.0100 (0.0013)� 0.0096 (0.0033)�

Table 8.2: Map accuracy results over linear synthetic maps sampled using the grid-
based sampling strategy over the map. Standard deviations for each metric are
reported in parentheses. Results in italics are the best-performing within their group
of tests, while results in bold indicate the best-performing models overall.� indicates
a method is statistically signi�cantly better than the best-performing baseline (PV)
at the � = 0:05 level (corrected for multiple comparisons), while a+ indicates a
method is statistically signi�cantly worse.
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on the linear maps. The linear mean, NS-RBF kernel, and deep GP models, along

with the linear mean paired with either the NS-RBF or the Mat�ern5/2 kernel, exhibit

statistically signi�cantly better performance than the PV baseline in terms of MAE

and CRPS. The composition results are similar, though the signi�cance disappears in

a few cases (namely, for the linear mean model and the linear mean paired with the

Mat�ern5/2 kernel) and the deep GP is the best performing model in terms of MAE

and CRPS; taken with the results for the nonlinear data, these results indicate that

the more complex the dataset being modeled, the more di�cult it is for the methods

investigated by physical process-informed mapping to outperform the baseline model

that relies on process variable inputs.

(a) GT (b) PV (c) Linear (d) GAM (e) NAM (f) SWGP (g) Deep

Figure 8.4: Example maps predicted from select models for the nonlinear ground
truth map shown on the left-hand side. The top row displays the predicted maps, the
middle row the error, and the bottom row the CRPS. The error is plotted such that
white indicates zero error, with blue indicating high negative error and red indicating
high positive error. The CRPS maps range from black for low values to pink for high
values.

Example predicted maps, along with the error and CRPS, are shown in Figure 8.4

for select models on one of the nonlinear maps. The ground truth map is shown in the

left-most column. Most of these models are similar visually in terms of performance.

The SWGP stands out as performing poorly, particularly visible in this method's error

and CRPS plots. The other models have di�erent patterns of error, with methods

such as the PV baseline and NAM mean tending to overestimate, while the deep

architecture has error that is more centered around zero (more equal distribution of
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red versus blue), and the error for the linear mean tends to be smoother. The various

subsets of methods are each discussed in more detail in the remaining sections to

review results speci�c to each of them.

8.3.1 Baselines

The four baseline methods exhibit similar trends across all three synthetic datasets:

using process variables as inputs lowers the MAE, CRPS, and variance on average.

Figure 8.5 shows boxplots of each of these methods for the three map accuracy metrics,

sampling from the entire map (left column) and sampling from only the top left corner

of the map (right column). Including process variables alone as inputs tends to result

in lower median error compared to including process variables in addition to the

spatial variables, though the CRPS metric is roughly the same for both. The latter

trend can be explained based on the slightly lower average variance associated with

the method using spatial and process variable inputs, though this method exhibits

a greater spread in error. Overall, however, the di�erences between the CRPS and

average variance for these two models are not signi�cant, as their boxplots overlap

considerably. The key takeaway of assessing these models, then, is the result that

the multi-output model performs worse than the models incorporating the process

variables on all aspects. Finally, when training the method on a subset of data only,

the di�erences in MAE are less pronounced, as the PV and Spatial+PV models have

higher variation in this error; the CRPS and average variance, on the other hand,

exhibit similar trends with greater variation around the median values. Out of these

models, the PV method would be preferred on this data.

Of the baseline methods, the models that incorporate relevance do so through the

inclusion of the process variables, either as inputs (PV, Spatial+PV) or as outputs

(MOGP). The latter's ability to represent the correlation between the quantity of

interest and the process variables was investigated here due to related work using

it for this purpose [44]. The covariance of these variables can be computed directly

from the underlying data and compared to the covariance learned by the multi-task

index kernel (i.e. the kernel that represents inter-task covariances). The MAE of

these covariances is shown in Table 8.3, along with a percentage of cases for which an

error in sign (i.e. negative covariance instead of positive or vice versa) is observed.
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(a) MAE, Full (b) MAE, Subset

(c) CRPS, Full (d) CRPS, Subset

(e) Avg Variance, Full (f) Avg Variance, Subset

Figure 8.5: Boxplots of map accuracy statistics for the baseline models on the linear
synthetic data. The top row displays the mean absolute error (MAE), the middle row
the continuous ranked probability score (CRPS), and the bottom row the average
variance. The left column includes models learned from sampling in a grid pattern
over the entire map, while the right column includes models learned from sampling
from a subset of the map.
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Dataset MAE Sign Error (%)

Linear Maps 0.0077 (0.0035) 21.53

Nonlinear Maps 0.0093 (0.0050) 48.65

Composition Maps 0.0076 (0.0048) 40.8

Table 8.3: Comparison of covariance learned via the task kernel of the MOGP model
versus the covariance computed directly from the data.

The overall error in covariance is relatively low for the MOGP model; however,

the sign errors are high. This occurs when the kernel learns a covariance with the

opposite sign (-1 or +1) compared to the actual covariance. The errors are higher for

nonlinear maps than for both the linear and composition maps, though the latter

also exhibit much higher sign error than for the linear maps, together indicating that

more complicated processes result in worse performance.

Figure 8.6 displays a few examples comparing the actual covariance to the learned

value. The plot on the left shows a good example, where the covariances are similar,

while the plot on the right shows an example where the model performed poorly. In

the latter case, this occurs even though only two underlying variables are included in

the data - no confounding due to variable removal occurs in this example, as might

be the case for maps with greater than 5 process variables. Additionally, even though

the absolute value of the correlations may be close, the model does not predict the

correct signs associated with each correlation and instead 
ips both of them. We

believe that pairing of sign 
ips like this leads to the large amount of sign errors for

the MOGP covariance estimates.

8.3.2 Mean Functions

The MLP mean has the lowest average variance in the summary table despite its high

MAE, which demonstrates the importance of the CRPS metric. Its CRPS is also

much higher than that of the other mean function methods, indicating that the low

variance is not actually bene�cial since the learned distribution is poorly aligned with

the underlying data. The methods using the MLP mean are wrong, and con�dently

so, as also re
ected in the boxplots in Figure 8.7. Other mean function methods

should therefore be preferred when designing a PPIM architecture. Interestingly,

102



Figure 8.6: Examples of covariance comparisons between MOGP and computed
values. The left-hand side shows an example in which the covariances are learned with
the correct sign for each variable, even though the relative sizes of the covariances
are di�erent between the MOGP model and the empirical values. The right-hand
side shows an example in which the signs are incorrect but the magnitudes are more
accurate.

when training on a subset only (right-hand column in the �gure), the MLP mean

achieves better median MAE and CRPS, while the NAM mean exhibits high average

variance. The CRPS for the two methods is similar, however, and the MLP retains

its dubiously small variance.

The methods with linear and GAM means perform similarly on this data, with

the GAM means having slightly lower MAE, variance, and CRPS. The boxplots in

Figure 8.7 demonstrate similar performance across all methods except the MLP mean,

which produces higher error, very low variance, and consequently high CRPS. This

indicates an overcon�dent model, potentially due to over�tting the training data.

The NAM mean performs slightly worse than the GAM means across all metrics and

is not signi�cantly di�erent from the PV baseline on any of the three accuracy error

metrics. Interestingly, the NAM mean does not underestimate uncertainty as the

MLP mean does, suggesting that the additional structure of the NAM mean helps in

modeling the data, or at least avoiding the over�tting that leads to low variance.

Most of the mean functions tested here are associated with some relevance metric,

with the MLP mean being the one that has no corresponding metric. The linear

mean learns variable weights, while the NAM and GAM means learn shape functions.

The MLP mean, while learning the shape of the overall average relationship between

the input variables and output, does not break this down based on variable or term,
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(a) MAE, Full (b) MAE, Subset

(c) CRPS, Full (d) CRPS, Subset

(e) Avg Variance, Full (f) Avg Variance, Subset

Figure 8.7: Boxplots of map accuracy statistics for various mean functions on the
linear synthetic data. The top row displays the mean absolute error (MAE), the
middle row the continuous ranked probability score (CRPS), and the bottom row the
average variance. The left column includes models learned from sampling in a grid
pattern over the entire map, while the right column includes models learned from
sampling from a subset of the map.
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and as such does not provide useful information on these components.

Table 8.4 displays the results of testing the relevance metrics against values

computed from the underlying functions used to generate the map. The linear mean

weights can be directly compared to the coe�cients used to compute the maps, though

this is only informative for the linear and nonlinear maps. The shape functions can

be assessed by comparing their predicted values to the values associated with the

respective terms in the underlying map equation.

MAE Sign Error (%)

Linear Maps 1.288 (0.5611) 3.52

Nonlinear Maps 1.979 (1.11) 32.43

Table 8.4: Average error and percentage of incorrect signs for the variable weights
learned using the linear mean.

The linear mean tends to underestimate the coe�cients on the process variables,

as can be seen in the example comparisons shown in Figure 8.8, though it successfully

determines the direction of the coe�cient 97% of the time on the linear maps. This

should come as no surprise since the underlying map equations are themselves linear,

so if the model is to succeed anywhere, it should be on this dataset. As is the case

for the correlations in the MOGP model, the signs for the linear weights tend to be

incorrect when the weights themselves are small. The error also tends to increase

when the number of variables increases, which can be seen by comparing Fig. 8.8(a)

to Fig. 8.8(b).

On the nonlinear data, it exhibits an increase in error of around 50%, though the

standard deviation associated with this metric is also high, indicating high variation

in the error itself. The sign error also increases greatly, such that only around 70% of

weights have the correct sign over the nonlinear dataset. The nonlinear functions tend

to produce linear weights that are highly incorrect. In Fig. 8.8(c), for example, the

underlying map equation is 0:7A4 � 2:68B � 0:23C + 3:93D � 2:71� cos(�CD= 0:43).

While the �nal term is left out of the comparison due to the interaction, the linear

terms forB , C and D all have corresponding learned weights that are relatively close to

those in the equation. The model vastly underestimates the coe�cient on the �rst term

in the equation due to the power term. Similarly, the map equation for the example
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(a) (b)

(c) (d)

Figure 8.8: Comparison of learned variable weights to actual coe�cients in linear
mean model. The top row shows examples from the linear dataset, while the bot-
tom row shows examples from the nonlinear dataset. For the latter examples, the
equations used to generate the underlying maps are (c) 0:7A4 � 2:68B � 0:23C +
3:93D � 2:71�cos(�CD= 0:43) and (d) 3:94cos(�A= 0:85)+3:52B +3:37C +2:95AC +
2:46sin(�BC=1:12).
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in Fig. 8.8(d) is 3:94cos(�A= 0:85) + 3:52B + 3:37C + 2:95AC + 2:46sin(�BC= 1:12).

Again ignoring the interaction terms, the plot shows linear weights that are similar

for the linear terms for B and C but a vastly underestimated (and negative) weight

for the �rst term.

MAE

3-knot GAM Mean

Linear Maps 1.296 (0.251)

Nonlinear Maps 2.719 (3.7394)

Composition Maps 1.6E5 (3.8E5)

NAM Mean

Linear Maps 1.273 (0.250)

Nonlinear Maps 2.6701 (3.7765)

Composition Maps 27.8265 (181.67)

Table 8.5: Average error for the 3-knot GAM mean and NAM mean functions.

The shape functions from the GAM and NAM means should be capable of

modeling linear and nonlinear functions to a greater degree due to the 
exibility of

the underlying splines or neural network models in the means. The error in Table 8.4

represents the comparison between predicted values from the shape functions of each

model to the computed terms used to create the map.

These results indicate that the GAM and NAM models learn shape functions that

are similarly likely to predict the underlying data, though the NAM mean is better

at learning the shape of the composition maps. The GAM mean struggles to learn

the composition maps, with a very large average error. Despite these issues, there

are examples in the data of the GAM mean learning periodic functions, such as the

example in Figure 8.9.

8.3.3 Kernel Functions

The non-stationary RBF kernel exhibits some interesting trends compared to the

other kernels tested. These tests were performed using the process variable inputs

only, so they are comparable to the PV baseline method, which uses the stationary

RBF variant. The non-stationary version shows higher error and average variance,
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(a) (b)

(c) (d)

Figure 8.9: Example shape functions learned from GAM model. (a) and (b) show
examples in which the GAM was able to learn the function to a fairly good degree,
while (c) and (d) show examples where the GAM is incorrect. In plot (c), the GAM
correctly learns the periodic nature of the function but with the incorrect sign, while
in plot (d), the GAM is simply incorrect. All examples except for (d) are from the
nonlinear dataset.
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(a) MAE, Full (b) MAE, Subset

(c) CRPS, Full (d) CRPS, Subset

(e) Avg Variance, Full (f) Avg Variance, Subset

Figure 8.10: Boxplots of map accuracy statistics for various kernel functions on the
linear synthetic data. The top row displays the mean absolute error (MAE), the
middle row the continuous ranked probability score (CRPS), and the bottom row the
average variance. The left column includes models learned from sampling in a grid
pattern over the entire map, while the right column includes models learned from
sampling from a subset of the map.
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