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Abstract

Distributed Problem Solving {DPS) is concerned with a group of agents, each with
only local views, that cooperate and coordinate to solve a given problem in a coher-
ent and efficient manner. As networked computer systems and practical concurrent
processing architectures develop, DPS research has seen increasing realization in real
world problems. As opposed to using sophisticated agents in problem solving, DPS
approaches based on simple reactive agents have received growing interest. These
reactive agents are simple in the sense that they do not have representations of their
environments and they act by stimulus and response. They are embedded in the
environment and follow simple patterns of behavior that can be easily programmed.
(Generating sophisticated group behavior from coordination and integration of activ-
ities of simple individuals has potentially great significance.

This thesis presents DPS approaches based on reactive agents, and applied to schedul-
ing in the domain of manufacturing job shops. In general, scheduling deals with orga-
nizing possibly related activities over time and lirmited resources. Scheduling problems
occur in many domains, such as manufacturing, transportation, computer processing,
comrnunication, services, health care, education, etc. Distributed scheduling typically
is concerned with coordination among resources over processing of related activities in
environments where knowledge and control distribution are desired. The objective of
this work is the problem solving efficacy of reactive agents in terms of compulational
cost and solution quality. Qur thesis is that multi-agent coordination techniques can
provide substantial gains in terms of problem solving efficiency and solution quality.

The main contributions of this research are the coordination schemes and the DPS
techmiques implemented in the two effective multiagent scheduling systems, CORA
and COFCAST. In addition, CORA and COFCAST are shown to provide equivalent
or superior performance to competing centralized scheduling techniques, and there-
fore, enrich viable approaches to scheduling problems. In a broader view, this work
supplements DPS research with innovative approaches to tightly coupled problems
and successful demonstration of competitive performance. This work also provides
an essential component for larger-scaled DPS research in manufacturing management
and control. :
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Chapter 1

Introduction

Distributed Problem Solving (DPS) sternmed from necessity in problems that involved
geographical and data distribution coupled with processing and communication band-
width limitations, such as air traffic control [McArthur, Steeb & Cammarata 1952
[Cammarata, McArihur & Steeb 1983) and vehicle monitoring [Lesser & Corkill 1983).
Informally, a DPS system consists of a group of agents, each with only local views,
that cooperate and coordinate to solve a given problem in a coherent and eflicient
manner. As networked computer systems and practical concurrent processing archi-
tectures develop, DPS has found its way into more and more domains, such as design
[Ackland, Dickinsen, Ensor, Gabbe & Kollaritch 1985] [Bond 1989], flexible manufac-
turing systems [Parunak 1987] {(O’Hare 1990], office information systems [Mukhopad-
hyay, Stephens, Huhns & Bonnel 1986] [Nirenburg & Lesser 1988] [Pan & Tenenbaum
1991], communication network management [Ishida 1989] [Sugawara 1990], electric
power system control [Kobayashi 1992] [Jenning, Corera & Laresgoiti 1995}, medi-
cal diagnosis [Gomez & Chandrasekaran 1981], and computer vision [Lane, Chantler,
Robertson & Mc-Fadzean 1989], etc. These successful applications have attested to
ihe increasing realization of DPS research in real world problems. DPS approaches
are espectally of interest in environments that are complex, dynamic, and distributed,
such as manufacturing. They also benefit from the advantages that distributed and
concurrent processing provide, such as increases of reliability, reactivity, modularity,

capability, and integration of existing systems.
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2 Introduction

Miuch of DPS research has used complex agents in problem sclving, where agents
have a symbolic and explicit representation of their environments and can reason
about possible actions to achieve explicit goals [Huhns 1987] [Gasser & ITuhns 1989].
On the other hand, DPS approaches based on simple reactive agents have reccived
growing interest [Agre & Chapman 1987] [Steels 1989] [Demazeau & Muller 1990].
These reactive agents are simple in the sense that they do not have representations of
itheir environments and they act by stimulus and response. They are embedded in the
environment and follow simple patterns of behavior that can be easily programmed.
Most of this research draws on a social insect metaphor, where characteristics such as
functional decomposition, task division, and effective coordination based on simple
flows of information [Holldobler & Wilson 1990] are utilized in system design. Gen-
erating sophisticated group behavior from coordination and integration of activities

of simple individuals has potentially great significance.

This thesis presents DPS approaches based on reactive agents, and applied to
scheduling in the domain of manufacturing job shops. In general, scheduling deals
with organizing possibly related activities over time and limited resources. Schedul-
ing problems occur in many domains such as manufacturing, transportation, com-
puter processing, communication, services, health care, education, ete. Distributed
scheduling typically is concerned with coordination among resources over processing
of related activities in environments where knowledge and control distribution are
desired. The objective of this work is the problem solving efficacy of reactive agents
im terms of computational cost and solution quality. By examining the results of our
work against centralized scheduling techniques, we view our study as both approach-
ing a centralized problem using agent coordination as well as solving a distributed
scheduling problem. Our thesis is that multiagent coordination techniques can pro-
vide substantial gains in terms of problem solving efliciency and solution quality. This
thesis provides two multiagent systems with different emphases, called CORA and
COI'CAST, for distributed scheduling in the job shop domain. Issues of problem
decomposition, communication and coordination, and coherent collective behavior

arc addressed. Feasibility, applicability, and capability of CORA and COTCAST are

Coordination of Reactive Agents in Distributed Manufacturing Scheduling



1.1 Organization of the Thesis

verified by extensive experimental studies.

1.1 Organization of the Thesis

In the remainder of chapter 1, we describe the job shop meodel in our study, give a
set of objective criteria, discuss the complexity of the problem. and introduce the
constraint satisfaction and optimization formulation of job shop scheduling. Next,
we propose a model of distributed job shop scheduling where each job is assigned to
a job agent and each resource to a resource agent. We characterize the problem in
terms of the agent interaction involved. Finally, we discuss the research implications
of the study and review the related work.

In chapter 2, we propose a reactive distributed constraint satisfaction framework,
called Constraint Partition and Coordinated Reaction (CP&CR), for a subset of nu-
merical constraint satisfaction problems (NCSP). In CP&CR, a society of specialized
and well-coordinated reactive agents collectively solve an NCSP. Each agent reacts
to constraint viclations of its concerns and communicates with others by leaving and
percetving particular messages on the variables under its jurisdiction. A solution
emerges from the evolutionary interaction process of the society of diverse agents.
We present a coordination scheme based on task disparity among agents and a set
of useful coordination information in the domain of a job shop. The coordination
scheme and coordination information are embodied in the reaction heuristics of job
agents and resource agents. The resultant system CORA, an acronym of COordinated
Reactive Agents, performs problem solving in an iterative process of distributed local
solution repatring until a feasible solution (e.g.. no constraint violation) is found. The
scarch is controlled by conditional reconfiguration of an anchor subsolution. We con-
ducted an experimental study of CORA on the benchmark job shop scheduling CSP
proposed in [Sadeh 1991]. We investigated the effects of coordination information in
the system and confirmed that adding coordination information enables the system
to solve more problems with fewer iteration cycles. We compared CORA to four

centralized constraint-based heuristic search scheduling techniques and three well re-

J. Liu



4 Introduction

garded priority dispatch rules, and found that CORA performed quite competitively.
We examined the elfects of initial solution and found that CORA was barely affected
by configuration of the initial solution in the benchmark. To determine scalability,
we tested CORA for problems with up to 3000 operations. The resulis indicate that
the computational performance of CORA is polynomial in the size of search space in

problems that were constructed similarly to the benchmark in [Sadeh 1991].

In chapter 3, we extend CORA into a distributed constraint optimization mech-
anism, called Anchor&Ascend, that deals with job shop scheduling optimization.
Anchor&Ascend adds to CORA a best-first search component in reconfiguring the
anchor subsolution. Therefore, a globally favorable solution is found by iterative lo-
cal repairing of an initial solution based on an anchor subsolution with monotonically
increased local objective cost. We conducted experimental study of Anchor& Ascend
on a suite of job shop scheduling constraint optimization problems (COPs) similar
to that proposed in [Sadeh 1991]. The objective function is a composite of both
weighted tardiness cost and inventory cost. We compared Anchord:Ascend to X-ATC
rule [Morton & Pentico 1993], which is one of the most successful priority dispatch
rules. Overall, Anchoré Ascend outperformed X-ATC rule in weighted tardiness cost
by 17.2%, in inventory cost by 45.5%, and in total schedule cost by 34.5%. We also
compared, in a limited scale, Anchor& Ascend to Focused Simulated Annealing Search
(FSAS) developed in [Sadeh & Nakakuki 1994]. Overall, Anchor& Ascend found so-
lutions with reduced weighted tardiness cost (by 22.6%), slightly increased inventory
cost (by 2.1%), better total schedule cost (by 10.2%) than the best results of FSAS,
and required less computational cost. Finally, we developed measures of problem
structure in order to examine the generality of the Anchor&Ascend method over
problems with different structure. One of the measures is disparity, which is defined
in terms of the number of bottleneck resources and the ratio of average processing
times between bottleneck resources and non-bottleneck resources. We examined the
applicability of Anchor&Ascend over a range of disparity conditions. Experimental
results show that Anchor&Ascend is quite successful in problems where no more than

iwo-fifths of the resources are bottlenecks and the ratio of average processing times

Coordination of Reactive Agents in Distributed Manufacturing Scheduling



1.1 Organization of the Thesis 5

is higher than 1.75.

The coordination scheme in CORA (and Anchor&Ascend) emphasizes solution
quality by orchestrating a heuristic disteibuted local search. The search is driven by
local interaction of reactive agents and is neither systematic nor complete. Because of
the complexity and the combinatorial explosion of job shop scheduling, a systematic
and complete search is useless and meaningless in practical-sized problems. Most
state-of-the-art scheduling techniques are heuristic approximate search without guar-
anteeing completeness. The heuristic nature of the CORA approach to distributed
scheduling is the result of our goal of prectical problem solving instead of theorefical
problem solving. Although CORA has been shown to be quite successful in both job
shop scheduling CSPs and COPs, its coordination scheme is restricted to special job
shop structures where clear bottleneck resources exist and every job uses the botile-
neck resources. In addition, the disparity measures depict the scope of applicability
of CORA. In problems where more than two bottleneck resources exist, the CORA

approach suffers great computational expense before convergence, if ever.

In view of this limitation, we designed a second coordination scheme that is ap-
plicable to any job shop structure. We adopted dispatch scheduling as the skeleton
procedure of the coordination scheme. We view each resource as a reactive resource
agent that reacts to resource idleness by dispatching a waiting operation. We view
each job as a reactive job agent that marks an operation as ready for dispatch when
its preceding operation has been processed. We developed the scheme of coordinated
forecasts (COFCAST) on top of dispatch scheduling that improves dispatch decisions
based on forecasts of future processing among resource agents. As an approach to
distributed scheduling, COFCAST emphasizes computational efficiency by operating
in dispatch mode and is shown to significantly reduce myopia of dispatch scheduling.
COFCAST involves information exchanges between job and resource agents during
the dispatch process. The nature of exchanged information is determined by the

objective function.

In chapter 4, we describe dispatch scheduling and present COFCAST in job re-

lated objectives that involve meeting due dates. We propose the notion of relazed

J. Liu



6 Introduction

urgency (RU) where jobs’ dne dates are dynamically relaxed according to resources’
forecasts of future processing. The dynamically modified due dates are used in a
priority rule to reduce its myopic decisions. Theorelically, relaxed urgency can be
applied to any priority rule that uses due date information. However, since resources
perform forecasts of future processing based on the priority rule in use in dispatch
decisions, the results of relaxed urgency depend on the accuracy® (or correctness, suc-
cess) of the priority rule. We conducted an experimental study on a set of problems
of different shop conditions created in [Narayan, Morton & Ramnath 1994], which
exhibits general job shop structure. With mean tardiness as the primary objective
function, we examined the performance of COFCAST-RU over a wide range of prior-
ity rules and found that COFCAST-RU improves a subset of priority rules that are
more accurate, while degrading other priority rules. We further studied COFCAST-
RU over the sct of more accurate priority rules and their X-dispatch? versions with
weighted tardiness as the objective function. Overall, COFCAST-RU improves the
most accurate rule {X-ATC) by 46.2% and is only 1.82% from the results generated
by extensive Tabu Search. COFCAST-RU is also shown to be more effective than
related approaches, such as lead time iteration [Vepsalainen & Morton 1985] and bot-
tleneck dynamics [Morton & Pentico 1993, that aim to reduce myopia of dispatch
scheduling. In addition, we examined COFCAST-RU’s performance variation in dif-
ferent shop conditions. COFCAST-RU is most effective in shop with tight due dates
or one boltleneck resource.

In chapter 3, we present COFCAST in shop related objectives where no due dates
are assigned, using makespan objective as representative. Dispatch scheduling has not,
been successful in makespan objective because it requires tight coordination among
resources to reduce makespan, which is especially difficult for the myopic nature of
dispatch procedure. We identified two factors, downstream operation urgency and

downstream resource priority, that need to be considered in determining an opera-

YA priority rule is more accurate if it produces a schedule with less objective cost.

“X-dispatch represents a new class of dispatch pricrity rules that are capable of strategically
inserting idleness to wait for more important jobs [Morton & Pentico 1993]. Please refer to Section
4.1 for more details.

Coordination of Reactive Agents in Distributed Manufacturing Scheduling



1.1 Organization of the Thesis 7

tion’s dispatch priority in makespan objective. These factors are derived from re-
sources’ [orecasts of future processing. By combining these two factors, we developed
a new priority rule, called makespan urgency {MU), that operates in COFCAST to
reduce makespan. We conducted the experimental study on a long standing makespan
benchmark (three instances from [Fisher & Thompson 1963] and forty instances from
[Lawrence 1984]), varying in size from six jobs on six machines to thirty jobs on
ten machines. COFCAST-MU improves benchmark priority rules (LST and LFT) by
more than 60%. The results are only 3.75% from the known optimal results, which are
almost equivalent to the sophisticated shifting bottleneck procedure [Adams, Balas
& Zawack 1988] (3.29%) and are obtained with only a fraction of the computational
cost. We further conducted an experimental study on a benchmark proposed in [Tatl-
lard 1993], which consists of larger sized problems ranging from fifteen jobs on fifteen
machines to one hundred jobs on twenty machines. COFCAST-MU obtained results
that are 5.88% from the known coptimal results, which is superior than both shift-
ing bottleneck procedure {8.26%) and multi precedence constraint posting (8.14%)
[Cheng & Smith 1995].

In chapter 6, we summarize the thesis and provide an integral view of the work. In-
spired by social insects, we started out with an intention to study the approach of solv-
ing complex problems by a society of reactive agents. We tock job shop scheduling, an
NP-hard problem, as our problem domain. We developed two distributed scheduling
systems of reactive agents, with experimentally demonstrated performance, to verify
the feasibility and the efficacy of this approach. Our reactive agents feature sophisti-
cated coordination information that provides guidance for favorable problem solving
decisions. The coordination information incorporates the designer’s knowledge and
insight in job shop scheduling problem. We conclude that coordination information is
the imperative component of reactive agents. The development of useful coordination
information is essential in applying reactive agents to cornplex problem solving. We
also verify our thesis that multiagent coordination techniques can provide substantial

galns in terms of problem solving efficiency and solution quality.

I'inally, we briefly describe the main contributions of the thesis and discuss some

J. Liu




8 Introduction

of the directions that further work in the future may take. We focus on expanding
the capability and applicability of our reactive agent approaches in distributed job

shop scheduling,.

1.2 Problem Definition

Scheduling is ubiquitous in activity management over resources and time. The di-
versity of human and machine activities is modelled in a wide range of scheduling
problems of different conditions. This study 1s concerned with a subset of scheduling
problems, known as job shop, that has been one of the primary focuses of scheduling
research, In this section, we present the classic job shop model, the objective criteria
of interest, the constraint satisfaction and optimization formulation, and a model of

distributed job shop scheduling.

1.2.1 Classic Job Shop Model

First, we introdnce several basic notions, adopting the definitions given in [Conway,

Maxwell & Miller 1967].
An eperation is an elementary task to be performed.

The processing time of an operation is the amount of time required to process the
operation; in most cases setup times are independent of operation relations and

are included in the processing times.

A job is a set of operations that are interrelated by precedence constraints derived

from technological restrictions.

A machine is a piece of equipment, a device, or a facility capable of performing an

operation.

The release time [or relcase dule) of a job is the time at which the job is released to
the shop floor; it is the earliest time at which the first operation of the job can

begin processing.

Coordination of Reactive Agenis in Distributed Manufacturing Scheduling



1.2 Problem Definition 9

The due date of a job is the time by which the last operation of the job should be

completed.

The completion time of a job is the time al which processing of the last operation

of the job is completed.

A schedule is a specification of the execution of each operation on a particular ma-
chine at a specific time interval. A feasible schedule is a schedule that observes
all problem constraints, e.g., job release titne, operation precedence relations,

. and machine capacity.

A classic job shop is a manufacturing production environment where a set of m
jobs J = {Ji,...,J} have to be performed on a set of n machines (or rcsources)
R={R,,.., R,}. Each job J; is composed of a set of sequential operations opry;. 7 =
1,...,mim; < n, and can only be processed after i1ts release date #£1);. Each resource
K, has only unit capacity and can process only one operation at a time. Ilach opera-
tion opr;; has a deterministic processing time p;; and has been pre-assigned a unique
resource that may process the operation. Since a job consists of a set of operations
that has to be performed in sequential order, it is conceptually convenient to envision
a. job entering the shop, visiting different machines to have its corresponding oper-
ations performed, and then leaving the shop. A job’s reuting is the sequential sel
of resources that the job visits before its completion. The arrival time of a job at a
machine is the time at which the job leaves the previous machine in its routing, and
is equivalent to the reedy time of the operation to be performed on the machine. Jobs
can have very different mumbers of operations and routing, which are the primary
characteristics that distinguish a job shop from a flow shop.

The model provides only a basic description of actual job shops and does not
elaborate on more complex conditions. In order to focus the study on the effects of
scheduling and to allow generalization of the experimental results, most research on

job shop scheduling share the following assumptions to simplify the model.

1. A job has a fixed ordering of operations.

J. Liu
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2. A job does not visit the same machine twice.

3. An operation may have at most one other operation immediately preceding or

succeeding it. {No assembly operations.)

4. An operation of a job can be started only if its immediate preceding operation,

if any, is completed. {No overlapped operations.)
5. An operation can be processed by only one machine (No alternative resource. )
6. An operation cannot be preempted during its processing.
7. Operations do not require explicit setup times.

8. The machines have unit capacities in the entire interval of scheduling (no ma-

chine down time),

Job shop scheduling problems [French 1982] involve synchronization of the com-
pletion of m jobs J on n resources R {machines). The problem (hard) constraints
of job shop scheduling include (1) aperation temporal precedence constraints, i.c., an
operation must be finished before the next operation in the job can be started, (2]
release date constraints, i.e., the first operation of a job can begin only after the re-
lease date of the job, and (3) resource capacity constraints, i.e., resources have only
unit processing capacity. A solution of the job shop scheduling problem is a feasible
schedule, which assigns a start time st;; and an end time ef;; to each operation opr;;,
that satisfies all problem constraints.

Formally, job shop scheduling problems are defined as:

Given
o J.t=1,..,m,aset of m jobs.
o R, k=1,.,n,asct of n resources (with unit capacity).

o J, = {opr,-'}},j =1,..,mym; < n. Each job J; consists of a set of sequential
operations. An operation oprfj 15 the j-th operation in the job J; and requires

the use of resource Hj for a processing time of p;;.

Coordination of Reactive Agents in Distributed Manufacturing Scheduling
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e rt;.i=1,....1, a set of release times, where rt; is the release time of J;.
Find st;;,i = 1,..,m,j = 1, ...,my, such that

» rt; < st;, and
¢ sty 2 ety (or equivalently, st;; > stii-1y + Pi(j—n), and
. {etﬁq < Stfj) v (etfj < stﬁq),p # 1.

A schedule can be visualized using (Gantt charts where operations are organized
along the time line from the perspectives of either jobs or resources. Each box repre-
sents an operation with length proportional to its processing time and is marked by
a unique identification code. We use a three-digit code where the first digit is the job
number, the second digit is the operation number within the job, and the third digit
is the resource that processes the operation. For example, opr represents the first

operation of Jy and is processed by fp.

Teb1l! 1B ‘ 12C | 13A

w2 | e | 2a 23B e line

Job 3 18 | sc | A | e tie

tobs | 41 | aac |43B] ame fine
time line

Figure 1.1: Job Gantt Chart of an infeasible schedule

Figure 1.1 shows the job Gantt chart of a schedule where only operation precedence
constraints and job release date constraints are considered. A vertical arrow in front
of each time line represents the release date of each job. The schedule is infeasible
because resource capacity constraints are not respected. For example, according to
the schedule, g will process part of oprl and opr at the same time, which is
not feasible. Figure 1.2 shows Lhe resource Gantt chart of a schedule where only
resource capacity constraints are considered. The schedule is also infeasible becausc

job release date constraints and operation precedence constraints are not respected.

J. Liu
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Yor example, according to the schedule, B will process opr$, before oprf, has been
finished by Rg, which is not feasible. Also, B will not be able to process oprs; as

scheduled because J; has not been released at time 0.

Res A 41A i 22A 13A ] 33AT

0 time line
Res B 11B 31B 43B| 23B

0 time ling
ResC | 21C 12C 42C 32C

9 time line

Figure 1.2: Resource Gantt Chart of an infeasible schedule

We use the above examples to illustrate that when solving job shop scheduling
problems, the two aspects of constraints that involve job and resource must he con-
sidered simultaneously. A feasible schedule is shown in Figure 1.3. Job Gantt chart
of the schedule displays when the operations of a given job are processed. Resource
Gantt chart of the schedule lays out the process of a given resource performing various

operations.

} I
lebl . 11B 12C 13A
0
Job2 | 21C 22A 23B .
| r
Job3 | 31B | 3c 3A |
Job 4 41A 42C |43B
Res A 41A 22A 13A 33A
0’ time line
ResB| 1IB 31B 43B| 23B o
8] .
time line
Res C }21(: | 12¢ | 42¢ 32C [
0 time line

Figure 1.3: Job and Resource Gantt Charts of a feasible schedule
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1.2.2 Objective Criteria

Scheduling has significant implications in manufacturing economic management. The
effective scheduling of a facility enables faster response to customer demands, reduces
its work-in-process, and increases its throughput, and therefore, is instrumental to
achieving objectives such as gaining increased market share and increasing the return
of investment. Given a job shop scheduling problem, the number of feasible solutions
can be enormous. For example, for a problem with m jobs of n operations on n
resources, each resource has m! possible processing sequences, and the total number
of possible schedules is (m!)” since all precedence constraints between operations
can be satisfied by right shifting operations toward the end of time. Organizations
are usually interested in optimizing a schedule according to criteria that reflect the
economic goals. We introduce a subset of objective functions that are most commonly
used in the literature of job shop scheduling.

We first describe three primitive measures that are essential for the subset of

objeclive functions that we consider.

Completion time C; is the time at which a job J; completes its processing. It is

the end time of the last operation of .J;.

Flow time F; is the amount of time a job .J; spends in the shop. It corresponds to
a time interval between the release time of J; and the completion time of .J;.

.Fi; = C't — J"t{,

Tardiness 7; is the nonnegative amount of time by which the completion time of
J; exceeds its due date dd;. If J; is completed earlier than dd;, the tardiness is
zero. T; = maz(0,(C; — dd;}].

We consider the following set of objective functions:

Mean Flow time F .., is the average flow time of the schedule.

Fmean:LiFi

m i=1

where m is the number of jobs.

J. Liu
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Work-in-pracess WIP is the average in-progress processing times of the schedule.
1 E
WIP = — 3 (C; — sty)
™Moo
where m is the number of jobs, and st;; is the time at which a job J; begins its

processing, or the start time of the first operation of J;.
Mean Tardiness T),.., is the average tardiness of the schedule.
1 T
Tean = — ¥ T;
T EAfl m ; I
where m is the number of jobs.

Conditional Mean Tardiness ('T},.., is the average tardiness over the tardy jobs
in the schedule.
CTmean = E Zﬂ, T,‘ >0

T =1
where k is the number of jobs with nonzero tardiness.
Proportion of Tardy jobs PT is the percentage of jobs that are tardy in the
schedule.
k
Pl =—

Tt

where % is the number of jobs with nonzero tardiness, and m is the number of
jobs. Therefore, mean tardiness and conditional mean tardiness are related by

Trn.eaﬂ = CTmean x PT.

Weighted Tardiness 7., is the sum of proportional tardiness multiplied by job
importance.
T = Z w1}
i=1

where w; i1s the weight of a job J;.

Makespan is the “length” of the schedule, or an interval between the time at which
the schedule begins and the time at which the schedule ends. We usually mark
the beginning of a schedule as time 0. Therefore, makespan of a schedule
is the maximum of the completion times of the set of jobs in the schedule.

Makespan = maz[Cy,i=1,...,m.

Coordination of Reactive Agents in Distributed Manufacturing Scheduling
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The set of scheduling objectives we consider can be classified inte three cate-
cories: flow-based objeclives, due-date-based objectives, and utilization-based objec-
tives. Mean flow time and work-in-process are flow-based objectives that measure
jobs™ turnaround times through the shop. In due-date-based objectives, each job is
assigned a due date by which time the job should be completed. Tardiness-related ob-
jectives measure the performance of meeting due dates. In a situation where jobs are
of varying importance, each job is assigned a weight that introduces a proportional
penalty for its tardiness. Makespan is a surrogate for shop utilization. A schedule
with shorter length roughly corresponds to betfer resource utilization in processing

the same set of jobs than a schedule with longer length.

We use the set of scheduling objectives alternatively based on the purposes of eval-
uatton and the availability of comparison results in the literature. In particular, mean
flow time, work-in-process, mean tardiness, conditional mean tardiness, and propor-
tion of tardy jobs are used as a group of objectives to evaluate the applicability of
coordination techniques. Weighted tardiness and makespan are used to cvaluate the
performance of our coordination techniques as compared to other scheduling teth-
niques. We should point out that most advanced scheduling methods are developed
for parlicular objectives and are not interchangeable with respect to different types

of objeclives. We illustrate this by contrasting tardiness to makespan.

Tardiness and makespan objectives favor different kinds of schedules. Suppose we
take the schedule in Figure 1.3 and optimize it according to tardiness and makespan
objectives, respectively. Figure 1.4 shows two schedules for the tardiness objective,
in which jobs are assigned a due date. Figure 1.4 {b} is a better schedule, in which
all jobs are finished before due dates, than Figure 1.4 [a), in which job 3 is tardy
(finished after its due date). Figure 1.5 displays an optimal schedule for the makespan
objective, in which all jobs are released at time 0 and the length of the schedule is
the minimum. The makespan objective usually favors a more compact schedule, in
which resources process operations in a dense fashion. Tardiness objectives emphasize

meeting due dates, so prefer resources strategically idle to wait for urgent jobs.

To summarize, flow-based and due-date-based objectives are performance mea-
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due date
Jobl | 11B 12C 134 J
0 due date
Job2 ,i 21C 22A 23B l e date
Job3 | 31B 32C | 334
— due date
Job 4 l 41A 42C 438 l o
RsA | q1A 224 13A 33A J_
0 time line
Res B ’ 11B 31B 43B| 23B
0 time line
ResC | 21C J 12¢ | 42C 32C
o (a) time line
due date
Job 1 | 11B ) 12C 13A l
o due date
Job2 | 21C Ii 22A 23B ]
due date
Job 3 31B 32C 7 33A l
‘ due date
Job 4 41A 42C [43B ” R
Res A 41A 22A 33A 13A
0 time line
ResB| 3IB 11B 23B 43B
¢ time line
Res C DIC | 32C 12C 42(:1
0 time line
(b

Figure 1.4: T'wo Schedules for Weighted Tardiness
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Jobl | pB | 12c 13A
¢
Job2 [o1c| | 22A 23B J_ N
Job 3 |  31B , 32C 33A
Tobd ¢ 41A |_42C 1438
Res A| 417 I 22A 13A { 33A
0 time line
ResB| 11B ! 31B 23B [43B
0 time ling
Res C | 21C | 12C | 42C 32C _
¢ time line

Figure 1.5: An Optimal Schedule for Makespan

sures relating to the individual job, while utilization-based objectives are performance
measures relating to the shop. Most scheduling techniques are specialized to one of

the three performance measures.

1.2.3 Complexity of Job Shop Scheduling

In general, scheduling problems are NP-hard [Garey & Johnson 1979], e.g., they
require time exponential in the input length. Consequently, the time required to solve
problem instances of reasonable size can be astronomical. For example, consider an
exponential relation of time 2" to problem size in the number of operations n, and
a time unit of one microsecond. The worst case time required to solve the problem
grows rapidly from .001 second for instances of size 10, to 18 minutes for size 30, and
to 35.7 years for size 50. This exponential explosion cannot be alleviated by realistic
increases in the speed of computation. To double the size of problem that can be
solved within 18 minutes would require a 10°-fold increase in speed. A practical job
shop scheduling problemn typically involves hundreds of operations. Therefore, almost
all realistic scheduling techniques resort to heuristic search that does not guarantee

completeness.
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In job shop scheduling with objective functions where job due dates are relaxed”,
the problem is of combinatorial explosion because of the enormously large set of
possible schedules. In general, job shop optimization for even small problem size
(e.g., say 30 operations) is intractable and cannot be guaranteed [Fox & Sadeh 19901,
Hence the problem solving goal is to find high quality schedules with reasonable

computational cost, e.g., satisficing rather than optimizing.

1.2.4 Job Shop Scheduling as Constraint Satisfaction and

Optimization Problems

Job shop scheduling can be conveniently formulated as constraint satisfaction and
optimization problems (CSPs/COPs) [Mackworth 1987). A CSP is defined by a
set of variables X = {#;,%2, - .2}, each having a corresponding demain V =
{v1.v2, -, vm}, and a set of constraints C' = {e1,€2,"-+,¢.}. A constraint ¢ is a
subsct of the Cartesian product v, % - -+ X v,, which specifies which values of the vari-
ables are compatible with each other. A solution to a CSP is an assignment of values
(an instantiation) for all variables, such that all constraints are satisfied. Numerical
CSPs {NCSPs) [Lhomme 1993] are a subset of CSPs, in which constraints are repre-
sented by numerical relations between quantitative variables usually with fairly large
domains of possible values. CSPs can also be formulated as Constraint Optimization
Problems (COPs), where a subset of constraints are relaxed to seek optimization of
a given objective function.

Job shop scheduling is an NCSP, in which each operation is viewed as a quanti-
tative variable with a velue corresponding to the start time of the operation, and all
constraints expressed as numerical relations between variables. The dominant con-
straints in job shop scheduling are temporal operation precedence and resource capucity
constraints., The temporal precedence constraints along with a job’s release date, due
date, and operations’ processing times restrict the set of acceptable start times for

each operation. The capacity constraints restrict the number of operations that can

4Job due dates are not considercd as hard constraints, but as reference points for the objective
[unction, e.g., tardiness,
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use a resource at any particular point in time and create conflicls among operations
that are competing for the use of the same resource at overlapping time infcrvals.
A solution of the problem is a schedule that assigns start limes to each operation,
and that satisfies all eperation precedence, release and due dafe, and resounrce capacily
constraints.

(Given an objective function, job shop scheduling can also be formulated as NCOPs
where due date constraints are relaxed. For example, with a makespan objective,
there are no due date constraints. The goal is to minimize the length of the schedule.
With a weighted tardiness objective, due date constraints are relaxed and are used

as reference points for calculating tardiness.

1.2.5 A Model of Distributed Job Shop Scheduling

Job shop scheduling problems involve job and resource constraints. Intuitively, it is
convenient to assign separate agents that would be in charge of these two aspects of
constraints. We propose a model of distributed job shop scheduling in which each joh
is assigned to a job egent and each resource to a resource agent. Therefore, the number
of agents involved in solving a job shop problem is equal to the sum of the number
of jobs and the number of resources in the problem. Job agenis are concerned with
constrainis of a job’s aspect, e.g., job release date and operation precedence relations.
Resource agents take care of constraints of resource’s aspect, e.g., resource capacity.
These agents engage in a coordinated decision making process to solve a scheduling
problem. This decomposition is both heuristic and structural, based on constraint
type and constraint connectivity, as described in section 2.1.

This mode! seems to be appropriate for the following reasons.

1. Each agent corresponds to a real entity. This provides closer management of an
entity in its situated environment, and therefore, facilitates potential real time
responsiveness. Lor example, a resource agent can monitor iis local condition
(e.g., machine breakdown, processing time variation) and update its processing
decisions accordingly. A job agent can respond to due date changes and make

necessary revisions on operation processing.
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2. Each agent can make decisions based on its own stralegies and its local situa-
tion. This provides modularity for constructing the system. For example, we
may want a resource agent to manage the resource differently depending on
its contention level. Similarly, we may want a job agent to act with different

strategies according to the job’s importance.

3. This model provides an appropriate level of granularity to disentangle the prob-
lemn constraints and analyze how they interact with each other. By examining
how a job interacts with a resource and scrutinizing how resources interacl with
each other through jobs, and vice versa, we hope to obtain information that can
facilitate our understanding of the interaction structure of a job shop and ihe
design of communicated messages and coordination strategies that enable more

effective problem solving.

1.2.6 Characterizing the Problem

The diversity of real world problems has led to the development of various coordi-
nation approaches. We view problem characterization as essential to DPS research
because it not only ensures a fundamental understanding of what is required to solve
the problem in a distributive manner, but also provides a context for the coordina-
tion approaches to be comprehensible. In the common settings of DPS research where
each agent is assigned a subproblem, the goal of the agents is to solve their individual
subproblems in a coherent way such that their solutions can be combined to form a
feasible global solution. Therefore, the most relevant characteristic of the problem is
how the subproblems interact with each other. Given a DPS setting of a problem {a
given decomposition ), we characterize the potential interaction in the problem solving

process, followed by an example problem to illustrate these interaction characteristics.

Depth is the level of interaction that is required for the agenis to selve the prob-
lern. We distinguish between two levels of interdependence among subproblems
- solution feasibility and solution quality. Depending on problem specification,

some problems have interdependence only on solution quality level, while some
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problems have both levels of interdependence. Problems with both levels of in-
terdependence usually demand stronger coordination that controls more aspects

of agents® actions in order to ensure feasible solutions.

Magnitude is the size of the portion of an agent’s subproblem that is interdepen-
dent with other agents’ subproblems. For problems with low interaction mag-
nitude, agents’ have only a small portion of their subproblems that are related
to others’. For problems with high interaction magnitude, most parts of agents’

subproblems have direct constraints to others’.

Granularity is the fineness/coarseness of interaction regarding agents’ problem solv-

ing decisions.

Sociability is the potential eflects on agents’ problem solving activities. Construc-
tive interaction benefits agents’ local problem solving, while interfering inler-
action presents potential negative interference between agents’ problem solving

activities.

We give an example problem to illustrate these interaction characteristics, Sup-
pose in a simulation environment two robots are given a task to find two bombs in a
huilding. The bombs are known to be located on the same floor. Depending on how
the problem is specified, the interaction characteristics between the two robots can
be very different. If the goal is to find the bombs as soon as possible, each robot can,
in the worse case, go through the whole building. In other words, any path planning
of the robots is a solution. Therefore, interaction between the robots’ path planning
only involves solution quality level. If the bombs must also be found before a deadline
and each robot can only go through two-thirds of the building before the deadline,
then only a subset of the robots’ path planning is a feasibility solution. Thercfore, the
problem becormnes more difficult because the solution feasibility level is also involved.
If the robots plan their paths pretty much independently, exchange information on
which floor and what areas they have searched, and notify the other when a bomb
1s found, then their interaction is of low magnitude, is coarse grained, and is con-

structive. If for some reasons the robots are constrained to stay close to each other
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within some distance, then the robots must coordinate their path planning all the
way throughout the search. Their inleraction is of high magnitude, is {ine grained,
and 1s interflering,.

In job shop scheduling, we view a consiraint between two operations as an in-
teraction link between them. The set of operations and constraints form a web of
interaction links in which each operation is linked to operations of the same job and
operations using the same resource. For example, using the problem illustrated in

Figurel.3, Figure 1.6 shows the interaction links that are connected to the operation

np-rfz .
Job2 | 21C 22A 23B
Res A ’ 41A 22A 13A 33A
o |

Figure 1.6: Interaction Links of an Operation

We characterize the interaction structure of job shop scheduling to facilitate elu-
cidating the coordination issues involved. Given a schedule as shown in Figure 1.7,
suppose J; would like opril to be processed earlier for some reason (e.g., meeting its
due date). This may be followed by a scenario in which many other agents have to
respond to the ensuing changes (occurred interactions are indicated by arrows in I'ig-
ure 1.7). For example, R4 interchanges opri, and epriy such that opri is processed
right after oprS,, and oprf; is moved forward (toward the end of time line) a distance
to adjust for opr{,. Subsequently, ./, moves opr®, forward accordingly to respond to
opry,’s new location. Then Rp chooses to move oprZ, in front of opr to resolve
their overlapping, followed by J; moving opr, backward. The interactions continue
as Rc moves opr§, backward, J3 moves oprd backward, Rp interchanges oprZ and
opryy. As a result, J; has to move opr{, and oprf, forward, which is the opposite of
its original intention.

This scenarto illustrates the complexity of interaction in distributed job shop

scheduling and reveals several characteristics of the interaction structure,
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Tobl | 11B 12C 13A .
. 1
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Figure 1.7: A Scenario of Complicated Interactions

1. The interaction links are intensively connected. Any initiation of an interaction

may have rippling effects.
2. There are multiple strings of interaction links connected to each object.
3. The interaction links form loops, which may cause cyclic traversal ol actions.

4. One end of the interaction link is connected to a rigid boundary (job’s releasc
dates), while the other end (the last operations of each job) is loose (toward the

end of time).

Most of these characteristics come directly from the web structure of the job shop
constraints. Although a loose end of the constraint web allows minimizing inter-
actlons by pushing operations toward it, this contradicts our goal of optimizing an
objective criterion that favors schedules that are compact toward the rigid end. The
problemn constraints are so tightly connected that agents may constantly find conflicts
that involve multiple agents. It is almost impossible for an agent to evaluate a de-
cision, because results of the decision {changes of objective cost) cannot be obtained
without triggering a series of decisions of other agents. This constant need of conllict
resolution among multiple agents may lead to an intractable interaction process. Fur-

thermore, a cyclic process that involves a subset of agents may occur in which agents
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resolve recurring conflicts back and f{orth. These characteristics impose tremendous
restrictions to the design of coordination that needs to achieve our goal of problem
solving efficacy.

Most DPS research has focused on loosely coupled problems [Lesser & Corkill 1987]
where agent interaction only involves solution quality level, is of low magnitude, is
coarse grained, and is constructive. For example, in the sensor interpretation domain
[Durfee & Lesser 1991] [Durfee 1988] [Mason 1996], solution feasibility is never an
isste because any interpretation of the data by an ageni is a part of a (leasible)
global solution. During problem solving, agents exchange information (partial results)
in order to improve the validity (quality) of their solutions. In contrast, with the
complex constraint structure, the job shop scheduling problem is tightly coupled by
nature. Agents’ decisions have to be closely coordinated throughout the process of
generaling a schedule. Agent interaction involves both levels of solution feasibility
and quality, is of high magnitude, is fine grained, and is interfering. Without proper
coordination, agents might exhibit chaotic problem solving behavior where agents
constantly revise their decisions in response to conflicts and are never able to find a
feasible solution.

To ensure coherent problem solving behavior, agent coordination for tightly con-
pled problems are bound to involve all aspects of decision making, e.g., when does
an agent make a decision, what decision {which variable and what value) does an
agent make, what information helps an agent make a better decision, when and how
does an agent revise its decisions, etc. We view coordination mechanisms as sets of
rules, conventions, and operation procedures adhered to by all agents that facilitate
system operation toward performance goals, e.g., solution optimality, computalional

efficiency, etc.

1.3 Research Implications

Traditionally, scheduling has been addressed through centralized algorithms due to

the complicated interaction among the objects being scheduled. Despite the po-
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tentially arduous coordination involved, distributed scheduling is of greal research
interest in view of its practical need in environments where authority and control
distribution are desirable, In addition, the study of distributed scheduling is of great

values Lo DPS research.

DP5 is a relatively young and growing field of research, where many issues are open
to study and many application domains remain to be established. Over the years,
ptoneering DDPS researchers have provided characterization of current DPS research.

Lesser and Corkill stated

Distributed problem solving ... emphasizes on representing problem solv-
ing in terms of asynchronous, loosely coupled process networks that oper-

ate 1n parallel with limited interprocess communication [Lesser & Corkill

1987].
Durfec et af, stated

A problem well-suited to a cooperative distributed problem solving ap-
proach consists of a set of interdependent subproblems that arise becausc
of spatial, temporal, and functional distribution of data, knowledge, and

processing capabilities [Durfee, Lesser & Corkill 1889].
Gasser stated that for distributed problem solving

Concurrency is motivated less by efficiency requirements or performance
umprovements and more by goals like finding an appropriate fit to the
problem, handling uncertainty by triangulation, and modelling natural

systems [Gasser 1989].

In other words, DPS research has iraditionally focused on loosely coupled problems
and is motivated by actual necessity of solving problems of geographical distribution.
Most DPS research achieves problem solving by using sophisticated agents [Huhns
1987] [GGasser & Huhns 1989]. These agents are sophisticated in the sense that they
have a symbaolic and explicit representation of their environment and can reason about

possible actions to achieve explicit goals.
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Ou the other hand, DPS approaches based on sumple reactive agents have received
growing interest [Agre & Chapman 1987] [Steels 1989) [Demazeau & Muller 1990].
These reactive agenls are simple in the sense that they do not have representations of
their environment and they act by stirnulus and response. They are embedded in the
environment and follow simple patterns of behavior that can be easily programmed.

With regard to their problem solving behavior, Ferber and Drogoul stated

Problem solving is seen as the production of stable or stationary states
in a dynamic system, where evolution is due to the behavior of simple
agents. The effect of intelligence (the solution of a problem) is seen as
emerging process of interacting and communicating simple agents. By
“simple” we mean agents that do not have goals or plans, but jusi behave
according to their specific program, ..., which is just a simple “tropism”,
i.e., a behavior made of reactions to the environment [Ferber & Drogoul

1992].

Most of this research draws on a social insect metaphor, where sophisticated group

behavior emerges from simple individuals. Wheeler stated

... the very elaborate social behavior of the insects, in that it is almost ex-
clusively determined by the reflexes, tropisms, and the so-called instincts
and not by intelligence, assumes great theoretical significance [Wheeler

1928].
Ostler and Wilson stated

What makes an ant colony distinct from a cluster of butterflies, a swarm of
midges, or for that matter a flock of birds, is its internal organization - the
differentiation of its members into castes, the division of labor based on
caste, and the coordination and integration of the activities that generate
an overall pattern of behavior beyond the reach of a simple aggregation

of individuals [Oster & Wilson 1978].
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The important point is that the colony as a whole is behaviorally equiv-
alent to a totipotent solitary individual but possesses a much higher er-

gonomic efficiency [Oster & Wilson 1978].

Indeed, social insects have been sources of inspiration for DPS approaches bascd on
reactive agents, where characteristics such as functional decomposition, task division,
and effective coordination based on simple flows of information {Holldobler & Wilson
19490], are utilized in system design.

We argue that the study of distributed scheduling can contribute to DPS research

and reactive agents in several ways.

1. Distributed scheduling extends DPS research to examine potential approaches
of solving tightly coupled problems. Manufacturing scheduling is a tightly cou-
pled problem. Distribution of scheduling activity results in intensive interactions
among decision-making entities. The study of distributed scheduling will pro-
duce valuable results to issues of solving distributed tightly coupled problems

and provide useful insights to other application doemains.

b

Distributed scheduling compels DPS research to tackle issues of performance
improvements. As we have discussed earlier, our goal is the problem solving
efficacy, both in terms of problem solving efficiency and solution quality, of the
DPS approaches to scheduling. Therefore, the sindy of distributed scheduling

will demonstrate and extend the capabilities of DPS techniques.

3. Distributed scheduling examines the performance potential of DPS techniques
and reactive agents in a well studied application domain. Up to now, most DPS
researches have not compared their performances with centralized approaches
in terms of problem solving eflicacy. Although it is generally agreed that DPS
can result in suboptimality because of decision making based on limited local
views, serious examination of the suboptimality issue has not been made. In
this thesis, we will cornpare DPS scheduling performance to that of centralized

established methods in the well studied domain of manufacturing scheduling.
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This will stimulate a closer evaluation of the suboptimality issue and more 1m-
portantly, an endeavor to reduce the suboptimality of DPS techniques through

the development of good agent coordination strategies.

We adopted a DPS model in a job shop, where each job is assigned to a job agent
and cach resource to a resource agent. This decomposition is derived from a con-
straint partition of a job shop based on constraint type and constraint connectivity
(see Section 2.1). The implications of this DPS model are separation of problem
aspecis {e.g., job versus resource} and control distribution (e.g., each entily is repre-
sented by an agent). Based on this DPS model of job shop scheduling, we developed
two coordination schemes for simple reactive agents. Although these two coordina-
tion scheimes have different emphases, they are all designed to regulate most aspects
of agents’ decision making, e.g., when does an agent make a decision with regard
to variable instantiation, which variable should an agent consider, what values are
appropriate for the considered variable, what information helps an agent make better
decisions, when and how does an agent revise its decisions, etc.

In the simple reactive agents approach to distributed job shop scheduling, we view
a coordination scheme as a set of rules and procedures of variable instantiation and
information exchange adhered by all agents that facilitate systemn operation toward
performance goals, e.g., solution quality, computational efficiency. The two coordi-
nation schemes act as mechanisms to contain the scope of agents’ interaction and to
guide group decisions toward favorable outcome. This coordination approach imposes
strong restriction on what can be done and when it can be done during agents’ prob-
lem solving activities in order to guarantee system performance. We implemented the
two coordination schemes in two multiagent scheduling systems, CORA and COF-
CAST. Experimental studies on benchmark problems demonsirate that CORA and
COFCAST provide competitive performance comparing to other centralized schedul-
ing techniques. We used benchmarks proposed in the literature as our primary test
problems in order to objectively evaluate CORA and COVCAST based on published
results of other sophisticated scheduling techniques without potentiéi bias and inac-

curacy of second-hand implementation.
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1.4 Related Work

We review related work in DPS research, distributed constraint satisfaction, and
distributed manufacturing scheduling. The scope of DPS related work is restricted

to approaches based on simple agents.

1.4.1 DPS Approaches Based on Simple Agents

As opposed to using sophisticated agents in problem solving [Huhns 1987] [Gasser &
Huhns 1989], DPS approaches based on simple reactive agents have received growing
interest. Various approaches have been proposed for problems ranging from planning
Lo optimization. We review some of the representative work as follows.

[Colorni, Dorigo & Mantezzo 1992] presented a distributed optimization scheme
for the Travelling Salesman Problem (TSP) based on the analogue of ant colonies.
The mechanism that enables blind ants to establish shortest route paths between
their colony and feeding sources were employed. A moving ant lays some substance
in varying quantity on the ground. An isolated ant moves essentially at random but
may follow a trail when it detects the substance. The probability that an ant moves
along a trail increases with the amount of substance on the trail. The scheme required
a considerable number of ants and a large number of trials to find the best solution.
[Colorni et al. 1992] obtained respectable results on mid-sized TSPs (up to 75 cities),
but with long computational time.

[Ghedira & Verfaillie 1992] constructed a model of simple reactive agents for re-
source allocation problems without precedence constraints on tasks. The model in-
volves task and resource agents in interactions, each of them seeking its maximal sat-
isfaction in terms of getting resource allocation and maximizing resource utilization,
respectively. Each unsatisfied task agent chooses one of the possible resource agents
and requests to be allocated. Behavior of a resource agent is based on a simulated
annealing algorithm, where tolerance to local deterioration of satisfaction progres-
sively decreases. Experiments were conducted on randomly generated problems. No

comparison to other established approaches was offered.
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[l'erber & Drogoul 1992] developed the Eco-Probiem-Solving (EPS) model, in
which problems are decomposed and solved by inleractions of sitnple behavior based
eco-agents. Eco-agents behave according to their specific programs of simple “tropism”,
i.e., a behavior made of reactions to the environment, and are continuously questing
for a satisfaction state. Interactions between agents are characterized by aggression
and concession. Problem solving is seen as the production of stable states in a dy-
namic system, where evolution is due to the behavior of simple agents. Application

ol EPS to classical planning problems in the blocks world was demonstrated.

IDrogoul & Dubreuil 1993] applied the EPS model to the N-puzzle problem, which
involves rearranging N square tiles from some random initial configuration into a
particular goal configuration on a square board containing the tiles and a blank
position. LFach tile is modelled as an eco-agent and has a goal to reach its destined
position. Behaviors of eco-agents are characterized by “the will to be satisfied” and
“the obligation to flee”. Satisfaction of tiles is prioritized by heuristics (first solving
the row or column furthest to the final position of the blank). Additional heuristics
{Manhattan distances) are also used in eco-agent’s decision-making in direction of
movement. Their experimentation showed thal the system can solve very large puzzles
{up to 899-puzzle) in reasonable time, while the best record of RTA* and ILRTA*
[Korf 1990] is 24-puzzle. However, the system did not obtain optimal solutions [the
solution lengths of small puzzles are approximately twice the optimal solution lengths

computed by A¥*}.

Apart from these systems of reactive agents, there has been an organizational
model of Asynchroncus Team (A-Team) proposed in [Talukdar 1992). An A-Team
consists of autonomous agents, each of which can choose what to do and when to
comnmunicate with its teammaltes, if ever. Agents in A-Team are divided into four
categories: construclion agents, modification agents, deconsiruction agents, and de-
struction agents. These agents are oriented towards solution variation and work on
populations of solutions. The populations of data-objects produced by the agents are
controlled by “herding” or “consensus-seeking” strategies where the population are

kept from explosion by the destruction agents or by mode changes of most agents.
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‘The A-Teamn has been successfully applied to solving large travelling salesman prob-
lems [Talukdar & de Souza 1992], configuring task-specific robots [Murthy 1992], and
diagnosing power systems [Chen & Talukdar 1993].

1.4.2 Distributed Constraint Satisfaction

Recent work in constraint satisfaction has considered the distributed constraint satis-
faction problems (DCSPs) in which variables of a CSP are distributed among agents.
Fach agent has a subset of the variables and tries to instantiate their values. Con-
straints may exist between variables of different agents and the inslantiations of the
variables must satisfy these interagent constraints. The final solution is generated by
merging partial instantiations that satisfy the problem constraints.

[Yokoo, Durfee, [shida & Kuwabara 1992] developed an asynchronous backtracking
algorithm for CSPs where agents can asynchronously instantiate their values. Inter-
agent constraints are the responsibility of a subset of agents who know the constraint
predicates. A total order relationship among agents is adopted to regulate changes
of variable instantiations. The algorithm is complete. Experiments were conducted
on the N-Queen problems.

[Collin, Dechter & Katz 1991] presented an almost-uniform (distinguishing one
node from the others) asynchronous network consistency protocol associated with a
constraint graph. For tree-like networks, the existence of an uniform asvnchronous
protocol that guarantees convergence was also demonstrated. The worse-case time
complexity of the distributed protocol is exponential in the depth of the depth-first
seatrch tree.

Various problems that involve multiple agents have also been considered as DCSPs.
For example, [Huhns & Bridgeland 1991] presented an approach to distributed truth
maintenance that guarantees consistency across knowledge bases of multiple agents.
The approach is based on a justification-based truth maintenance system, in which
every datum has a set of justifications and an associated status of IN (believed) or
OUT (disbelieved). The distributed truth maintenance algorithm is used to restore

consistency when a consistent state is disrupied by altering the justification for a
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datuin. The problem is considered as a DCSP because of the interdependence of the
status of data.

[Conry, Kuwabara, Lesser & Meyer 1991] developed a multistage negotiation pro-
tocol that deals with goal satisfaction of multiple agents, with each goal requiring
a coordinated set of actions distributed over the network. The protocol consists of
three phases - an asynchronous search phase, a coordinated search phase, and an
over-constrained resolution phase in which goals can be abandoned. An example
problem was presented in the context of transmission path restoral for a dedicated
circuit in a communication network. The problem is considered as a DCSP because
of the combination of local resource constraints and global interdependent constraints

from the requirement of coordinated actions among nodes,

1.4.3 Distributed Manufacturing Scheduling

Manufacturing environments have long been considered as requiring distributed ap-
proaches due to their complexity and the inherent distribution of activities. We review
some of the better known examples of distributed production control systems,

[Parunak 1987] presented a contract net [Davis & Smith 1983] approach to faclory
control. A prototype system, YAMS, was developed to apportion tasks by the bidding
and awarding mechanism. YAMS models a factory as a hierarchy of work cells. Each
work cell corresponds to a node in a contract net and is a negotiating entity that
can communicate both vertically and laterally. The system deals with real time task
allocation and control.

[Smith & Hynynen 1987] presented a system consisting of cooperative opportunis-
tic schedulers [Smith, Ow, Lepape, Mclaren & Muscettola 1986], decentralized ac-
cording to a hierarchical factory model and communicated via message passing. The
approach to scheduling decentralization was based on the multiple levels of descrip-
tion provided by a factory hierarchy. Three dimensions are considered for scheduling
distribution - portion of manufacturing process considered, level of precision ol the
maintained schedule, and time horizon. Vertical and lateral communication belween

nodes are considered as constraint posting and status updating. Overall, the work
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suggested a modelling framework for decentralized faclory scheduling,

[Burke & Prosser 1989] presented a distributed asynchronous scheduling system
(DAS) that has four components - (1) a structural representation of resources, oper-
ations, and plans, (2) an active representation of the schedule, (3) scheduling agents,
and (4) a mechanism for coordinating scheduling effort. A hierarchy of units in three
levels, corresponding to individual resources, groups of similar resources, and the
whole factory, is envisioned. Agents representing individual resources are responsible
for allocating start times to operations. The middie-level agents are responsible for
the delegation of work to and retraction of work from individual resources. The top
level agent performs the release of work into the factory and conflict resolution by
inter-agent backtracking and constraint relaxation. Scheduling effort is coordinated
implicitly by prioritizing of messages among agents.

(Hadavi, Shahraray & Voigt 1990] presented the Requirement Driven Scheduling
(ReDS) architecture that performs dynamic, real-time factory scheduling. The system
consists of four primary components - preprocessing, feasibility analysis (F'A), detailed
scheduling (DS), and sequencing. The preprocessor determines the time boundary of
a new order given all the needed resources. A qualitative analysis is performed in the
FA {o see if constraint relaxation, such as adding shifts and extending due dates, arc
nceded for the new order. With the input from FA, DS is respounsible for generating
a tentative schedule in the granularity of a day. Sequencing of orders within a day
is conducted by dispatching. The system also includes a simulation module that
allows “what-if” type questioning and verification of the generated schedule, and a
statistician module that collects data for adjustment of the system and management

decisions.

[Sycara, Roth, Sadeh & Fox 1991] presented an approach to distributed job shop
scheduling based on distributed constraint heuristic search. Jobs are partitioned and
delegated to agents in an ad hoc way. Each resource is monitored by some agent who
15 responsible to register and grant requests of resource reservation. Agents perform
asynchronous heuristic search on their subproblems based on a variable and value

ordering heuristic thal relies on probabilistic resource demand profiles. A distributed
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asynchronous backjumnping algorithm was developed to extend the distributed search.
A communication protocol via message passing that coordinates agents’ problem solv-
ing was also presented. Experiments were conducted to determinc the feasibility of

the approach and to test the parameters that influence system performance.
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Chapter 2

Coordinated Reactive Agents for
Distributed Job Shop Scheduling

Constraint Satisfaction

In this chapter, we present a distributed approach, called Constraint Partition and
Coordinated Reaction (CP&CR), to job shop scheduling constraint satisfaction based
on reactive agents and evaluate its performance in benchrrark problems. Section 2.1
formally defines a structural decomposition of constraint satisfaction problems based
on counstraint type and constraint connectivity, Section 2.2 describes a society of
reactive agents where each agent is assigned {o a constraint cluster and a sclution to a
CSP is the result of the collective behavior of the agents. The coordination sirategies
and coordination information for these reactive agents are specified in section 2.3.
The actual reaction heuristics that embody the coordination techniques are detailed
in section 2.4, In section 2.5, we illustrate the resultant scheduling systern, called
CORA (COordinated Reactive Agents), for solving job shop scheduling CSPs. Iinally,
section 2.6 reports the experimental study of evaluating CORA in several aspects,
such as utility of coordination information, problem solving efficacy, effects of initial
solution, and scaling up performance. In the last part of section 2.6, we also discuss

the advantages and limitations of CORA.
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2.1 Constraint Partition & Problem Decomposi-
tion

{lonstraints label relations between variables that specify how the values of variables
are restricled for compatibility. Recent constraint satisfaction literature has begun to
consider CSPs in distributed settings (Collin et al. 1991] [Yokoo et al. 1992]. However,
work on distributed CSPs has either assigned each variable to an agent or has assigned
each agent to variables grouped in ad hoc ways. Motivated by the belief that problem
decomposition for effective multiagent systems should be guided by problem struc-
ture, we formally define constraint characteristics (e.g., constraint type, constraint
connectivity) for NCSPs as the basis for our multiagent approach in constraint sat-
isfaction and constraint optimization. CP&CR assumes that an NCSP has at least
two types of constraints.

Definition 1: Constraint Type - We classify quantitative constraints by dif-
ferences in the numerical compatibility between two variables, {z;,z;). Four types
of quantitative constraints are identified by the differences of how the value of x; is

restricted when z; is instantiated to a value v;,

1. adherence type - A constraint is of adherence type if the inslantiation of a.
variable, z;, to the value v; resiricts the instantiation of another variable, z;, to

ant individual point in the domain. For example, ; + const = x;.

2. exclusion-around type - A constraint is of exclusion-around type if the instan-
tiation of a variable, z;, to the value v; restricts the instantiation of another
variable, z;, from a subscction within certain distances from v;. For example,

xi + const # xj, or (z; + const; < x;}V (2 2 x; + consty), const;, const; > 0.

3. exclusion-off type - A constraint is of exclusion-off type if the instantiation of
a variable, x;, to the value v; restricts the instantiation of another variable, z;,
from a connected subsection of the domain with a boundary set by w,. For

example, x; + const < z;.
s g = g
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4. inclusion-around type - A constraint is of inclusion-around fype if the instan-
tiation of a variable, #;, to the value v; resiricts the instantiation of another
variable, x;, within a connected subsection of the domain with boundaries set

by v;. For example, (z; — const; < z;} A (2; 2 z; — const;), const;. const; > 0.

Figure 2.1 illustrates the four types of numerical constraints between z; and z;.
A black dot represents a value, v;, that has been assigned to a variable, 2;. An empty
dot represents the only possible value for the other variable, x;. A shaded region
(either open or closed) represents an interval within which an instantiation of the

other variable, z;, will viclate the constraint.

— real line %—mal line

Adherence constraint Exclusion-around constraint
Xi+ const = Xj (Xi+const; S Xj)y (Xiz Xj + canstjj

real line T/ 1eal line

Inclusion-around constraint
{ Xi-const; < Xj)a (Xi2 Xj- const j)

Exclusion-off constraint
Xi+ const £ Xj

Figure 2.1: Constraint types classification

We illustrate how our definitions can describe the constraints of some well known
C5Ps. In the N-Queen problem, both vertical attack constraints (¢ # ¢;,7 # ) and
diagonal aitack constraints (g; # ¢; +{(7 —¢)Ag; # ¢, — (7 —¢)) are of exclusion-around
type. In the Zebra problem [Dechter 1986] [Smith 1992], association constraints (c.g.,
the Englishman lives in the red house, House{Englishman) = House(Red}) are of
adherence type, and single-occupancy constraints {e.g., each attribute, such as pet,
color, etc., must be assigned to each house, House(Red) # House(Blue) A House{Red)
# House{Green) A House(Blue) # House(Blue) A...) are of exclusion-around tvpe.

Definition 2: Constraint Connectivity - Two constraints are said lo be con-
nected iff the intersection of their variable sets »s() is not empty. This impliés that
they have constrained variables in common.

¢y and ¢, are connected = vs{c,) Nuvs(c,) # 0.
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Definition 3: Constraint Partition is a scheme to decompose an NCSP into
a sct of subproblems by constraint type and constraint connectivity (see Pigure 2.2j.
Two types of constraint grouping, constraint bunch, and constraint cluster, are iniro-
duced by the decomposillon scheme.
Constraint Bunch G m @ ;(\
X O - X20------0K4
pe( )

Constraint Network

Ciz2 €13

1.1
Constraint Clusters

6
Constraint Bunch &
X1 X3 X3 EQ X3 \
: pef ) Xﬁ | X4 |
Constraint Type 1----- X X5 6 — — j
?b
Constraint Type 2—— X7 X ;

Cos

Figure 2.2: Constraint partition

A constraint bunch, C, is a set of constraints of the same constraint type. An
operator, ph( ), is defined that partitions the constraint set € of an NUSP into a
set of constraint bunches, C;, according to constraimt type. The resuliing set of
constraint bunches can be denoted by €. An operator, denoied by type( ), identifies
the constraint type of a constraint bunch. A constraint bunch has the following
properties.

o« PNCY={C) =0
e { partition C
o type(Ci) # type(C;),1 # 5

A constraint cluster, C; ., 1s a set of constraints which are of the same constraint
iype and are connected 1o each other. An operator, pe( ), is defined that partitions a
set of constraint bunches info a set of constraint clusters, ', according to constraint
connectivity. A constraint cluster has the following properties.

o pe(C)y={C;im}=0C"
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o Constraint clusters of the same constraint type have no variables in common
o [f a constraint cluster contains more than one consiraint, cuch constraint is
connected to at least one other constraint in the constraint cluster

Constraint partition provides a structural decomposition of an NCSP inte a sei
of subproblems, each of which is concerned with the satisfaction of constraints in a
constraint cluster. A solution to a subproblem is an instantiation of the variables in
the constraint cluster such that none of the constraints in the subproblem is violated.
When all subproblems are solved, a solution of the NCSP is found. In our muliiagent
constraint satisfaction approach, we assign an agent to each subproblem (consiraint
cluster). Fach agent has full jurisdiction over variables in the variable set of the as-
signed constraint cluster. A variable constrained by more than one type of constraint
is under the jurisdiction of more than one agent. Agents responsible for the same
variable have the same authority on its value, i.e., they can independently change its
value. Thercfore, a given value of a given variable is part of a solution, if it is agreed
upon by all its responsible agents in the sense that no agent seeks to further change
it.

We apply constraint partition to decompose a job shop scheduling CSP. The pb{ )
operator partitions the constraint set into two constraint bunches: a constrainl bunch
of ezcfusion-off constraints to express temporal precedence constraints on operations
within each job!, and a constraint bunch of ezclusion-eround constraints to express
capacity constraints on resources. The pef ) operator further partitions the constraint
bunches into a set of constraint clusters corresponding to jobs or resources. Each job
15 a constraint cluster of exclusion-off constraints and is assigned to a job agent. Fach
job agent is responsible for enforcing temporal precedence constraints within the job.
Sirnilarly, each resource is a constraint cluster of exclusion-around constrainils and is
assigned to a resource agent. Fach resource agent is responsible for enforcing capacity
consiraints on the resource. Therefore, for a given scheduling problem decomposed

by a constraint partition, the number of subproblems (and the number of agents) is

'Release and due dates constraints arc considered as temporal precedence constraints between
operations and fixed time points and ase included in the exclusion-off constraint bunch.
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crual to the sum of the number of jobs plus the number of resources.
Decomposition of an NCSP by constraint partition results in three unique features
of CP&CR. First, each subproblem involves only one type of constramt among a
subset of variables and can be solved by a very simple agent. Second, since each
constraint cluster is assigned to an agent, there are no interagent constraints. This
means that no agent has to be designated to enforce the interagent constraints, There
is no authority relation among agents. Agents are in a flat structure. All agents have
equal right lo assign a value to a variable under its jurisdiction. Third, an agent’s
responsibility of a variable is overlapped with another agent. In job-shop scheduling,
an operation is governed both by a job agent and a resource agent. This means that
changes of operation start times by job agents may result in constraint violations for
resource agents and vice-versa. Therefore, coordination between agents is crucial for

prompt convergence on a final solution.

2.2 A Society of Reactive Agents

In the [ramework of CP&CR, problem solving of an NCSP is transformed into collec-
tive behaviors of reactive agents. Variables of an NCSP are regarded as objects that
constitute an agent environment. An instantiation of the variables characterizes a
particular state of the environment. Each agent examines and makes changes to only
its local environment (variables under its responstbility}, and seeks for satisfaction by
ensuring that no constraint in its assigned constraint cluster is viclated. When an
agent detects constraint violations, it reacts by changing the instantiated values of
some of the variables under its jurisdiction so that it becomes satisfied.

Agents arc equipped with only primitive behavior. When activated, each agent
reacts to the current state of the environment by going through an Examine-Resclve-
Encode cycle (sec Figure 2.3). It first examines its local view of the current environ-
ment, t.e. the values of the variables under its jurisdiction. If there are constraint
violatioms, it changes variable instantiations to resolve conflicts according to innate

heuristics and coordination information.
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Figure 2.3: Agent’s reactive behavior
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Agents coordinate by pessive communication. They do not communicate with
each other directly. Instead, each agent reads and writes coordination information
associated with each variable under its jurisdiction. Coordination information on a
variable represents an agent’s partial “view” on the current state of the environment
and 1s consulted when other agents are considering changing the current instantiation
of the variable to resolve their conflicts. Each time an agent is activated and has
ensured its satisfaction, it writes down its view on current instantiations on each

variable under its jurisdiction as coordination information.

Agents are classified according to perspective (e.g., constraint type). For ex-
ample, in job shop scheduling problems, one agent type is responsible for resolving
capacity constraints, whereas another agent type is responsible for resolving temporal
precedence constraints. A variable is under the jurisdiction of agents from different
perspectives, Agents of different types are activated in turn, while agents of the same
type can be activated simultanecusly. An iteration cyele is an inlerval in which all
agents are activated once. An initial instantiation of all variables is constructed by
a subset of agents. The agents, then, arrive ai a solution through collective and

slccessive modifications.

Figure 2.4 shows a society of reactive agents for a simple problem that involves only
four variables, vl, v2, v3, v4, whose instantiations are restricted by four constraints
of two different types. Variables are assigned to two subgroups of agents, in which
subgroup A is responsible for constraint type 2, and subgroup B is responsible for
constrami type 1. Within a subgroup, each agent is in charge of a subset of variables

that arc not connected to the other variables by the same type of constraiuts. For
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Agent| Bl
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Figure 2.4: Society of Reactive Agents

example, agent Al is assigned to variables vl and v4; agent A2 is assigned to variable
v2 and v3. Similarly, agent Bl is responsible for variable v1 and v2; agent B2 is
responsible for variable v3 and v4. Variables constitute the agents’ environments.
Agents “perceive” only their local envitonments in the sense that they examine and
make changes to only the variables under their jurisdiction. After initialization where
all variables are instantiated, agents of the same type (subgroup A or subgroup B)
can be activated simultaneously. An iteration cycle consists of activation of all agent
stibgroups (subgroup A and subgroup B). The process continues until all agents are

satisfied and do not change values of any variables.

2.3 Design of Coordination Mechanism

As we mentioned earlier, since agents have partially overlapped jurisdiction over vari-
ables, changes of variable instantiation by one type of agent may result in constraint
violations in the other type of agent. Figure 2.5 shows a particular state of the so-
lution evelution process in a simple job shop scheduling problem that includes only
three jobs on three resources. J; is a job agent and R; is a resource agent. Each
box is an operation , with the first nnmber representing the number of the job and

the second number representing its sequence within the job, i.e., opras is the third
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operation of Jy. An operation is under the jurisdiction of a job agent and a resource
agent. In the particular state, J i1s the only agent who is not satisfied, because the
precedence constraint between opri; and opriz is violated. In order to satisfy its
precedence constrainl and due date constraint, Jobl agent would need to change the
start time of opryy to an earlier time so that opry; would be finished before the start
time of opris. This change of starl time of opriy would cause a capacity constraint
violalion between opry; and epry; in fly agent. Suppose Ry agent decides to inter-
change (or swap) opry; and opria. This action would cause a precedence constraint

violation between opre; and opraz in J; agent.

Release date _ ‘ ‘ _ ~_Due date . ‘ _ . . _
Job 1 L [t Res. X:[310 [21] © ¢ | [(%F]
L 72 time line T
b2 | [3T] (@ (73] Res.Y| | (3T T W [ 13
! : : : : : timne line 3 : ; 1 : ! :
N NS S T S 8 TR R
b3 {31132 1] [(33] l Res.Zz! [1T] ¢ 337 [23)
: ‘ : : : : time line : : : : : : H
0 20 40 60 70 0 20 40 60

Figure 2.5: A State of the Evolution Process

As the group of agents are reacting to local constraint violations, violations of
diflerent types of constraints occur alternately due to the agents’ local modifications
of variable instantiations. In order to facilitate group convergence toward an instan-
tialion of variables accepted by all, we need to develop a coordination mechanism
that regulates cach agent behavior by specifying the agent’s role, the communicated

information, and the agent reaction heuristics.

2.3.1 Coordination Strategy

We develop coordination strategies that promote rapid convergence by considering

the following principles of interaction control.

1. Least disturbance - Each agent’s action of changing the start time of an operation

potentially disturbs others’ satisfaction status. To minimize reciprocal harmful

J. Liu



Coordinated Reactive Agents for Distributed Job Shop Scheduling
44 Caonstraint Satisfaction

interaction, agents’ actions should take into account the constraints of others

regarding current variable instantiation.

2. Islands of reliability - A solution to the most constrained subproblem 1s more
likely 1o be part of a global solution than that of less constrained subproblems?
and, therefore, can serve as an anchor of interaction. This intuition also incorpo-
rates domain knowledge of job shop scheduling, where the processing sequence
on the bottleneck resource has the most impact on the qualily of the schedule.
This policy suggests that group convergence should be reached by a process
of evolving coherent group decision-making based on islands of refiability, and
modifying isfands of reliabifity only when group convergence is heuristically

determined as infeasible under current assumptions.

3. Loop prevention - Looping behaviors, such as oscillatory value changes by a sub-

set of agents, should be prevented. This is common for all distributed systerns.

We now give a conceptual overview of how these principles guide coordination of

the reactive agents.

Least disturbance

Least disturbance corresponds to an attempt to minimize ripple effects of the agents’
actions. To reach group convergence, the number of unsatisfied agents within an
iteration cycle should be gradually reduced te zero. While an agent always becomes
satisfied in an iteration cycle, since it instantiates its variables to satisfy only its own
constraints, its actions may cause constraint violations to other agents. Therefore,
an agent should resolve conflicts in a way that minimizes its disturbance of other

agents. Least disturbance is incorporated in an agent’s heuristics of conflict resolution
P g

*In traditional constraint satisfaction literatures[Nadel 1989], there was a notion of the most
constrained variable which has the fewest possible values. The intuition was instantiating the most
constrained variable seemed to be more critical than instaniiating other less constrained variables,
and the instantiation would be morc likely to be correct than the instantiation of variables with
large domains of possible values. We extend this intuition to CPLCR in which a subsel of variables
instantiated from a local perspective that are most constrained seems to be more reliable.
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{sce section 2.4). The least disturbance principle is operationalized during conflict
resolution in two ways. First, an agent changes the instantiated values of as few
variables as possible. Second, for a given selected variable, an agent changes the

instantiated value such that it deviates from the previous value the least possible.

Islands of reliability

An sland of reliability is a subset of variables whose consistent instantiated values are
more likely than others to be part of the solution, In particular, islands of reliability
should correspond to the most critical constraint clusters, i.e., clusters whose variables
have the least flexibility in satisfying their constraints. Islands of reliability provide
anchoring for reaching group convergence in terms of propagating more promising
partial solutions and are changed less often.” A variable that is a member of an is-
land of reliability is called a seed veriable. A variable that is not a sced variable is a
requinr variable. Division of secd and regular variables reflects the inherent structure
of the problem. The division is static and is complemented by the dynamic interaction
among different kinds of agents as described below. In job shop scheduling, a bottle-
neck resource is the most contended resource among the resources, and corresponds
to the most critical constraint cluster. The set of operations contending for the use
of a bottleneck resource constitutes an island of reliability. Therefore, a bottleneck
operation 1s a seed vartable; a nonbottleneck operation is a regular variable.

Each agent assumes a role depending on the types of variables it controls. Dom-
inant agents are responsible only for seed variables and, therefore, are in charge of
making decisions within islands of reliability. Infermediate agents control variable
scts including both seed variables and regular variables. Submissive agents are re-
sponsible for only regular variables. In job shop scheduling, a bottlencck resource

agent assumes the role of a dominant agent, a regular resource agent is a submissive

¥Blackboard systemns (e.g., Hearsay-1I speech-understanding system [Erman, Hayes-Roth, Lesser
& Reddy 1980]) have used the notion of solution islands to conduct an incremental and opportunistic
problem solving process. Parlial solution islands emerge and grow into larger islands, whick it is
hoped will culminate in a hypothesis spanning the entire solution structure. In CP&CR, islands of
reltalulity refer Lo partial solutions from some local perspectives and are used as anchors of interaction
during the iterative solution repairing process from different local perspectives.
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agent, and a job agent is an intermediate agent. We assune that each job has at least
one operation contending for the bottleneck resources. This assumption is necessary
for the CP&CR approach, so that the decisions by the dominant agent can propagate
to all parts of the solution through intermediate agents.

Intermediate agents interact with submissive agents in a group effort to evolve an
instantiation of regular vasiables compatible with the decisions of dominant agents
regarding seed variables. A counter associaled with each regular vartable records the
number of times that a submissive agent has changed the value of the regular variable
and, thus, provides an estimate of the search efforts of intermediate and submissive
agents to comply with islands of reliability. Intermediate agents monitor the value of
the counter associated with the regular variables under their jurisdiction. When the
counter of a conflicting regular variable exceeds a threshold, the intermediate agent,
instead of changing the conflicting regular variable again, changes the value of its
seed variables®. In response to value changes in seed variables that result in conflicts,
the dominant agent modifies its decisions on islands of reliability®. All counters are
reset to zero and, therefore, intermediate and submissive agents resume Lhe efforts to

evolve a compatible instantiation of regular variables.

Loop prevention

Under the principles of least disturbance and islands of reliability, the system exhibits
only two types of cyclic behavior. First, a subset of intermediate and submissive
agents may be involved in cyclic value changes in order to find an instantiation com-
patible with dominant agents’ decisions. Secondly, a dominant agent may be changing
the value of its seed variables in a cyclic way.

The first type of looping behavior is interrupted by intermediate agents when the
counter of a conflicting regular variable exceeds a threshold. To prevent the secand
tyvpe of looping behavior, a dominant agenl keeps a history of its value changes so

that it does not repeat the same configuration of variable instantiations.

“Details of job agents’ reaction heuristics are described in section 2.4
“Details of bottleneck resource agents’ reaction heuristics are described in section 2.4
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2.3.2 Coordination Information

In order to coordinate their actions, agents need to exchange information. We devel-
oped a set of useful coordination information for reactive agents in job shop schedul-
ing. Coordination information written by a job agenl on an operation is referenced

by a resource agent, and vice-versa, as shown in Figure 2.6.

E Job Agent | Resource Agent
(7] £
write wrlife
I f
Boundary Bottleneck Tag -
Temporal Slack Rescurce Slack ‘
Weight Change Frequency

|

Figure 2.6: Coordination Information
Job agents provide the following coordination information for resource agents.

L. Boundury of an operation is the interval between the earliest start time and
latest finish time of the operation (see Figure 2.7). It represents the overall
temporal flexibility of an operation within the time window of a job’s relcase

date and due date and is calculated only once during initial activation of job

agents.
Releage date Due dhte
Boundary of apr-i2
Job ¢ T 2] i3 [d] i3
time line
Boundary of opr-i/
earliest start time latest finish time
of opr-il of opr-il

Iigure 2.7: Coordination information: Boundary
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2. femporal Slack of an operation is an interval between the current [inish time
of the previous operation and current start time of the next operalion (see
I'igure 2.8). It indicates the temporal range within which the start time of
an operation may be assigned to without causing precedence constraint viola-
tions. (This is not guaranteed since temporal slacks of adjacent operations are
overlapping with each other.}
Releask date Temporal Slack of opr-i2 Due drte
fob i7 [2 i3 4] [ 55 ] |
l time line
current finish time current start time
of opr-if of opr-i3

Figure 2.8: Coordination information: Temporal Slack

3. Weight of an operation is the weighted sum of rclative temporal slack with

respect to operation boundary and relative temporal slack with respect to the
interval bound by the closest bottleneck operation. Denote the boundary of an

et?.). Denote the temporal slack of opr;; as (st! ets).

operation opr;; by [stb. i

¥ (8855,
Denote the interval of opr;; restricted by the closest hottleneck operation as
(stf}. et??). If there is no bottleneck operation before opri;, then st = st*. If
there is a bottleneck operation opry, before opryj, k < 7, then st!f = ety +
i;i Pin, where et;i is the current end time of oprjz. If there is no bottlencck
operation after opry;, then et?? = et!.. If there is a bottleneck operation opry
after apry,, & > 4, then et?f = sl — Zi;;H Pin, where st;; 1s the current start
time of opry. The weight of an operation is defined as
(et} — stl) — (elld — st¥) — py [et — stt?)
[y SRR P gy

Cij = ky %

where p;; is the processing time of the operation opr;;, and %k, and k; are ad-

justing parameters. We arbitrarily set &; to 10 and k; to 5.

The weight of an operation is a measure of the likelihood of the operation
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“bumping” into an adjacent operation and an adjacent bottleneck operation, if
its start time is changed. Therefore, a high weight of an operation represents a
Jjob agent’s preference for not changing the current start time of the operaiion.
In Figure 2.9, both opr;a and opr;s are bottleneck operations. Oprjy of J; will
have a higher weight than that of opry; of J;. If both operations use the same
resource and are involved in a resource capacity conflict, the resource agent. will

change the start time of epry; rather than the start time of opr;;.

Release date Jobi Due date
temporal slack of opr-i?

bottleneck operation

(o] 2] [ 78 ] [e [ 5]

time line
boundary of opr-if
restricted interval of opr-it
bound by closest bottleneck operation
Release date Job j Due date
hottleneck operation
T 2] ] H 5]
time line

Figure 2.9: Coordination information: Weight
Resource agents provide the following coordination information for job agents.

1. Bottleneck Tagis a tag that marks that this operation uses a bottleneck resource.

It indicates the seed variable status of the operation.

2. Resource Slack of an operation is an interval between the current finish time
of the previous operation and the current start time of the next operation in
the resource’s processing sequence {see Figure 2.10). It indicates the range of
time interval in which the start time of the operation may be changed withoul
causing capacity constraint violations. (There is no guarantee, since resource

slacks of adjacent operations are overlapping with each other.)
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Resource X [ ] (1 [T 1T 1 ]

time line

resource slack of opr-if

Figure 2.10: Coordination information: Resource Slack

3. Change Frequency of an operation is a counter of how many times the start time
of this regular operation sct by a job agent has been changed by a submissive
resource agent. Whenever a submissive resource agent changes the start time of
an operation, it increases the change frequency of the operation by one. Coucep-
tually, change frequency measures the search effort of job and regular resource
agents between each modification on start times of bottleneck operations. In
addition, when a regular resource agent detects a highly contended resource
interval, change frequency can be used by the submissive resource agent to
propagate its decisions on the dyvnamically arised bottleneck resource intervals
by setting the counter to a number larger than a threshold. We heuristically
set the threshold of change frequency to 3. When a job agent encounters a
conflicting operation with change frequency larger than 3, it resolves conflict by
changing the start time of the bottleneck operation, and therefore, signals to the
bottleneck resource .agent that a new configuration of the anchor subsolution is

required.

Coordination information among agents is associated with each variable by its
responsible agents. When an agent is resolving constraint violations on a variable
under its responsibility, the coordination information provided by the other agents
that govern the same variable is used in decision-making. We classify the coordination
information into two types, disturbance information and dominance information.

Disturbance information reveals how the variable is constrained by .an agent re-
garding potential value changes in two forms. One form of disturbance information,
such as boundary, temporal slack, and resource slack, is an interval of values in which
the variable may be instantiated free of conflicts. The other form of disturbance

information, such as weight, is a value that represents a heuristic estimation of the
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likelihood of the variable being involved in conflicts wilh another variable in the same
cluster, if its instantiated value is changed. Different, disturbance information is used
by intermediate agents and submissive agents in their innate heuristics of least dis-
turbance. Dominance information indicales special status of seed variables, such as
bottleneck tag, and measures the search effort, such as change frequency, of inter-
mediate and submissive agents between each modification on islands of reliability.
Search cfforts are estimated in the form of the number of times the value of each
regular variable is changed by a submissive agent. This type of information is used
by intermediate agents to recognize seed variables and decide when to change the cur-
rent instanfiation of seed variables. The following section describes how each agent

behaves under the influence of coordination information.

2.4 Agents’ Reaction Heuristics

Agents’ reaction heuristics aftempt to minimize the ripple effects of causing conflicts
Lo other agents as a result of fixing the current constraint viclations. Conflict min-
imization is achieved by minimizing the number and extent of operation start time
changes. The design of agents’ behavior incorporates the coordination strategies and

the use of coordination information.

2.4.1 Reaction Heuristics of Job Agent

Job agents resolve conflicts by considering conflict pairs. A conflict pair involves
two adjacent opecrations whose current start times violate the precedence constraint
between them (see Figure 2.11). Conflict pairs are resolved one by one. A conflict
patr involving a bottleneck operation is given a higher conflict resolution priority.
To resolve a conflict pair, job agents essentially determine which operation’s current
start time should be changed. If a conflict pair includes a bottleneck and a regu-
lar operation, depending on whether the change frequency counter on the regular
operation in the conflict pair is still under a threshold, job agents change the start

time of either the regular or the bottleneck operation. For conflict pairs of regular
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operations, job agents take into consideration addilional factors, such as boundary,
temporal slack, change frequency, and resource slack of each operation. If one of the
two operations can be changed within its boundary and resource slack, job agents
will change that operation. Otherwise, job agents change the operation with lower
change frequency. In any conditions, depending on the precedence relation between
the two operations, the start time of the selected operation is changed to a valne that
is either the end time of the other operation or the start time of the other operation

minus the processing time of the selected operation.

Job Agent ¢

bottleneck operation
2] [i 5] i3
LTI | L_"BH—L time ling

considered changes of start times

bottleneck conflict pair:  opr-i3 current start time minus T2
opr-id current start tirne plus T2

regular conflict pair: opr-il current star time minus T
opr-i2 enrrent start time plus T1

regular conflict pair: opr-id current star time minus T3
opr-i¥ current start time plus T3

Figure 2.11: Conflict Resclutton of Job Agent

In Figure 2.11, the conflict pair of opri; and opryy will be resolved first, since opry;
is a bottlencck operation. If the change frequency of opry, is still below a threshold,
the start time of epry; will be changed by an addition of T2 (the distance between
the current start time of oprys and current end time of opri3) to its current start time.
Otherwise, the slart time of opris will be changed by a subtraction of T2 from its
current start time. In both cases, the start time of opri; will be changed to the end
time of opry. To resolve the conflict pair of opry and epryy, either start time of opr;,
will be changed by a subtraction of T1 from its current start time or start time of
opriy will be changed by an addition of T1 to its current start time. The decision is

based on the boundary, temporal slack, resource slack, and change frequency of both
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operations.

Job agenis play the role of intermediate agents. We describe au abstract algorith-

mic behavior of an intermediate agent as follows:

1. Examine the instantiations of variables under its jurisdiction. If all constraints

are satisfied, go lo step 3.

2. Resolve conflicts. Use the dominance information on the variables marked by

dominant agents to recognize seed variables.

(a) For confiicts involving seed variables,

¢ Consult the dominance information (change frequency counter) on
the conflicting regular variable written by a submissive agent. If the
counter has exceeded a threshold, change the instantiated valuc of the
seed variable.

o Otherwise, change the instantiated value of the regular variable.
{b) For conflicts involving only regular variables,

o Consult disturbance information {(both value interval and change counter)
on both regular variables written by submissive agents. Change the
instantiated value of the regular variable that has less magnitude of
disturbance. If one of the conflicting variables can be changed within
its value interval to resolve the conflict, then change the value of that
variable. Otherwise, change the value of the variable that is changed

less frequently (with a change frequency counter of lesser value),

3. Kncode disturbance information {e.g., weight) on each variable under its juris-

diction based on its current instantiated value.

2.4.2 Reaction Heuristics of Regular Resource Agents

To resolve constraint violations, resource agents reallocate the over-contended re-

source intervals to the competing operations in such a way as to resolve the conflicts
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and, at the same time, keep changes to the start times of these operations to a min-
imum. Conflicted operatious are allocated in a sequence based on their weights. If
their original resource intervals have been preempted by other operations, a most ad-
jacent resource interval within their boundaries is allocated considering the preference
of staying within their temporal slacks. Since an operation’s weight is a measure of
the desire of the corresponding job agent to keep the operation at its current value,

operation start time decistons based on weight reflect group coordination.

Resource Agent X

Before conflict resolution
gl

e3 a4 | bi 4
@I M_ time line

Adfter conflict resolution

c3 | di | gl ad | &2 ler] [H

time line

Sequence of allocation:
opr-e2 -> opr-d{ -> opr-g! -> opr-ad -> opr-c3

(opr-e2 has the highest weight, opr-¢3 has the lowest weight)

I'igure 2.12: Conflict Resclution of Regular Resource Agent

For example, in Figure 2.12, opr,y was preempted by opr.; which has higher
weight. A most adjacent resource interval is allocated to opr.s. In addition, when
a resource agent detecls a high resource contention during a particular timne inter-
val (such as the conflict involving opres, oprai, and opry ), it allocates the resource
intervals and assigns high change frequency (higher than the threshold} to these op-
erations, and thus dynamically changes the priority of these instantiation.

Regular resource agents play the role of submissive agents. We describe an ab-

stract algorithmic behavior of submissive agents as follows:

. Examine the instanliations of variables under its jurisdiction. If all constraints

are satisfied, go to step 4.

2. Resolve conflicts. Consult the disturbance information (weight, boundary, and
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temporal slack) on each conflicting regular variable written by intermediate
agents. Change the instantiated values of regular variables that have less mag-

nitude of disturbance.

3. Encode dominance information (change frequency counter} on changed vari-
ables. For each changed variable, increase the associated counter by a number
thal represents the agent’s certainty on the new value of the variable. Usually,
the counter is increased by one so that it records the number of times the agent
has changed the value of the variable, and provides an estimate of the search
cfforts of intermediate and submissive agents. However, if the agent encounters
an intense conflict {a number of variables involved in conflicts within a short
interval of values), it can resolve the conflict and set the associated counters
of the involved variables to a number larger than the threshold. Therefore,

decisions on the dynamically arised critical areas can be propagated.

4. Encode disturbance information (value interval) on each variable under its ju-

risdiction based on its current instantiated value.

2.4.3 Reaction Heuristics of Bottleneck Resource Agents

A bottleneck resource agent has high resource contention. This means that most of
the titne a bottleneck resource agent does not have resource slack between operations.
When the start time of a bottleneck operation is changed, capacity constraint vio-
lations are very likely to occur. A bottleneck resource agent considers the amount
of overlap of conflicted operation resource intervals to decide whether to right-shift
some operallons or resequence sonle operations according to their current start times
by swapping the changed operation with an appropriate operation.

In Figure 2.13 (i), opres, opris, and opr.z are all right-shifted to resolve capacity
conflicts because the conflicted interval is small and there are slacks before the latest
finish time of opr.3. In Figure 2.13 {ii), the changed oprys is swapped with oprig since
the changed start time of oprgy; is later than the start time of opr,s. Resource intervals

are then allocated to the new sequence - opris, apr.s, oprgs. The intuition behind the
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Figure 2.13: Conflict Resolution of Bottleneck Resource Agent

heuristics 1s to keep the number of changed variables as small as possible. Note that
the new start time of oprys 1s in the same direction (on the time line) of modification
made by a job agent on oprqgs. This is to comply with the job agent’s constraints of
not being able to process the preceding operations of oprys earlier.

Bottleneck resource agents play the role of dominant agents. We describe an

abstract algorithmic behavior of dominant agents as follows:

l. IExamine the instantiations of variables under its jurisdiction. If all constrainis

are satisfied, stop.

2. Resolve conflicts by changing the instantiated values of some seed variables in a
way that the new value of a seed variable being changed by an intermediate agent
is in the same direction of modification on the time line by the intermediate
agent® and that the new configuration of variable instantiations does not repeat

an old onc in the record. If all possible configurations are exhausted, terminate

“Tor exawnple, in job shop scheduling, when a bottleneck resource agent finds a capacity constraint
violation due to a bottleneck operation being changed to a later start time by a job agent. the
bottleneck resource agent would rearrange its resource interval allocation such that the hottlencek
operation would not start earlier than the start time set by the job agent.
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the process.

3. Record the new configuration of variable instantiations.

2.5 Scheduling System

2.5.1 System Operations

We implemented CP&CR. in a scheduling system, called CORA (COordinated Re-
active Agents). Initially, the input scheduling problem is decomposed inlo resources
and jobs, and the corresponding resource and job agents are created. During the
agent initialization stage, each job agent calculates the boundary for each operation
under its jurisdiction considering its release and due-date constraints; each resource
agent calculates the contention ratio for its resource by summing up the processing
times of operations on the resource and dividing it by the interval length between
the earliest and latest boundary time among the operations. We denote the set of
operations using a resource £ by {oprg-}, and denote the boundary of an operation
by (st%;, €t?). A resource’s contention ratio r is calculated by

J
> Pi;

(maz(et?;} — min(stl;))

where p;; is the processing time of an operation opry;. If the resource contention ratio
r is larger than a certain threshold, a resource agent concludes that it is a bottleneck
resource agent."r

Int job shop scheduling, the notion of bottleneck usually corresponds to a particular
resource interval demanded by operations that exceed the resource’s capacity. Most
state-of-the-art scheduling techniques emphasize the capability to identify dynamic
bottlenecks that arise during the construction of a solution. In our approach, the
notion of a bottleneck is stefic {i.e., fixed rescurce contention ratio) and corresponds

to a resource within the entire interval specified by the problem. We exploit the

7If no bottleneck resource is identified, the threshold value is lowered until the most contended
resource is identified.
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dynamic local interaction of agents that utilize both notiens of static and dynamic
bottlenecks. For example, a static bottleneck is regarded as an island of rehability.
Regular resource agents are able to identify high résource contention during particular
time intervals (dynamic bottlenecks) and assign high change frequency to the involved
operations in order to propagate their decisions.

In resource agents’ initialization, operations under the jurisdiction of a bottleneck
resource agent are marked as bottleneck operations by the agent. LEach resource
agent heuristically allocates the earliest free resource interval to each operation under
its jurisdiction according to ecach operation’s boundary. After the initial activation
of resource agents, all operations are instantiated with a start time. This initial

instantiation of all variables represents the initial configuration of the solution.®

] Solution

Provide solution

Divide problem
Problem }— &
Create agents

Initiate all Job Agents Eclivate all Resource Agenlg

A,

—
Initiate all Resource Agent Activate all Job Agents

Figure 2.14: System Control Flow

Subsequently, job agents and resource agents engage in an evolving process of
reacting to constraint violations and making changes to the current instantiation. In
each iteration cycle, job and resource agents are activated alternately, while agents of
the same type can be activated simultaneously, each working independently. When
an agent finds constraint violations under its ju-risdiction._ it employs local reaction

heuristies to resolve the violations. The process stops when none of the agents de-

*We have conducted experiments with random initial configurations and confirmed that CCORA
1s barcly affected by its starting point in CSPs where quite a number of solutions exist, i.e., CORA
has equal overall perfortnance with heuristic and random initial configurations. Experimental details
arc described in section 2.6.3.
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tects coustraint violations during an ileration cycle. The system outputs the current

instantiation of variables as a solution to the problem.

2.5.2 Solution Evolution

We illustrate the solution evolution process through examples. Figure 2.15 shows
a solution evolution process of a very simple problem where [y is identified as a
bottleneck resource. Each box is an operation with a two-digit number denoting job
number of the operation and the sequence of the operation in the job. I (a), resource
agents allocate their earliest possible free resource intervals to operations, and thus
construct the initial configuration of variable instantiation, which is a conflict-free

schedule from the point of view of resource agents.
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Figure 2.15: A Simplified Scenario

In (b), opriz and opras within dotted rectangular boxes represent the start times
assigned by resource agents I2x and Ry, respectively. J, and .J; agents are not satisfied
with the current instantiation because the pairs of (opris, opris) and (opraz, opros)

are violating their precedence constraints. J) agent changes the start time of opris
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(shown by solid rectangular box) because oprip is a bottleneck operation and the
change frequency of epry; is zero (has not excecded the threshold). Similarly, J;
agent changes the starl time of epray {shown by a solid rectangular box). In (¢},
fiz agent finds a capacity constraint violation between oprys and opryy (shown by
dotted rectangular box before conflict resolution). Rz agent changes the start time
of oprss because oprys has a higher weight. All agents are satisfied with the current

instantiation of operations in (d) which represents a solution to the problem.
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Figure 2.16: Initilization of Job and Resource Agents

Figure 2,16 to Figure 2.20 describe a solution evolution process in more detail.
This example features detection of dynamic bottlenecks and reconfiguration of the
island of reliability. The input scheduling problem consists of five jobs on [ive ma-
chines with the same due date. During initialization, job agents calculate boundary
information for cach operation according to the release/due dates and the processing
times of operations. [n Figure 2.16, ¢, is the earliest time oprog can start; ¢4 is the
latest time oprge should finish il jobQ is to meet its due date. Therefore, (#,,%,) is the

boundary of oprao. We denote the boundary start time and boundary end time of
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opron by st and etf, respectively. We have stb, = #; and ety = t4.

After this boundary information is associated with each operation, resource agents
build an initial schedule with heurisiics, e.g.. allocate free resource intervals to oper-
ations with the carliest boundary start time at the beginning and then with earliest
boundary end time if there is no idleness. For example, in resourcel, both oprgq and
oprae have the earliest boundary start time. Opryy 1s arbitrarily chosen for alloca-
tion. Then, opry is allocated next because it has the earliest boundary end time
among the remaining operations. The allocation sequence is followed by opra, opry;,
and opriz. Note that opryz is assigned to its earliest start time. In resourcel, after
the allocation of opriy, which has the earliest boundary start time, the allocation
sequence of oprag, opray, 0proy, and opryp is established according to earlicst boundary
end time. Among the five resources, Ry identifies itself as the bottleneck resource
since it has the largest resource contention ratio. All five operations using H; are

marked as bottleneck operations.

Release . DL . . . Due
Job 0 o N N N T -2 N : Y 77" | ; 1
Tob 1 T 1 13 : g [ 2 T1al4 |
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[40 : : : i ‘
Resource 2 [ 22 T @ ] 32 I 42 12 1
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Resource 4 ' 15_1

Figure 2.17: Cycle 1 of an Example Solution Evolution Process

Figure 2.17 shows the first cycle of the solution evolution process. In job agents,
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operalions represented by two boxes are tho:-qe involved in constrainl violations and
whose start times are changed. The dotted boxes represent their previous locations
assigned by resource agents. The solid boxes represent their new locations assigned
by job agents after conflict resolution. Jp detects two conflict pairs - (oprg;, oproz) and
(oproz, opros). Since oprgs s a bottleneck operation and change frequencies of opro
and oproz are zero, both opry, and opry, are assigned to new locations. Oprgy is also
assigned to a new location in order to comply with the conflict resolution between
oproz and oproz. In J3, two conflict pairs (oprag, opra1) and {(eprzz, opras) are delected.
The conflict between oprs; and opras is resolved as in Jy. The conflict between oprag
and oprs; can not be resolved within their resource slacks. J3 heuristically chooses

oprag to change its start time.

Resource agents are activated after all job agents have made necessary modifica-
tions on the solution to ensure no violation of their constraints. In resource agents,
the dotted boxes represent operations’ previous locations assigned by job agents. The
solid boxes represent operations’ new locations assigned by resource agents after con-
flict resolution. In resolving conflicts, resource agents allocate operations to a location
as close to the original location as possible. In fy, a capacity constrainl violation
between oprog and opryp 1s detected. Since opray has a higher weight than epry,
oproe is changed to a new location. R; detects a high resource contention between
OPTi0, OPT21, 0PTag, and opryg. Opra and oprg; are allocated to their original locations
because they have higher weight than other operations. Next, opryg is allocated to a
location just after oprq; because its processing time is longer than the free resocurce
interval between oprg; and oprg;. The allocation is followed by opryy and oprig. Oprip
is allocated to the free resource interval between oprs and oprq, since its processing
time is equal or smaller than the interval. After conflict resolution, £, agent assigns
a change frequency higher than the threshold to oprig, opras, and opryg in order to
propagate its decisions on the dynamic bottleneck interval. In R4, the agent allocates
opray and opryy to a later start time, instead of an earlier start time, by considering

their temporal slack information.

Figure 2.18 shows the second cycle of the solution evolution process. J; changes
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Figure 2.18: Cycle 2 of an Example Solution Evolution Process

the location of opry; because opriy has a high change frequency. J; changes the
locations of oprar, opraz. and eprsz because oprag has a change frequency higher than
the threshold. Jy also assigns a new start time to opry becanse opry has a high
change frequency. Jy and J; are satisfied with the current solution and make no
modification. In resource agenis’ activation, only R (the bottleneck resource) agent
finds consiraint violation. Since the interval of capacity constraint viclation is small,
Ry right-shifts opry; and oprig. This represents a new configuration of the islands of
reliability. All operations’ change frequency counters are reset to zero.

Figure 2.19 shows the third cycle of the solution evolution process. In both .3
and Jy. oprys, opriy and opras, oprys are assigned to a later start time because opria
and opry; are bottleneck operations and all these regular operations have a change
frequency of zero. R, is the only resource agent that finds a constraint violation when
resource agents are activated. fiy assigns new start times to opras and opros, because
they have lower weight than oprys.

Figure 2.20 shows the fourth cycle of the solution evolution process. All job and
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Figure 2.19: Cycle 3 of an Example Solution Evolution Process
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Figure 2.20: Cycle 4 of an Example Solution Evolution Process
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resource agents are satisfied with the current solution. Therefore, the current solution
is a, feasible solution for the job shop scheduling CSP.

[Migure 2.21 shows a solution evolution process in terms of the number of con-
flicts for a more difficult problem which involves 10 jobs on 5 resources. In cycle 1,
job agents find 26 precedence constraint violations in the initial solution constructed
by resource agents. Resource agents find 16 capacity constraint violations after job
agents modifled the solution. During cycle 2 to cycle 9, job agenis and regular re-
source continite the process of trying to evolve a compatible instantiation with islands
of reliahility, i.c., the current start times of bottleneck operations. The number of

conflicts oscillates between 2 and 3.
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Figure 2.21: Conflicts Evolution of a more difficult problem

In cycle 10, some job agents perceive the effort as having failed by detecting con-
flicted regular operations with change frequency higher than the threshold. Thereforc,
they change the start times of the conflicted bottleneck operations. Bottleneck re-

source agents respond fo new capacity constraint violations by modifving start times
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of the bottleneck operations. This results in a sharp increase of conflicting operations
for joh agents in cycle 11. Again, the search for compatible instaniiation resumes
until another rrodification on islands of reliability in cycle 16. In cycle 18, a solution

is found.

2.5.3 Coordinated Group Search

Irom the peint of view of search, CP&CR conducts a coordinated, localized heuristic
search with partially overlapping local search spaces (the values of variables that
are the common responsibility of more than one agent). The process starts from au
mitial instantiation of all vanables. The search proceeds as the agents interact with
each other while seeking their own goals. Islands of reliability provide the means
of anchoring the search. thus providing long term stability of partial solutions. The
principle of least disturbance provides short term opportunistic search guidance. The
search space is explored based on local feedback. The group of agents essentially
performs a search through a series of modifications of islands of reliability. Within
each configuration of islands of reliability, intermediate and submissive agents try
to evolve a compatible instantiation on regular variables. The search ends when a
solution s found or when dominant agents have exhausted all possible instantiations
of the seed variables.

The CP&CR approach is designed to quickly find a high quality solution in prob-
lems with a very large combinatorial space, such as job shop scheduling. Conver-
gence of the search process is facilitated by the coordination among agents, but is not
guaranteed. However, in our experimental study, we show that the system usually
converges very fast in problems with noticeable bottlenecks. The search mechanism
achieves problem solving by coordinated local repairing and is not designed to go
through the whole search space. Therefore, it is not intended to detect infeasibility
of general CSPs.

The intcraction patiern between agents of different roles is illustrated in Fig-
ure 2.22, Dominant agents are responsible for a consistent instantiation on the is-

lands of reliability. A solid loop represents frequent interaction between intermediate
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1. search efforts reach threshold
2. dynamic critical areas identified

Figure 2.22: Interaction Pattern

and submissive agents as they modify instantiation en regular variables to satisfy
their own constraints and try to evolve a compatible instantiation with islands of
reliabilily. A dotted loop represents less frequent interaction between intermediate
and dominant agents that occur when intermediate agents change the instantiation
on the islands of reliability and dominant agents respond by making further changes
(if necessary) to the instantiation on the islands of reliability to make sure they are
consistent. The aciion flow is switched from solid loop to dotted loop when (1) search
efforts on compatible instantiation on regular variables have reached a threshold, (2)
some submissive agent identifies dynamic critical areas. Both conditions are detected
by intermediate agents as the change frequency counter of some conflicting regular
variable exceeds the threshold. Typically, the action flow remains within several solid
loops until it is switched by intermediate agents to one dotted loop, and immediately

returns to solid loops again.

J. Lin



Coordinated Reactive Agents for Distributed Job Shop Scheduling
68 Constraint Satisfaction

2.6 Experimental Results on Job Shop Scheduling
CSPs

We evaluated the performance of CORA on a suite of job shop scheduling CSPs
proposed in (Sadeh 1991]. The benchmark consists of 6 groups, representing different
scheduling conditions, of 10 problems, each of which has 10 jobs of 5 opcrations
and 5 resources. Each group of problems differs in two respects: (1) spread of the
release and due dates among jobs; (2) number of apriori bottlenecks. The spread
is controlled by varying the amplitude of the intervals within which release and due
dates are generated. Three spread levels are introduced: wide (w), narrow (n), and
null {0}, 1.c., both release and due date intervals are collapsed to single points. Aside
from different spread levels of release and due dates, the benchmark also considered
onc and {wo apriori bottleneck conditions. Each problem in the benchmark has at
leasi one feasible solution.

The purpose of this experimental study is to (1) investigate the effects of co-
ordination information in the system, (2) compare CORA’s performance to other
constraint-based as well as priority dispatch scheduling methods, (3) investigate the
effects of initial solution configuration in the system, and (4) investigate CORA’s

scaling up characteristics on problems of larger sizes.

2.6.1 Effects of Coordination Information

In order to investigate the effects of coordination information on the system’s perlor-

mance, we constructed a set of four coordination configurations.

e C0 represents a configuration in which the system ran with no coordination
information at all. Without boundary information, when initially activated, re-
source agents allocate resource intervals according to random sequences. When
job agents are activated, they resolve conflicts by randomly changing the in-
stantiation of one of the two operations in each conflict pair. Similarly, resource

agenls resolve conflicts based on random priority sequences.
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e (1l represents a configuration in which only boundary information is available.
Resource agents use this information for heuristic initial allocation of resource
intervals. After the initial schedule is generated, no other information is avail-

able for conflict resclutions.

o (2 represents a configuration in which boundary and bettleneck lag information
is available. Resource agents use the boundary information for heuristic initial
allocation of resource intervals. Job agents use the bottleneck tag information

to bias resolution of conflict pairs.

e (3 represents a complete configuration in which all coordination information is

provided for resource agents and job agents.

C0 No coordination information
Cl1 Boundary
C2 Boundary + Bottleneck tag
C3 Boundary + Temporal slack + Weight
Bottleneck tag + Resource slack + Change frequency

Table 2.1: A Set of Coordination Configurations

The sel of configurations of coordination information is shown in Table 2.1 with
the additional coordination information for each configuration underlined. Table 2.2
reports the comparative performance of different configurations on the suite of bench-
mark problems in terms of the number of problems solved out of the 60 problems and
the average iteration cycles to solve a problem. The number of iteration cycles that
the system was allowed was limited to 100. If there were still conflicts at cycle 109,
the system gave up solving the problem. Since system operations in C0, Cl, and
C2 have a random nature, they were run on each problem 10 times. The numbers
reported are the average number, c.g., 15.8 out of 60 problems were solved means
that there were 158 successful runs among 600 (10 runs for each problem). (3 is
deterministic and for it each problem was tried only once. €0 was only able to solve

8 problems with an average of 33.3 iteration cycles for solution evolution, while (13
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was able to solve all 60 problems with an average of 5.8 iteration cycles. A slight
incrcase in the average iteration cycles in Cl {compared to C0) stems from the fact
that while (’1 was able to solve twice as many problems as C0 due to boundary in-
formation during initial resource interval allocalion, it had no other advantages over
(0 to resolve subsequent conflicts. We confirm that adding coordination information
enables the system to solve more problems within fewer iteration cycles. T'he results

show the ulility of coordination information.

Overall Coordination Configuration
Performance co ) C1 | C2 C3
Avg. No. of Prob. Solved { 8.0 | 15.8 [ 36.3 60
Avg. No. Iter. Cycles 33.3 ] 36.3 | 24.7 5.2

Table 2.2: Comparative Performance between Coordination Configurations

Figure 2.23 shows, for different coordination configurations, the successful overall
problem solving processes” in terms of the number of operations involved in conflicts
at each cycle. As the coordination information increases, the shape of the curve
mdicales a steeper drop in the number of conflicts in fewer cycles. This indicates
that increasing rates of convergence are facilitated by more coordination information.
The curve for deterministic C3 has a peak at cycle 5. This reveals that when the
problem was not solved within the first few cycles, an instantiation modification on
the operations using bottleneck resources typically occurred. The curves for €0, (1,
and C2 do not exhibit a peak because the system does not have a particular pattern

of interaction in those coordination configurations.

2.6.2 Comparison with Other Scheduling Techniques

CORA was compared to four other constraint-based heuristic search scheduling tech-
niques, ORR/FSS, MCIR, CPS, and PCP. ORR/FSS {Sadeh 1981] incrementally con-

structs a solution by chronological backtracking search guided by specialized variable

"For (0, C1, and 2, only successfnl overall problem solving processes are averaged and shown.
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Figure 2.23: Convergence Processes of Different Coordination Configuration

and value ordering heuristics. ORR/FSS5+ is an improved version augmented with
an intelligent backtracking technique [Xiong, Sadeh & Sycara 1992]. Min Conflict
Iterative Repair (MCIR) [Minton, Johnston, Philips & Laird 1992] starts with an
initjal, inconsistent solution and searches through the space of possible repairs based
on a min-conflicts heuristic, which attempts to minimize the number of constraint
violations after each step. Conflict Partition Scheduling (CPS) {Muscettola 1993]
employs a search space analysis methodology based on stochastic simulation, which
iteratively prunes the search space by posting additional constraints. Precedence
Constraint Posting (PCP) [Smith & Cheng 1993] conducts the search by establish-
lng sequencing constraints between pairs of operations thai share a common resource
hased on a sfack-based heuristic. We also include three frequently used and appreci-
ated priority dispatch rules - EDD, COVERT, and ATC [Morton & Pentico 1993] iu
the comparison. Actual priority index functions of these priority rules arc described

in section 4.1.

Table 2.3 reports the performance of each technique in comparison. Each row
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displays the number of problems solved by each technique in cach problem category,
followed by the lotal number of problems solved and the average CPU times nsed.
Note that the results of ORR/IFSS, ORR/FSS+, CPS, and PCP were obtained from
published reports of the developers of the techniques. The performance of MCIR has
heen shown to be significantly affected by initial solutions. MCIR used in the SPIKE
system [Johnson & Minton 1994] with heuristic initialization can solve all 60 prob-
lems. However, with randomly generated initial solutioné, MCIR can only solve about
24 problems [Muscettola 1993]. We adopt the results reported in [Muscettola 1993]
as the main result of MCIR. All CPTU times except PCP were obtained from Lisp im-
plemenlations on a DEC 5000/200. In particular, CORA was implemented in CI.LOS
{Common Lisp Object System). CPS, MCIR, ORR/FSS, and ORR/FSS+ were im-
plemented using CRL {Carnegie Representation Language) as an underlying frame-
based knowledge representation langnage. CPU times of CPS, MCIR, ORR/FSS, and
ORR/F55+ were divided by six from the published numbers as an estimate of trans-
lating to straight Common Lisp implementation.!® [Sadeh & Fox 1996] reports that
the CPV times of a more recent version of ORR/FS5+ fell between 1.5 and 2.5 sec-
onds. PCP was implemented in C and can solve 58 to 60 problems depending on the
parameters that specify search bias. Although CORA can operate asynchronously, it
was sequentially implemented for a fair comparison. The fact that dispatch priority
rules can solve up to 52 problems seems to indicate that the set of benchmark prob-
lems are not particularly difficult. Nevertheless, the results show that CORA is quite
cormnpetitive as compared to the other constraint-based scheduling techniques both on

feasibility and efficiency in finding a solution.

2.6.3 Effects of Initial Solution Configuration

CORA essentially employs reactive agents to iteratively repair its current solution
until a valid solution evolves. The agents’ local interactions direct the solution re-

pairing process. This is different from iterative improvement (hill-climbing) methods

PORR/FSS and ORR/FS5+ obtained 30 times speedup in C/C++ implementation [Sadeh &
Fox 1996]. We assumed a {actor of five between Common Lisp and C/C++ implementations.
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CORA | CPS | MCRR | ?};‘;" ?};g‘i PCP | EDD )COVERT ATC

w1 10 10 9.3 10 10 10 10 8 10
wi2 10 10 22 10 10 10 10 7 10
/1 10 10 7.4 8 10 10 8 7 9
/2 10 10 1 9 10 10 6

o1 I 10 4.2 7 10 10 4

0/2 10 10 0 8 | 10 8~ 10 8

Total 60 60 24 6 52 60 58~60 | 47 40 52
*”(*:‘"l;%- 48 1307%| 4974%| 39.12%| 2146*| o03* | 09 | 09 0.9
time seconds| seconds| seconds | seconds | seconds| seconds | seconds | seconds | seconds

Table 2.3: Performance Comparison

(Zweben 1990] [Minton, Johnston, Philips & Laird 1990] that make local changes to
reduce a cost function. A previous study [Morris 1992] indicates that the goodness of
a rough initial solution has great effects on the performance of iterative improvement
methods. The performance difference of MCIR. based on heuristic and random initial
solutions provides evidence for this observation.

In order to investigate the effects of initial solution on the system’s performance,
we conducted experiments with both heuristic and random initial solutions. With
a heuristic initial solution, resource agents allocate free resource intervals to oper-
ations with earliest boundary end times after the initial allocation to an operation
with earliest boundary start time. With a random initial solution, the selection of
operations for free resource intervals was random among the eligible operations {i.e.,
those operations with earliest boundary start times before the current start time of
free resource interval]. CORA was run on each problem for 10 randomly gencrated

initial solutions.

Initialization | w/1 | w/2 | n/1 | n/2 | 0/1 | 0/2 | Overall
Heuristic 56 | 63 (40| 49 | 44 | 6.2 5.2
Random 24 | 6.5 | 49 | 4.7 | 43 | 6.2 5.3

Table 2.4: Comparative Averaged Iteration Cycles between Initial Solutions
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CORA was able to solve all 60 problems with both heuristic and random initial
solutions, although the number of iteration cycles required to solve a problem is
slightly different. Table 2.4 shows CORA’s performance on both heurislic and random
initial solutions in terms ol the number of average iteration cycles required to find
a solution for a problem in each problem category. CORA has almost equal overall
performance with heuristic and random initial solutions. The results, combined with
the fact that a simple dispatch EDD priority rule can solve 47 out of 60 problems,
reveal that most instances in Sadeh’s problem set are not particularly difficult. There
seems to exist quite a number of solutions for each problem. Therefore, even with
random inittal solutions, CORA can still find a solution in a few iteration cycles.
However, the experimental results indicate that CORA’s repairing approach based
on interaction of a local search space is certainly more effective than other iterative

repairing methods, such as MCIR.

2.6.4 Scaling Up Performance

Because of its distributed, interactive nature, CORA does not render itself {o algo-
rithmic complexity analysis. In order to experimentally investigate CORA’s scaling
up performance, we used the same problem generator function producing the beuch-
mark problems'! to produce eight sets of problems that involve 250 (10 jobs with 23
resources, and 50 Jobs with 5 resources), 500 (10 jobs with 50 resources, and 100 jobs
with 5 resources), 1000 (10 jobs with 100 resources, and 200 jobs with 5 resources),
and 3000 (10 jobs with 300 resources, and 600 jobs with 5 resources) operations.!?
These problems exhibit similar scheduling conditions to the benchmark problems.
Table 2.5 reports the average CPU times CORA spent on each problem size.

CORA implemented in Lisp can solve problems of three thousand operalions
within 31 minutes on a Dec 5000/200 workstation. Assuming a more powerful com-

puter and an eflicient C implementation, it is very likely that CORA would be able to

"'The code was kindly provided by Dr. Sadeh.

1?We expand the problem size along two dimensions {e.g., fixed number of jobs, and fixed number
ol resources). We expect that CORA'’s scaling up performance on problems with other ratios of jobs
and rescurces will be bounded by the two curves produced in the two dimensions.
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[ Problem CPU time
Size 10 jobs 5 resources
50 operations 4.8 seconds 4.8 seconds
250 operations | 26.2 seconds 51.4 seconds

500 operations | 60.2 seconds | 112.3 seconds
1000 operations | 137.6 seconds | 286.1 seconds
3000 operations | 814.3 seconds | 1824.5 seconds

Table 2.5: CORA’s CPU time on different problem sizes

solve problems of several thousand operations within two minutes. Figure 2.24 shows
CORA’s CPU time increase on these larger sized problems, which exhibits favorable,
near-linear scaling-up performance. The results seem to suggest that CORA’s search
mechanism 1s polynomial to the size of the search space in the type of problems we
tested. In fact, in scaling up evaluation based on empirical study, most systems’
performance vary with the difficulty of test problems. We suspect that CORA would
not do as well in problems that are more difficult (with more tight job due dates].
However, it appears that CORA does have an edge to techniques based on global

search in the type of problems that are moderately difficult.

2.6.5 Evaluation of CORA for Job Shop Scheduling CSPs

CORA performs a heuristic epprorimate search in the sense that it does not sys-
tematically try all possible variable instantiations. lts search mechanism for solution
repairing is driven by agent interaction, based on well-coordinated asynchronous lo-
cal reactions to constraint violations. The experimental results seem to support the
effectiveness of CORA. We hawve also shown that CORA’s effectiveness comes from
the set of coordination information we developed, such that the agents’ local solution
repairing is coordinated toward convergence. In addition, with a mechanism based
on collective operations, CORA can be readily implemented in parallel processing in
which only two kinds of agents are activated sequentially in each iteration cycle. The

CPU time would then correspond to the number of iteration cycles to find a solution,
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Figure 2.24: CORA’s Scaling Up Performance
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instead of the number of times agents are activated. ILinally, the dynamic nature
and the scaling up performance of CORA seem to support its potential in real-time
practical applications.

CORA exploits local interaction based on the notion of islands of reliability and
was shown to perform quite well on problems with clear resource bottlenecks. I'or
problems with ne clear bottlenecks and where all resources are loosely utilized (say.
below 50 percent of utilization), we expect CORA to perform with the same cfficiency
by selecting the most utilized resource as an island of reliability. In other words, when
due dates arc loose and there are many solutions in the problem, CORA would find a
solution easily even without clear bottlenecks. However, CORA’s current mechanism,
based on deminant coordination, might not be sufficient for problems in which all
resources are at least moderately utilized (say, above 60 percent of utilization) and
there is no outstanding bottleneck. We will discuss this issue in section 3.3.

Encouraged by CORA’s successful performance in job shop scheduling CSPs, we
extend the CP&CR methodology to job shop scheduling COPs where schedule quality

1s measured by an objective criteria.

J. Liu



Chapter 3

Coordinated Reactive Agents for
Distributed Job Shop Scheduling

Constraint Optimization

In this chapter, we present the extension of the CP&CR approach to distributed joh
shop scheduling optimization. In section 3.1, we discuss the conditions that allow
the exlension and describe the Anchor& Ascend mechanism, where the bottleneck re-
source agent (anchor agent) is augmented by a local heuristic optimization procedure,
local modification operators, and a local best first search. Section 3.2 reports the ex-
perimental study of Anchor&Ascend. We evaluated problem solving efficiency and
solution quality of Anchor&Ascend in benchmark problems as well as applicability
conditions by varying certain characteristics of the test problems. Finally, in section

3.3, we swnmarize the CP&CR approach and discuss its applicability and limilation.

3.1 Anchor&Ascend

Usually, finding an optimal solution is a far more difficult task than finding a feasible
solution. In additton, distributed optimization imposes considerable complexity in
agents’ search mechanism. However, in many application domains, problems often

exhibit special structures that can be exploited to facilitate more effective problem
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solving. One of the most recurrent structures involves disparity among subproblems,
We define disparity as the condition where some quantifiable characteristics of sub-
problems exhibit noticeable deviation from the average. In the context of the CP&CR
approach to distributed consiraint satisfaction, disparity of subproblems is exhibited
by different levels of flexibility of instantiation changes without constraint violation.
For example, in job shop scheduling, if a resource is used only occasionally for a short
period of time, chances are the resource agent would not detect a capacity constraint
violation when a job agent changes the start time of its operation using the resource.
On the other hand, if the resource is a bottleneck resource that is used most of the
time for a long interval, a start time change on an operation would mosi, likely create

a constraint violation for the resource.

CP&CR exploits disparity of subproblems in the notion of islands of reliability
and uses the operation processing sequence on the bottleneck resource as an anchor
to search for a global solution. This distributed local search mechanism is effective in
job shop scheduling because the most constrained subproblem (bottleneck resource)
has the dominant effect on whether a feasible schedule can be found. The same
strategy can be extended to distributed optimization when the most constrained
subproblem also controls the global objective cost. In job shop scheduling of weighted
tardiness problems, a job’s tardiness is mostly due to its delay on the hottleneck
resource. In other words, the operation processing sequence on the bottleneck resource
ts responsible for most of the tardiness cost of jobs. Therefore, the CP&CR approach
can be naturally extended to the job shop scheduling COPs with weighted tardiness

objective.

We developed a distributed optimization mechanism, called Anchoré: Ascend, where
a globally favorable solution is found by iterative local repairing of an initial solution
based on an anchor subsolution with monotonically increased local objective cost.
In Anchor& Ascend. one of the bottleneck resources is selected and assigned the role
of anchor (agent) by heuristic, e.g., the last one in jobs’ processing sequence. The
nonbottleneck resources together with the not selected bottleneck resources will be

referred to as regular resources. Suppose every u-th operation in each job uses the
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selected bottlencck resource. For each job J;, we define pre-anchor operations to

be {opri;}.7 = 1,...u — 1, the anchor operation to be opri,, and post-anchor op-
erations to be {opry;},7 = w4+ 1,...n. A valid subsolution for the anchor agent
is a sequence of the anchor opcrations {opry,},7 = 1,..,m, with specified start

times {st;,}, in which none of the intervals {st;.,st;, + pi.) overlaps with others
and all St 2 ety The local tardiness objective function for the anchor agent is,
Canchor = 202 {w; X traz(0, (sti, — 1s8,)]} = T2 G, where ¢, is the tardiness cost
of opri,, m is the number of jobs, and {st;, = dd; — _5_, pix. The local cost Copppor 18
used by the anchor agent to evaluate its subsolution and estimate the global weighted
tardiness cost of the current solution. In other words, we assume all the tardiness of
Jjobs 1s due to tardiness on the bottleneck resource and we use ¢;, to predict the cost
¢; of the job J; by assuming all post-anchor operations in the job will be processed
with no delay, i.e., st;; = st;, + Eﬁ;iﬂ Pik,t =1,....m, F=u+1,...,n. Of course, any
actual delay will certainly increase ¢; and increase the overall weighted tardiness cost

C? i-e-1 Canr:.fmr <C.

Anchor& Ascend expands CP&CR by incorporating local optimization in the bot-
tleneck resource. The anchor agent conducts a local best first search for configuring
its local subsolution. Initially, the anchor agent constructs an optimal local subsolu-
tion by heuristic local search. This anchor subsolution is used as island of reliability
in CP&CR. for constructing a feasible global solution. If the CP&CR session is not
successful and the anchor subselution is changed by some job agent, the anchor agent
cmploys a set of modification operators to construct new configurations of the anchor
subsolution, and store these potential configurations into a candidate list. Then the
anchor agent selects a configuration with the lowest €, 1. from the candidate list.
A new CP&CR session begins with the new anchor subsolution as island of reliability.

The process is repeated until a feasible global solution is found.

Anchord Ascend controls the distributed local search for global optimization by
assuming disparity among agents and going through a process of testing the feasibility
of constructing a global solution based on different configurations of the anchor sub-

solution with monotonically inereased objective costs. Tt does not guarantee optimal
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solutions. We must emphasize that in job shop scheduling most techniques do not
provide guarantee for optimality in most objective functions. In practice, the goal
is to find a high quality solution with rcasonable computational cost. In addition,
Anchor& Ascend is not designed as a general mechanism for distributed optimiza-
tion. It focuses on a subsct of job shop scheduling problems, i.e., problems with clear
bottlenecks, where it performs effectively.

The following subsections present the Anchor&Ascend distributed optimizalion

procedure in more details.

3.1.1 Initial Optimization of Anchor Subsolution

Initially, the anchor agent generates a processing sequence {opr;, } on the bottleneck
resource according to the initial resource allocation heuristics in CP&CR. Being a
highly contended resource, the bottleneck resource usually processes the sequence
{opr;,} without any slack {(gap) between adjacent operations, opr:f; ' opr;,‘u._ and
oprfrt where the superscript (k— 1,%, k4 1) denotes the processing sequence on the
bottleneck resource. In other words, sty, + pp. = sty, and st,, + py, = st To
optimize the sequence {opry, } with minimal Cyneper, the anchor agent goes through
an iterative process of switching pairs of anchor operations opry, to reduce Cynonor.!
During this process, two heuristic subroutines®, jump forwaerd and jump backward, arc
used. In jump forward, an anchor operation opr;, in the sequence is repeatedly moved
forward toward the time origin by switching with one of the preceding operations
to reduce Cynchor. In jump backward, an anchor operation opr;, in the sequence
is repeatedly moved backward toward time infinity by switching with one of the

succeeding operations to reduce Cypenor. (Given a sequence of operations, S = {oprfu},

the subroutines are described as follows:

'For other objective function (e.g., makespan), exact methods are available [or this onc machine
sequencing problem. However, to guarantee optimality for weighted tardiness where no exact method
is available, it requires more elaborate branch and bound procedure which is exponcential in the worst
case. We choose to rely on heuristics for efficiency.

“Similar heuristic, pairwise interchange, is also used in neighborhood search|Morton & Pentico

1993].
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Jump Forward

L. Calculate ¢z, for each opri,. Select an operation, opry,, in 5 with the largest
Cpu-

2. For cach oprk,, k from v—1 to 1. If st;, < esty,, go to 3. Otherwise, if switching

in?

0Py, With oprfﬂ would reduce Cupehor, then switch them.

3. Remove opr,, from 5. If S is empty, stop. Otherwise, go to 1.

Jump Backward

v

1. Calculate ey, for each opr,. Select an operation, opry, . in § with the smallest

Cpoe

2. For each oprf,, k v + 1 to m. If st;, < esty, po to 3. Otherwise, if switching

mu?

oprp, with oprf, would reduce Cancpor, then switch them.
3. Remove opry, from S. If § is empty, stop. Otherwise, go to 1.

To obtain a near optimal subsolution, the anchor agent repeats the course of ap-
plying both the jump forward and jump backward subroutines to the current sequence

{opri, } until Cyepor can no longer be reduced.

3.1.2 Modification of Anchor Subsolution

The changes to a subset of start times {sf,,} by a subset of job agents signal to the
anchor agent that a reconfiguration of {st;,} is required. In job shop scheduling,
two operators, exchange(t, j) and right-shifi(:,t), have been used [Morton & Pen-
tico 1993] [Miyashita & Sycara 1993] [Nakakuki & Sadeh 1994] [Miyashita & Sycara
1995] to modify the processing sequence of operations on a resource. Erchange(i, j)
switches the start times of a pair of operations (i, 7). Right-shift(i,¢) rc-assigns the
start time of operation ¢ to a later time t. In determining the scope of applying the
two operalors, we consider the following: (1) since the current anchor subsolution

has the minimal local objective cost, it is desirable to modify it as little as possible
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Chapter 5

Coordinated Forecasts for

Shop-Related Objectives

In this chapter, we present the COFCAST procedure in shop-related objectives, us-
ing makespan as representative. Section 5.1 discusses makespan problems and their
dispatch approach. Section 5.2 defines the notion of makespan urgency (MU} as the
coordination basis among resource agents and specifies the COFCAST procedure with
the makespan objective. Section 5.3 reports the experimental study of COFCAST-
MTU. Section 3.4 surnmarizes the capabilify of COFCAST-MU.

5.1 Dispatch Scheduling with the Makespan Ob-
jective

Makespan is a surrogate of shop utilization and is a typical shop related objective.
Shorter makespan corresponds to higher resource utilization. For example, Figure 5.1
shows two schedules of the same set of jobs. The schedule with a makespan of 15
finishes carlier and utilizes resources better than the schedule with a makespan 17
(see Figure 5.1) because it involves less resource idle time before the schedule fin-
ishes. The only decision difference that results in the improvement is £;’s decision

to process opry before opri;. This decision allows H3 to process opryy earlier and

130
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reduce its idle time. Although Ry's in-process idle time is increased, the net effect
is a reduction of the makespan. This simple example illustrates the tightly coupled
interaction among resources’ processing sequences with the makespan objective. Re-
alistic problems involve far more complex interactions that require extensive analysis

to cansider decision trade-offs.

Res 1 | 11 | 21 I 32 ]
0 3 8 10
Res2 (31| | 12 23
0 2 3 8 12 14
Res 3 2 33 —i
0 8 12 17 tume line
Res 1 21 | 1 ] 32 |
0 5 g 10
Res?2 | # 12 23
0 2 8 1315
Res 3 22 33 .
0 5 910 15 time line

Figure 5.1: Comparative Schedules on Makespan Objective

To further discuss the special properties of makespan problems, we iniroduce the
notion of critical peth. In the common graph model of job shop schedules (as in
Figure 5.2}, cach operalion is represented by a node and all nodes are connected by
arcs representing the processing order of operations in jobs and on machines. Each
node has at most two arcs in and at most two arcs out. The length of an arc is
the operation processing time of its emitting node. A dummy start node has arcs
with zcro length connecting to the first operations of every jobs. A dummy end node
collects arcs with zero length from the last operations of every jobs. The length of
the longest path to a node gives the start time of the corresponding operation. The
longest path from start node to end node is called the critical path. The length of
the critical path is the makespan of the schedule. For example, in Figure 5.2, the
longest path to opri is (S, 0pry;) and the length is 04+ 3 = 3, which is the start time
of opri;. The longest path from S to E 1s (5, opryy, opray, oprag, opraa) and the length
15 0+34+5+445 =17, which is the makespan of the schedule.
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Figure 5.2: A Graph Model of A Job Shop Schedule

Both tardiness and makespan objectives for practical sized problems are very dif-
ficult to solve exactly. However, the makespan objective possesses several character-
istics that allow a good focus on its search space. First, the makespan of the schedule
can only be changed (or reduced) by altering the sequence of nodes in the critical
patl. In other words, the quality of a solution can only be improved by modifying
processing sequence on the critical path. Second, there exists an extremely efficient
algorithm {e.g., Carlier’s algorithm [Carlier 1982]) to solve a dynamic one-resource
makespan problem. Third, bottleneck resources and bottleneck jobs can be more
sharply defined with the makespan objective, This special structure allows much
more efficient scarch for the optimal solution with the makespan objective.

The makespan objective has been used in many job shop scheduling studies, largely
because it involves a special structure where solution quality can only be improved by
modifying the critical path of the schedule. Therefore, it is computationally feasible
to employ extensive search methods, such as branch-and-bound and tabu search, to
find optimal solutions for the makespan objective. For example, in Figure 5.1, the
critical path of the first schedule consists of (epry1, opryy, opraa, opraz). The change
ol processing sequence (opra;, opry;) on the critical path results in a new schedule
with reduced makespan. The new schedule has a new critical path consisting of
(opray, opri, opraz, opraz). Over the years, a great amount of research results on
the makespan objective have been published, including a set of standard benchmark

problems and their optimal solutions. Most advanced techniques adopt an iterative
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improvement approach by repcatedly alterating the processing sequence on the criti-
cal path of a tentative schedule. They usually differ in the focus mechanism and the
sequence alteration operators. We do not intend to repeat these efforts in multi-agent
environments. Instead, our purpose is to incorporatc coordination among resource
agents in dispatch scheduling, and investigate its utility. We follow the forward deci-
sion procedure of dispatch scheduling where the notion of critical path is not available
during problem solving.

Despite its efficiency, dispatch scheduling has not been widely used for solving
job shop scheduling problems with the makespan objective. There are two rcasons
for this. Iirst, the special structure of makespan objective allows more sophisti-
cated methods to focus search on critical path. Therefore, computational expense
to search for the optimal solution becomes feasible. Quite a number of sophisticated
scheduling methods have been developed that successfully find optimal solutions for
smaller sized benchmark makespan problems in a reasonable time, for example, shift-
ing bottleneck procedures [Adams et al. 1988] [Balas, Lenstra & Vazacopoulos 1993],
simulated anncaling [Laarhoven, Aarts & Lenstra 1992}, and tabu search [Nowicki &
Smutnicki 1994}, Second, priority rules have not provided satisfactory solution qual-
ily for makespan job shop scheduling problems. This is because makespan objective
requires very tight coordination among resources and is especially difficult for the
myopic nature of dispatch scheduling.

We introduce two simple priority rules, LST (Late Start Time) and LFT (Late
Finish Time}, which have been primarily used as baseline rules. For an operation
opry; waiting to be processed, ils tail time £1;; is defined as the remaining downstrecam

pracessing times of opry;. In other words,

Ty
= Y pi

k=ji+1

where m; 1s the number of operations in the job. Both rules assume a common due
date, dd, for all jobs. The common due date can be set arbitrarily, for example, zero,
because it has no effects on the priority ranking. In addition, SPT (short processing

time), as defined in section 4.1, has also been used in for producing schedule with the

J. Liu



134 Coordinated Forecasts for Shop-Related Objectives

objective of maximizing throughput.

Priority Rule Index Function Rank

LST dd — tt;; —p;  mun
LFT dd — tt;; nin
SPT Pij min

Table 5.1: Benchimark Priority Rules for the Makespan Ohjective

Table 5.1 shows the index functions of LST, LI'T, and SPT priority rules. Late
starl time is the time by which the operation must be processed in order for the job
to meet the common due date. LST rule is equivalent to minimum slack rule since
the late start time less the current time is the slack of the operation. Late {inish time
is the time by which the operation must be finished processing in order for the job
to mect the comnmen due date. LFT rule is equivalent to the Schrage rule [Carlier
1982] which prioritizes operations by longest tail time. SPT rule selects operations
with shortest processing time in an attempt to expedite job processing. These siimple
rules generally do not provide satisfactory results for the makespan objective.

Since scheduling problems with the makespan objective do not involve a job’s due
date, priority rules developed for due-date-based objectives usually are not applicable
to the makespan objective. One way to use due date based priority rules in the
makespan objective is to solve makespan problems as tardiness problems by setting
a common due date for all jobs. Makespan rtesult is obiained from the schedule
gencrated to meet jobs’ common due date. One of the problems with this approach is
thai therc is no guidance on how the due date is set to obtain better results. Usually,
we need to try different due dates to obtain a good solution. In addition, becanse of
the fundamental difference in the objectives, due-date-based priority rules might not
be able to generate schedules with respectable makespan results. Nevertheless, our
purpose is to point out a way that more advanced due-date-based priority rules can be
used for the makespan objective. We will include this approach in our experimental
study laler.

Our primary purpose is to investigate the utility of explicit decision coordination
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among resource agents in dispatch scheduling with the makespan objective. In con-
trast to tardiness objectives, we do not have prior knowledge from job shop schedul-
ing research as how to effectively prioritize operations with the makespan objective.
T'herefore, we need to analyze the factors of reducing makespan, the information that
is useful to exchange among resources, and the usage of these information. The result
1s a new priority rule for job shop scheduling problems with the makespan objective.
This new priority rule incorporates our analysis of the dispaich decision that need to

be coordinated among resources to reduce makespan.

5.2 Coordination Analysis and Design

The most desirable coordination in multiagent problem solving involves complete
and thorough analysis of agents’ interaction such that an accurate decision effect
mode] can be incorporated into agents’ decision making and therefore, the covrdinated
decision process leads to the optimal group performance. However, in dispatch job
shop scheduling, the extreme complexity of interaction among resources defies such an
approach. A middle ground is to identify important factors that should be considered
for coordinated distributed decisions in dispatch scheduling.

Reducing makespan essentially corresponds to reducing resources’ in-process idle
times, which occur when there are operations remaining to be processed bul are
not ready because their preceding operations have not been processed. The essential
decision in dispatch scheduling is to select an operation waiting in the queue to process
next when a resource becames free. The decision is operationalized by assigning
priorities to competing operations and selecting the one with the highest priority. We
identified two factors, derived based on resources’ forecasts of future processing, that
need to be considered in determining an operation’s dispatch priority in makespan

objective. We describe these factors as follows.

Downstrearn operation urgency is represented by a function of predicted down-
stream slacks. In contrast to tardiness cbjectives where slack is defined with

regard Lo a job’s due date, we define predicted slack, S?j.:‘ka of an operation,
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opr,;, with respect to one of its downstrcam operations, oprik, in the job as
k—1
Siiaxr = pstin — Z Pig — peti;
g=j+1
In other words, a predicted slack is the distance between the predicted start /end
times of two successive operations adjusted by the processing times in between.
Predicted downstream slacks of a job include all predicted slacks between the
first operation remaining to be processed in the job and all other downstream
operations. Operations with longer predicted downstream slacks should have
lower priority than those with shorter predicted downstreatn slacks. For exam-
ple, in Figure 5.3, opr;; and opr,, are two operations competing to be processed
on the same resource at time £. Since the downstream operations of opry; are
predicted to be processed later than that of opr,, (as reflected by longer pre-
dicted downstream slacks), there is no need to process opr;; carlier than opr,,.

Downstream operation urgency accounts for coordination among resources with

regard to jobs,

release predicted future processing by resources

date

JOin l l i(j-f}

(processed) t

release predicted future processing by resources

dat
ae

Job1p l [pta-1) |

(processed) t ]l

Figure 5.3: Downstream Operation Urgency

Downstream resource priority is represented by a function of the predicted re-

source finish time. A resource's finish time is the time when all operations
using the resource has been processed, or equivalently, the end time of the last
operation using the resource. In makespan objective, the latest resource fin-

ish time corresponds to the makespan of the schedule. Since only the latest
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resource finish lime counts as the makespan, resources should have different
importance in competing for not being idle during dispatch scheduling. T'he
priority of a resource not being idle is based on the predicted finish time of the
resource adjusted by its predicted idle time. In Figure 5.4, at time {, each re-
source fy has processed a subset of operations, and has a predicled finish time,
pfii. A resource predicts its future processing in the assumption that there are
no capacity constraints on other resources and all upstream operations will be
processed immediately after time £.' Therefore, the predicted makespan is an
underestimate of the actual makespan and will be dynamically increased during
dispatch process. Predicted idle time of a resource occurs when no operation
is ready even with the infinite capacity assumption, such as the idle time of £
hetween opriz and oprss. Downstream resource priority represents lhe relative
importance for the resource not being idle so that the predicted makespan will
not increase. For example, in Figure 5.4, R, predicts the processing of opryg
assuming epraz will be processed at time ¢. Since pft; will be the predicted
makespan, if Ry is forced to be idle because operations {e.g., opray}) are not
ready as predicted , then the makespan will certainly increase. On the other
hand, idleness on By and R will naot dncrease the predicted makespan. There-
fore, fiy should have higher priority for not being idle, while £, is the leasl
important of not being idle. When making actual decision, B3 should pro-
cess oprrgy before opri;. Downstream resource priority accounts for coordination

among resources for the common evaluation measure (makespan).

We combined these two factors into a notion of makespan urgency where down-
stream operation urgency is adjusted by downstreamn resource priority. The makespan
urgency of an operation is contributed by all the downstream operations in the job.

There are two reasons for the large scope of consideration. First, with the makespan

“Ihe complex interaction atnong resoltrces prevents more accurate predictions. In this multiagent
environment where agents’ local conditions are uncertain and tightly related, we feel that agents
should not make prediction based on others’ predictions. By assuming the immediate processing
of all upstream operations, we avoid potential problem solving bias and treat each agent equally in
making prediction.
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predicted future processing
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Figure 5.4: Downstream Resource Priority

objeclive, only when the last operation finishes counts. We nced to consider as far
downstream as possible. Second, in contrast to due dates in tardiness objectives,
makespan objective does not have any reference point that can be used to estimate
global conditions. Therefore, we consider makespan urgency of an operation as the
summation of a composite of downstream operation urgency and downstream resource
priority from all the downstream operations in the job. Essentially, the makespan ur-
gency of an operation estimates the priority of processing the operation such that the
predicted makespan will be met.

Our next step is to develop priority index function that represents makespan ur-
gency. We drew upon research results from weighted tardiness problems to design
our priority index function for makespan objective. First, we adopted the basic form
of the very successful ATC rule where priority is indexed by an exponential of a neg-
ative slack adjusted by a multiple of processing time. Exiensive experimental results
[Morton & Pentico 1993] seem to support the appropriateness of using exponential to
emphasize criticality near the reference point of the rule (e.g., zero in ATC). Therefore,
we used exponential to index both downstream operation nrgency and downstream
resource priority. Second, parameterized rules allow tuning and are more successful
than nonparameterized rules, We also incorporated parameters in our index function.

For an operation opr;; waiting to be processed at time ¢, we index its priority by

ti; Sk i
mi(t) = —2 3 lexp(~-2=) x exp(p(pftf — pm — piti*))]
pij k=141 kpék ]
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where m; is the number of operations in job J;, {t;; is the tail time of opry;, py; is the
processing time of opry;, st; ;. is the predicted slack of opri; with regard to opry. ks a
look-ahead parameter, p;; is the processing time of opry;, p is the adjustment param-
oter, pf!f is the predicted finish time of a resource R, used by operation opry., pm is
the predicted makespan at time £, which is the largest pft among all resources, and
piti* is the predicted idle time after opry on resource R, We used multiplication to
combine downstream operation urgency and downstream resource priority such that
both can equally affect the priority. In downstream resource priority, the distance
between the predicted finish time and the predicted makespan is adjusted by the pre-
dicted idle time after the operation because the predicted idle time will accommodate
potential delay of the operation. The makespan urgency of an operation is adjusted
by its tail time and processing time. We favor operations with shorter processing
time (to expedite processing for other operations) and longer tail time (that requires

prompt processing).

Rescarch results in tardiness objectives show that it i1s necessary to incorporate
X-dispatch that strategically inserts idleness for better solution quality. We observed
the same need in makespan objective. Consider a situation in the end of dispalch
scheduling where only three operations, opr;;, opr,, and opr,(,41), remain {o be pro-
cessed on two resources. Oprj; is the last operation of job J; and has a processing
time p;;. Opry, and opry,,1) are the last two operations of job J, and have process-
ing times py, and pyrey1y, respectively. At time ¢ on resource Ry, opry; is ready to be
processed, while opry, will be ready at ¢ + dt. If By decides to process opr;; first, the
final schedule will have a makespan M =t + p;j + Ppg + Pp(g+1)- On the other hand,
if K{;; decides to wait for py, until it is ready, the final schedule will have a makespan
Mz =t + 6t + ppy + min(pyj, Pprgrry)- Obviously, if (8 < pi;) A (8t < pyer1))s then
M, < M. In other words, under this condition, the decision of Ry to remain idle and

wait for a soon-to-be-ready operation reduces the makespan.

We further developed a penalty function that penalizes operations that will soon

he ready. The penalty function g;(¢) for a yet-to-be-ready operation opr;; using R,
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at time ¢ is defined by

B x (rdt; —t+ {it])
1+ pm — pft‘i + pit,

pis(t) = 1.0 —

where B is the penalty parameter, rdt;; is the rcady time of opr;;, 11£] is the longest
tail time of operations using R, excluding opr;;, pm is the predicted makespan, pf¢.
is the predicted finish time of R,, pif, is the total predicted idle time of R,. The
actual idleness that would occur is represented by rdt;; — t. The potential delay for
the downstream operations is captured by {#t2. These delay costs are then adjusted
by the resource’s predicted distance to the predicted makespan. In short, we penalize
the 1dlencss on the resource by estimating its effects on the predicted makespan.

As in X-dispatch in tardiness objectives, the set of operations that are considered
for processing at time f on a resource is the union of the set of operations that
arc ready and the set of operations due to be ready by time t + p,,, where p,, =
min(p;;+ [rdt;; —¢]*). The priority of an operation that is yet to be ready is penalized
by the idleness that it introduces if it is to be selected for processing. The corrected
priority @, for a yet-to-be-ready operation opr;; with a ready time rdt;; at time ¢ is
set by

Ty = Tij(Bpi(t)

The priority index function we developed for makespan objective, called MU
(Makespan Urgency), formulates decision coordination among resource agents. In
order to use MU, we need a traditional priority rule? for resources to predict their
fiture processing. We chose to use LFT rule since it performs better in makespan
objective than LST rule in our experiments on the benchmark problems. We use
COFCAST-MU to refer to the coordinated dispatch procedure using MU rule for
makespan objective. In the next section when we discuss the performance of the new
technique, we use MU and COFCAST-MU alternatively.

We now sumrnarize the COFCAST-MU procedure as follows. At first, each re-

source predicts future processing using LFT rule. The latest predicted finish time

2Rules that do not use predicted information, such as LST and LFT.
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among the resources is recorded as the predicted makespan. When a resource be-
comes idle and is ready to selecl an operation, it performs the following actions: (1)
select, an operation based on MU priority index function and assign its start time, (2)
sequence all unprocessed operations by LFT rule and assign predicted start times and
predicted end times of Lhese operations, {3) update its (the resource’s) predicted fin-
ish time, predicted idle time, and the predicted makespan if its predicted finish time
is later than the current predicted makespan, and (4) coordinate future forecasts by
adjusting operations’ predicted ready times.

We describe the algorithmic procedure of COFCAST-MU as follows, where prt;;
is the predicted ready time of an operation, psi;; is the predicted start time, pet;;
1s the predicted end time, est;; is the earliest start time, pfi, is the predicted finish
time of a resource R, pit; is the predicted idle time of a resource Ky, and pm is the

current predicted makespan.

(Inftiafization)
Fori=1,...,m,3 =1,...,m;
pri;; = est;;;
Fork=1,..,n;
B, predicts future processing using LFT rule
set prn to latest pft;
while (a resource R; becomes idle at time ¢) ;
(Schedule an operation)
O} = the set of operations eligible for scheduling ;
opr;; = selected operation from O using MU rule;
st; =1
et;; =t + pijs
{Forecast future processing)
Of = the set of unprocessed operations ;
Vopry, € O%F,
S¢ = sequence of (3} according to LFT rule;

assign pst,, and pet,, for opr,, in ST” beginning at et;; ;
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{Update predicted records)
set pfiy:
sel prf;
if (pfte > pm),
pm = pfiy;
(Coordinate future forecast}
J, = the set of jobs of operations in S5} ;
For each job J, in Jg;
opry, = the first operation remaining to be processed ;
if (priy, < elij);
prigg = elij;
fi;
Forr = g+ 1 lo my;
set it = eti; + Porr—1);
it (pri,. < i1);
prig = ti;
fi;
od.

Next, we conducted an empirical sludy on the performance of COFCAST-MU.
QOur goals of the experiment are to: 1) compare the performances of COFCAST-MU
to that of the LST, LFT, and X-ATC rules, measure the leverage of incorporating
decision coordination in dispatch scheduling for makespan objective, 2} compare the
performance of COFCAST-MU to that of other sophisticated techniques, measure the
utility of COFCAST-MU, 3) examine the COFCAST-MU’s performance variation in
different problem sizes and different job/machine ratios, identify conditions where

COFCAST-MU performs the hest.
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5.3 Experimental Results

We constder two sets of benchmark makespan problems in the experiments. For all
instances of both problem sets, each job goes through each machine exactly once. In
other words, the number of operations of each job equals the number of machines.
The first set of problems, varving in size from six jobs on six machines (6 x 6)
to thirty jobs on ten machines (30 x 10), consists of three long standing instances
(MT06, MTI10, MT20) from [Fisher & Thompson 1963] and forty instances from
[Lawrence 1984]. For the three MT instances, operations’ processing times are drawn
from a uniform distribution on the interval [1, 10] {for MT06) or [1, 99] for (MT10
and MT20). Each job tends to use lower-numbered machines for earlier operations.
For the Lawrence instances, operations’ processing times are drawn from a uniform
distribution on the interval [5, 99] and the sequence of machines being used by each
job is set randomly. The second set of problems, varying in size from fifteen jobs
on fifteen machines (15 x 13) to one hundred jobs on twenty machines (100 x 20},
consists of eighty problems from [Taillard 1993]. Processing times of operations are
drawn from a uniform distribution on the interval (1, 99]. The sequence of machines
being used by each job is also set randomly. The first set of problems are most
commonly studied in the literature. Actual printout of each problem configuration
along with a known optimal makespan value can be found in [Applegate & Cook
1991]. The second set of problems are recently proposed as larger sized benchmarks.
The best solution for each problem obtained by an extensive tabu search procedure

is reporled in [Tatllard 1993].

The set of priority rules we consider in this experimental study includes SPT, LST,
LEFT, X-ATC, and the newly developed MU rule. SPT, LST, and LFT are simple
rules used in benchmark comparison. X-ATC is the most successiul rule in tardiness
objectives. Both X-ATC and MU rules are parameterized rules that require “param-
eter tuning”. To use X-ATC rule in makespan objective, we introduce an additional
due date parameter A for setting job’s due date. For each problem, we calculate the

maximum total processing lime on a resource denoted as 2. The common due date
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d jor each job in the problem is sct as
d=Ax

Therefore, X-ATC rule in makespan objective involves three parameters, which are
the look-ahead paramcter k, the penalty parameter B, and the due date parameter
A. Recall that MU rule also involves three parameters, which are the look-ahead
parameter k, the adjustment parameter p, and the penalty parameter B. We tuncd
& belween 0.5 and 3.0 with a granularity of 0.5 (6 different values), 7 between 0.2
and 1.0 with a granularity of 0.2 (5 different values), A between 0.5 and 3.0 with a
granularity of 0.5 (6 different values), and p between 0.002 and 0.02 with a granularity
of 0.003 (6 different values). Therefore, for both X-ATC and MU rules, cach problem
was run 180 times with different combination of parameter values and the best resuli

is reporied.

5.3.1 On a problem set of smaller sized instances

Table 5.2 reports the makespan results of the SPT, LST, L¥FT, , X-ATC, and
MU rules on the first problem set. Among the forty Lawrence instances, the optimal
makespan values for four instances (1a2l, 1a27, 1a29, and 1a38)} have been difficult to
find. Therefore, we did not include these four instances in the experiment. Problem
sizes are denoted by the number of jobs (j) and the number of machines {m}, whosc
product equals the total number of operations in the problem. Results marked by a
star sign (™) indicate the optimal solutions.

Table 5.3 reports the average performance of each priority rule on each problem
size and the whole problem set, We have the following observations from the ex-
perimental results. First, as expected, SPT, LST, and LI'T rules perform poorly.
ST rule is supposed to maximize shop throughput [Morton & Pentico 1993], which
corresponds to shorler makespan. However, in shops where jobs’ processing times
vary a lot, e.g., there are jobs with very long operation processing times as well as
jobs with very short operation processing times, SPT rule would process shorter jobs

firsl, delaying longer jobs to the end and causing even more resource idleness before
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Preb. [ jx m [ Optimal [ SPT [ LST [ LFT [X-ATC [ MU |
mt06 [ 6 x 6 |55 &8 61 60 55% a4 !
mtlf | 10 x 10 | 930 1074 | 1108 | 1000 | 986 1015
mt20 | 20 x 5 | 1165 1267 | 1501 | 1454 | 1316 1257
Tal 10 x § | 668 751 [ 735 671 B66% BEG*
la2 10 x 5 | 655 821 | 817 835 737 717
la3 1¢ = 5 | 597 872 | 806 696 669 30
lad | 10 x5 [ 590 T11 | 7h& 696 648 611
la5 10 x 5 | 593 610 | 593* | 593* | 593* 593*
laf 15 % 5 | 926 1200 | 926% | 926* | 026% 9a6* |
la7 15 = 5 | 890 1034 | 970 960 917 £O0*
la8 | 15 x 5 | 863 66 | 943 893 RE3* B3+
lag 15 x & | 951 1045 | 1015 | 951% | 951* 051*
lal0 | 15 = 5 | 958 1049 | 966 958*% | Qhg* 058*
lall | 20 x 5 | 1222 1496 | 1268 [ 1222*% | 1292% | 1222%
lal2 | 20 x 5 [ 1039 1305 | 1137 | 1060 | 1039* | 1039*
1lald | 20 x 5 ) 1150 1474 | 1166 | 1189 | 1150% | 1150*
lald | 20 x 5 | 1292 1427 | 1202% [ 1292* | 1292% | 1292*
lals | 20 x 5 | 1207 1339 | 1343 | 1390 | 1340 1207*
lal6 | 10 x 10 | 945 1265 | 1054 | 1081 [ 1033 1043
lal7 | 10 % 10 | 784 924 | 846 845 797 850
lal8 | 10 % 10 | 848 981 | 970 083 913 905
lal9 | 10 = 10 | 842 940 | 1013 | 1000 | 916 907
1220 | 10 % 10 | 902 1000 | 964 084 049 960
1a22 | 15 x 10 | 927 1180 | 1079 [ 1060 | 1082 053
1a23 | 15 % 10 | 1032 1162 | 1185 | 1155 | 1088 1051
la24 | 15 = 10 | 935 1171 | 1101 | 1085 [ 1046 1008
1a25 | 15 x 10 | 977 1449 | 1129 | 1112 | 1056 1056
1a26 | 20 x 10 | 1218 1607 | 1435 | 1386 | 1329 1268
la28 | 20 x 10 [ 1216 1541 | 1487 | 1468 | 1399 1265
1230 | 20 x 10 ] 1355 1792 | 1580 | 1577 | 1409 1366
1a31 [ 30 = 10 | 1784 1931 [ 1931 [ 1903 | 1898 1784%
1a32 | 30 x 10 | 1850 2204 | 1875 | 1850* | 1865 1850*
la33 | 30 x 10 | 1719 1925 | 1875 | 1742 [ 1742 LT19*
la34 | 30 x 10| 1721 2025 | 1935 | 1825 | 1732 1721*
1a35 | 30 % 10 | 1888 2110 | 2083 | 2009 | 1902 1888%*
1a36 | 15 = 15 | 1268 1799 { 1510 | 1396 | 1406 1352
1a37 | 15 x 15 | 1397 1655 | 1588 | 1584 | 1502 1489
1a39 | 15 x 15 | 1233 1534 | 1500 | 1495 | 1434 1350
ladlt | 15 % 15 | 1222 1476 { 1440 | 1400 | 1334 1353

Table 5.2: Makespan Results of Priority Rules on The Smaller Sized Problem Set
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Prob. | jxm | SPT (%) | LST (%) | LFT (%) | X ATC (%) | MU (%)
mtd6 | B =6 | 60.00 1091 9.09 0.00 727
mtlo | 10 x 10| 15.48 19.14 17.20 £.02 0.11
mt20 | 20 x 5 8.76 28.84 24.81 12.96 7.90
al 5 | 10x5 | 1481 16.03 12.56 838 371
1a6-10 | 15 x5 | 1542 5.17 2.97 0.61 0.00
lall-15 | 20 % 5 | 19.52 5.17 3.92 2.20 0.00
1a16-20 | 10 x 10 | 17.98 12.20 15.19 6.37 8.08
1a22-25 | 156 % 10 | 28.44 16.13 14.03 10.53 5.14
1a26-30 | 20 x 10 [ 30.31 18.90 16.96 9.38 2.98
la31-35 | 80 = 10 | 13.76 8.29 4.09 1.98 0.00
1a36-40 | 15 x 15 | 26.38 18.06 14.82 10.97 8,36
Al : 20.56 12.48 10.19 5.73 3.75

Table 5.3: Average Makespan Errors of Priority Rules on Each Problem Size

all jobs are processed. Therefore, SPT rule perforims even worse than LST and LFT
rules in most problems. Second, the three long standing instances from [Iisher &
Thompson 1963] are difficult for MU rule. X-ATC rule is better than MU rule in two
instances with smaller job/machine ratio, but is worse than MU rule in one instance
with larger job/machine ratio. Third, some of the Lawrence instances are actually
simple. Among the thirty-six instances, LST obtains 3 optimal results, LFT obtains
6 optimal results, X-ATC obtains 10 optimal results, and MU rule obtains 17 optimal
results. Fourth, the average performance of MU rule is better than that of X-ATC
rile 1 every category of the Lawrence problem set except the 10-job 10-machine
problems. Fifth, in average of all problems, MU rule obtains considerably betier
makespan results over SPT, LST, LFT, and X-ATC rules. The improvement that
COFCAST-MU brings is 81.76% over SPT rule, 69.95% over LST rule, 63.20% over
LET rule, and 34.55% aver X-ATC rule. Overall, the results clearly show that MU

rule is the hest priority rule in comparison for makespan objective.

A closer examination of the experimental results reveals that the performance
of COFCAST-MU is aflected by the job/machine ratio of problems. In Table 5.3,
MU rule’s error percentage considerably drops as the job/machine ratio increases.
Although it might also indicate that problems with larger job/machine ratio are

easler, the performance of SPT, LST, LFT, and X-ATC rules do not follow the trend.
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Therefore, we conjecture that COFCAST-MU rule would perform more effectively in
problems with larger job/number ratio. We will further examine this observalion in
the second set of experiments and elaborate on possible reasons later.

We also compiled experimental results of some advanced scheduling techniques
in the literature, as shown in Table 5.4. SB1 represents the shifting bottleneck pro-
cedure [Adams et al. 1988]. SB2, SB3, and SB4, are the improved versions [Balas
et al. 1993] of SB1 that make more accurate approximation for makespan minimiza-
tion with increasing computation cost. M-PCP is a heuristic precedence constraint
posting approach [Cheng & Smith 1995] that solves makespan problem by taking a
series of common deadline problems®. SA is a simulated annealing approach to jobh
shop scheduling [Laarhoven et al. 1992] with general neighborhood structure. 1'SAB
is a tabu search approach with backtracking [Nowicki & Smutnicki 1994] that takes
advantage of the special structure of the critical path of the schedule. SB and M-PCP
are sophisticated heuristic methods that incorporate some forms of search, while SA
and TSAB are extensive iterative improvement methods that involve more compu-
tational expense. These represent most of the state-of-the-art scheduling techniques

for makespan problems.

¥The common due date approach is the same as the way we use X-ATC rule in makespan objective
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Prob. | j = m | Optimal | SB1 5B2 SB3 5B4 M-PCP | SA TSADB

mt06 | 6 x 6 | 55 55% | 6% | B5* | a3t | B5* 55% | 557
mtl0 | 10 x 10 | 930 1015 | 930* | 981 | 940 | 949 930* | 930*
mt20 | 20 x 5 | 1165 1290 | 1178 | 1199 | 1199 | 1267 | 1163* | 1165*
(lal | 10 x5 | 666 666* | 666% | 666* | 666% | 666* | 666° | 666
la2 | 10x5 |655 720 | 669 | 667 | 667 | 670 655* | 655*
la3 | 10 x5 | 597 623 | 605 | 626 |626 | 619 606 | 597
lad | 10 x5 | 590 507 | 593 | 583 | K93 | 600 500* | Bo0*
la3 | 10 x 5 | 593 503* | 593* | 593* | 593* | 593* | 593* | 503
a6 | 15 x5 | 926 026* | 926* | D26F | 926 | 926* | 926" | 0267
laT | 15 x 5 | 890 890% | 890* | so0* | 8oo* | 890* | gao* | sgo*
la§ | 15 x5 | 863 868 | 863* | 863* | 863* | 863* | 863* | 863*
la9 | 15 x5 | 951 951* | 951* | 951% | 951% | @51* | 951* | 951%
lal0 | 15 x 5 | 958 958* | 958* | ghs* | 958* | 058* | 938* | 938
lall | 20 x 5 | 1222 1222% [ 1222% | 1222% | 12227 | 1222% | 1292% | 1222
lal2 | 20 x 5 | 1039 1039*% | 1039* | 1039* | 1030* | 1030* | 1039* | 1039+
lal3 | 20 x 5 | 1150 1150% | 1150% { 1150% | 1150* | 1150* | 1150% | 1150*
lal4 | 20 x 5 | 1292 1292* | 1292* | 1202% | 1202% | 1292% | 1202*% | 1292*
lalb | 20 x 5 | 1207 1207* | 1207* | 1207* | 1207% | 1207* | 1207* | 1207*
lal6 | 10 x 10 | 945 1021 [ 978 | 961 | 961 | 682 956 | 915
lal7 | 10 x 10 | 784 796 | 787 | 796 | 796 | 78T 785 | 784
1218 | 10 x 10 | 848 891 | 859 | 866 | 8GL | 886 861 | A8
1al9 | 10 x 10 | 842 875 | 860 | 902 | 878 | 852 848 | 842*
1a20 | 10 x 10 | 902 924 | 914 | 932 |923 | 922 902* | 902*
1a22 | 15 x 10 | 927 1040 [ 944 [ 954 | 954 | os4 938 | 927+
1a23 | 15 x 10 | 1032 1061 | 1032* | 1032* | 1032* | 1041 | 1032* | 1032*
1224 | 15 x 10 | 935 1000 | 976 | 976 | 976 | 983 952 | 939
la25 | 15 x 10 | 977 1048 11017 | 1012 | 1012 | 1026 | 992 | o77*
[a26 | 20 x 10 | 1218 1304 | 1224 [ 1239 | 1224 | 1272 | 1218* | 1218%
1a28 | 20 x 10 | 1216 1256 | 1250 | 1245 | 1245 | 1275 | 1224 | 1216*
la30 | 20 x 10 | 1385 1403 | 1355% | 1355* | 1355% | 1356 | 1355* | 1355*
[a3L | 30 % 10 | 1784 1784% [ T784% [ 1784% | 17847 | [784% | 1784° | 1781%
1a32 | 30 x 10 | 1850 1850* | 1850* | 1850* | 1850* | 1850% | 1850* | 1850*
1a33 | 30 x 10 | 1719 1719% | 1719*% | 1719% | 1719% | 1722 | 1719* | 1719*
la34 | 30 x 10 | 1721 1721% | 1721% | 1721% | 1721% | 1744 | 1721% | 1721*
1235 | 30 x 10 | 1888 1888* | 1888* | 1888* | 1888* | 1888* | 1888* | 1888+
1a36 | 15 x 15 | 1268 1351 | 1305 | 1310 | 1319 | 1321 | 1203 | 1268
137 | 15 x 15 | 1397 1485 | 1423 | 1425 | 1425 | 1446 | 1433 | 1407
1a39 | 15 x 15 | 1233 1321 (1273 | 1278 | 1278 | 1286 | 1248 | 1233*
| 1a40 | 15 x 15 | 1222 1326 | 1269 | 1266 | 1262 | 1272 [ 1234 | 1229

Table 5.4: Makespan Results of Advanced Scheduling Techniques on The Smaller
Sized Problem Sct
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Frob, jxm | MU | SB1 | SB2 ) SB3 | 5SB4 [ M-PCP | 54 | TS5AB
mt06 8 | 727 1 000000 0.00 ] 000 0.00 0.00 ) .00
mtld [ 10 x 10 | .14 | 914 | 0.00 | 548 | L.OS 2.04 (.00 [ 0.00
mt20 20 B | 7.00 | 1074 | L.11 | 292 | 2.92 2.32 0.00 | 0.00
lal-5 10 =5 | 3.71 J.00 [ 080 | 144 | 1.44 1.47 0.30 | 0.00
1a6-10 | 13 x5 | 0.00 | 0.12 | 0.00 | 0.00 ] .00 0.00 0.00 | 0.00
lall-15 | 20 x 5 [ 0.00 | 0.00 | 0.00 | 0.00 | 0.00 0.00 0.00 | 0.00
la16-20 | 10 »x 10 ] 8.08 | 4.20 | 1.73 | 3.16 | 2.25 2.44 0.7L [ 0.00
1a22-25 | 15 = 10 | 5.14 [ 7.30 | 2.68 § 2,72 | 2.72 3.78 .14} o1
1a26-30 | 20 x 10 [ 298 | 4631 1.10 | 1.37 | 0.96 3.12 0.22 ¢ 0.00
la31-35 | 30 x 10 | 0.00 [ 0.00 | 0.00 | 0.00 | 0.00 0.30 .00 [ 0.00
lad6-40 | 15 x 15 | 8.36 | 7.12 | 297 | 3.32 | 3.24 4.15 1.69 | 0.32

All - 395 3291101153126 1.72 044 | 0.04

Table 5.5: Average Makespan FErrors of COFCAST-MU and Advanced Scheduling
Techniques

We compared the performance of COFCAST-MU against the most advanced
search techniques for makespan problems in Table 5.5. The techniques in compari-
son can be grouped into three levels of performance. TSAB and SA are in the first
level. SB2, SB3, SB4, and M-PCP are in the second level. SB1 and COFCAST-MU
are n the third level. The comparison indicates that COFCAST-MU has elevated
the performance of dispatch scheduling to the level that is comparable to sophisti-
cated methods. In addition, COFCAST-MU operates in dispatch procedure and 1s
not as sensitive to problem size as sophisticated techniques. All problem instances
were solved by COFCAST-MU, implemented in Lisp, in less than 1 second. The
experimental results show that COFCAST-MU, while retaining the robustness and
computational efliciency of dispatch scheduling, can obtain respectable makespan re-

sults that are potentially significant in practical applications.

5.3.2 On a problem set of larger sized instances

In our second experirment, we tested the performance of SPT, LST, LFT, X-ATC, and
MU rules on Taillard problems. We also adopted the experimental resulis of shifting
bottleneck procedure (SB1) and M-PCP on the same set of problems reported in
[Cheng & Smith 1995]. Table 5.6, Table 5.7, Table 5.8, and Table 5.9 report the
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makespan resulis of these techniques on the 15-machine and 20-machine problems.
Tn these tables, best results* are obtained from an extensive tabu search procedure
and are reported in [Taillard 1993]. Results marked by a star sign (*] indicate the
optimal solutions. SB1 is reported in [Cheng & Smith [995] as not able to solve
one H-job 15-1nachine problem, one 50-job 20-machine problem, or any of 100-job
20-machine problems, on a Sun SPARC 10 workstation because of excessive memory
requirements. Among the 80 problem instances, Taillard’s tabu search procedure
(TTS) found 19 optimal solutions. Surprisingly, COFCAST-MU obtained 14 optimal
solutions and a makespan result even better than T'TS on one 100-job 20-machine
instance. On the other hand, SB1 found only one optimal solution, and M-PCP did

not obtain any optimal solutions.

Table 5.10 reports the estimated average makespan errors® for all techniques on
68 problem instances, excluding the problem instances not solved by the shifting
bottleneck procedure. Results reported in 50 x 15 and 50 x 20 problems marked
by (1) indicate that only partial results (9 out of 10 instances) were used to produce
the average errors. Table 5.11 reports the estimated average makespan errors for all
techniques except SB1 on all 80 problem instances. As a prierity rule, MU clearly
outperforms SPT, LST, LFT, and X-ATC rules by considerable margins. In addition,
COFCAST-MU outperforms SB1 in all categories of problem sizes, and leads M-PCP
in all categories of problem sizes that have job/machine ratios larger than 1. The
unprovements that COFCAST-MU brings are 80.06% over SPT rule, 71.16% over
LST rule, 67.01% over LFT rule, 52.58% over X-ATC rule, 28.28% over SBI, and
34.02% over M-PCP. As an overall comparison of scheduling techniques on the set
of problems, Taillard’s tabu search procedure|[Taillard 1993] and TSAB[Nowicki &
Smutnickt 1994] have the best results, e.g., estimated average makespan errors of

0.00 and 0.41, respectively.

1A slightly better performance on part of the problem sct from TSAB is reported in [Nowicki &
Smutnicki 1994] but actual makespan result for each problem is not provided.

*I'he makespan errors are estimated since they are calculated based on the best results obtained
by Taillard’s tabu search procedure, not the actual optimal solutions, which are not known in most
problerns.
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Job x Best | SPT | LST | LFT | X-ATC M-PCP | MU
Machine | Result | rule | rule | rule rule SB1 | w/Relax | rule
1231* | 1462 | 1491 | 1484 1424 1360 1280 1312
1252 | 1531 | 1440 | 1439 | 1331 | 1367 1308 1293
1223 | 1452 | 1426 | 1429 | 1361 | 1289 1288 1310
1181 | 1668 | 1387 [ 1400 | 1295 | 1289 1253 1285
15 x 15 | 1234 | 1682 | 1494 | 1443 | 1367 | 1359 1306 1334
1243 | 15663 | 1369 | 1423 1352 1314 1320 1337
1228 | 1477 | 1470 | 1406 | 1385 | 1322 1307 1333
1221 | 1457 | 1491 | 1508 | 1397 | 1345 1289 1300
1289 | 1723 [ 1541 | 1573 1450 1437 1366 1417
1261 | 1697 | 1534 | 1473 | 1367 | 1331 1334 1350
1376 | 1874 | 1685 | 1678 | 1568 | 1481 1488 1470
1381 | 1690 | 1707 | 1619 1549 1503 1495 1474
1367 | 1802 | 1690 | 1598 | 1529 | 1521 1478 1503
1355 | 1587 | 1561 | 1582 | 1502 | 1540 1452 1437
20 x 15 | 1366 | 1835 [ 1696 | 1642 | 1543 | 1532 1486 1463
1371 | 1965 | 1584 | 1604 | 1537 | 1511 1478 1487
1480 | 2059 | 1804 | 1862 { 1652 | 1605 1609 1576
1432 | 1748 ) 1751 | 1737 1664 1532 1503 1330
1361 [ 1723 | 1667 | 1569 1497 1504 1440 1460
1373 | 1710 | 1689 | 1658 1552 1535 1441 1467

Table 5.6: Makespan results of 15-job, 20-job and 15-machine problems
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Job x Best | SPT | LST | LFT | X-ATC M-PCP | MU
Machine | Result | rule | rule | rule rule SB1 | w/Relax | rule
1770 | 2532 | 2134 | 2146 | 2087 2017 2001 1873
1853 [ 2373 | 2224 | 2163 | 2119 2061 2019 1967
1855 | 2261 | 2349 | 2238 2308 1987 2053 1992
1851 | 2407 | 2245 | 2071 2111 1996 2071 1955
30 x 15 | 2007 | 2580 | 2226 | 2191 2122 1965 2106 2040
1844 | 2445 | 2365 | 2412 2185 1965 2016 1997
1822 | 2664 | 2168 | 2018 1992 1976 1954 1921
1714 | 2155 | 2070 | 2005 | 1942 1915 1853 1798
1824 | 2417 | 2221 | 2118 2005 1890 2010 1899
1723 | 2203 | 2205 | 2163 2034 1838 1931 1860
2760% | 3772 | 3435 | 3427 | 3216 2853 2948 2860
2756* | 3276 | 3378 | 3301 | 3117 2806 2964 2828
2717% | 3438 | 3090 | 3034 | 2014 2761 2891 2717*
2839% | 3117 | 3240 | 3135 | 2981 | 2836* 2605 2839%
20 = 15 | 2689 | 3159 | 3122 | 3119 3038 - 2044 2764
2781%* | 3524 | 3066 | 3038 | 2980 2924 3023 2781%*
2043% | 3635 | 3245 | 3232 3200 2087 3156 2943*
2885% | 3489 | 3372 | 3314 | 3153 2969 3131 2885*
2655* | 3397 | 3080 | 3083 | 2074 2755 2938 2739
2723*% [ 3662 | 3116 | 2978 | 2985 2828 29004 2747

Table 5.7: Makespan results of 30-job, 50-job and 15-machine problems
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Job x Best | SPT | LST | LT'T | X-ATC M-FCP | MU
Machine | Result | rule | rule | rule rule SB1 | w/Relax | rule
1663 | 2116 | 2044 | 2005 1921 1814 1764 1827
1626 | 2060 | 1914 | 1868 1784 1776 1739 1740
1574 | 1933 § 1983 | 1834 1503 1822 1687 1752
1660 | 2203 | 1982 | 1919 | 1832 | 1822 1773 1813
20 x 20 | 1598 | 2072 | 1941 | 1873 { 1812 [ 1847 1742 1726
1679 | 2126 | 1951 | 1921 1863 1861 1750 1794
1704 | 2136 | 2091 | 1979 | 1976 | 1857 1862 1899
1626 | 1968 | 1997 | 1868 | 1790 | 1809 17419 773
1635 | 2141 | 1860 | 1871 | 1802 | 1771 1761 1797
1614 | 1999 [ 1935 | 1896 | 1809 | 1729 1743 1779
2064 | 2480 | 2620 | 2583 | 2452 | 2343 2323 2238
1983 | 2594 | 2416 | 2406 | 2274 | 2199 2205 2145
1896 | 2494 | 2345 | 2264 [ 2217 | 2123 2165 2084
2031 | 2772 | 2544 | 2459 | 2326 | 2393 2252 2166
30 x 20 2032 | 2494 | 2524 | 2510 2267 2262 2215 2171
2057 [ 2667 | 2447 | 2449 | 2357 | 2329 2269 2238
1947 | 2633 | 2263 | 2242 | 2163 | 2202 2104 2094
2005 | 2616 | 2333 | 2277 2261 2191 2277 2172
2013 | 2752 | 2382 | 2463 | 2279 | 2270 2330 2206
1973 [ 2420 | 2492 | 2378 2326 2301 2188 2177J

Table 5.8: Makespan results of 20-job, 30-job and 20-machine problems
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Job x Best | SPT | LST | LFT | X-ATC M-PCP | MU |
Machine | Result | rule | rule | rule rule SB1 | w/Relax | rule
2921 | 3647 | 3350 | 3335 3209 3088 3177 3016
3002 | 3636 | 3461 | 3344 | 3248 | 3237 3244 3047
2835 | 3435 | 3181 | 3172 3025 2978 3047 2872
2775 | 3582 | 3188 | 3172 | 2076 | 2879 2951 2793
50 x 20 | 2800 | 3340 | 3429 | 3365 | 3200 | 2978 306! 2019
2914 | 3563 | 3208 | 3221 | 3127 | 3089 3187 2932
2895 | 3445 | 3296 | 3247 | 3159 | 3105 3165 2955
2835 | 3556 | 3203 | 3048 | 2097 | 2918 3048 2852
3097 | 3923 | 3588 | 3496 | 3398 - 3419 3113
3075 | 3644 | 3482 | 3443 3412 3163 3349 3176

5464* | 6228 | 5977 | 5837 | 5699 - 5804 5464%
5181* | 6015 | 3564 | 5414 | 5326 - 5378 5181*
5568* | 6341 | 6051 | 6065 | 5944 - 5885 ROGR*
5339* | 6204 | 5669 | 5553 | 5478 - 55353 5339*
100 = 20 | 3392* | 6264 | 6029 | 5927 | 5798 - 5743 3392%
5342* | 6023 | 5887 | 5923 | 5711 - 5733 5342*
5436* | 6112 | 5895 | 5767 | 55385 - 3621 5436*
5394* | 5941 | 5763 | 5704 | 5596 - 5618 5394*
3358* | 6200 | 5743 | 5563 | 5428 - 5563 5358*

5213 | 6045 | 5553 | 5404 | B3I8T - 5413 5183

Table 5.9: Makespan results of 50-job, 100-job and 20-machine problems

Job x SPT | LST { LFT | X-ATC | M-PCP | MU
Machine | rule | rule | rule rule 5B1 | w/ relax | rule
153 x 15 | 27.09 | 18.44 | 17.91 | 11.06 8.49 5.06 734
20 <15 | 29.75 | 2143 | 19.32 | 1247 | 10.15 T.27 7.26
30 x 15 | 31.65 | 21.72 | 17.99 1 14.51 7.51 9.64 a.73
30 x 15t | 25,06 | 15.86 | 13.94 8.80 2.66 7.21 1.14

20 x 20 | 26.69 | 20.28 | 16.22 | 12.28 | 10.59 7.33 9.29
30 x 20 | 29.69 | 21.81 [ 20.11 | 14.60 | 13.05 11.64 5.46
50 x 201 | 22.30 | 14.75 | 12.68 8.82 5.34 8.34 1.95

All 2757 | 19.30 | 16.99 | 11.88 8.38 8.15 6.01

Table 5.10: Estimated average makespan errors for a subset of larger sized problems
excluding those not solved by SB1
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Job x SPT | LST | LFT | X-ATC | M-PCP | MU

Machine | rule | rule | rule rule ) w/ relax | rule
15 x 15 | 27.09 | 1844 | 17.91 | 11.06 5.56 7.34
20 x 15 | 29.75 | 21.43 | 19.32 | 12.47 7.27 7.26

30 % 15 | 31.65 ¢ 21.72 | 17.99 | 14.51 2.64 2.73
o0 x 15 | 24.30 | 1588 ) 14.14 | 10.09 7.43 1.31
20 x 20 | 26.69 | 20.28 | 16.22 | 12,28 7.33 9.29
30 x 20 [ 29.69 | 21.81 | 20,11 | 14.60 11.64 8.16

50 x 20 | 22.74 | 14.86 | 12.70 8.91 8.55 1.80
100 x 20 | 14.33 | 8.26 | 6.44 4.20 4.88 -0.06
All 25.78 | 17.82 | 15.58 | 10.84 7.79 5.14

Table 5.11: Estimated average makespan errors for all larger sized problems

We were surprised that COFCAST-MU, which operates on simple dispatch pro-
cedure, outperforms even sophisticated techniques, such as shifting bottleneck pro-
cedure (SB1) and precedence constraint posting (M-PCP). There seems to be two
indications from the experimental results. First, sophisticated methods, such as SBi
and M-PCP. are more susceptible to deterioration in larger sized problems, where
their search mechanisms and heuristics are overwhelmed by the exponentially ex-
panded search space and are not as effective as in smaller sized problems. Second,
the coordination technique (COFCAST) we incorporated in dispatch scheduling and
the priority rule (MU) we developed are indeed very useful, especially in larger sized
problems where more sophisticated methods are either ineflective or infeasible duc
to the computational expense. In addition, COFCAST-MU has fixed computational
cost with regard to problem sizes. COFCAST-MU solved the 100 x 20 problems in

one minute on a SUN SPARC 5 workstation with a Lisp irnplementation.

Recall that in the set of smaller sized problems we observed a trend of better
performance of COFCAST-MU when job/machine ratio of problems increases. The
experimental results in the set of larger sized problems are consistent with the per-
formance trend. We conjecture two possible factors that might contribute to this
performance trend. First, it is possible that problems with larger job/machine ratio

are less difficult than problems with smaller job/machine ratio. However, performance
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of SPT, LST, LFT, X-ATC rules, SB1, and M-PCP seems to give mixed signals with
regard to the relation of problem difficulty and job/machine ratio. Second, the coordi-
nation technique we developed in COFCAST-MU seems to work better in problems
with larger job/machine ratio. One possible reason is that when the job/machine
ratio increases, each resource has more jobs to process and the difference hetween
resources’ predicted finish times and the predicted makespan would become larger.
This would enable MU rule to better differentiate resource priorities and provide more
correct dispalch decisions that reduce makespan of the generated schedules, Overall,
it appears that COFCAST-MU’s performance trend with job/machine ratio is due to
both factors.

Finally, we summarize the performance of COFCAST-MU as follows:

1. COFCAST-MU significantly advances dispatch scheduling in makespan objec-

five,

2. COFCAST-MU has respectable makespan performance in smaller sized prob-

lems and is very eflective in larger sized problems.

3. COFCAST-MU is especially effective in problems with large job/machinc ratio
(larger than 2).

4. The empirical computational cost ratio of COFCAST-MU to traditional dis-

patch scheduling is T3, where m is the number of machines, j is the number

of jobs in the problem, m = 7y > 100.
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Chapter 6
Conclusions and Future Work

This thesis describes innovative approaches to job shop scheduling based on dis-
tributed problem solving by reactive agents. We developed effective coordination
schemes that were implemented in two distributed job shop scheduling systems,
CORA and COFCAST, with different emphases, Both systems were evaluated by
extensive experimental studies. Section 6.1 summarizes our approaches with the
experimental results and concludes the study. Section 6.2 concludes the main contri-

butions of the work. Section 6.3 discusses potential future research directions.

6.1 Thesis Summary and Conclusions

We formally defined constraint partition as a structural decomposition scheme for
distributed CSPs. By applying constraint partition to job shop scheduling CSPs, we
adopted a distributed mode] where each job and each resource is assigned to a reactive
agent. We drew upon a social insect metaphor, where complex tasks are achieved by
cffective coordination of simple insects. We developed two coordination schemes for
the distributed job shop scheduling model.

In the first part of the research, we adopted the constraint satisfaction formulation
of job shop scheduling and proposed a framework for reactive distribuied constraint
salisfaction, called Constraint Partition & Coordinated Reaction. In CP&CR, cach

agent reacts to constraint violations and the problem is solved by the cvolutionary
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interaction process of the sociely of reactive agents. We developed a coordination
scheme for CP&CR based on task disparity among agents and a set of useful coordi-
nation information in job shop scheduling domain. The coordination scheme and the
sct of coordination information are embodied in the reaction heuristics of job agents
and resource agents. The resulting scheduling system, CORA, performs problem
solving in an iterative process of distributed local solution repairing until a feasible
solullon {e.g., no constraint violation) is found. Experimental results attest to the
cffectiveness of CORA and reveal {avorable scaling up performance.

Encouraged by the success of CORA, we extended CORA to job shop scheduling
COPs where due date constraints are relaxed as the reference points of the objective
function. Anchor&Ascend, a distributed constraint optimization mechanism, adds
to CORA a best first search of the anchor agent in reconfiguring the anchor sub-
solution. Therefore, a globally favorable solution is found by iterative local repairing
of an initial solution based on an anchor sub-solution with monotonically increased
local objective cost. Experimental results show that Anchor&Ascend outperformed
both X-ATC rule, one of the most successful dispatch rules in job shop scheduling,
and in a limited scale, Focused Simulated Annealing Scarch, an extensive iterative
improvement scheduling technique. An additional experiment examined the range of

disparity conditions where AnchoréAscend are effective.

Despite their success in benchmark job shop scheduling CSPs/COPs, the funda-
mental assumption of disparity among agents restricts CORA and Anchor&Ascend
Lo special job shop structure where clear bottleneck resources exist and every job uses
the bottleneck resources. In view of this limitation, we designed a second coordination

scheme that does not restricl to any job shop structure.

In the second part of the research, we adopted dispatch scheduling as the skeleton
procedure of the coordination scheme. We view each resource as a reactive agent
that reacts to resource idleness by dispatching a waiting operation. We view each
ioh as a reactive agent that performs bookkeeping to facilitate dispatch procedure.
We developed the scheme of coordinated forecasts (COFCAST) on top of dispatch

scheduling that improves dispatch decisions based on forecasts of future processing
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among resource agents. At each cycle of making a dispatch decision, COFCAST
performs four actions: {1) schedule an operation, (2} forecast future processing, (3)
update predicted records, and (4) coordinate future forecasts. COFCAST involves
information exchanges between agents, which are dependent on the objective func-
tion. We developed COFCAST for both due date related objectives and makespan

objective.

In the study of due date related objectives, we proposed the notion of relaxed
urgency (RU) where jobs’ due dates are dynamically relaxed according to resources’
forecasts of future proceséing. The dynamically modified due dates replace the orig-
inal static due date information in the priority rule in use. Experimental results of
COFCAST-RU on benchmark problems with due date related objectives show that
COFCAST-RU considerably advances solution quality of dispatch scheduling with
more successful rules on weighted tardiness objective. The improvement is most sig-

nificant in shops with tight due dates or only one hottleneck resource.

In the study of makespan objective, we identified two factors, downstream op-
eration urgency and downstream resource priority, that need to be considered in
determining an operation’s dispatch priority in makespan objective. These [actors
are derived from resources’ forecasts of future processing. By combining these two
factors, we developed a new priority rule, called makespan urgency (ML), that op-
erates in COFCAST to reduce makespan. Experimental results of COFCAST-MTU
on benchmark makespan problems show that COFCAST-MU significantly advances
solution quality of dispatch scheduling in makespan objective. While comparing to
state-of-the-art scheduling techniques, COFCAST-MU produced respectable perfor-
mance in smaller sized problems and was shown to be very effective in larger sized

problems.

Inspired by social insects, we started out with an intention to study the ap-
proach of solving complex problems by a sociely of reactive agents. We took job
shop scheduling, an NP-hard problemn, as our problem domain. We developed two
distributed scheduling systerms of reactive agents, with experimentally demonstrated

performance, to verify the feasibility and the efficacy of this approach. Both svs-

J. Lin




160 Conclusions and Future Work

tems perform effective problem solving that produces high quality solution with less
computational cost.

The function of the reactive agents comes from the ncorporated coordination
schemes, We distinguish between coordination procedure and coordination informa-
tion that constitute a coordination scheme. A coordination procedure is a desired
group behavior pattern which is the result of agents’ interaction. Coordination infor-
mation is the set of exchanged information among agents that affects agents’ action

and facilitates desired group behavior.

In CP&CR, the coordination procedure defines an iterative local repairing with
conditional reconfiguration of an ancher sub-solution. The set of coordination in-
formation we developed aims to minimize reciprocal constraint viclations belween
agents and provide operation basis for the coordination procedure. Agents’ reaction
heuristics realize the coordination scheme based on disparity among agents for dis-
tributed constraint satisfaction and optimization. Group behavior is the product of

a hybrid asynchronous interaction process between different tvpes of agents.

In COFCAST, dispatch scheduling was adopted as the skeleton coordination pro-
cedure, in which a universal clock synchronizes the decision process of agents. The
coordination procedure is further articulated by agents’ decision forecasts and extrac-
tion of indicative information. We developed a set of coordination information for
particular objective functions that is utilized in a priority rule to reduce myopia of
dispatch scheduling. Agents operate in a forward decision process with fixed compu-

tational cost with respect to problem size.

Based on the study, we verify the power of reactive agents in problem sclving. Our
reactive agents feature sophisticated coordination information that provides guidance
for favorable problem solving decisions. These coordination information incorporate
the designer’s knowledge and insight in job shop scheduling problem. Experimental
results attest to the problem solving efficacy of these reactive agents. We conclude
that coordination information is the imperative component of reactive agents. The
development of useful coordination information is essential in applying reactive agents

to complex problem solving. We also verify our thesis that multi-agent coordination
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techniques can provide subslantial gains in terms of problem solving efliciency and

solution quality.

6.2 Contributions

This thesis makes several contributions to the fields of distributed problem solving

and job shop scheduling. We briefly describe them as follows.

o 4 Reactive Agent Approach to Distributed Job Shop Scheduling

While scheduling problems have traditionally been tackled by sophisticated
agents that perform elaborate analysis and intensive search, this research presents
an approach to job shop scheduling by simple reactive agents. Agents’ problem
solving actions are guided by a set of coordination information that incorpo-
rates designer’s domain knowledge and insight. Experimental results attest to
the success of this approach in problem solving performance in comparison to
sophisticated scheduling techniques. Due to its surprisingly efficient compu-
tational cost, this approach is potentially useflul in practical applications that

demand real time process control.

A Struetural Decomposition Scheme for DCSPs

Most work on DCSPs have assumed either a prior decomposition or an ad hoc
decomposition. We formally defined a structural decomposition for NCSPs in
which the constraint network is partitioned into a set of constraint clusters. A
constraint cluster consists of exclusive constraints of the same type. Domain of
variables in a constraint cluster are related value intervals. These properties may
lead to effective algorithms for sclving DCSPs. Therefore, this decomposition
scheme provides a basts for future study of specialized algorithms for distributed

NCSPs.
A Framework for DCSPs/DCOPs Based on Coordination of Reactive Agents

Most work on DCSPs have focused on developing algorithms with well studied

properties, such as cornpleteness and convergence. These algorithms are maostly
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demonstrated in small sized test problems and are rarely scaled up. Our frame-
work provides a substrate for developing distributed local repairing thal would

be more efficient for solving large sized practical problems.

o An Fnhancement of the Applicability of Dispatch Scheduling

Dispatch scheduling is simple, efficient, and robust, and has been widely used
in practical [actory scheduling. However, it produces schedules with less ac-
ceptable quality than those from sophisticated techniques that pay the price of
considerable computational resources. With analysis of interaction factors, we
incorporated explicit coordination in dispatch scheduling. Experimental results
demonstrate that the approach significantly advances the scheduling quality of
dispatch scheduling while retaining its computational properties. This research

may have substantial impact on practical applications.

o An Empirical Verification of the Utility of a Social Insect Metaphor in Complex
Problem Solving

Social insects provide physical sources of appreciation and inspiration of orga-
nized group behavior. Each entity is exiremely simple and local, vet complex
functions emerge from their interaction. Previous work has explored the sim-
ple agent approach to problem solving in problem domains such as N-puzzle,
Blocks World, and Traveling Salesman Problem. By tackling the complex job
shop scheduling problems with successful results, this research adds to the evi-

dence of the utilities of employing simple agents in problem solving.

o An Lmpirical Evaluation of Problem Sofving Ffficacy of Distributed Problem
Solving

Most DPS systemns are usually distributed in distant locations and are restricted
by communication bandwidth. These DPS work focus on techniques that would
reduce communication and facilitate coherent, beneficial problem solving among
sophisticated agents. Problem solving efficiency and solution quality have not

been considered as issues and are rarely compared to centralized approaches.
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This research tackles the manufacturing scheduling problems that occur within
a factory. With the assumption of adequate communication bandwidth, this
research emphasizes on achieving effective distributed problem solving. lixperi-
mental results provide an empirical evaluation of the problem solving efficacy of
our approach against advanced centralized techniques. This work adds to DPS

research a new dimension of endeavor and capability.

6.3 Future Work

We briefly discuss some of the directions that further work in the future may take. We
focus on expanding the capability and applicability of our reactive agent approaches

in distributed job shop scheduling,

6.3.1 Relaxing CORA’s Restriction to Special Job Shop Struc-

ture

The current coordination scheme in CORA assumes disparity among subproblems.
Prohlem solving is achieved by an iterative local repairing process based on an an-
chor sub-solution. It is assumed that the anchor sub-solution is most critical in
constructing a feasible solution and has effects on all other sub-solutions. The co-
ordination scheme can be viewed as coordination based on dominance, in which one
of the agents is allowed to propagate its decisions and revise them only when others
have failed their search. As a result, CORA is restricted to problems in which clear
bottleneck resources exist and every job uses the bottleneck resources. In order to
relax this limitation, a new coordination scheme is necessary.

It is of interest to explore a coordination scheme based on competition. During
solution repairing process, critical decision areas usually are not contained in one
agent. Decisions that are regarded as ctitical should prevall. Textures of constraint
violalions that indicate critical decision areas need to be developed. Possible comm-
ponents of the textures include number of operations involved in the conflicted time

interval, length of the conflicted time interval, and a search effort measure. The co-
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ordination scheme can be viewed as dynamic micro dominance, in which decisions of
different agents dynamically prevail. The design of competitive coordination attempts
to adapt agents’ interaction lo the opportunities that are dynamically revealed dur-
ing the solution evolulion process and does not assume any static problem structure.
This new coordination scheme would extend CORA’s applicability to problems with

general job shop structure.

6.3.2 Enhancing Anchor&Ascend’s Scheduling Performance

Although AnchordzAscend has shown to be effective by limited comparison to other
search intensive techniques, there are somne areas where AnchordzAscend’s scheduling

performance can potentially be improved.

o Tradeoff of Search Efficiency and Solution Quality

Currently Anchor& Ascend employs a best first search in the anchor agent, while
at cach configuration of the anchor sub-selution all agents cperate as in CORA,
When the anchor sub-solution needs to be reconfigured, the anchor agent applies
six modification operators to create six new sub-solutions. Sources of delay of
finding a solutton include the search performed in CORA and the rapidly grow-
ing numbers of new candidate sub-solutions, many of which may not lead to a
solution at all. Tt is possible to develop heuristics to reduce unpromising scarch.
Instead of performing full CORA session at each configuration of the anchor
sub-solution, heuristics can be incorporated in CORA to recognize unpromis-
ing configuration with full scaled search and signal for modification. Instead of
creating six new sub-solutions at each modification, additional knowledge from
the inadmissibility of the current configuration can be used to dynamically cre-
ale more promising configuration in lesser numbers. However, while reducing
the amounnt of search, some high quality solutions might be overlooked. Iur-
ther experimental studies are needed to determine the tradeoff between search

cfficiency and solution quality.
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Another area of possible improvement is the search mechanism of the anchor
agent. Although best first search guarantee the best solution, sometimes it
may require excessive computational time before a solution is found. A more
desirable property of a scheduling system is to produce a feasible solution first
and gradually find better solutions if time is allowed. To achieve this property,
the anchor agent can use a combination of depth first search and besl first
scarch. The left end length of conflict freec anchor sub-solution corresponds to
the depth of the search state. When reconfiguring, the anchor agent always
selects a new configuration created from the sub-solution with the most depth.
This facilitates the search for a feasible solution first. After a feasible solution is
found and if tirne is allowed, the anchor ageni selects a new configuration created
from the sub-solution with the most depth and with less cost than the current

feasible solution. Therefore, the agents can gradually find better solutions.

o Heuristic Optimization on Bottleneck Resource

As we discussed in section 3.2.1, our heuristic optimization procedure on the
bottleneck resource is inadequate to find a high quality sub-solution in some
cases. The objective cost of the initial sub-solution is higher than the objective
cost of the final schedule generated by X-ATC rule in some problems. [t is obvi-
ous that we can incorporate X-ATC rule to generate initial sub-solution before
we apply the heuristic optimization procedure. This should lead to improvement

of solution quality in those problems.

6.3.3 Refining Coordination Information in COFCAST-RU

In COFCAST-RU, we used relaxed due dates as the indicative information. We
defined relaxed due date of a job exclusively based on one of the operations in the
Job that is predicted to be the most tardy. Experimental results indicate that currenti
COFCAST-RU is less effective in shops without bottleneck resources and shops with
loose due dates. Both shop conditions strain the utilily of relaxed due dates. In

shops with loose due dates, fewer operations would be predicted to be tardy, and
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therefore, less indicative information is available to correct the myopic decisions of
priority rules. In shops without bottlencck resources, exclusive designation on most

tardy prediction is more likely to produce indicative information with less credibility.

o Alternatives of Frtracting Indicative Information

Besides exclusive designation, there are other alternatives to extract indicative
information from different predictions, such as synthesis where all predictions
contribute to the indicative information. A possible scheme is to weigh different
predictions based on resource contention of each resource. This may provide

remedy for COFCAST-RU in shops with no battleneck resources.

o More Complete Indicative Information

Extracting information based on how tardy a job would be uses only one part of
the predictions. This information is not available when jobs are not predicted Lo
be tardy. On the other hand, the prediction also indicates how early jobs would
be finished before their due dates. A more complete indicative information may
be defined by both predicted earliness or tardiness. This may provide remedy

for COFCAST-RU in shops with loose due dates.

6.3.4 Automating Parameter Setting in COFCAST

With advanced index functions and parameter tuning, parameterized priority rules
usually produce schedules of higher quality than non-parameterized priority rules.
However, parameter tuning has primarily been a trial-and-error process with little
theoretical guidance. Therefore, it is desirable to eliminate manual parameter setting
in COFCAST in order to facilitate its practical applications.

In our experimental study with COFCAST, we found that schedule quality is
often related to parameter values by V-shaped curves. Instead of conducting a full
range irial, a simple automatic parameter tuning procedure can be devised to locate
parameter values that produce schedules of hetter quality. For example, the I'ibonacci

scarch 1s a search technique based on the Fibonacci sequence of numbers and is
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the most effective in optimizing a unimodal funclion [Beveridge & Schechter 1970].
Suppose 4 < , < 23 < B, where [A, B] is the range of interest. If F(x,) < F{xz),
we know that the region [A, z;] does not contain the optimal and can be eliminated
from the search. Fibonacci nuinbers are used to calculate zy, z;. and subsequent new
positions. The modified Fibonaccl search for discrete functions can be implemented
as Lhe parameter setling mechanism and can zoom in areas of appropriate parameter

values very quickly.

6.3.5 Performing Reactive Scheduling Study

Scheduling research has traditionally focused on solving static optimization problems,
without being concerned with issues of sohition executability. However, manufactur-
ing production environments are inherently unpredictable, e.g., machines break down
unexpectedly, customer demands change, operation processing times vary, ete. Re-
cent research has begun to consider scheduling in dynamic environments. [Smith
1994] presented a constraint-directed approach to reactive scheduling based on in-
cremental schedule revision. [Zweben, Deale & Gargan 1990] suggested an iterative
repair scheduling approach in space shuttle processing domain. [Burke & Prosser
1989] described a distributed constraint satisfaction approach to scheduling based on
hierarchically organtzed sophisticated agents. [Miyashita & Sycara 1993] developed a
schedule repairing technique based on case based reasoning. In fact, most recent work
in scheduling emphasizes an integration of both predictive (generative) and reactive
capabilities.

One of the potentials of reactive agent approach to distributed job shop scheduling
15 that the system should be able to react to the dynamic environment. However,
without substantial study and demonstration, this reactive capability remains an
intuition and an unsupported claim. Therefore, an additional area of future work is
to explore CORA and COFCAST in dynamic environments and hopefully, establish

reactive agents as a viable approach to reactive scheduling.
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